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Preface

The 7th European Conference on Case-Based Reasoning (ECCBR 2004) was
held from August 30 through September 2, at the Complutense University of
Madrid, Spain. ECCBR was born in Aberdeen, UK (2002), after a series of Eu-
ropean workshops held in Trento, Italy (2000), Dublin, Ireland (1998), Lausanne,
Switzerland (1996), Paris, France (1994), and Kaiserslautern, Germany (1993).
ECCBR is the premier international forum for researchers and practitioners of
case-based reasoning (CBR) in the years interleaving with the biennial interna-
tional counterpart ICCBR, whose 5th edition was held in Trondheim, Norway
in 2003.

The CBR community has shown for years a deep interest in the application
of its research to real-world problems. As a result, the first day of both ECCBR
and ICCBR has been traditionally dedicated to presenting industrial CBR ap-
plications. ECCBR 2004 Industry Day was co-chaired by Mehmet Göker and
Francisco Martín who invited professionals from different fields to describe their
fielded CBR systems. The second day of the conference was dedicated to four
workshops focusing on the following research interests: CBR in health sciences,
explanation in CBR, computational creativity, and CBR applied to time series
prediction. We are grateful to the Workshop Program co-chairs, Pablo Gervás
and Kalyan Moy Gupta, for their efforts in coordinating these workshops, along
with the individual workshop chairs and participants. Materials from the Indus-
try Day and the workshops were published separately and can be obtained from
the ECCBR 2004 website, http://www.idt.mdh.se/eccbr/.

This volume comprises the papers presented at the conference organized into
three sections: two invited papers are followed by 31 research papers and 25
application papers. Especially relevant is the number of applied research papers
in wide-ranging application areas, such as traffic control, Web search, music
generation, object recognition, medicine, and software engineering. The quality
of the submitted papers was unusually high this year, and of the total of 85
submissions, the program committee selected 24 papers for oral presentation and
32 papers for poster presentation. Papers presented as posters were classified by
the reviewers to be more suitable for a limited interacting audience and three
time slots of the conference were dedicated to poster sessions.

The chairs would like to thank all those who contributed to the success of
ECCBR 2004. Particular thanks goes to all the program committee and addi-
tional reviewers without whose time and effort this volume of selected papers
would not exist. We also wish to thank the invited speakers, Agnar Aamodt and
Mehmet Göker, and all session chairs. A special thanks goes to Luis Hernández-
Yáñez and Mercedes Gómez-Albarrán for local arrangements, Pablo Beltrán-
Ferruz and Federico Peinado-Gil for preparing the proceedings, and Ning Xiong
for his assistance in the paper selection process. Finally, we gratefully acknowl-
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edge the generous support of the sponsors of ECCBR 2004 and of Springer-Verlag
for its continuing support in publishing this volume.

June 2004 Peter Funk
Pedro A. González Calero
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Knowledge-Intensive Case-Based Reasoning in CREEK  

Agnar Aamodt 

Department of Computer and Information Science 
Norwegian University of Science and Technology (NTNU) 

NO-7491 Trondheim, Norway 
agnar.aamodt@idi.ntnu.no 

Abstract. Knowledge-intensive CBR assumes that cases are enriched with gen-
eral domain knowledge. In CREEK, there is a very strong coupling between 
cases and general domain knowledge, in that cases are embedded within a gen-
eral domain model. This increases the knowledge-intensiveness of the cases 
themselves. A knowledge-intensive CBR method calls for powerful knowledge 
acquisition and modeling techniques, as well as machine learning methods that 
take advantage of the general knowledge represented in the system. The focus-
ing theme of the paper is on cases as knowledge within a knowledge-intensive 
CBR method. This is made concrete by relating it to the CREEK architecture 
and system, both in general terms, and through a set of example projects where 
various aspects of this theme have been studied. 

1  Introduction 

A knowledge-intensive case-based reasoning method assumes that cases, in some way 
or another, are enriched with explicit general domain knowledge [1,2]. The role of the 
general domain knowledge is to enable a CBR system to reason with semantic and 
pragmatic criteria, rather than purely syntactic ones. By making the general domain 
knowledge explicit, the case-based reasoner is able to interpret a current situation in a 
more flexible and contextual manner than if this knowledge is compiled into prede-
fined similarity metrics or feature relevance weights. A knowledge-intensive CBR 
method calls for powerful knowledge acquisition and modeling techniques, as well as 
machine learning methods that take advantage of the general knowledge represented 
in the system. 

In the CREEK system [3,4,5], there is a strong coupling between cases and general 
domain knowledge in that cases are submerged within a general domain model. This 
model is represented as a densely linked semantic network. Concepts are inter-related 
through multiple relation types, and each concept has many relations to other con-
cepts. The network represents a model of that part of the real world which the system 
is to reason about, within which model-based reasoning methods are applied. From 
the view of case-specific knowledge, the knowledge-intensiveness of the cases them-
selves are also increased, i.e. the cases become more “knowledgeable”, since their 
features are nodes in this semantic network.  

The focusing theme of this paper is cases as knowledge within a knowledge-
intensive CBR method. This will be made concrete by relating it to the CREEK archi-
tecture and system, both in general terms, and through a set of example projects 
where various aspects of this theme have been studied. To give an initial hint at the 
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main issue, Fig. 1 characterizes some aspects of CBR methods along what may be 
called the knowledge-intensiveness dimension. The early nearest-neighbour-based 
methods are at the one end of the scale, while the CREEK system is illustrated closer 
the other end. Some typical characterizations of knowledge-intensive CBR methods 
(right part) and knowledge-empty or knowledge-lean methods (left part), are listed. 

 
 

 

Fig. 1. The knowledge-intensiveness dimension of CBR methods 

As Fig. 1 indicates, the notion of knowledge-intensiveness is not an either/or issue. 
CBR systems may be more or less knowledge-intensive. The meaning of the term 
“knowledge-intensive” may also vary, depending on what viewpoint to the concept of 
knowledge that an author or research group has. Further, when we look at the contents 
of a case, what some people refer to as knowledge may be referred to as information 
by others – or even as data. This is not surprising, since a data structure, such as a 
case, can serve several roles in a system. In order to get a better understanding of the 
concept of knowledge, as it is interpreted in CREEK, we will therefore start by clari-
fying what we see as the main distinction between knowledge, information, and data, 
related to the different roles a case may have. The next chapter defines the three terms 
from that perspective.  

Explicit models of knowledge call for effective knowledge modeling methods and 
tools, both for manual model development and automated methods, i.e. machine 
learning. To support systems development within the CREEK architecture, some 
assumptions on the nature of knowledge modeling has been made, and an assisting 
tool has been developed to assist the knowledge modeling process. This is the topic of 
chapter 3. In chapter 4 the CREEK architecture and system is summarized, emphasiz-
ing knowledge content and how it is processed. Chapter 5 illustrates the architecture 
and system through a summary of recent and ongoing research projects. The paper is 
summarized and concluded in the final chapter. 

2   What Is Knowledge in a CBR System? 

There is, in general, no known way to distinguish knowledge from information or data 
on a purely representational basis. Attempts to make distinctions based on size or 
complexity are therefore likely to fail. Another option - and the one underlying the 
CREEK architecture - is to identify how and for what purpose the structures are used, 
i.e. what the various roles of data, information, and knowledge are in a case-based 
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reasoning process. Their interpretation within the contexts they are applied, and by 
whom they are interpreted and applied, therefore become important. The latter aspect 
leads to the frame of reference problem of data, information, and knowledge [6], 
which is the problem of relating one of these entities to a subject of reference: Whose 
knowledge is it? For a discussion of this topic within the broader context of databases, 
information systems, and AI systems, see [7]. 

2.1   Data vs. Information vs. Knowledge 

For any decision-making process, an environment is assumed in which a decision-
making agent (i.e. a reasoning agent) receives input from and returns output to an 
environment external to it. In a simple set-up, the external environment is a user 
communicating through a terminal, and the decision-making agent is a terminal-
based, advice-giving computer system. Within this context, the essential differences 
between data, information and knowledge are as follows (see Fig. 2). 

Data are syntactic entities, i.e. uninterpreted characters, signals, patterns, and signs 
that have no meaning for the system (the subject of reference) concerned. Data are 
input to an interpretation process. Data become information after having been inter-
preted to give meaning. This is illustrated in Fig. 2 by the Data Interpretation arrow. 
Taking a human being as the subject of reference, a series of signals from a sensor, or 
the string "´Q)9§?8$%@*¨&/", is data to most of us, while "low interest rate", "in-
creased blood pressure", and "the Gulf war" have meaning, and therefore are informa-
tion. The meaning of these terms may be different for different systems (here: peo-
ple), and it is each individual’s knowledge about particular domains - and the world in 
general - that enable us to get meaning out of these data strings.  

Information is interpreted data, i.e. data with meaning. It is the output from a data 
interpretation process, as just described. Once the data have been given an interpreta-
tion as information (an initial interpretation, at least), it is elaborated upon in order to 
be better understood, and in order to derive (infer) new information. This is illustrated 
by the Elaboration arrow in Fig. 2. Hence, information is input to this elaboration 
process, as well as output from it. The elaboration process is where the core decision-
making processes take place. Often, in a real setting, elaboration and data interpreta-
tion processes are interleaved. Information is also the source of learning, i.e. the input 
to a learning process. 

Knowledge is learned information, i.e. information that has been processed and in-
corporated into an agent's reasoning resources, and made ready for active use within a 
decision process. A widely shared view is that learning is the integration of new in-
formation into an existing body of knowledge, in a way that makes it potentially use-
ful for later decision-making. New knowledge may also come from inference proc-
esses within the knowledge body itself. This is illustrated by the vertical and the semi-
circular Learning arrows in Fig.2, respectively. Knowledge, then, is the output of a 
learning process, after which it becomes the internal resource within an intelligent 
system that enables the system to interpret data to information, to elaborate and derive 
new information, as well as to learn more (the gray lines in the figure).  

Note that the term knowledge is used here in a very general sense. It does not dis-
tinguish between 'true' and 'believed' knowledge. This is different from the influential 
branch of philosophy in which the term knowledge is used exclusively for statements 
that are true in the world, and where belief is used if truth cannot be ascertained (e.g. 
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[8]). Other philosophical theories (e.g. [9]) have questioned this position, arguing that 
the logicist, or deductive-nomological philosophical view that lies behind that view is 
unable to explain major philosophical problems such as analogical reasoning, abduc-
tion, and scientific development.  

 

 

Fig. 2. The Data-Information-Knowledge model 

2.2   Case Roles in CBR Systems 

In Fig.1 some discriminating characteristics of knowledge-lean and knowledge-
intensive methods were listed. CBR systems come in different shapes and fashions. 
From the above discussion, we see that in order for a system to reason, in the sense of 
interpreting data and deriving new information, it needs knowledge. Systems with no 
knowledge can do no reasoning in this sense. CBR systems that are placed at the left 
of the scale, will therefore typically be closer to information systems than knowledge-
based systems. Note the peculiarity in that for an “information system”, as the term is 
commonly used, a human being is assumed to be the subject of reference, i.e. it is 
information for the human interpreter (and data for the system). In a knowledge-based 
system, however, knowledge as well as relevant parts of the information is with re-
spect to the system. Below, the three main roles of cases in various systems, corre-
sponding to their role as data, information, or knowledge, are highlighted, in order to 
contrast the CREEK approach to others.  

Cases as data for the computer system is the simplest mode, in which the system 
does not do case-based reasoning as such, but applies case-based methods for case 
indexing and retrieval. Since the system views cases as data only, it does not have 
knowledge of the items that describe case contents. The partial matching property of 
CBR is used to improve database retrieval by producing a ranked list of matching 
records rather than one exact match. The strength of computers as data managers and 
information handlers, where the frame of reference for information is the user, is 
combined with the strength of human beings for intelligent decision-making. Some 
types of help desk systems are examples.  

Cases as information for the computer system implies that there is knowledge in 
the computer that is able to interpret and utilize case contents as information. If cases 
are information only – and not knowledge – the based-based methods must be of 
some other kind, such as model-based or rule-based. The characteristic of a case-
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based system of this kind is that a substantial part of the system’s information is or-
ganized as cases.  

Cases as knowledge for the computer system, is the case-based reasoning approach 
per se, i.e. the case base is not merely a source of information for the user, but a 
knowledge base that is actively used in the system’s reasoning processes. The full 
flexibility of viewing a case as data, information, and/or knowledge is therefore avail-
able. Cases may be the only type of knowledge in such a system or they may be com-
bined with other knowledge types - as in CREEK. These systems exhibit learning in 
the full sense, since they incorporate new cases in a way that makes them immediately 
ready to be used in the solving of new problems. 

From these different case roles, we see that a case-based system architecture can 
facilitates a gradual transformation from a pure database or information system, to a 
full-fledged knowledge-based system. In this way a system will always have its data 
available in a non-generalized form, and their active use can be incrementally put into 
effect by adding interpretation and reasoning capabilities to the system as the use of 
the system identifies what active decision support users really want.  

3   Knowledge Modeling 

Along with Clancey [10], a knowledge-based system can be viewed as a qualitative 
model of that part of the real world that the system is to reason about. Knowledge 
modeling, then, becomes the whole process that starts with a real world task environ-
ment, through several steps realizes a (partial) model of it in a computer system, and 
maintains that model over time. The knowledge of a system will to some extend be 
biased by the methods through which that knowledge was acquired and represented. 
A brief description of the high-level knowledge modeling framework for CREEK 
systems is therefore given. 

The knowledge modeling approach is based on the combination of a top-down 
driven, initial knowledge acquisition process, and a bottom-up modeling process 
represented by continuous learning through retaining problem solving cases. The 
objective of the initial knowledge modeling task is to analyze the domain and task in 
question, to develop the conceptual, mediating models necessary for communication 
within the development team, and to design and implement the initial operational and 
fielded version of the system. The knowledge maintenance task takes over where the 
initial knowledge modeling ends, and its objective is to ensure the refinement and 
updating of the knowledge model as the system is being regularly used. In Fig. 3 the 
two outer, rounded boxes illustrate these two top-level tasks of the knowledge model-
ing cycle. Within each of the two tasks, the major subtasks (rounded rectangles) and 
models (sharp rectangles) taken as input and returned as output from these tasks are 
shown. The modeling subtasks are indicated by their gray background. Arrows indi-
cate the main flow of knowledge and information, and show the most important in-
put/output dependencies between subtasks and models. As shown by the area where 
the two large boxes overlap, the conceptual knowledge model and the computer inter-
nal model are shared by subtasks of both initial knowledge modeling and knowledge 
maintenance. 

A knowledge modeling cycle typically starts with a high level specification (e.g. 
functional specification) of the target computer system, at some level of detail. The 
resulting submodels are structured into a conceptual knowledge model. The knowl-
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edge is described at the knowledge level [11,12], where the emphasis is to capture the 
goal-directed behavior of the system, and to model knowledge content from the per-
spective of the application domain, without being constrained by implementational 
limitations. A common starting point is to identify the main categories of the three 
knowledge types: Task knowledge, Method knowledge, and Domain knowledge. Task 
knowledge models what to do, usually in a task-subtask hierarchy. Tasks are defined 
by the goals that a system tries to achieve. Method knowledge describes how to do it, 
i.e. a method is a means to accomplish a task (e.g. to solve a problem). Domain 
knowledge is the knowledge about the world that a method needs to accomplish its 
task. Examples are facts, heuristics, causal relationships, multi-relational models, and 
– of course – specific cases (see [13] for a more elaborate discussion on knowledge 
level modeling for CBR systems). The conceptual knowledge model forms the basis 
for designing and implementing the computer internal model, i.e. the knowledge 
model of the operating target system. This model is described at a level referred to as 
the symbol level, which deals not only with intentional knowledge content, but also 
with manipulation of symbols that represent knowledge in the computer.  

 

 
Fig. 3. The knowledge modeling cycle 

The lower, partially overlapping box illustrates the main subtasks of knowledge 
maintenance. Knowledge maintenance starts when a system has been put into regular 
operation and use. The knowledge maintenance task has two optional subtasks as 
indicated in the figure. One is sustained learning, i.e. the direct updating of the com-
puter internal model each time a new problem has been solved. The other is a periodic 
and more substantial revision process. As illustrated, this revision task may lead di-
rectly to the modification of the symbol level model (computer internal model), but it 
may also go through an update of the knowledge level model (conceptual knowledge 
model) first.  

To assist in the top-down modeling parts of the cycle described, a knowledge mod-
eling editor is used (Fig. 4). A CREEK system comes with a top-level ontology, part 
of which is shown in the figure, from which the higher-level parts of the domain 
model is grown. Concepts, relations, as well as cases, can be constructed and manipu-
lated in flexible manners through a knowledge map interface (to the left) or a frame 
interface (right part of the figure). The knowledge representation in the topic of next 
chapter. 
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Fig. 4. The TrollCreek Knowledge Modeling Editor 

4   The CREEK System 

The CREEK system is an architecture for knowledge-intensive case-based problem 
solving and learning, targeted at addressing problems in open and weak-theory do-
mains [14]. CREEK contains several modules integrated within a common conceptual 
basis: The General Domain Model (see Fig. 5). Each module represents a particular 
sub-model of knowledge. The main modules are the object-level domain knowledge 
model (real world entities and relationships), a strategy level model (for example a 
model of diagnostic problem solving), and two reasoning meta-level models, one for 
combining case-based and other types of reasoning, and one for combined learning 
methods. CREEK integrates problem solving and learning into one functional archi-
tecture.  

Situation-specific experiences are held in the case base of solved cases. All the 
concepts are ’glued together’ into a single, interconnected knowledge model. Diagno-
sis task concepts, for example, such as "symptom" and "diagnostic-hypothesis" (part 
of the diagnosis and repair strategy model), and learning task concepts, such as "case-
indexing" and "failure-generalization" (part of the combined learning model), are 
defined within the same representation structure as general domain concepts like 
"appendicitis" and "fever", and case-related domains terms as "Patient#123456" and 
"current-radiation-dosage".  

A knowledge model represented in CREEK is viewed as a semantic network, 
where each node and each link in the network is explicitly defined in its own frame. 
Each node in the network corresponds to a concept in the knowledge model, and each 
link corresponds to a relation between concepts. A concept may be a general defini-
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tional or prototypical concept, a case, or a heuristic rule, and describe knowledge of 
domain objects as well as problem solving methods and strategies. A frame represents 
a node in the network, i.e. a concept in the knowledge model. Each concept is defined 
by its relations to other concepts, represented by the list of slots in the concept’s frame 
definition. Fig. 6 illustrates the three main types of knowledge in CREEK, a top-level 
ontology of generic, domain-independent concepts, the general domain knowledge, 
and the set of cases. 
 

Fig. 5. The CREEK functional Architecture 

 

Fig. 6. Integrating cases and general knowledge 

The case-based interpreter in CREEK contains a three-step process of 1) activating 
relevant parts of the semantic network 2) generating and explaining derived informa-
tion within the activated knowledge structure, and 3) focusing towards and selecting a 
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conclusion that conforms with the goal. This activate-explain-focus cycle, referred to 
as an ’explanation engine’ [3], is a general mechanism that has been specialized for 
each of the four CBR tasks described in section 4, although the Revise task is not a 
system’s task in CREEK. (see Fig. 7).  

 
Retrieve   Reuse    Revise  

Activate

Explain

Focus Activate

Explain

Focus Activate

Explain

Focus

   

Activate

Explain

Focus

Retain

 

Fig. 7. The CBR process and the explanation engine 

Similarity assessment is divided between the Activate and Explain steps of Re-
trieve. Activate first determines a relevant broad context for the problem, by spread-
ing activation from goal concepts to relevant findings. Spreading-relations include 
general taxonomic ones, causal relations, associational relations, and application-
specific relations. Only cases with activation strength above a certain threshold will 
be considered for further matching. The activation strength is based on the number of 
matched relations and their relevance factor, according the following formula [15]: 
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C1 and C2 are cases, n is the number of findings in C1, m is the number of findings in 
C2, fi is the ith finding in C1,, fj the jth finding in C2, and sim(f1,f2) is simply given as: 
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The relevance factor is a number calculated by combining the predictive strength 
(related to degree of sufficiency) and importance (related to degree of necessity) of a 
feature for a case. Following Activate, Explain will then evaluate and attempt to im-
prove the match between the input case and the activated cases. Only unmatched 
findings need to be explained, because the strength of the matched findings cannot be 
increased when they share the same value. Different explanation paths are combined 
[16], resulting in a matching strength for each activated case. The paths have conver-
gence points, which are entities for which there exists an explanation path from the 
values of both findings. The strength of one such path is the product of the strength of 
each relation leading from the finding to the convergence point:   

∏
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n

i
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There might exist one or more parallel paths from each finding to each conver-
gence point. The formula below is a general formula for adding a new strength (Snew) 
to an old strength (Sold) to incorporate an additional explanation path: 

 

parallel strength (Sold ,Snew ) = Sold + (1− Sold ) ⋅ Snew
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Thus, the total strength of all the paths leading from a finding f to a convergence 
point c, with n being the number of paths between f and c is computed after the fol-
lowing formula: 

total path strength( f ,c) = parallel strength( path strength( f ,c) i, path strength( f ,c)i+1)
i=1

n

∑  

The strength of one explanation path (eps) leading from a finding f1 to a finding f2 
via the convergence point c, is computed by multiplying the total path strength for 
each of the findings to the convergence point, and the total explanation strength for 
the two findings (f1 and f2) is then computed by using the parallel strength formula: 
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Here n is the number of convergence points between the findings, and ci is the ith 
convergence point.  

Focus makes the final selection of the best case or rejects all of them, normally 
based on the case with the strongest explanatory justification. It may adjust the rank-
ing of the cases based on preferences or external constraints, such as resource or cost 
considerations related to applying or executing the solution in the real world. The 
explanatory power of the general domain model is also utilized in Reuse and Retain. 
This was implemented in the former Lisp-based version. So far our research related to 
the current Java-based version – called TrollCreek - has focused on the Retrieve step.  

The general domain knowledge is assumed to be extensive enough to provide suf-
ficient support to the case-based methods, but may also provide a back-up capability 
of problem solving on its own, if nor similar case is found. The general domain 
knowledge is typically built up by rather 'deep' relationships - for example a combina-
tion of causal, structural, and functional relations. It contains a simple model-based 
casual reasoning method, in addition to the basic inference methods of frame match-
ing, constraint propagation, and plausible inheritance (see next chapter).  

The TrollCreek tool allows running the case matching process at any time during 
system development. To illustrate, assume that we are on an oil rig in the North Sea. 
Drilling fluid losses have been observed, and the situation turns into a problem (so-
called Lost Circulation). See the case description to the left in Fig. 8. TrollCreek pro-
duces first of all a list of similar cases for review of the user. Testing of Case LC 22 
suggests that Case LC 40 is the best match, with case 25 as the second best, and with 
a matching degree of 45% - as shown in Fig. 9. Examination of these cases reveals 
that Case LC 40 and 25 are both of the failure type Natural Fracture (an uncommon 
failure in our case base). By studying Case LC 40 and 25 the optimal treatment of the 
new problem is devised, and a new case (Case LC 22) is stored in the case base (right 
part, Fig. 8). 

The user can choose to accept the delivered results, or construct a solution by com-
bining several matched cases. The user may also trigger a new matching process, after 
having added (or deleted) information in the problem case. The user can also browse 
the case base, for example by asking for cases containing one specific or a combina-
tion of attributes. Figure 4 shows parts of the explanation of why Case LC 22 is a 
problem of the type Natural Fracture. The interactive graph displays the part of the 
semantic network that was involved in the matching, either by direct or indirect (ex-
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plained) matches. A textual explanation of an indirect match is also displayed, as 
shown to the middle right in Fig. 9. 

 
 

Fig. 8. Unsolved case (left) and the corresponding solved case (right) of Case LC 22 

5   Recent and Ongoing Research 

The transition to the Java platform, form Lisp, led us to make a revision of the knowl-
edge representation and basic inference methods. An earlier idea of plausible inheri-
tance as an inference method for semantic networks [14] was generalized and made 
into the core model-based inference method of CREEK [16]. The main principle is 
that inheritance is extended to be applicable to any pair of a relationship and a rela-
tion, as opposed to inheritance only along a subclass relation. A location relationship 
may be inherited along a part-of relation, for example – assuming that parts of things 
are in the same location as the thing itself. Fig 10. illustrates how an initial frame, 
“epidemic case #3”, having a local subclass relationship with “bacterial epidemic”, 
and a causal relationship with “dirty water”, inherits additional relationships (the R i 

set at the lower right), through as set of inheritance rules (the I set at the lower left). 
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Fig. 9. Results of matching a new case (Case LC 22 unsolved) with the case base. 
 

 

Fig. 10. Plausible inheritance example 



Knowledge-Intensive Case-Based Reasoning in CREEK      13 

Some current activities explore this method by designing systems were model-
based reasoning play a strong part in itself, rather than only as part of the CBR proc-
ess. Examples are two PhD projects where one is a method for generating and evalu-
ating explanations for intelligent tutoring [17], and the other a method for generating 
explanations for gene–gene relationships and dependencies in order to understand the 
development of diseases at the level of functional genomics [18]. Our research into 
knowledge-intensive case-based explanation studies the combined use of case-
specific and general domain knowledge from the perspective of user-targeted expla-
nations (the two projects just mentioned), as well from the perspective of the system-
internal explanation methods in CREEK. The transparency of the knowledge repre-
sentation system in CREEK favours studies of mutual explanation mechanism, i.e. 
explanation methods serving both purposes. This is currently studied within a PhD 
project on conversational case-based reasoning for software component reuse [19], 
although the focus here is on internal explanations within a CCBR context. Quite 
another issue is studied in a PhD research done within the EU project Ambiesense 
[20], where an agent-based architecture is developed for CREEK, aimed to provide 
contextualized information to mobile users on business or tourist travels. Agent-based 
methods in are also explored by others, which should lead to a generic distributed 
architecture for CREEK. Cases are used to personalize the information provided. A 
thorough study of context modeling was done in an earlier research applied to the 
medical diagnosis area [21]. This work, as well as a study done in medical image 
understanding [22], also made significant contributions to the knowledge-level mod-
eling approach within CREEK. 

Additional methods for representing and reasoning with general domain knowl-
edge are also being explored. In particular, the studies of Bayesian Networks within 
CREEK [23] has given additional insights to the knowledge modeling and representa-
tion issues, as well as triggered studies on data mining methods for learning of general 
domain knowledge. Examples of smaller project that have developed additional dem-
onstrators as part of MSc works, include an ANN system integrated into CREEK [24], 
for face recognition, and a text mining system for extracting general domain relation-
ships from text [25]. Sometimes, it is also useful to lean back and take a look at the 
more fundamental issues related to developing CBR systems and other AI systems, 
such as relating current practice to totally different development and modeling views, 
such as one suggested by an antipoetic analysis [26]. 

6   Conclusion 

The paper has described the knowledge-intensive CBR approach that is at the core of 
the CREEK framework, architecture, and system. By starting out with the fundamen-
tal issues related to the nature of knowledge, and the modeling-perspective taken to 
the development of a CREEK knowledge base, the actual representation and reason-
ing methods – as exemplified by Retain – hopefully become clearer.  

The current and future directions of research focus more strongly on experimental 
evaluation of the various methods of CREEK. Of special interest currently, are ex-
perimentations related to the combined explanatory power of general domain knowl-
edge and cases. This includes more thorough studies of the representation and basic 
inferencing methods. In addition, multi-agent architectures, text mining of general and 
case-specific knowledge, and conversational CBR methods, are high up on the re-
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search agenda. Finally, continued tool development, in connection with development 
of real world applications, is a priority, for which we cooperate with the company 
Trollhetta AS. 

References 

1. Díaz-Agudo, B., González-Calero, P.A.: An Architecture for Knowledge Intensive CBR 
Systems. In Blanzieri, E., Portinale, L., (Eds.): Advances in Case-Based Reasoning (Procs. 
of the 5th European Workshop on Case-Based Reasoning, EWCBR 2000), Lecture Notes 
in Artificial Intelligence, 1898, Springer, 2000. 

2. Aamodt A.: A Knowledge-Intensive Integrated Approach to Problem Solving and 
Sustained Learning. PhD. Dissertation. University of Trondheim, Department of Electrical 
Engineering and Computer Science, Trondheim (1991). [Downloadable from authors 
publications homepage].  

3. Aamodt, A. 1994: Explanation-driven case-based reasoning. In Topics in case-based rea-
soning, edited by S. Wess et al., Springer Verlag, 274-288. 

4. Jære, M.D., Aamodt, A., Skalle, P.: Representing temporal knowledge for case-based 
prediction. Advances in case-based reasoning; 6th European Conference, ECCBR 2002, 
Aberdeen, September 2002. Lecture Notes in Artificial Intelligence, LNAI 2416, Springer, 
pp. 174-188. 

5. Skalle, P., Aamodt, A.: Knowledge-based decision support in oil well drilling; Combining 
general and case-specific knowledge for problem solving. To appear in Proceedings of 
ICIIP-2004, International Conference on Intelligent Information Processing, Beijing, 
October 2004. 

6. Clancey, W.J.: The frame of reference problem in the design of intelligent machines, In K. 
VanLehn (ed.), Architectures for Intelligence. Lawrence Erlbaum, 1991, p. 357-423. 

7. Agnar Aamodt, Mads Nygaard: Different roles and mutual dependencies of data, 
information, and knowledge - an AI perspective on their integration, Data and Knowledge 
Enigneering 16 (1995), pp 191-222. 

8. C.G. Hempel, Aspects of scientific explanation., (Free Press, New York, 1965). 
9. P. Thagard, Computational Philosophy of Science, (MIT Press/Bradford Books, 1988). 

10. Clancey W.J.: Viewing knowldge bases as qualitative models. IEEE Expert, Vol.4, no.2. 
Summer 1989. pp. 9-23. 

11. Newell, A.: The knowledge level, Artificial Intelligence, 18 (1982) 87-127. 
12. Van de Velde, W.: Issues in knowledge level modelling, In J-M. David, J-P. Krivine, R. 

Simmons (eds.), Second generation expert systems (Spinger, 1993) 211-231. 
13. Aamodt, A.: Modeling the knowledge contents of CBR systems. Proceedings of the Work-

shop Program at the Fourth International Conference on Case-Based Reasoning, Van-
couver, 2001. Naval Research Laboratory Technical Note AIC-01-003, pp. 32-37. 

14. Aamodt A.: A Knowledge Representation System for Integration of General and Case-
Specific Knowledge. Proceedings from IEEE TAI-94, International Conference on Tools 
with Artificial Intelligence (1994). New Orleans, November 5-12. 

15. Lippe, E.: Learning support by reasoning with structured cases. MSc Thesis, Norwegian 
University of Science and Technology (NTNU), Department of Computer and Information 
Science, 2001. 

16. Sørmo F.: Plausible Inheritance; Semantic Network Inference for Case-Based Reasoning. 
MSc thesis, Norwegian University of Science and Technology (NTNU), Department of 
Computer and Information Science, 2000. 

17. Frode Sørmo, Agnar Aamodt: Knowledge communication and CBR. 6th European 
Conference on Case-Based Reasoning, ECCBR 2002, Aberdeen, September 2002. 
Workshop proceedings. Robert Gordon University, pp. 47-59. 



Knowledge-Intensive Case-Based Reasoning in CREEK      15 

18. Waclaw Kusnierczyk, Agnar Aamodt and Astrid Lægreid: Towards Automated Expla-
nation of Gene-Gene Relationships. RECOMB 2004, The Eighth International Conference 
on Computational Molecular Biology, Poster Presentations, E9, San Diego, March 2004. 

19. Gu, M., Aamodt, A., Tong, X.: Component retrieval using conversational case-based 
reasoning. To appear in Proceedings of ICIIP-2004, International Conference on 
Intelligent Information Processing, Beijing, October 2004. 

20. Anders Kofod-Petersen, Agnar Aamodt: Case-based situation assessment in a mobile 
context-aware system. Proceedings of AIMS2003, Workshop on Artificial Intgelligence 
for Mobil Systems, Seattle, October, 2003. 

21. Pinar Ozturk, Agnar Aamodt: A context model for knowledge-intensive case-based 
reasoning. International Journal of Human Computer Studies. Vol. 48, 1998. Academic 
Press. pp 331-355. 

22. Morten Grimnes, Agnar Aamodt: A two layercase-based reasoning architecture for 
medical image understanding. In Smith, I., Faltings, B. (eds). Advances in case-based 
reasoning, (Proc. EWCBR-96), Springer Verlag, Lecture Notes in Artificial Intelligence 
1168, 1996. pp 164-178.  

23. Helge Langseth, Agnar Aamodt, Ole Martin Winnem: Learning retrieval knowledge from 
data. In Sixteenth International Joint Conference on Artificial Intelligence, Workshop ML-
5: Automating the Construction of Case-Based Reasoners. Stockholm 1999. Sarabjot 
Singh Anand, Agnar Aamodt, David W. Aha (eds.). pp. 77-82. 

24. Engelsli, S.E.: Intergration of Neural Networks in Knowledge - Intensive CBR. MSc 
thesis, Norwegian University of Science and Technology (NTNU), Department of 
Computer and Information Science, 2003. 

25. Tomassen, S.L.: Semi-automatic generation of ontologies for knwoledge-intensive CBR. 
MSc thesis, Norwegian University of Science and Technology (NTNU), Department of 
Computer and Information Science, 2003. 

26. Sverberg, P.: Steps towards an empirically responsible AI; A theoretical and 
methodological framework. MSc thesis, Norwegian University of Science and Technology 
(NTNU), Department of Computer and Information Science, 2004. 



P. Funk and P.A. González Calero (Eds.): ECCBR 2004, LNAI 3155, p. 16, 2004. 
© Springer-Verlag Berlin Heidelberg 2004 

Designing Industrial Case-Based Reasoning Applications 

Mehmet H. Göker 

PricewaterhouseCoopers 
Center for Advanced Research 

Ten Almaden Boulevard, Suite 1600 
San Jose, CA 95113 

mehmet.goker@us.pwc.com 
 
 
The development of knowledge management applications for business environments 
requires balancing the needs of various parties within the client’s organization. While 
the end users desire to have a system that operates as effectively and efficiently as 
possible without changing their existing workflow, the business unit may be inter-
ested in capturing, verifying and endorsing corporate policies. The IT department of 
the client will be interested in applications that fit into their standard deployment 
environment and will certainly not appreciate the need for the business unit to modify 
some of the knowledge containers occasionally. Balancing these requirements without 
endangering the long term success of an application can become challenging.   

The design decisions made during the development of Case-Based Knowledge 
Management systems impact the long term success of these applications drastically. 
The application has to be designed in such a way that it understand the user’s query 
and delivers useful solutions to end users, accommodates the needs of users with 
different levels of knowledge and responsibility, operates within the existing knowl-
edge creation and revision workflow of the company, makes use of existing knowl-
edge sources without modifying their structure and the organization around them, 
supports authoring in a light-weight manner, facilitates long term maintenance by 
means of reporting facilities and maintenance operations, is easy to deploy and oper-
ate in a corporate environment, allows the business unit to make changes to applica-
tion settings with immediate effect, can be deployed in a very short timeframe, is 
based on industry standards, requires no customizations and is very cheap. While this 
list of desired characteristics is only partial, it shows that some of the requirements 
can be rather contradictory. 

Based on the framework of the INRECA methodology [1] and experience with 
various CBR projects, this talk will describe the tasks that have to be executed during 
the implementation and deployment of real-world CBR systems. We will contrast the 
issues to standard software engineering projects, highlight areas of potential problems 
and suggest solutions.  
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Abstract. Over the years, many successful applications of case-based
reasoning (CBR) systems have been developed in different areas. The
performance of CBR systems depends on several factors, including case
representation, similarity measure, and adaptation. Achieving good per-
formance requires careful design, implementation, and continuous op-
timization of these factors. In this paper, we propose a maintenance
technique that integrates an ensemble of CBR classifiers with spectral
clustering and logistic regression to improve the classification accuracy
of CBR classifiers on (ultra) high-dimensional biological data sets.

Our proposed method is applicable to any CBR system; however, in
this paper, we demonstrate the improvement achieved by applying the
method to a computational framework of a CBR system called TA3 . We
have evaluated the system on two publicly available microarray data sets
that cover leukemia and lung cancer samples. Our maintenance method
improves the classification accuracy of TA3 by approximately 20% from
65% to 79% for the leukemia and from 60% to 70% for the lung cancer
data set.

1 Introduction

Case-based reasoning (CBR) has been successfully applied to a wide range of ap-
plications, such as classification, diagnosis, planning, configuration, and decision-
support [1]. CBR can produce good quality solutions in weak-theory domains,
such as molecular biology, where the number and the complexity of the rules
affecting the problem are very high, there is not enough knowledge for formal
representation, and the domain understanding evolves over time [2]. In addition,
similarly as other learning systems, CBR systems can suffer from the utility prob-
lem, which occurs when knowledge learned in an attempt to improve a system’s
performance degrades it instead [3].

These issues can be addressed by continuous case-based reasoner mainte-
nance (CBRM) [4, 5], where the contents of one or more knowledge containers
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are revised in order to improve future reasoning for a particular set of perfor-
mance objectives [6]. According to Richter’s definition, there are four containers
in which the knowledge could be stored in a CBR system: the vocabulary used,
the similarity measure, the solution transformation, and the case-base [7]. Dur-
ing maintenance, the contents of each of the four knowledge containers may
be revised in order to improve the performance objectives, e.g., improving the
quality of the proposed solution.

Although several methods have been proposed for revising the case-base to
reduce the number of stored cases [8–10], relatively little work has been car-
ried out on revising the case-base to reduce the number of attributes1 of stored
cases. The problem, known as the “curse of dimensionality”, occurs in (ultra)
high-dimensional domains with tens of thousands of attributes and only a few
hundred cases (samples). Such domains include microarray data sets, which mea-
sure the activity of tens of thousands of genes simultaneously. Microarrays are
used in medical domains to produce molecular profiles of diseased and normal tis-
sues, and thus increase the level of detail that can be stored about every patient.
That is useful for understanding various diseases, and the resulting patient pro-
files support more accurate analogy-based diagnosis, prognosis, and treatment
planning. Microarray data sets are represented by an N ×M matrix, where M
is the number of genes for the N samples, and they are labeled using clinical
profiles (or phenotypes).

Clustering and feature selection techniques have been applied to many do-
mains including microarrays [11–13]. Clustering groups samples (cases) into par-
titions, such that samples within a cluster are similar to one another and dis-
similar to samples in other clusters. Clustering techniques can be categorized
into partitional and hierarchical methods [14]. Partitional-based clustering tech-
niques attempt to break a data set into k clusters, such that each cluster op-
timizes a given criterion, e.g., minimizes the sum of squared distance from the
mean within each cluster. Hierarchical clustering proceeds successively by ei-
ther merging smaller clusters into larger ones (agglomerative approach), or by
splitting larger clusters (divisive approach).

The goal of feature selection is to identify “informative” features among
thousands of available features, i.e., relevant features that improve CBR perfor-
mance for a given reasoning task. In microarray data sets, “informative” features
comprise genes with expression patterns that have meaningful biological rela-
tionships to the classification labels of samples (analogously, it could represent
sample vectors that have meaningful biological relationship to the classification
labels of genes). For microarray data sets, mining a subset of genes that distin-
guishes between cancer and normal samples can play an important role in disease
pathology and drug discovery. Removing “non-informative” features helps over-
come the “curse of dimensionality” and improves the prediction accuracy of
classifiers.

1 In this paper, we use attributes and features interchangeably, unless otherwise spec-
ified.
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Feature selection techniques are classified into filter and wrapper methods
[15]. The filter approach selects feature subsets that are independent of the
induction algorithm, while the wrapper approach evaluates the subset of features
using the inducer itself.

Our main challenge is to interpret the molecular biology data to find similar
samples to eventually use them in case-based medicine, and to identify those
genes whose expression patterns have meaningful relationships to their classifi-
cation labels. Clustering and feature selection techniques have been successfully
applied to CBR maintenance [16, 10]; however, in this paper, we show how those
techniques can further improve the prediction accuracy of a CBR classifier when
combined with mixture of experts to analyze microarray data sets.

Our CBR maintenance approach has three main components: ensemble of
CBR systems, clustering, and feature selection. We use an ensemble of CBR
systems, called mixture of experts (MOE) to predict the classification label of
a given (input) case. A gating network calculates the weighted average of votes
provided by each expert. The performance of each CBR expert is further im-
proved by using clustering and feature selection techniques. We apply spectral
clustering [17] to cluster the data set into k groups, and the logistic regression
model [18] is used to select a subset of features in each cluster. Each cluster is
considered as a case-base for the k CBR experts, and the gating network learns
how to combine the responses provided by each expert.

Although the proposed method is applicable to any CBR system, we demon-
strate the improvement achieved by applying it to a specific implementation of
a CBR system, called TA3 [19]. TA3 is a computational framework for CBR
based on a modified nearest-neighbor technique and employs a variable context,
a similarity-based retrieval algorithm, and a flexible representation language.

The rest of the paper is organized as follows. Section 2 reviews case-based rea-
soner maintenance techniques. In Section 3, we present the MOE4CBR method
that uses a mixture of experts of CBR to classify high-dimensional data sets.
Also, we discuss the proposed maintenance method in terms of Leake and Wil-
son’s case-base maintenance framework [20]. Section 4 introduces the TA3 CBR
system, which is used as a framework for evaluating MOE4CBR. In Section 5,
we demonstrate experimental results of the proposed method on two publicly
microarray data sets.

2 Related Work

In this section, we explain the algorithms employed to maintain the contents
of the four knowledge containers – vocabulary used, the similarity measure, the
solution transformation, and the case-based knowledge container – introduced
by Richter [7].

Case-base maintenance (CBM) policies differ in the approach they use and
the schedule they follow to perform maintenance. Leake and Wilson categorize
maintenance policies in terms of how they gather data relevant to maintenance,
how they decide when to trigger maintenance, the types of maintenance opera-
tions available, and how selected maintenance operations are executed [20].
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Smyth and McKenna propose a method, that edits the case-base, such that
the range of the problems that can be solved remains unchanged while the size
of the case-base is minimized [8]. Their method is based on condensed nearest
neighbor (CNN). This method builds up an edited set of training examples by
incrementally adding examples to the set if they cannot be correctly classified
by the current edited test [21].

In the CBM method proposed by Shiu and Yeung, a large case-base is trans-
formed to a small case-base together with a group of adaptation rules that are
generated by fuzzy decision trees [9]. These adaptation rules play the role of
complementing the reduction of cases. Yang and Wu propose a method that
does not remove cases from the case-base as they may be useful in the long run.
Instead, the method reduces the size of case-base by creating small case-bases
that are located on different sites [10].

DRAMA is an example of an interactive CBR system for vocabulary main-
tenance [22]. The cases in the system are conceptual aircraft designs, and the
designers have freedom in defining new features to describe design cases. Each
time before a new case is added to the case-base, the system examines the vocab-
ulary container and suggests appropriate features that have been used previously.
In this way, the vocabulary is built in parallel with the case-base.

Learning feature weights can be considered as an example of similarity main-
tenance. The system asks the user(s) to adjust feature weights for a set of cases,
and applies the weights during case retrieval. Zhang and Yang propose a method
for continually updating a feature-weighting scheme based on interactive user re-
sponses to the system’s behavior [23].

Aha and Bankert discuss how using filter and wrapper techniques improve
the classification accuracy of their case-based classifier on the cloud data set
with 204 features and a few thousands data points [16]. Their results show that
a wrapper FS method (called BEAM) applied to a nearest neighbor classifier
IB1 improves its classification accuracy from 73% to 88%.

A system for disaster response planning called DIAL is an example of solution
transformation maintenance [24]. The solution transformation container in DIAL
comprises a set of adaptation cases and rules, which can be adjusted over time.
In order to adapt a solution, the system checks for applicable adaptation case(s);
if no adaptation cases apply, new adaptation cases can be learned by recording
traces of rule-based or interactive manual adaptation.

Unlike speed-up learners that have first-principle problem solvers in addition
to control rules, pure CBR systems do not usually have first-principle rules. Thus,
without cases similar to a problem at hand, they cannot solve new problems.
Therefore, in maintaining CBR systems, competence criteria (i.e., the range of
target problems that a given CBR system can solve) should be considered, as well
as efficiency criteria, which is the main focus of maintaining speed-up learners.
However, based on which criterion had a higher optimization priority during
maintenance, different CBR maintenance methods can be categorized into two
groups [5]:
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1. Competence-directed CBM methods attempt to maintain the case-base to
provide the same (or better) quality solution to a broader range of problems.

2. Efficiency-directed methods consider the processing constraints, and mod-
ify knowledge containers to improve efficiency of storage or scalability of
retrieval.

3 The MOE4CBR Method

The goal of our maintenance method is to improve the prediction accuracy of
CBR classifiers, and at the same time reduce the size of the case-base knowledge
container. According to Smyth’s categorization [5], our maintenance method
– Mixture Of Experts for CBR systems (MOE4CBR) – is both competence-
directed, since the range of the problems the system can solve increases and
efficiency-directed, since the size of case-base decreases.

The performance of each expert in MOE4CBR is improved by using clus-
tering and feature selection techniques. Based on our initial analysis [25], we
selected spectral clustering [17] for clustering the case-base, and the logistic re-
gression model [18] as a filter feature selection for the TA3 classifier. Given a
labeled training data set, the system predicts labels for the unseen data (test
set) following the process described below.

3.1 Clustering

Of the many clustering approaches that have been proposed, only some algo-
rithms are suitable for domains with large number of features and a small num-
ber of samples. The two clustering approaches widely used in microarray data
analysis [26, 27] are k-means clustering [14] and self-organizing maps (SOMs)
[28]. Our earlier evaluation suggests that spectral clustering [17] outperforms
k-means clustering and SOMs [25]. The comparison was based on two criteria:

1. Dunn’s index [29], which does not require class labels and identifies how
“compact and well separated” clusters are. It is defined as follows:

D = min
i=1,...,k

{ min
j=i+1,...,k

(
d(ci, cj)

maxl=1,...,k diam(cl)
)},

where k denotes the number of clusters and d(ci, cj) is the dissimilarity
function between two clusters ci and cj defined as:

d(ci, cj) = min
x∈ci,y∈cj

d(x, y)

The diameter of a cluster c, represented by diam(c), is considered as a mea-
sure of dispersion and is defined as follows:

diam(c) = max
x,y∈c

d(x, y)



22 Niloofar Arshadi and Igor Jurisica

2. Precision and recall [30] that compare the resulting clusters with pre-
specified class labels [25]. Precision shows how many data points are classi-
fied (clustered) correctly, and recall shows how many data points the model
accounts. They are defined as follows:

Pi =
| ci ∩ gi |
| ci | and Ri =

| ci ∩ gi |
| gi | ,

where ci is the cluster output by a clustering algorithm for the ith data
point, and gi is the pre-specified classification label of that data point, and
1 ≤ i ≤ T , where T is the number of data points. Precision and recall of
clustering is defined as the weighted average of the precision and recall of
each cluster. More precisely:

P =
k∑

i=1

| gi |
T

Pi and R =
k∑

i=1

| gi |
T

Ri

The classification error, E, is defined as:

E =
k∑

i=1

| gi ∩ f(gi) |,

where |gi ∩ f(gi) | denotes the number of data points in class gi which labeled
wrong, k shows the number of clusters, and f(g) is a one to one mapping
from classes to clusters, such that each class gi is mapped to the cluster
f(gi).

Considering the results of our comparison, we apply spectral clustering, which
has been successfully used in many applications including computer vision and
VLSI [17]. In this approach, data points are mapped to a higher dimensional
space prior to being clustered. More precisely, the k eigenvectors associated with
the k largest eigenvalues of matrix X are clustered by k-means, where k repre-
sents the number of clusters and is set by the user. Matrix X is a transformation
of the affinity matrix – the matrix holding the Euclidean distance between any
two data points. In the next step, data point si is assigned to cluster j if and only
if row i of the matrix X was assigned to cluster j, where 1 ≤ i ≤ N , 1 ≤ j ≤ k,
and N is the number of data points.

3.2 Feature Selection

The goal of feature selection is to improve the quality of data by removing re-
dundant and irrelevant features, i.e., those features whose values do not have
meaningful relationships to their labels, and whose removal improves the pre-
diction accuracy of the classifier. Feature selection techniques are classified into
filter and wrapper methods [31]. The main difference is that the latter use the
final classifier to evaluate the subset of features, while the former do not.
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Fisher criterion and standard t-test are two statistical methods that have
been successfully applied to feature selection problem in (ultra) high-dimensional
data sets [32]. In order to select a suitable feature selection approach for CBM,
we have evaluated performance of Fisher criterion, t-test, and the logistic regres-
sion model [18] when used in a CBR classifier [25]. Namely, we have applied the
three feature selection techniques to the TA3 classifier, and measured the im-
provement in accuracy and classification error. Accuracy measures the number
of correctly classified data points, and classification error counts the number of
misclassified data points. Based on our evaluation, logistic regression applied to
feature selection outperforms Fisher and standard t-test techniques [25].

Assuming that classifier x is the logistic of a linear function of the feature
vector, for two classes, the logistic regression model has the following form:

Pr(y = 0|x, w) =
1

1 + e−wT x
, (1)

where w is a p + 1 column vector of weights, and p is the number of features
[18]. Logistic regression has been successfully applied to classifying (ultra) high-
dimensional microarrays [33]. However, we use logistic regression as a filter fea-
ture selection method. In order to select a subset of features (genes), the logistic
regression classifier is trained on the training set using the above formula, and
features corresponding to the highest ranking magnitude of weights are selected.
The data sets are normalized, such that all features (regressor variables) have
the same mean and the same variance. Since there are thousands of features
in the microarray data sets, features are eliminated in chunks; however, better
results might be obtained by removing one feature at a time, and training the
classifier on the remaining features.

3.3 Mixture of Experts

The mixture of experts approach is based on the idea that each expert classifies
samples separately, and individual responses are combined by the gating network
to provide a final classification label [18]. A general idea of the mixture of experts
approach is depicted in Fig. 1. In order to combine the responses of k experts,
the following formulas are used [18]:

Pr(y = Y |xi) =
k∑

j=1

Pr(Cj |xi)× Pr(y = Y |Cj , xi), (2)

with the constraint that:
N∑

j=1

Pr(Cj |xi) = 1, (3)

where xi represents the unseen data (test data), {C1, ..., Ck} denote the clusters,
and Y is the class label. Pr(Cj |xi) is calculated as follows. Given a test data
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xi, the l similar cases are retrieved from the case-base, where l can be chosen
by the user. Then Pr(Cj |xi) is calculated by dividing the number of retrieved
cases belonging to Cj (represented by S) by the total number of the retrieved
cases (which is l). Pr(y = Y |Cj , xi) is the number of retrieved cases with class
label Y belonging to Cj divided by S.

Pr(y = Y |xi, Ck)Pr(y = Y |xi, C1)

Pr(C1|xi) Pr(Ck|xi)

Pr(y = Y |xi)

Fig. 1. Mixture of Experts: terminal nodes are experts, and the non-terminal node is
the gating network. The gating network returns the probability that the input case xi

belongs to class Y .

As Fig. 2 depicts, the MOE4CBR maintenance method has two main steps:
first, the case-base of each expert is formed by clustering the data set into k
groups, then each case-base is maintained “locally” using feature selection tech-
niques. Each of the k obtained sets will be considered as a case-base for our
k CBR experts. We use formulas 2 and 3 to combine the responses of the k
experts. Each expert applies the TA3 model to decide on the class label, and the
gating network uses TA3 to assign weights to each classifier, i.e., to determine
which class the input case most likely belongs to.

Cluster 1

(Case−Base)

Gating
Network

TA3

TA3

TA3

Case−Base 1

Case−Base 2Cluster 2

Training Set

Pr(Ck|xi)

Pr(C1|xi)

Pr(y = Y |xi)

Case-Base kCluster k

Fig. 2. Mixture of Experts for Case-Based Reasoning: training set is grouped into k
clusters, and after selecting a subset of features for each group (shown with vertical
bars), each group will be used as a case-base for the k experts of CBR. The gating
network combines the responses provided by each TA3 expert considering the weights
of each expert (weights are shown on the arrows that connect TA3 experts to the
gating network).

Next, we describe the proposed maintenance method in terms of the main-
tenance framework introduced by Leake and Wilson [20]:
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– Type of data: none. The method does not collect any particular data to
decide when CBM is needed.

– Timing: ad hoc, conditional. The removal of “non-informative” attributes
from case representation is performed at irregular intervals. To make the
system more autonomous, we plan to make it conditional, i.e., whenever
there is a change in the task, or whenever new cases are added to the case-
base.

– Integration: offline. The maintenance is performed offline during a pause
in reasoning.

– Triggering: conditional. Maintenance will be triggered whenever there is a
change in the task, or new cases are added to the case-base.

– Revision level: knowledge level. Maintenance is mainly focused on removing
“non-informative” features.

– Execution: none. The system makes no changes when the maintenance is
needed, the maintenance method is invoked manually.

– Scope of maintenance: broad. The whole case-base is affected by the CBM
operations.

It should be noted that unlike in other CBR application domains, where cases
are usually added to the case-base one by one, cases are added in a batch mode
in molecular biology domains. Thus, the maintenance can be performed offline.
As a result, the complexity issues of the maintenance method are less important.

4 An Introduction
to the TA3 Case-Based Reasoning System

We used the TA3 CBR system as a framework to evaluate our method, although
our maintenance method can be applied to any CBR system. The TA3 system
has been applied successfully to biology domains, such as in vitro fertilization
(IVF) [34] and protein crystal growth [35]. We briefly describe the main features
of the TA3 CBR system.

4.1 Case Representation in TA3

A case C corresponds to a real world situation, represented as a finite set of
attribute/value pairs [34]:

C = {<a0 :V0 >, <a1 :V1 >, ..., <an :Vn >}.
There are two types of cases: (1) an input case (target) that describes the

problem and is represented as a case without a solution; and (2) a source case,
which is a case stored in a case-base that contains both a problem description
and a solution.

Using the information about the usefulness of individual attributes and in-
formation about their properties, attributes are grouped into two or more Telos-
style categories [36]. This enhancement of case representations is used during
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the retrieval process to increase the accuracy of classification and flexibility of
retrieval, and to improve system’s performance. In classification tasks, each case
has at least two categories: problem description and class. The problem descrip-
tion characterizes the problem and the class gives a solution to a given problem.
Additional categories can be used to group attributes into separate equivalence
partitions, and the system can treat each partition separately during case re-
trieval.

4.2 Case Retrieval in TA3

The retrieval component is based on a modified nearest-neighbor matching [37].
Its modification includes: (1) grouping attributes into categories of different pri-
orities so that different preferences and constraints can be used for individual
categories during query relaxation; (2) using an explicit context (i.e., set of at-
tribute and attribute value constraints) during similarity assessment; (3) using
an efficient query relaxation algorithm based on incremental context transfor-
mations [19].

Similarity in TA3 is determined as a closeness of values for attributes defined
in the context. Context can be seen as a view or an interpretation of a case, where
only a subset of attributes are considered relevant. Formally, a context is defined
as a finite set of attributes with associated constraints on their values:

Ω = {<a0 : CV0 >, ..., <ak : CVk >},

where ai is an attribute name and the constraint CVi specifies the set of “al-
lowable” values for attribute ai. By selecting only certain features for matching
and imposing constraints on feature values, a context allows for controlling what
can and what cannot be considered as a partial match: all (and only) cases that
satisfy the specified constraints for the context are considered similar and are
relevant with respect to the context. Machine learning and knowledge-mining
techniques may be applied to determine an optimal context: selecting features
which are most “relevant” for a given task and specifying characteristic values
for them.

4.3 Case Adaptation in TA3

Considering the characteristics of microarray data sets, the current implementa-
tion uses only simple adaptation. Namely, for case-base classification, the average
class label of the similar retrieved cases is considered as the class label for the
input case.

5 Experimental Results

Here we demonstrate the results of applying the MOE4CBR method to the TA3
classifier.
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5.1 Data Sets

The experiments have been performed on the following microarray data sets:

1. Leukemia: The data set contains data of 72 leukemia patients, with 7,129
expression levels for each sample2 [26]. 46 samples belong to type I Leukemia
(called Acute Lymphoblastic Leukemia) and 25 samples belong to type II
Leukemia (called Acute Myeloid Leukemia).

2. Lung: The data set taken from the Ontario Cancer Institute3 contains 39
samples, with 18,117 expression levels for each sample. Samples are pre-
classified into recurrence and non-recurrence. Missing values were imputed
using KNNimputed software, which is based on the weighted k-nearest neigh-
bor method [38].

5.2 MOE4CBR Results

Table 1 depicts the results of applying the MOE4CBR maintenance method
to the leukemia and lung data sets. When there is a tie, the TA3 classifier
cannot decide on the label of data points; resulting cases are categorized as
“undecided” in the table. As the table shows, before the maintenance method is
applied, the classification accuracy of the TA3Leukemia

4 and TA3Lung is 65%
and 60%, respectively. However, after our maintenance method selects a subset
of 712 out of 7129 genes for leukemia and a subset of 1811 out of 18117 genes
for the lung data sets, and combines TA3 classifiers using mixture of experts,
the accuracy improves to 79% and 70%, respectively. In our experiments, the
number of clusters, k, was assigned to be the number of classification labels, i.e.,
k was set to be 2 for both the leukemia and lung data sets.

Table 1. Accuracy of TA3 before and after maintenance.

Leukemia Data Set

Method Accuracy Error Undecided

No Maintenance 65% 35% 0%
MOE4CBR 79% 21% 0%

Lung Data Set

Method Accuracy Error Undecided

No Maintenance 60% 30% 10%
MOE4CBR 70% 30% 0%

We used the training and test data set suggested by the data set provider
for the leukemia data set (38 samples in the training and 34 samples in the test

2 http://www.broad.mit.edu/cgi-bin/cancer/publications/pub menu.cgi
3 http://www.cs.toronto.edu/̃juris/publications/data/CR02Data.txt
4 TA3X denotes application of TA3 into a domain X.
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set). The leave-one-out cross-validation (LOOCV) method was used for the lung
data set, and results are averaged over 20 trials.

The lung data set has also been analyzed by Jones et al. [39]. They developed
a model-based clustering prior to using the SVM classifier. Their results show
that the classification accuracy of SVM prior to applying the proposed model-
based clustering is 72% using 10-fold cross-validation for evaluation. After the
proposed method is applied, which selects 20 meta-genes, the classification ac-
curacy drops to 67%. Considering that our method improves the classification
accuracy of TA3 on the lung data set from 60% to 70% after we reduce the size
of the data-set by 90%, our results are encouraging.

6 Conclusions

Molecular biology domain is a natural application for CBR systems, since CBR
systems can perform remarkably well on complex and poorly formalized domains.
However, due to the large number of attributes in each case, CBR classifiers,
similarly as other learning systems, suffer from the “curse of dimensionality”.
Maintaining CBR systems can improve the prediction accuracy of CBR classifiers
by clustering similar cases, and removing “non-informative” features in each
group.

In this paper, we introduced the TA3 case-based reasoning system, a com-
putational framework for CBR systems. We proposed the mixture of experts for
case-based reasoning (MOE4CBR) method, where an ensemble of CBR systems
is integrated with clustering and feature selection to improve the prediction ac-
curacy of the TA3 classifier. Spectral clustering groups samples, and each group
is used as a case-base for each of the k experts of CBR. To improve the accuracy
of each expert, logistic regression is applied to select a subset of features that
can better predict class labels. We also demonstrated that our proposed method
improves the prediction accuracy of the TA3 case-based reasoning system on
two public lung and leukemia microarray data sets.

Although we have used a specific implementation of a CBR system, our
results are applicable in general. Generality of our solution is also not degraded
by the application domains, since many other life sciences problem domains
are characterized by (ultra) high-dimensionality and a low number of samples.
Further investigation may take additional advantage of Telos-style categories
in TA3 for classification tasks, and perform more experiments on several other
data sets. The system may also benefit from new clustering approaches, and new
feature selection algorithms.
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Dep. Sistemas Informáticos y Programación
Universidad Complutense de Madrid, Spain
{juanjobt,pedro,belend}@sip.ucm.es

Abstract. We present an object-oriented framework in Java for build-
ing CBR systems that is an evolution of previous work on knowledge
intensive CBR [8, 9]. JColibri is a software artifact that promotes soft-
ware reuse for building CBR systems, integrating the application of well
proven Software Engineering techniques with a knowledge level descrip-
tion that separates the problem solving method, that defines the reason-
ing process, from the domain model, that describes the domain knowl-
edge. Framework instantiation is supported by a graphical interface that
guides the configuration of a particular CBR system, alleviating the steep
learning curve typical for these type of systems.

1 Introduction

Developing a CBR system is a complex task where many decisions have to be
taken. The system designer has to choose how the cases will be represented, the
case organization structure, which methods will solve the CBR tasks and which
knowledge (besides the specific cases) will be used by these methods. This process
would greatly benefit from the reuse of previously developed CBR systems.

Software reuse is a goal that the Software Engineering community has pur-
sued from its very beginning [16]. From this effort a number of technologies have
appeared that directly or indirectly promotes software reuse: object-oriented
frameworks, component technologies, design patterns, domain analysis, software
architectures, software product lines, model driven architectures, to mention just
a few. Most of these technologies have been applied in those software domains
where mass production is required and where reuse is a must. Unfortunately
AI systems have remained for too long in the prototype arena and, in gen-
eral, AI researchers do not worry too much about software engineering concerns.
The most significant and long term effort within the AI community to attain
effective software reuse is the KADS methodology [21] and its descendants: Com-
monKADS[4] and UPML[10]. The KADS approach for building knowledge based
systems proposes the reuse of abstract models consisting of reusable components,
containing artificial problem solving methods, and ontologies of domain models.
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Nevertheless, the main emphasis in KADS is the definition of formal specifica-
tion languages for the components, a formal approach to Software Engineering
that departs from the mainstream results in this area.

In this paper we present JColibri, a framework for developing CBR systems.
JColibri is a software artifact that promotes software reuse for building CBR sys-
tems, and tries to integrate the best of both worlds: the application of well proven
Software Engineering techniques with the KADS key idea of separating the prob-
lem solving method, that defines the reasoning process, from the domain model,
that describes the domain knowledge. JColibri is an evolution of the COLIBRI
architecture [8], that consisted of a library of problem solving methods (PSMs)
for solving the tasks of a knowledge-intensive CBR system along with an ontol-
ogy, CBROnto [9], with common CBR terminology. COLIBRI was prototyped
in LISP using LOOM as knowledge representation technology. This prototype
served as proof of concept but was far from being usable outside of our own
research group. JColibri is a technological evolution of COLIBRI that incorpo-
rates in a distributed architecture a description logics (DLs) engine, GUI clients
for assembling a CBR system from reusable components and an object-oriented
framework in Java.

The rest of this paper runs as follows. The next section describes the high-
level organization of JColibri around tasks, methods and CBR terms. Section 3
describes the framework design, and Section 4 describes the framework instan-
tiation process. Section 5 reviews related work and, finally, Section 6 concludes.

2 Knowledge Level Description

A useful way of describing problem solving behavior is in terms of the tasks to be
solved, the goals to be achieved, the methods that will accomplish those tasks,
and the domain knowledge that those methods need. A description along these
lines is referred to as a knowledge level description [17].

JColibri is built around a task/method ontology that guides the framework
design, determines possible extensions and supports the framework instantiation
process. Task and methods are described in terms of domain-independent CBR
terminology which is mapped into the classes of the framework.

2.1 CBR Ontology

Every CBR system makes use of CBR terminology, the type of entities that the
CBR processes manage. A CBR ontology elaborates and organizes the terminol-
ogy found in, ideally, any CBR system to provide a domain independent basis
for new CBR systems. On this way, CBROnto [9] elaborates an extensive ontol-
ogy over CBR terminology, the idea beyond this ontology is to have a common
language to define the elements that compose a CBR system and to be able to
build generic CBR methods independent of the knowledge domain.

In JColibri the CBR ontology is not represented as a separate resource in a
knowledge representation formalism such as OWL or LOOM. The CBR concepts,
such as Case, CaseBase, SimilarityFunction, GlobalSimilarityFunction, Local-
SimilarityFunction, Query, Method, or Task, are mapped into abstract classes
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or interfaces of the framework. The is-a relations in the ontology are mapped
into inheritance relations between classes and the part-of relations are mapped
into composition of classes. This way, the classes representing concepts in the
CBR ontology serve two purposes:

– they provide an abstract interface for the CBR methods and tasks that
can be developed independently from the actual CBR building blocks (case
structure, case base organization, similarity functions, etc.), and

– they serve as hooks where new types of CBR building blocks can be added.

The CBR ontology is already populated in the framework with a number of
pre-packaged realizations of the CBR abstract entities that can be extended for
particular applications.

2.2 Task/Method Ontology

Within a knowledge level description, problem solving methods (PSMs) cap-
ture and describe problem-solving behavior in an implementation and domain-
independent manner. PSMs are used to accomplish tasks by applying domain
knowledge. Although various authors have applied knowledge level analysis to
CBR systems, the most relevant work is the CBR task structure developed in
[1] influenced by the Components of Expertise Methodology [20]. At the highest
level of generality, they describe the general CBR cycle in terms of four tasks:
Retrieve the most similar case/s, Reuse its/their knowledge to solve the prob-
lem, Revise the proposed solution and Retain the experience. Each one of the
four CBR tasks involves a number of more specific sub-tasks. There are methods
to solve tasks either by decomposing a task in subtasks or by solving it directly.
In our approach we use the notion of task structure proposed in [5]. The task
structure identifies a number of alternative methods for a task, and each one of
the methods sets up different subtasks in its turn. This kind of task-method-
subtask analysis is carried on to a level of detail where the tasks are primitive
with respect to the available knowledge (i.e. there are resolution methods).

Figure 1 depicts the task decomposition structure we use in our framework.
Besides this task structure, our framework includes a library of PSMs to solve
these tasks. It describes CBR PSMs by relating them within the CBR ontology
concepts representing the tasks and domain characteristics.

PSMs in our library are organized around the tasks they resolve. We also need
representing the method knowledge requirements (preconditions), and the input
and output “types”. These characteristics are described by using vocabulary (i.e.
concepts) from the CBROnto ontology.

3 Framework Design

A framework is a reusable, “semi-complete” application that can be specialized
to produce custom applications [14]. Application frameworks are targeted at
a given application domain providing the design for a family of applications
within that domain. The design of the JColibri framework comprises a hierarchy
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Fig. 1. CBROnto Task Structure

of Java classes plus a number of XML files. The framework is organized around
the following elements:

Tasks and Methods. XML files describe the tasks supported by the frame-
work along with the methods for solving those tasks.

Case Base. Different connectors are defined to support several types of case
persistency, from the file system to a data base. Additionally, a number of
possible in-memory Case Base organization are supported.

Cases. A number of interfaces and classes are included in the framework to
provide an abstract representation of cases that support any type of actual
case structure.

Problem Solving Methods. The actual code that supports the methods in-
cluded in the framework.

3.1 Tasks and Methods

Tasks are the key element of the system since they drive the CBR process exe-
cution and represent the method goals. Tasks are just identified by its name and
description included in an XML file like this:

<?xml version="1.0" encoding="UTF-8" standalone="yes"?>

<Tasks>

<Task>

<Name>CBR Task</Name>

<Description>Main CBR task</Description>

</Task>

<Task>

<Name>Retrieve Task</Name>

<Description>CBR case retrieval</Description>

</Task>

...

</Tasks>
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Fig. 2. Method declaration

Tasks can be added to the framework at any time, although including a new
task is useless unless an associated method exists.

Method descriptions follow the XML schema shown in Figure 2. This elabo-
rated description includes the following elements:

Name The fully qualified name of the class that implements the method. This
class must implements the CBRMethod interface.

Description A textual description of the method.
ContextInputPrecondition A formal description of the applicability require-

ments for the method, including input requirements.
Type JColibri manages two types of methods: execution (or resolution) and

decomposition. Execution methods are those that directly solve the task, for
which has been assigned to, while decomposition ones divide the task into
other tasks.

Parameters Method configuration parameters. These parameters are the vari-
able hooks of the method implementation. For example, a retrieval method
may be parameterized with the similarity function to apply. A parameter
can be any object implementing CBRTerm, which is the root class for the
CBROnto mapping.

Competencies The list of tasks this method is able to solve.
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Subtasks In decomposition methods this element provides the list of tasks that
result from dividing the original task.

ContextOutputPostcondition Output data information obtained from this
method execution. The information will be used to check which method can
take as input the output of this one.

As example we show here the description of the CBRMethod that imple-
ments the CBR Task by decomposing it in the 4 Rs processes. Notice how this
description is coupled with task descriptions through the Competence and Sub-
Task elements, and with the classes of the framework through the Name element,
i.e., tasks with those names must have been included in the XML tasks file and
a class with that name must exist in the framework.

<?xml version="1.0" encoding="UTF-8" standalone="yes"?>

<Methods>

<Method>

<Name>cbrarm.method.CBRMethod</Name>

<Description>Main CBR method that will divide the CBR process

in the four typical tasks.</Description>

<ContextInputPrecondition/>

<Type>Decomposition</Type>

<Parameters/>

<Competences>

<Competence>CBR Task</Competence>

</Competencies>

<SubTasks>

<SubTask>Retrieve Task</SubTask>

<SubTask>Reuse Task</SubTask>

<SubTask>Revise Task</SubTask>

<SubTask>Retain Task</SubTask>

</SubTasks>

<ContextOutputPostcondition/>

</Method>

...

</Methods>

Building a CBR system with this framework (i.e., instantiating the frame-
work) is a configuration process where the system developer selects the tasks
the system must fulfill and for every task assigns the method that will do the
job. The execution of the resulting CBR system can be seen as a sequence of
method applications where a method takes as input the output of the previous
one. Obviously, not every method applicable for a given task can be applied once
the method that solve the previous task has been fixed. For example, it makes
no sense to apply a voting mechanism to obtain the result in the reuse process
if the retrieval one returns just one case.

Apart from input/output constraints, method applicability can be also de-
termined by more general constraints such as the requirement of a particular
organization for the Case Base or the availability of a given type of similarity
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Fig. 3. Pre/Post condition specification

function defined on cases. These requirements are expressed as context condi-
tions which specification language is shown in Figure 3. The element Contex-
tInputPrecondition in a method description describes the requirements that
the application of the method impose on the input context, while the element
ContextOutputPostcondition describes how the context is affected by the execu-
tion of this method.

3.2 Case Base

CBR systems must access to the stored cases in an efficient way, a problem that
becomes more relevant as the size of the Case Base grows. JColibri splits the
problem of Case Base management in two separate although related concerns:
persistency mechanism and in-memory organization.

Persistency is built around connectors. A connector represents the first layer
of JColibri on top of the physical storage. Connectors are objects that know
how to access and retrieve cases from the medium and return those cases to the
CBR system in a uniform way. The use of connectors give JColibri flexibility
against the physical storage so the system designer can choose the most appro-
priate one for the system at hand. Currently, JColibri implements three different
connectors:

– File system connector to retrieve cases stored in XML files.
– JDBC connector that makes possible the use of JColibri with most of the

DBs available in the market.
– RACER connector that allows the designer to use RACER [11], a Description

Logics system, as source for cases.

The obvious interface for a connector must include methods to read the Case
Base into memory and update it back into persistent media. An interface such
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that assumes that the whole Case Base can be read into memory for the CBR
processes to work with it. However, in a real sized CBR application this approach
may not be feasible. For that reason, connectors in JColibri implements a more
sophisticated interface that allows to retrieve those cases that satisfy a query
expressed in a subset of SQL. This way the designer can decide when and what
part of the Case Base is loaded into memory.

The second layer of Case Base management is the data structure used to
organize the cases once loaded into memory. The organization of the case base
(linear, k-d trees, etc.) may have a big influence on the CBR processes, so the
framework leaves open the election of the data structure that is going to be used.
The Case Base is placed on top of the connector layer which serves to populate
its storage structure.

In the same way connectors offer a common interface to the Case Base, the
Case Base also implements a common interface for the CBR methods to access
the cases. This way the organization and indexation chosen for the Case Base
will not affect the implementation of the methods. The implementations of the
CaseBase interface must provide at least the following functionality: construct
or append a case base from persistent media through a query to a connector,
make the case base persistent, learn a case, forget a case, and retrieve the K
nearest neighbors to a given case. These methods are parameterized with, for
example, the query to access the connector or the similarity function to apply for
similarity assessment. Apart from the common interface, certain data structures
may support additional operations on the Case Base that specific methods can
exploit. For example, retrieval based on conceptual containment requires a hier-
archy of is-a concepts on top of the cases. In that situation the given method will
only be applicable if the supporting Case Base organization has been selected
for the CBR system at hand.

The two-layers organization of the Case Base is a powerful approach that
allows a number of different strategies for accessing the cases. A degenerate sit-
uation is one where all the operations are carried out through the connector, so
that the Case Base is just a proxy for an external media. One of the key aspects
of the COLIBRI approach to knowledge-intensive CBR was the use of already
available ontologies to serve as indexes for the cases: cases are instances within a
conceptual hierarchy that support sophisticated retrieval, adaptation and learn-
ing processes. Description Logics systems, such as RACER [11], are one of the
leading technologies for ontology processing and reasoning, providing automatic
classification and consistency checking. In JColibri, we support ontology-based
CBR as a degenerate configuration of the two-layers approach: an external DLs
system, RACER, is responsible for maintaining and giving access to the cases,
while the Case Base in the CBR process memory is actually empty.

3.3 Cases

JColibri represents a case in a very general way. As shown in figure 4, a case is
just an individual that can have any number of relationships with other individ-
uals (the attributes of the case). The framework is populated with a number of
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Fig. 4. CBR Case representation

predefined primitive data types that support the definition of any simple case.
This abstract settlement, inspired on the Composite design pattern, allows for a
uniform treatment of arbitrarily complex case structures as long as they conform
to the Individual related through IndividualRelation to other Individual.

Figure 4 also shows a particular implementation of the CBRCase interface,
namely CBRCaseRacer. This representation for cases is the one used when Case
Base management is delegated to RACER, described in previous section, where
cases are maintained externally and CBR processes must access them through
a proxy that connects with the RACER engine.

3.4 Problem Solving Methods

It is out of the scope of this paper detailing the specific methods included in
the framework, also considering that any list of implemented methods would
be out of date as the framework keeps on growing. We are porting the methods
previously included in COLIBRI, which are fully described in [7], and which have
been published elsewhere. Apart from methods oriented to knowledge-intensive
CBR in the line of our previous work, we are also including a growing list of
standard CBR methods, needed to make JColibri an interesting framework for
a bigger portion of the CBR community. The key features of the framework
infrastructure for methods along the main CBR tasks:

Retrieve. Retrieval methods are organized around the tasks ObtainCases, As-
sessSim and Select. Since obtaining the cases is delegated to the Case Base,
the methods in this category are mainly responsible for assessing similar-
ity by parameterizing retrieval functionality. A number of similarity func-
tions are provided both for local and aggregate similarity. Framework design
imposes that similarity functions must be associated to specific individual
types, the abstract constituents of cases. Similarity functions can be further
parameterized through the context of a particular system configuration.
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Reuse. It is well known how hard is to provide generic methods for CBR adap-
tation. JColibri provides an abstract design where slot-based and case-based
adaptation methods can be hooked, along with a number of simple methods
for adjusting primitive type values that populate this abstract design. The
framework also provides the infrastructure to connect a CBR system with
Jess1, the Java version of CLIPS2. This way, a CBR system designer may
define adaptation rules using the CLIPS formalism, and forget about the
gory details of connecting to the Jess engine.

Revise. Revision is not supported by the framework.
Retain. Learning as the process of updating the Case Base is delegated to

the concrete implementation of the Case Base. Adding and deleting cases is
parameterized with retain and forget criteria specific to the given application.

Different types of parameters for the problem solving methods are organized
around the classes which map the terms in CBROnto, whose interfaces must be
conform to, when extending the framework.

4 Framework Instantiation: Building a CBR System

JColibri is designed to easily support the construction of CBR systems taking
advantage of the task/method division paradigm described in previous sections.
Building a CBR system is a configuration process where the system developer
selects the tasks the system must fulfill and for every task assigns the method
that will do the job. Different types of CBR systems can be built using JColibri,
from retrieval only to full featured 4 Rs systems.

Ideally, the system designer would find every task and method needed for
the system at hand, so that she would program just the representation for cases.
However, in a more realistic situation a number of new methods may be needed
and, less probably, some new task. Since JColibri is designed as an extensible
framework, new elements will smoothly integrate with the available infrastruc-
ture as long as they follow the framework design.

One of the biggest problems with frameworks is learning how to use them.
Since reusable systems are inherently more sophisticated, framework design
tends to be more complex than the design of just one shoot system. A sys-
tem developer needs to know the framework design to a certain extent, at least
to determine what classes must be instantiated in order to obtain a given func-
tionality. A deeper knowledge of the framework is needed when extending it.

In order to alleviate framework instantiation effort, JColibri features a semi-
automatic configuration tool that guides the instantiation process through a
graphical interface. This interface is dynamically built to reflect the actual con-
tents of the task/method ontology, relying on the XML files describing task and
method constraints and profiting from reflection facilities implemented in Java.

1 http://herzberg.ca.sandia.gov/jess/
2 http://www.ghg.net/clips/CLIPS.html
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Fig. 5. JColibri configuration interface

Figure 5 shows the JColibri configuration interface. To the left is shown
the task panel with the task tree. This tree shows the decomposition relations
between tasks. To the right appears the task configuration panel where available
methods for the given task in the given situation are provided. The configuration
of a CBR system using this interface consists of the following processes:

– Defining the case structure, the source for cases and the case base organiza-
tion.

– While the system is not complete, select one of the tasks without a method
assigned, select and configure a method for that task. At startup the task
tree has only one element, CBRTask, which is solved by a decomposition
method that results in additional tasks. Task/method constraints are being
tracked during the configuration process so that only applicable methods in
the given context are offered to the system designer.

– Once the system is configured, the configuration code is generated so that
a running CBR system is available. The configuration tool also provides a
default interface for running the configured CBR system although in a real
settlement an application specific interface should be developed.

The snapshot in Figure 5 corresponds to the configuration of a retrieval only
system for the well known travel domain. In this example we are using RACER
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Fig. 6. Racer case definition

as case container, and the small ontology shown in Figure 6 defines the structure
of the cases. Using this ontology we have a set of cases that are constructed with
instances of the different concepts. Cases are retrieved through the RACER
connector that returns instances of the cbr case concept.

Once the Case Base and the structure of the cases have been set, the task-
/method configuration has to be built. In this simple example, the resulting
configuration would be:

– CBRTask solved by CBRMethod that decomposes it in Retrieve, Reuse,
Revise and Retain. For a retrieval only system we just associate a method
with RetrieveTask, leaving the other tasks unsolved.
• RetrieveTask solved by RetrieveComputationalMethod that decomposes

retrieval in the following tasks:
∗ ObtainCasesTask solved by ObtainCaseBaseMethod that returns the

whole Case Base.
∗ ComputeSimilarityTask solved by NumericSimComputationMethod

that computes similarity between the query and the cases obtained
by the previous task.

∗ SelectBestTask solved by SelectBestCaseMethod that selects the most
similar case.

Additionally to task/method selection, a number of method parameters have
to be set. This may require to program supporting code to parameterize the
methods, or, as is the case in this simple example, to associate available
CBRTerms (i.e., classes) with certain parts of the configured system. In the
example, the NumericSimComputationMethod requires similarity functions to
be associated with the cases so that, for instance:
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– duration is compared with the intervalSim function,
– season with a special purpose seasonSim function,
– destination is compared through equalSim, and
– the similarity of the cbr case is obtained through averageSim.

5 Related Work

Related to PSMs and ontologies we should mention the work on Protégé. Protégé
is an ontology and knowledge-base editor that provides an extensible architec-
ture for the creation of customized knowledge-based applications [6]. They have
developed a methodology to construct knowledge systems that strongly relies on
ontologies. The work here presented is closely related to this approach and we
envision an evolution of JColibri that should integrate with Protégé.

The IBROW project intends to provide an Internet-based brokering service
for reusing problem-solving methods. The Unified Problem-Solving Method De-
scription Language (UPML) [10] has been developed to describe and implement
such architectures and components to facilitate their semi-automatic reuse and
adaptation. The main drawback of UPML is that it is a highly sophisticated
formal language whose complexity is not justified by supporting reasoning tools.

In the Machine Learning community we can mention a number of efforts di-
rected to building reusable libraries of ML methods. MLC++ [15], developed at
Stanford University by Ronny Kohavi, provides a library of C++ classes to aid in
the development of new ML algorithms, especially hybrid algorithms and multi-
strategy algorithms, providing implementations for ID3, nearest-neighbor, naive
Bayes, lazy decision trees, etc. David Mount, from the University of Maryland
has developed ANN [3], a library written in C++, which supports data struc-
tures and algorithms for both exact and approximate nearest neighbor searching
in arbitrarily high dimensions. The machine learning group of the University of
Waikato, New Zealand, has developed Weka [22] a public domain class library
in Java that incorporates several standard ML techniques. Weka contains imple-
mentations of a number of algorithms for classification and numeric prediction.
Weka also includes a number of data filtering techniques, and two clustering
algorithms. In order to exploit these efforts from the ML community we plan to
incorporate in JColibri interfaces to some of the aforementioned resources.

In the CBR community, the work by Michel Jaczynski [12, 13] is closely re-
lated to the one presented here. CBR*Tools is an object-oriented framework,
implemented in Java, designed to facilitate the development of CBR applica-
tions. They identify the following axes of variability: the delegation of reasoning
steps, the separation of case storage and case indexing, the design of indexes
as reusable components, and the design of adaptation patterns. The framework
concentrates mainly on indexing, providing a large number of indexing alterna-
tives. The key difference of JColibri with respect to CBR*Tools is the explicit
model of task/method decomposition that imposes a high level architecture on
top of the framework, facilitating framework use and evolution. However, in a
certain sense, in CBR*Tools the knowledge level is also explicit as a part of its
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UML-based model. Besides, JColibri incorporates a GUI for alleviating frame-
work instantiation effort that is based on their task/method description (at the
knowledge level).

The architecture of Orenge (the Open Retrieval engine from empolis.com)
[19] also is related to JColibri. Orenge has been designed as a component based
platform. Building an application includes the selection and composition of re-
quired components. Its pipeline/pipelet structure is very similar to the PSMs
paradigm. In the same way that JColibri, Orenge also provides access to data-
bases and XML files. JColibri enhances Orenge regarding two aspects. First,
the incorporation of DLs connection. And second, regarding availability, Orenge
is a commercial system and it is not available for free. JColibri will be (soon)
available to the CBR community as an open source project.

Also closely related to JColibri, Plaza an Arcos [18] proposed a generic archi-
tecture for adaptation that has evolved into CAT-CBR [2], a component-based
platform for developing CBR systems. CAT-CBR uses UPML for specifying CBR
components and provides: a library of CBR components (currently for retrieval
and for classification; reuse components are being developed); a language and
a graphical editor to specify new components and a syntax to implement their
operational code; a broker service allowing to specify the requirements of a tar-
get CBR application and the available models in a domain, and to search for
a configuration of components that satisfy the requirements. CAT-CBR gener-
ates the “glue code” that binds together the operational code of the configured
components into a stand alone application. The main difference between JCol-
ibri and CAT-CBR is a technological one. CAT-CBR is developed on top of the
Noos framework, a monolithic Lisp system that can not compete with a Java
based approach in terms of usability, extendibility and user acceptance.

6 Conclusions

We have presented an object-oriented framework in Java to build CBR systems.
This framework is built around a task/method ontology that facilitates the un-
derstanding of an intrinsically sophisticated software artifact. A key aspect of
this work is the availability of a semiautomatic configuration tool that facilitates
the instantiation process.

The framework implementation is evolving as new methods are included.
We are already porting previously developed CBR systems into the framework
and, once tested, will make it publicly available to the CBR community. Our
(ambitious) goal is to provide a reference framework for CBR development that
would grow with contributions from the community. This reference would serve
for pedagogical purposes and as bottom line implementation for prototyping
CBR systems and comparing different CBR approaches to a given problem.
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9. B. Dı́az-Agudo and P. A. González-Calero. CBROnto: a task/method ontology
for CBR. In S. Haller and G. Simmons, editors, Procs. of the 15th International
FLAIRS’02 Conference (Special Track on CBR, pages 101–106. AAAI Press, 2002.

10. D. Fensel, E. Motta, F. van Harmelen, V. R. Benjamins, M. Crubezy, S. Decker,
M. Gaspari, R. Groenboom, W. Grosso, M. Musen, E. Plaza, G. Schreiber,
R. Studer, and B. Wielinga. The unified problem-solving method development
language upml. Knowledge and Information Systems, 5(1):83–131, February 2003.
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Abstract. Mémoire is a framework for the sharing and distribution of case bases 
and case based reasoning in biology and medicine. Based on the fact that seman-
tics account for the success of biomedical case based reasoning systems, this 
paper defends the suitability of a semantic approach similar to the semantic Web 
for sharing and distributing case bases and case based reasoning in biology and 
medicine. Mémoire will permit to bridge the gap between the multiple case 
based reasoning systems dedicated to a single domain, and make available to 
agents and Web services on the Web the case based competency of the CBR 
systems adopting its interchange language. This paper presents the components 
of Mémoire for the representation of cases, case structure, and case based on-
tologies in biology and medicine. The approach could be extended to other ap-
plication domains of CBR.  

1   Introduction 

The semantic Web has been defined as "an extension of the current web in which 
information is given well-defined meaning, better enabling computers and people to 
work in cooperation." [1]. The semantic Web is typically described as a framework for 
spreading and distributing information/data, information/data structures, and informa-
tion/data about articulation between ontologies. In this article, we hypothesize that the 
same approach would enable the distribution of cases, case structures, and informa-
tion/data about articulation between the ontologies comprising these cases. As a matter 
of fact, the semantic Web is an endeavor to introduce semantics and semantic interpre-
tation in Web documents and data. Taking as examples several case based reasoning 
(CBR) systems in biology and medicine, it becomes obvious that a semantic approach 
is required to understand and reuse cases well, and that in order to build shared, dis-
tributed case bases, the approach of the semantic Web is a good model to apply to the 
task of building large, shared case bases in medicine and biology. This paper intro-
duces the Mémoire project, as a framework for the sharing of case bases and distrib-
uted case based reasoning in biology and medicine.  

In the second section, we will introduce the reader to the semantic Web, then to the 
semantic Web current work in biology and medicine. The fourth section explains how 
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biomedical case based reasoning makes use of semantics. The fifth section presents 
the Mémoire system, which is essentially a framework for sharing case bases in biol-
ogy and medicine. It is followed by a discussion and the conclusion.  

2   Semantic Web 

The goal of the semantic Web spans beyond pure information retrieval purposes: “The 
Semantic Web is a vision: the idea of having data on the Web defined and linked in a 
way that it can be used by machines not just for display purposes, but for automation, 
integration and reuse of data across various applications” [6]. It is to reuse information 
and data available on the Web with all the word reuse can encompass. This implies 
reasoning from information and data on the Web, such as cases.  

The semantic Web currently has three main components:  

1. Information/data in HTML or better XML format. XML is a common lan-
guage to represent Web content, and using it facilitates integration of We docu-
ments from different sources, in particular via XSLT transformation language. 
Nevertheless, the meaning of the different tags across applications is not provided 
in XML, so that another layer needs to provide that semantic mapping. 

2. Information/data structures in a semantic Web format such as RDF. Re-
source Description Framework (RDF) [14] provides this mapping between differ-
ent XML or database schemas. Information in RDF can be simply merged from 
different Web sources and queried as though they came from a single source. 
RDF permits to describe not only the data, but rules to interpret the data.  

3. Information/data about articulation between ontologies. Extensions of RDF 
such as RDF-schema, or Web ontology language, such as DAML [7] and OWL 
[13], permit to represent ontologies of terms (thesauri) and concepts in hierarchies 
expressing how these terms relate to one another.  

 

 

Fig. 1. DAML and the Semantic Web 

Semantic Web framework enables so called Web services and agents to get infor-
mation/data from different sources, interpret and integrate them seamlessly. Thus the 
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goal is to foster the development of intelligent applications that can handle and reason 
from distributed data and information on the Web. A Web service is a server applica-
tion available to users on the Web, often being other Web services, to accept a query 
in a semantic Web language, and to return results in the same language. Examples of 
Web services to integrate for company A might be: Purchasing parts from a vendor 
company B, Shipping from a large freight company C, and Providing space availabil-
ity from the different plants in company A. Integrating these three Web services to-
gether will permit to answer a question such as a salesman in company A entering an 
order, and the orchestration of the other services providing the solution as the supply 
chain at work [11], and a complete delivery plan to the right plants of company A. 

Ultimate ambition of the Semantic Web as a framework enabling software agents to 
interrogate, interoperate, and dynamically discover information and knowledge re-
sources requires the explicit representation of the semantics associated to these re-
sources. Examples of semantics are explanations about what this resource information/ 
data/knowledge is about, and what it is for [9]. Specific languages and technologies 
have been developed for that purpose of representing and reasoning at a semantic 
level, such as first RDF [14], then DAML+OIL [7], and now OWL [13]. A Unique 
Resource Identifier (URI) identifies each concept/resource on the Web. 

DAML (see Fig.1 and Table 1) and other XML/RDF-type systems such as a draft 
standard of the Joint Intelligence Virtual Architecture (JIVA) and topic maps promise 
to keep a record and capture semantic information better than is currently possible 
using Natural Language Processing (NLP) systems. DAML language has risen as a 
dominant ontology language for capturing distributed domain knowledge. DAML-OIL 
has been officially submitted to he World Wide Web Consortium (W3) in 2001, and 
accepted as a standard in 2002 under the name OWL, then as recommendation for 
Web Ontology Language on February 10th, 2004.  

Table 1. Index of all DAML language elements 

Cardinality  
Class 
ComplementOf  
Datatype  
DatatypeProperty  
DatatypeRestriction  
Datatype value  
DifferentIndividualFrom  
DisjointUnionOf  
DisjointWith  
Domain 
EquivalentTo 

hasClass  
hasValue  
imports  
intersectionOf  
inverseOf  
ObjectClass  
ObjectProperty  
ObjectRestriction  
oneOf  
onProperty  
 Ontology  
 Property  

Range  
Restriction  
sameClassAs  
sameIndividualAs  
samePropertyAs  
subClassOf  
subPropertyOf  
toClass  
TransitiveProperty  
UnambigousProperty  
unionOf  
UniqueProperty           

 
 
Many efforts in different communities, mostly in connection with artificial intelli-

gence, have chosen DAML and OWL to represent their ontologies and semantic net-
works, for example in medicine in biology.  
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3   Semantic Web in Biology and Medicine 

Since building semantic systems is a very ambitious task, we focus in this article on 
case bases and case based reasoning in biology and medicine, which is already a con-
sequent domain. Another characteristic of this domain is that it is well studied and 
formalized, as is presented in this section, such that it is not acceptable in this domain 
to ignore past efforts in standardization, as is acceptable in most other application 
domains. Indeed biomedical informatics is now a well-established academic disci-
pline, better equipped than most others to transition into the semantic Web. 

 

Emerging Reference Models 

Medications 

Genes, 
Proteins, 
Diseases 

(NCI) 

 
Current 

Procedural 
Terminology  

(AMA) 

MMHCC 
(NCI) 

SNOMED-
RT 

(CAP) 

All being developed using  
“formal” representations 

“Abnormal” 

“Normal” 

Biology  
of  Life 

Anatomy 
Virtual 
Human 

(Physiology) 

Yet to be developed University of Washington 
Digital Anatomy Project 

A current “vision” 

proteins 

 

Fig. 2. Emerging Reference Terminologies in Biomedicine [16] 

The advantage of biomedicine is that it has several standard terminologies to build 
on (see Fig. 2) [16]: 

o Terminology servers, such as National Cancer Institute’s Enterprise Vocabulary 
Server (EVS). 

o GCPRMedications reference terminology defining for each drug its chemical struc-
ture class, mechanism of action, and therapeutic use. 

o Mouse Models of Human Cancer Consortium (MMHCC) from the National Cancer 
Institute (NCI) describing detailed diagnostic terminologies for eight organ sites in 
mice, as a model for same sites in humans. 

o Genes, proteins, diseases from NCI modeling 250 genes associated with cancer. 
o Systematic Nomenclature of Medicine (SNOMED) from the College of American 

Pathologists (CAP), describing accepted terms of most diseases, symptoms, medi-
cations, and organisms. 

o Current Procedural Terminology (CPT) 5 from the American Medical Association 
(AMA) for procedure codes. 
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A common characteristic of these projects is that they use a Description-Logic 
based representation [16]. Other reference terminologies are being developed for ver-
tebrate anatomy, and human physiology. 

Thus the effort of developing an ontology for biomedicine is well underway, and 
there are even efforts for the sharing of terminologies across subdomains. For exam-
ple, HL7 [12] is a proposed standard for exchanging semantic messages in healthcare, 
and builds on the terminologies presented above. Another effort is the Unified Medical 
Language System (UMLS) [17] of the National Library of Medicine (NLM) that com-
prises a metathesaurus for bridging the gap between different terminologies, describ-
ing medical concepts with a unique identifier, similar to the semantic Web URI, their 
synonyms in different classifications and common usage, and a semantic network 
organizing these concepts through 54 relationships. 

 

 

Fig. 3. A portion of the UMLS semantic network [17] 

Nevertheless, the integration of these biomedical ontologies in the semantic Web is 
still to be performed, by adopting OWL as a representation language, or writing OWL 
mappings of UMLS, HL7, and others. [5] uses the semantic Web for querying multi-
ple bioinformatics data sources, and [15] for connecting several distributed ontologies. 

4   Semantics and Case Based Reasoning in Biology and Medicine 

Case based reasoning systems in medicine generally do not comprise only patient 
cases. They resort to domain models at several steps of their reasoning process. These 
domain models are ontologies of a sub domain of medicine and/or biology. This sec-
tion describes three such case based reasoning systems in biomedicine, focusing on 
their case representation, and ontologies. These systems have been successive imple-
mentations of the same concept of a case based reasoning system in biomedicine, and 
thus can be seen each as an improvement from the previous one. 
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4.1   ALEXIA 

Presentation. ALEXIA[2]  is  case based problem solver. As usual case based sys-
tems, it uses an indexed memory of previously solved cases to propose a solving strat-
egy for a new problem. However, since the application domain is the determination of 
a patient’s hypertension etiology, the classical memory indexation architecture has 
been enriched with a meta-indexation level to estimate the most probable diagnosis by 
saturation of a causal physiopathological model. Moreover, the dependency relations 
expressed through the causal model provide a functional point of view that does objec-
tivate the selection of the best analogous.  

 
Mr. MARTIN : 
     INTAKE    CLINICAL 
length-AHT : 6      arterial-tension : (152 118) 
gender : male       pulse : 80 
resistance-AHT : present vascular-murmur : present 
age : 50          peripheral-pulse : present 
observ-problem : absent  BIOLOGICAL 
asthenia : present   creatininemia : 99 
smoking : present    kaliemia : 2.8 
anti-AHT-treatment: present natremia : 145 
sport : absent      bicarbonatemia : 31.0 

Fig. 4. ALEXIA’s case representation (partial) 

Case representation. ALEXIA represents its cases along three dimensions: intake, 
clinical, and biological (Fig. 4). In addition, memorized cases also store theoretical 
model instantiations, which are the values induced by the qualitative physiopathologi-
cal model, and experimental model instantiations, which are the values measured for 
the same deep nodes by lab tests. 

Ontology. ALEXIA’s ontology is a set of classes and rules associated with the classes 
in frames. It comprises 20 nodes representing the main hormones regulating arterial 
tension (Fig. 5), 20 signs and symptoms, 111 observations, 31 complementary exams, 
and 26 edges.  

Results. ALEXIA was tested on 18 new cases selected by the clinician as a good test 
sample because it contained both ‘easy’ cases, and ‘difficult’ ones. The ‘difficult’ 
cases were the ones that failed either a bayesian network, or an expert system, both 
tested on the same dataset. The original memory stored only 8 solved cases, equitably 
representing the three main etiologies: Conn adenoma, renal artery stenosis, and pheo-
chromocytoma, as well as the etiology by default: essential AHT. ALEXIA solved 
satisfactorily all 18 cases, with a single iteration of its reasoning process, even for 
essential AHT. The exceptionally good results of the system were attributed to the 
combination of the knowledge-based approach of its physiopathological model, and 
the numeric approach of its case based reasoning.  

4.2   MNOMIA 

Presentation. MNAOMIA is a case based reasoning system providing assistance to 
clinical staff in psychiatry eating disorders for diagnosis, treatment, and research hy-
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pothesis recommendation [3]. Thus it is a system capable of adapting to different cog-
nitive tasks, both analytical, such as diagnosis, and synthetic, such as research hy-
pothesis recommendation. The memory model of the system comprises both an ex-
perimental and a theoretical memory, expressed in a unified knowledge representation 
language, and organization. The components of the memory are cases and concepts, in 
the experimental part, and prototypes and models, in the theoretical part. The reason-
ing supported by this memory model can be various, and takes advantage of all the 
components, whether experimental or theoretical. It is strongly constrained by some 
specialized models in theoretical memory, called the points of view. 
 

Renin 

Angiotensin I 

Angiotensin II 

Aldosterone CONN 

Acidity Natremia Kaliemia 

PHEO 

RAS 

Fibrosis Atherogenesis Volemia Vasoconstriction 

NODES 
 

SIGNIFICANT  
OBSERVATIONS 

 

AP 

OBSERVATIONS 
 

EXAMS 

  

Fig. 5. ALEXIA’s causal physiopathological model 

Case representation. MNAOMIA represents its cases along several dimensions, 
namely general, behavioral, somatic, psychic, and biological (Fig. 6). 

Ontology. MNAOMIA’s ontology contains diagnostic category prototypes, as de-
scribed in psychiatry nomenclature, normal subject prototypes, and average subject 
prototypes, a domain model about foods, and prototypical treatment plans. Other mod-
els are the points of view. Since the system can adapt to several cognitive tasks, its 
memories structures the information though several points of view, such as biological 
symptomatology point of view, or cognitive task point of view.  



54      Isabelle Bichindaritz 

BEHAVIOURAL

DATA

PSYCHIC

DATA

BIOLOGICAL

DATA

SOMATIC

DATA

GENETIC FACTORS

THERAPEUTIC FACTORS

RELATIONAL FACTORS

BIOLOGICAL FACTORS

 

Fig. 6. Representation of a contextual patient’s state in a patient’s case 

Table 2. Description of the patients for diagnosis evaluation 

Patients Number�
Anorexia Nervosa 41�
Bulimia Nervosa 30�
Anorexia Bulimia 40�
Other Eating Disorders 4�
Total 115�
Schizophrenia 13�
Pathological Personality 43�
Depression 3�
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Fig. 7. Accuracy of  diagnosis (each ascending line between two X-axis points is a diagnosis 
success, and each descending line a failure) 

Results. MNAOMIA’s performance was evaluated on diagnosis evaluation task. Re-
sults are given here for the diagnosis at patients’ admission. The accuracy of the diag-
nosis has been compared with that of the clinical staff after several weeks of hospital 
care. Table 2 describes the patients’ population, and Figure 7 shows the results for the 
first 60 cases processed. The diagnosis accuracy is about 80% for the first 30 cases, 
and about 95% from the 30th case to the 115th. It is compared with the results of the 
same diagnosis process performed only with the data of the food questionnaires of the 
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patients, for which no prototype is available. The results after the 30th case are about 
the same (93% accuracy), but are very different for the first 30 cases. The advantage 
of the prototypes in theoretical memory is here obvious at least at the beginning of the 
reasoning process. These results show that in this domain also, although being much 
less formalization prone than hypertension, an ontology modeling the domain through 
prototypes and models, even partial, is indeed advantageous for case based reasoning. 

4.3   CARE PARTNER  

Presentation. CARE-PARTNER is a computerized decision-support system on the 
World-Wide Web (WWW) [4]. It is applied to the long-term follow-up (LTFU) of 
patients having undergone a stem-cell transplant (SCT) at the Fred Hutchinson Cancer 
Research Center (FHCRC) in Seattle, after their return in their home community. 
Home care providers use CARE-PARTNER to place contacts with LTFU on the 
Internet, and receive from the system decision-support advice in a timely manner for 
transplant patients follow-up. An essential characteristic of CARE-PARTNER is that 
it proposes to implement evidence-based medical practice by applying clinical guide-
lines developed by FHCRC for the care of their patients. 

Case representation. CARE PARTNER cases are represented in an electronic medi-
cal patient record, along several dimensions, namely flowsheet, problems, contacts, 
demographics, pre transplant, day 80 workup, Graft Versus Host Disease (GVHD), 
medications, labs, reports, protocols, and risks. 

Ontology. CARE-PARTNER resorts to a multimodal reasoning framework for the 
cooperation of case-based reasoning (CBR) and rule-based reasoning. The system’s 
memory here also comprises both patient cases, and a theoretical memory, or ontol-
ogy. The ontology of the system contains the description of 1109 diseases, 452 signs 
and symptoms, 1152 labs, 547 procedures, 2684 medications, and 460 sites expressed 
in SNOMED classification. Notable in this system are 91 prototypes, mainly associ-
ated with diagnostic categories, such as liver chronic GCHD (Fig. 8), and called clini-
cal pathways. 

Results. A sample evaluation of CARE-PARTNER decision-support performance has 
been performed by team statisticians, and is provided in Table 3. On 163 different 
clinical situations or cases, corresponding to contacts between the system and a clini-
cian about three patients, the system was rated 82.2% as Meets all standards, and 
12.3% as Adequate, for a total of 94.5% of results judged clinically acceptable by the 
medical experts. Table 1 also shows that the advice provided by the system covers 
most of the clinicians’ tasks: labs and procedure results interpretation, diagnosis as-
sessment plan, treatment plan, and pathways information retrieval. Pathways represent 
prototypical cases retrieved by the system, and correspond to diagnostic categories 
(see Fig. 8 for an example). Important in this system is the evolution of the compe-
tency of the system over time, reaching 98.6% Meets all standards/Adequate for pa-
tient 3 for all his 54 contacts. 
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Fig. 8. Example of a LiverChronicGVHD clinical pathway 
 

Table 3. CARE-PARTNER evaluation Form Inter-Rater Agreement and Summary Ratings for 
Two Raters over Three Patients 

 Applicable  Cases  Concordant Cases 

  
 

Number 

Percent 
Agreement 

Rating 

Kappa 
coefficient 

of 
agreement 

 
 

Number 

Fails to 
meet 

standards 

 
 

Adequate 

 
Meets  all 
standards 

Labs 57 94.7 .71 54 3.7% 3.7% 92.6% 
Procedures 70 95.7 .83 67 8.9% 3.0% 88.1% 
Diagnosis 79 86.1 .74 68 16.2% 13.2% 70.6% 
Treatment 77 92.2 .81 71 9.9% 11.3% 78.8% 
Pathways 53 88.6 .71 47 8.5% 8.5% 83.0% 
Overall 
Appreciation 

178 91.6 .77 163 5.5% 12.3% 82.2% 
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4.4   Semantics in Biomedical CBR 

All these systems show the importance of biomedical ontologies for interpretation of 
the data, thus proving the importance of a semantic approach in biomedical CBR ap-
plications. They also demonstrate the variety of knowledge to represent, mainly mod-
els, such as qualitative models, and prototypes to represent typical signs and symp-
toms, diagnostic evaluation plans, and treatment plans, associated with domain 
dependent diagnostic categories. Without these deep domain ontologies, these systems 
would not have been able to perform acceptable clinical assistance, and this finding is 
coherent with the improvement in the quality of care measured as a result of better, 
evidence-based formalization of medicine, fostering the development of the biomedi-
cal ontologies listed in the previous section. 

5   Mémoire Framework 

Case based reasoning systems in medicine have so far been developed as standalone 
systems. With that regard, they have kept away from the efforts to share and connect 
biomedical information and knowledge bases. One of the main reasons is that cases 
are patient identifiable data. Legislation about patient data requires institutional 
agreement to access, use, and transmit such data, making it difficult to consider trans-
mitting these case bases between institutions, except in the context of consortiums of 
institutions, of which many examples exist such as the VA, or for large-scale clinical 
trials. Non patient identifiable data are restricted just the same, because institution are 
protective of their data as their assets for research and funding purposes. Nevertheless, 
single institutions may want to connect distributed CBR systems developed in their 
institution, for example connecting the three CBR systems presented above, where a 
patient may combine diseases from hypertension domain, eating disorders, and require 
stem cell transplantation, and a biomedical literature retrieval system through a termi-
nology server. Also, it will be advantageous to develop CBR systems as Web services 
in the future, to receive patient input data from the Internet, securely, to process them 
against several CBR systems, combine with non-CBR systems, and give back a con-
solidated result from several sources. In this scenario, patients data would not have to 
be shared among institution, but only the system recommendations would be shared. 
Patients may want to query themselves these services, for alternate recommendations. 
Another reason would be to exchange CBR systems ontologies, as models and proto-
types. Since prototypes are often processed as regular cases, then the problem of ex-
changing them will have to be solved in the same way as for real patient cases. In 
addition, advance in information assurance, such as trust agents, will even enable 
secure sharing of patient specific data [8, 16]. 

For all these reasons, the Mémoire project proposes a framework for the exchange 
of biomedical cases and related ontologies in the semantic Web, based on OWL ontol-
ogy language. The choice of OWL, since it has been adopted as a recommendation by 
w3c, will provide a language format allowing for easy WWW integration, and is inte-
grated in a common framework for connected applications on the WWW. Mémoire 
framework should also satisfy the following requirements [10]: 
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(1) The language should allow for easy extensibility since knowledge can be added 
iteratively. 

(2) The language should be applicable to several biomedical domains. 
(3) The language should support distributed, physically remote, maintenance of on-

tologies and cases. 
(4) The language should allow for the representation of complex, non-hierarchical 

knowledge structures. 
(5) The language should allow to distinguish between generic (IS-A) and partitive 

(PART-OF) relations. 

OWL is a language providing a syntax and formal semantics that extend RDF, thus 
one way of writing an ontology in OWL is to code it in RDF/RDFS framework, which 
is what Mémoire has chosen to do because it is a generic representation language 
taking the intrinsic structuring capabilities of XML. In addition, OWL provides for 
three levels of semantic representation: OWL Lite, OWL DL, and OWL Full. OWL 
DL is both more expressive than Lite, and more strict than Full, such that it can be 
interpreted non-ambiguously. 

OWL syntax defines the following elements: 

��Namespaces indicate the vocabularies used, with their URIs, for example mem in 
Fig. 9 is defined inside in an opening rdf:RDF tag. 

��Ontologies in owl:Ontology tags support the annotations associated with on-
tologies, such as comments, version control, and inclusion of other ontologies. 

��Data aggregation and privacy is enabled by the presence of relationships such as 
owl:sameAs that permit to automatically infer properties from one element as 
they relate to another one, or to extend a previously defined element, thus satisfy-
ing our criteria (1) and (3). 

��Classes, properties, instances of classes, relationships between classes and in-
stances permit to define such classes as Case, Prototype for our prototypical 
cases, and Model and Concept for our CBR in Biology and Medicine domain. 
These classes are subclasses of owl:Class, but some domain specific classes, 
such as mem:Food are already defined in owl as an ontology of foods has already 
been defined, so that many domain specific objects have been defined, such as 
owl:Pasta, owl:Dessert, and so forth. Still, Mémoire has defined most of 
the classes from the ontologies of ALEXIA, MNAOMIA, and CARE PARTNER 
defined above. Cases are represented as instances of owl:Case. We can special-
ize this class in the future to accommodate different case representations, although 
we have defined a case structure, using the part-of relationship for different do-
mains (<owl:inverseOf rdf:resource="#isPartOf"/>). OWL has been found suitable 
to answer the requirements (2), (4), and (5) listed above.  

One limitation found so far in both OWL DL and OWL Full is that they do not sup-
port rules explicitly. DAML has RuleML to representation propositional logic rules, 
and since OWL builds from DAML, it can certainly reuse this representation. This is 
why we have coded rules with RuleML in Mémoire. Several proposals have been set 
forth for OWL first order logic rules, and we will adapt our chosen representation to 
these once one becomes a standard. Mémoire can reuse OWL ontologies already de-
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fined in biology and medicine, in particular an ontology of change [16], since medical 
and biological classifications change constantly, or easily translate those that were 
defined in DAML. 

OWL semantics defines in addition: 

��Axioms are used to associate class and property identifiers with specifications be-
ing either partial or complete, or additional specifications such as restrictions. For 
instance, it is possible to define a class as a set of instances, which is interesting for 
CBR. These additional specifications are particularly pertinent in biomedical do-
mains where ontologies provide standards about classes and their properties. Ex-
maples of property axioms are: Symmetric, Transitive, Functional, InverseFunc-
tional, which were added for a biomedical application before OWL [10]. 

��Facts are used to represent instanciations of class, for instance real patient cases 
from the mem:Case class. 

6   Discussion 

Although the evaluation of the framework has been so far limited to ALEXIA, 
MANOMIA, and CARE-PARTNER, a next step in this research will be to refine 
Mémoire framework to represent cases and case bases from other CBR systems in 

<?xml version="1.0"?> 
<rdf:RDF 
xmlns:owl = "http://www.w3.org/2002/07/owl#" 
xmlns:rdf = "http://www.w3.org/1999/02/22-rdf-syntax-ns#" 
xmlns:rdfs= "http://www.w3.org/2000/01/rdf-schema#"> 
xmlns:mem= 
"http://semantic.insttech.washington.edu/memoire/owl#"> 
 

<owl:Ontology rdf:about=""> 
<rdfs:comment> 
Case Based Reasoning in Biology and Medicine ontology 
</rdfs:comment> 
</owl:Ontology> 
 

<owl:Class rdf:ID="Prototype"  
<rdf:subClassOf rdf:resource="#Class" /> 
</owl:Class> 
 

<owl:Class rdf:ID="Case"> 
<owl:subClassOf mem:resource="#Prototype" /> 
<owl:disjointWith rdf:resource="#Concept" /> 
</owl:Class> 
 

<owl:Class rdf:ID="Model"> 
<rdfs:subClassOf rdf:resource="#Class" /> 
</owl:Class> 
 

<owl:Class rdf:ID="Concept"> 
<rdfs:subClassOf mem:resource="#Model" /> 
<owl:disjointWith rdf:resource="#Case" /> 
</owl:Class> 

Fig. 9. Directed Labeled Graph representation of biomedical CBR domain 
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biology and medicine. The success of this work will permit to leverage the develop-
ment of CBR systems in biology and medicine. First of all, by the definition of a 
common representation language for CBR cases, it will become possible to develop 
Web services and agents to federate the CBR process across several domains of medi-
cine, patients often presenting mixed sets of symptoms. This work will permit the 
reuse of CBR systems outside of their domain of development, and to give them the 
formalization required for interacting with non-CBR systems, so that the whole is 
more than the parts. It will also provide the basis for developing a CBR shell for rapid 
development of CBR systems in biology and medicine. Another advantage of having 
this formalized interchange format is to enable to seamlessly integrate case based 
reasoning and information retrieval in biology and medicine. 

7   Conclusion 

The ability to exchange case bases and their ontologies will permit to link not only 
biomedical CBR systems with one another, but with other intelligent and information 
retrieval systems. The perspective of unlimited cooperation between these systems is 
extremely promising for the improvement of healthcare and biomedical research, as 
the whole is more than the concatenation of the parts: “Human endeavor is caught in 
an eternal tension between the effectiveness of small groups acting independently and 
the need to mesh with the wider community… The Semantic Web, in naming every 
concept simply by a URI, lets anyone express new concepts that they invent with 
minimal effort. Its unifying logical language will enable these concepts to be progres-
sively linked into a universal Web. This structure will open up the knowledge and 
workings of humankind to meaningful analysis by software agents, providing a new 
class of tools by which we can live, work and learn together” [1].  

References 

1. Berners-Lee, T., Hendler, J., Lassila, D.: The Semantic Web. Scientific American. May 
(2001) 

2. Bichindaritz, I., Séroussi, B.: Contraindre l’Analogie par la Causalité. Technique et Scien-
ces Informatiques. Vol. 11, N. 4 (1992) 69-98 

3. Bichindaritz, I.: Case-Based Reasoning adaptive to several cognitive tasks. In: Aamodt A., 
Veloso M. (eds): International Conference on Case-Based Reasoning. Lecture Notes in Ar-
tificial Intelligence, Vol. 1010. Springer-Verlag, Berlin Heidelberg, New York (1995) 391-
400 

4. Bichindaritz, I., Kansu E., Sullivan K.M.: Case-Based Reasoning in CARE-PARTNER: 
Gathering Evidence for Evidence-Based Medical Practice. In:  European Workshop on 
Case-Based Reasoning. Lectures Notes in Artificial Intelligence. Vol. 1488. Springer-
Verlag, Berlin Heidelberg, New York (1998) 334-345 

5. Buttler, D., Coleman, M., Critchlow, T., Fileto, R., Han, W., Liu, L., Pu, C., Rocco, D., 
Xiong, L.: Querying Multiple Bioinformatics Information Sources: Can Semantic Web Re-
search Help? In: Meersman, R., Sheth, A. (eds.): Special Issue on Semantic Web and Data 
Management. SIGMOD Record. Vol. 31, 4 (2002) 59-64 



Mémoire: Case Based Reasoning Meets the Semantic Web in Biology and Medicine      61 

6. Cruz, I.F., Decker, S., Euzenat, J., McGuinness, D.: Foreword. In: Cruz, I.F., Secker, S., 
Euzenat, J., McGuinness, D. (eds.): First Semantic Web Working Symposium. Stanford 
(2001) 1 

7. Darpa Agent Markup Language (DAML). http://www.daml.org 
8. Finin, T., Joshi, A.: Agents, Trust, and Information Access on the Semantic Web. In: 

Meersman, R., Sheth, A. (eds.): Special Issue on Semantic Web and Data Management. 
SIGMOD Record. Vol. 31, Issue 4 (2002) 34-38 

9. Goble, C., De Roure, D. The Grid: An Application of the Semantic Web. In: Meersman, 
R., Sheth, A. (eds.): Special Issue on Semantic Web and Data Management. SIGMOD Re-
cord. Vol. 31, Issue 4 (2002) 65-70 

10. Grütter, R., Eikemeier, C.: Development of a Simple Ontology Definition Language (Son-
toDL) and Its Application to a Medical Information Service on the World Wide Web. In: 
Cruz, I.F., Secker, S., Euzenat, J., McGuinness, D. (eds.): First Semantic Web Working 
Symposium. (2001) 587-597 

11. Hendler, J., Berners-Lee, T., Miller, E.: Integrating Applications on the Semantic Web. 
Journal of the Institute of Electrical Engineers of Japan. Vol 122(10) (2002) 676-680  

12. HL7: http://www.hl7.org  
13. OWL Web Ontology Language: http://www.w3.org/OWL  
14. Resource Description Framework (RDF): http://www.w3.org/RDF  
15. Staab, S.: The Semantic Web – New Ways to Present and Integrate Information. Compara-

tive and Functional Genomics. 4(1), Jan/Feb (2003) 98-103 
16. Tuttle, M.S., Brown, S.H., Campbell, K.E., Carter, J.S., Keck, K.D., Lincoln, M., Nelson, 

S.J., Stonebraker, M.: The Semantic Web as “Perfection Seeking:” A View from Drug 
Terminology. In: Cruz, I.F., Secker, S., Euzenat, J., McGuinness, D. (eds.): First Semantic 
Web Working Symposium. Stanford (2001) 5-16 

17. Unified Medical Language System (UMLS): http://www.nlm.nih.gov/research/umls  



Facilitating CBR for Incompletely-Described Cases:
Distance Metrics for Partial Problem Descriptions�

Steven Bogaerts and David Leake

Computer Science Department, Indiana University, Lindley Hall 215
150 S. Woodlawn Avenue, Bloomington, IN 47405, USA

{sbogaert,leake}@cs.indiana.edu

Abstract. A fundamental problem for case-based reasoning systems is how to
select relevant prior cases. Numerous strategies have been developed for deter-
mining the similarity of prior cases, given full descriptions of the problem at
hand, and situation assessment methods have been developed for formulating ap-
propriate initial case descriptions. However, in real-world applications, attempt-
ing to determine all relevant features of a new problem before retrieval may be
impractical or impossible. Consequently, how to guide retrieval based on partial
problem descriptions is an important question for CBR. This paper examines the
problem of assessing similarity in partially-described cases. It proposes a set of
similarity assessment strategies for handling missing information, evaluates their
performance and efficiency on sample data sets, and discusses their tradeoffs.

1 Introduction

Case-based reasoning (CBR) systems solve new problems by retrieving cases capturing
the solutions of similar prior problems, and adapting their solutions to fit new needs.
Determining the most relevant prior cases is a fundamental issue for CBR systems,
and may require special methods when a full case description is not immediately avail-
able. For example, in a common applied CBR approach, conversational CBR (CCBR)
(Aha & Breslow 1997), users build up a problem description by successively answering
questions, as the system incrementally ranks candidate cases and questions based on the
partial information available. The more accurate the distance measure used in this pro-
cess, the more quickly the system will be able to point the user to the most applicable
cases. Likewise, the ability to rank cases based on partial information may be essential
when feature values are costly to determine or simply unavailable. Thus an important
issue for CBR is how to assess the similarity of partial problem descriptions – problems
with incomplete feature descriptions.

Considerable attention has been devoted to the process of refining initial problem
descriptions through situation assessment (Kolodner 1993), and handling incomplete
problem descriptions is a fundamental problem for CCBR. In diagnostic tasks, for
example, only a partial set of features may initially be available. Consequently, ev-
ery CCBR system includes methods for handling incrementally-built case descriptions,
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the U.S. Department of the Navy, NSWC Crane Division, under contracts N00164-04-C-6514
and N00164-04-C-6515.
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and research has addressed the problem of deciding which features to request when
elaborating a partially-described case during CCBR (e.g., (Carrick et al. 1999)). How-
ever, comparatively little attention has been given to examining alternative similarity
assessment methods for cases with missing features. A better understanding of the per-
formance of alternative strategies, their tradeoffs, and their applicability, could enable
more effective retrieval of partially-described cases and could also provide useful infor-
mation for guiding the CCBR process. Because cases in the case base may themselves
have partial descriptions, understanding how to handle partial descriptions could also
be valuable for case base maintenance (Leake et al. 2001), to determine when and how
to augment partial descriptions of stored cases.

This paper first discusses general issues affecting similarity judgments for partially-
described cases. It then examines a set of similarity assessment strategies, including
two simple baseline strategies and two more complex strategies designed to take ad-
vantage of information offered by the case base to predict feature values. The strategies
apply to feature-vector representations for any ordinal features, i.e., features whose val-
ues belong to an ordered set; these may be numeric, or may belong to other categories
provided that notions of distance and average can be defined (e.g., for a finite set, the
“average” might be determined by a vote). The first method, Default Difference, is a
baseline method which simply assigns a fixed default distance whenever the values of
one or both features are missing (e.g., if this distance is 0, missing features are assumed
to match perfectly). The remaining methods use additional information extracted from
the case base as a whole: Full Mean, another baseline, treats each missing value as if
it were the mean feature value. NN Mean takes a similar approach, but relies on lo-
cal information, using the mean values of “near-by” cases. A drawback of NN Mean
is its increased expense to compute the predicted feature value, which can be extreme
when many cases must be compared to the current situation. Region Mean addresses
this problem by generating a case base of prototypical cases, providing a local approx-
imation to use to predict missing features without additional computation. Finally, we
consider the use of composite methods involving combinations of these strategies. An
experimental evaluation compares (1) the ability of each method to select the most
similar cases, for differing levels of partial information – which reflects the number of
questions that must be answered for a CCBR system to achieve a desired level of ac-
curacy, (2) their efficiency at providing their information, and (3) the potential benefit
of combined strategies. After comparing these performance issues, we develop general
hypotheses for the applicability of the methods and their tradeoffs.

1.1 Handling Unknown Features

A simple example illustrates the subtlety of handling unknown features. Consider a
domain in which cases are described by a feature vector of four features, [f1, f2, f3, f4],
and for which the system must solve a problem p, for which only the values of the first
three are known: [5.0, 6.0, 7.0,−]. Let distance(p1, p2) denote the distance between
two problems p1 and p2. Suppose that the case base contains two cases, c1, described
by [5.1, 6.0,−,−] and c2, described by [5.0,−,−,−]. Note that in the following, we
will use the name of the case as a shorthand for referring to the problem it solves.
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In order to select the right case, the system must predict whether distance(p, c1)
or distance(p, c2) is smaller. More features of c1 are known than c2; this guarantees
that c1[1] has no difference from p[1], and c1[0] has an apparently small difference from
p[0]. However, c2 might be more promising. Because c2[0] has no difference from p[0],
the potential minimum difference between c2 and p is smaller, even though selecting
c2 entails more risk, due to possible differences in the unknown features. Likewise,
a difference of 0.1 between p[0] and c1[0] could be important, and perhaps even so
significant that the exact match on feature 1 is inconsequential. Thus determining how
to treat missing features depends on both (1) the importance of known differences and
(2) the potential importance of unknown features, given their likely values and the user’s
tolerance for the level of uncertainty that they entail for the quality of results.

Even the selection of quality measure may involve subtle considerations. For exam-
ple, possible quality measures could include rank quality, which measures how close
the top-ranked cases are to the actual best match, or – if the specific values of the pre-
dicted distances are important – the error in the distance prediction. For example, error
might be important in medical domains, if a differential diagnosis accepts a diagnosis
when it appears sufficiently superior to its competitors. Error may also be important
when the system provides the user with distance estimates to help guide the choice of
cases to examine.

2 Strategies for Handling Unspecified Features

For any particular domain, domain knowledge may suggest specific assumptions or
strategies for handling partially-described problems. Here we examine simple domain-
independent strategies for assigning distances between pairs of corresponding features,
within the framework of the standard distance function:

distance(r1, r2) =
√∑

i

wi[d(r1[i], r2[i])]2

If Fi represents the set of possible feature values for the ith feature, including a value
used to designate unknown features, these are functions di : Fi × Fi → [0,∞).

2.1 Default Difference(x)

A simple baseline strategy is to treat the distances between unknown features as zero.
This corresponds to a typical strategy of considering only differences in known features.
This approach can be generalized to assign a fixed default difference, x, whenever ei-
ther feature is unknown. Default Difference(x), the corresponding similarity assessment
strategy, is defined as:

di(r1[i], r2[i]) =

{
x r1[i] and/or r2[i] unknown

|r1[i]− r2[i]| otherwise

Default Difference with x equal to 0 can be seen as an “optimistic” measure. When
x equals 0, a completely unknown problem has distance 0 from all cases; this might be
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considered appropriate because every case is potentially a perfect match. Alternatively,
if the maximum possible feature distances are bounded and equal across all features,
setting x to the maximal possible difference corresponds to a “pessimistic” measure.

This simple metric illustrates an interesting asymmetry between handling partially-
specified input problems and handling stored cases whose problem descriptions are
partially-specified. When stored cases include complete problem descriptions, different
values of x may change the magnitude of computed difference values and the spacing
between cases ranked by similarity, but will not affect the cases’ ranking by difference
values. However, if features may be missing from problem descriptions in stored cases
as well as input cases, increases in x may change the ranking, causing the metric to
favor stored cases for which more features are known.

Default Difference assumes a fixed difference for a pair of features whenever they
are missing from either the input case or a stored case. A problem with this simple ap-
proach is that it may neglect useful information: if a problem feature in either the input
or stored case has an atypical value, it is reasonable to consider the missing feature’s
value less likely to be similar. This should affect the prediction of a good match between
the cases, but Default Difference does not take this into account. The next method, Full
Mean, addresses this deficiency.

2.2 Full Mean

Full Mean exploits global feature information to estimate missing values, by replacing
missing feature values with the mean values for those features when calculating similar-
ity. If the feature is not known in any of the stored cases, it assigns a default difference
value x. More formally, let

CasesKnowingFeature(i, CB) = {c ∈ CB|fi known in c}
and let μ(i, CB, x), the average of known value of feature i in the case base, with
default x for completely unknown features, be defined by:

μ(i, CB, x) =

{∑
CasesKnowingF eature(i,CB) c[i]

|CasesKnowingF eature(i,CB)| CasesKnowingFeature(i,CB) �= φ

x otherwise

Then with Full Mean,

d(r1[i], r2[i]) = |EstimatedV alue(r1, i, x)− EstimatedV alue(r2, i, x)|
where

EstimatedV alue(r, i, x) =

{
r[i] r[i] is known

μ(i, CB, x) otherwise

Because the means for each feature in the case base can be precomputed offline and
updated cheaply online as cases are added or removed, this is a low-cost strategy.

Although Full Mean makes better use of global feature information than Default
Difference, it has potential drawbacks. First, like all average-based approaches in this
paper, it considers only the average feature value, independent of the feature’s distri-
bution (which might be better captured, e.g., by the mean or mode). Second, it ignores
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possible dependencies between features, although the expected value of a feature may
change dramatically based on the value of other features. For example, even if the av-
erage age of passenger cars is 8 years, predicting 8 years of age for a car would be
misleading if it were also known that the car had only been driven 100 kilometers. The
next strategy, NN Mean, attempts to better reflect local dependencies by taking a more
case-based approach, using similar cases to predict feature values.

2.3 NN Mean

Nearest Neighbor Mean, or NN Mean, responds to Full Mean’s problems with a more
case-based approach, predicting feature values based on the values of similar cases. Its
premise is that nearby cases will be good predictors of feature values. Intuitively, if r[i]
is unknown and Nearr,i is the set of all cases near r that know feature i, then a good
predictor is the average feature value over Nearr,i. Unfortunately, there is one catch to
this approach: Defining “nearby” cases requires predicting inter-case distances, which
is the very problem that NN Mean is intended to address.

In NN Mean, we address this problem by recursively drawing on the distance met-
rics from this paper for the “internal” similarity computation. For example, Default Dif-
ference(x) can be used as an internal strategy to estimate distances for finding nearby
cases, and then the k closest cases, or all cases within a distance threshold, can be used
to obtain a mean according to NN Mean. We will denote the “internal” strategy as an
argument to NN Mean, as in NN Mean(Default Difference(x)). If feature dependence
information is available (though this often is not the case), an additional variant on the
NN Mean strategy is to use only the dependent features in the search for nearby cases.
We call this approach NN Mean Dep.

NN Mean is an expensive strategy. Unlike Full Mean, the average values for a fea-
ture cannot be precomputed, because they depend on r. No matter what internal strategy
is used, at a minimum a new retrieval is required for each unknown feature.

2.4 Region Mean

Region Mean attempts to avoid the expense of NN Mean yet maintain its advantages
over Full Mean by precomputing near means at various points in the case space, and
predicting means based on the nearest precomputed cases to the input problem. In the
offline process, the precomputation algorithm is:

– Cluster the case base and find a prototype for each class. We apply k-medoid clus-
tering1.

– For each prototype pj

• For each feature i
∗ Let Classpj ,i be the set of cases in the equivalence class with prototype

pj that know feature i. Determine μ(i, Classpj,i, x), the mean value of
feature i over Classpj ,i, as follows:

1 k-medoid clustering is robust to outliers and independent of the order in which objects are
considered. For a comparison with other clustering methods, see (Kaufman & Rousseeuw
1990).
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μ(i, Classpj ,i, x) =

⎧⎨
⎩
∑

c∈Classpj,i
c[i]

|Classpj,i| Classpj ,i �= φ

x otherwise

The online computation for Region Mean is analogous to Full Mean. The key dif-
ference is that EstimatedV alue(r, i, x) retrieves the pj closest to r, and uses μ(i,
Classpj ,i, x), instead of Full Mean’s μ(i, CB, x).

As for NN Mean, an internal difference metric is required, this time to determine
the nearest prototype pj to r, as well as to measure the difference between problems in
clustering. Again this can be found by recursively using any method described in this
paper, provided the final method is defined. For example, Default Difference(x) could be
used for finding the nearest prototype and for clustering. We would denote this strategy
as Region Mean(Default Difference(x)).

2.5 Composite Strategies Exploiting Dependency Information

If information can be obtained about feature dependencies – which may itself be a
significant challenge – it may be beneficial to apply a composite strategy, using one
strategy for independent features and another for dependent features.

If a feature is independent, then, by definition, the values of other features are not
helpful in predicting its value. Thus the best that can be hoped for is to simply use
global information such as the average value across the entire case base; that is, to
use Full Mean. Because Full Mean is inexpensive to compute, it is an obvious choice
given a priori knowledge that a feature is independent. Only when handling dependent
features are other strategies much more likely to be successful.

Because composite strategies use one strategy for independent features and another
for dependent features, we write them in the form independent-strategy/dependent-
strategy. For example, a composite strategy using Full Mean for independent features
and Region Mean(Default Difference(0)) for dependent features is written Full Mean/-
Region Mean(Default Difference(0)).

3 Experiments

The previous discussion raises a number of general questions for comparing similarity
assessment strategies for partial problem descriptions:

1. Their efficiency
2. Their accuracy for ranking candidate cases
3. Their accuracy for estimating difference levels between candidate cases
4. Their accuracy when different levels of information are available

It also raises some strategy-specific questions, on how performance is affected by:

1. Choice of internal strategy for NN Mean
2. Cluster count during initial clustering for Region Mean
3. Internal strategy for Region Mean
4. Composite strategies with different methods for independent/dependent features
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To answer these questions, we tested the previous strategies for a number of domains.
Our experiments focused on the ability of the methods to identify similar cases when
some input features were missing, primarily for case bases in which all cases had com-
plete problem descriptions.

3.1 Performance Measures

Three performance measures were used in the experiments:

– Time: The efficiency of the approaches is compared by measuring the CPU time
required for the strategies to calculate distance values between the target and all the
cases in the case base.

– Normalized Absolute Error: Given a strategy s, a partially-described target prob-
lem t̂ generated by removing feature values from a completely-described problem
t, and a case c in the case base, we define the absolute error as the difference be-
tween the actual distances between t and c, and the distance predicted when only t̂
is known: errors(t̂, p) = |distance(t, c)− distances(t̂, c)|.
This metric is useful within a domain, to indicate of how misleading a predicted
distance value may be. However, it may be less useful for comparing performance
across domains, because it is sensitive to factors such as scaling of distance values.
In order to facilitate comparison of errors across domains, we normalize absolute
errors onto [0, 1], by dividing the absolute distance by the maximum observed
distance in that case base (the distance between the two maximally distant cases
in the case base). Our results report the percent of maximum observed distance
between cases.

– Rank Quality: The rank quality measure reflects the ability of a distance metric
to generate a ranking in which the quality of the top suggested cases is similar to
the quality of the top cases which would be suggested if all features were known.
Given a strategy s and a partial problem t̂, rqs measures the percent increase in
distance between the input problem and the top suggested cases, compared to the
true top cases. Thus it measures how much worse the top suggested cases are when
only t̂, rather than t, is known. To reflect that users in a CCBR system may be most
likely to focus on the top-ranked cases, our metric weights suggestions by their
order in the ranking: having a top-ranked case closest to the real top-ranked case
is considered most important, with lower-ranked suggestions less important. More
precisely, let ClosestProb be the problem of the case that is nearest to t (when all
features are known). The rank quality ratio is defined as:

rqs =
∑

p w(p)∗ratio(p)∑
p w(p) , where ratio(p) = distance(t,p)

distance(t,ClosestProb)

and w(p) is a function that assigns a weight to ratio(p) that favors higher-ranked
cases. Let ranks(p) be the 0-based rank of problem p according to strategy s. In
our experiments, we set w(p) = max(5− ranks(p), 0). Thus, only the top 5 cases
had a non-zero weight.

Note that normalized absolute error and rank quality both measure the ability of the
strategies to predict real inter-case distances, according to a given distance measure.
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They do not directly compare solution accuracies, which would depend on the quality
of the given distance measure.

3.2 Experimental Domains

The experiments were conducted in four domains, three from the University of Cali-
fornia, Irvine, Machine Learning Repository (Blake & Merz 1998), and one artificial
domain to observe performance for strongly-correlated problem description features:

1. Ecoli: 336 cases, 7 numerical features, predicting one of 8 protein localization sites.
2. Pima: 768 cases, 8 numerical features, predicting positive or negative diabetes test

results in members of the Pima Native American population.
3. Liver: 345 cases, 6 numerical features, predicting the presence or absence of a liver

disorder.
4. Dep7: Artificial domain, 300 cases, 7 numerical features, predicting a single nu-

merical value. There are strong dependencies between the features: f0 ∼ N(0, 10),
f1 ∼ N(f0, 2), f2 ∼ N(f2

1 − f0, 10), f3 ∼ N(0, π), f4 ∼ N(sin(f3), 10),
f5 ∼ N(10, 20), f6 ∼ N(−20, 10).

For all experiments, the underlying similarity metric was the Euclidean distance func-
tion of section 2, with all features given a weight of 1.

3.3 General Procedure

All implementations and experiments were done using the Indiana University Case-
Based Reasoning Framework (IUCBRF) (Bogaerts & Leake 2004). IUCBRF is a Java
framework, freely-available for research, designed to facilitate rapid and modular CBR
system development. The general experimental procedure was as follows. Let t be the
fully known target problem, t̂ a partial target problem generated by removing features
of t, p a problem (fully known) from a case in the case base, and s a similarity assess-
ment strategy. All experiments were done for each feature prediction strategy, and were
repeated 300 times per strategy (except as stated otherwise), with results averaged. For
each feature prediction strategy s, steps were:

– Perform any required initialization (e.g., any strategy involving Region Mean builds
a partition of the case base)
• Perform leave-one-out testing. For each case c in the case base,

∗ Hide c, and use c as the basis for generating a partial target t̂. Initially, no
features of t̂ are revealed.

∗ For each case c in CB - {t}, measure distances(c, t̂) according to strategy
s, and sort the case base by these distances.

∗ Obtain performance measurements as described above
• If t̂ = t, exit loop.
• Else randomly choose a feature to “reveal” in t̂ (obtained from t), and loop.

The random choice simulates a user presenting a feature to the system, outside
the system’s control.

Thus for each t, data is collected for each strategy’s calculated distances between the
target problem and the remainder of the case base, from 0 features of the target problem
revealed, through all its features revealed.
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3.4 Classes of Tests

There were three classes of experiments, with different independent variables:

1. Cross-Domain Comparison: We compared performance for 12 strategies and vari-
ants, for four case bases of 300 cases, with Region Mean based on partitions created
from 20 clusters.

2. Cluster Count Comparison: Performance of the 12 strategies was compared to three
versions of Region Mean, respectively using 50, 20, and 6 clusters, each for the full
ecoli case base of 336 cases.

3. Comparison for Unknown Features in the Case Base: Instead of using a fully-
known case base, as is done in the other experiment classes, this experiment as-
sessed performance with partially-described cases in the case base, for 100%, 75%,
50%, and 25% chance that a feature in the case base is known. This used the Pima
case base of 768 cases, with Region Mean using 10 clusters.

4 Results

The comparative results in each of the UCI domains were remarkably similar. Figure 1
illustrates them with examples from the Pima domain. Figure 1 (a) lists the range of
strategies considered in the experiments. However, because some strategies had almost
identical performance, only a subset of lines is included in each figure, with similarities
described in the text.

4.1 Cross-Domain Comparison

Figure 1 (b) shows the normalized absolute error as a function of the number of features
known, for selected strategies in the pima domain. Note that Default Difference(0) is the
worst strategy, with Full Mean in next to last place when 4 or more features are known.
Full Mean/Region Mean(Default Difference(0)) initially performs worse, but becomes
comparable to NN Mean(Default Difference(0)) when 4 or more features are known.
The competetive performance of Full Mean is interesting in light of its much lower cost
than NN Mean(Default Difference(0)), as shown in Figure 1 (c).

Figure 1 (c) compares the strategies’ efficiency. NN Mean(Full Mean) is slowest,
followed by NN Mean(Default Difference(0)), NN Mean(Default Difference(0)) Dep,
and Full Mean/NN Mean(Default Difference(0)). The remaining strategies, essentially
all those not involving NN Mean except as a prototype finder of Region Mean, were fast,
requiring 5-12 ms on a Sun Blade 1000 (750Mz) to rank all cases in the pima domain.

Figure 1 (d) shows the rank quality for selected strategies in the pima domain.
Note that this graph can also be used to determine the number of questions, on av-
erage, that a CCBR system would require to achieve a particular rank quality. Here Full
Mean generally has the worst performance, followed by Default Difference(0). Region
Mean(Default Difference(0)) and Full Mean/Region Mean(Default Difference(0)) start
comparatively poorly, but catch up quickly to NN Mean(Default Difference(0)) and Full
Mean(NN Mean(Default Difference(0))) Dep. Table 1 summarizes performance for all
the strategies tested, for 4 and 6 features known.



Facilitating CBR for Incompletely-Described Cases 71

Fig. 1. a. Legend for (b), (c), and (d). b. Error versus number of features known, for selected
strategies. c. Time in ms to select top-ranked case versus number of features known, for selected
strategies. d. Rank quality ratios versus number of features known, for selected strategies.

4.2 Cluster Count Comparison

In this experimental setup, the Region Mean strategies were run for 6, 20, and 50 clus-
ters, in the ecoli domain with a case base of 336 cases. Note that these cluster counts
correspond to approximately 2%, 6%, and 15% of the number of cases.
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Table 1. Mean Errors for Pima.

Strategy Error, Error, Time, Time,
4 Known 6 Known 4 Known 6 Known

Default Difference(0) 0.0710 0.0363 5.70 6.03
Full Mean 0.0451 0.0265 8.77 8.10
NN Mean(Default Difference(0)) 0.0379 0.0209 6671.06 3332.70
NN Mean(Full Mean) 0.0447 0.0260 10583.25 4663.49
Region Mean(Default Difference(0)) 0.0392 0.0226 9.88 8.75
Region Mean(Full Mean) 0.0433 0.0247 10.23 8.96
Region Mean(NN Mean(Default Difference(0))) 0.0373 0.0209 476.92 243.49
Full Mean/NN Mean(Default Difference(0)) 0.0380 0.0209 4776.45 2566.61
Full Mean/NN Mean(Default Difference(0)) Dep 0.0374 0.0209 4648.30 2552.25
NN Mean(Default Difference(0)) Dep 0.0374 0.0209 6175.21 3305.66
Full Mean/Region Mean(Default Difference(0)) 0.0389 0.0225 10.48 9.07
Full Mean/Region Mean(NN Mean(Default Difference(0))) 0.0373 0.0209 10.51 9.07

Figure 2 (a) shows a sample of results, for Region Mean(NN Mean(Default Differ-
ence(0))). In the lines in this figure, points marked with � correspond to performance
for 50 clusters, × to 20 clusters, and 
 to 6 clusters. The results show small improve-
ments when more clusters are used, but also show that the behavior is generally robust
to the cluster count. These results were typical for each of the Region Mean strategies,
and also for the rank quality measure. This suggests that low cluster counts may be
sufficient. Because speed increases with lower cluster counts, this result is encouraging
for the efficiency of Region Mean.

The relative processing times versus cluster counts were also consistent across each
of the Region Mean strategies. Experiments showed that strategies with 6 clusters were
fastest, followed by 20, with 50 the slowest, although for each cluster count the differ-
ence in computation time was fairly small. This is as expected: Fewer clusters decreases
time to find the applicable cluster, but even for a large number of clusters, there are at
most a few dozen more prototypes that must be examined to find the nearest cluster, and
the difference has limited effect on execution time due to the relatively larger constant
overhead cost of the strategy.

4.3 Chance Known Comparison

In this experimental setup, each strategy’s performance was examined for varying lev-
els of missing information in the case base, in the pima domain, with 768 cases. As
discussed above, previous experiments used a fully-known case base (a 100% chance
that a case in the case base knows any given feature). This setup, however, examines
not only a 100% chance known, but also 75%, 50%, and 25%. Runs were repeated a
minimum of 186–270 times, with results averaged.

Figure 2 (b) shows the error using Full Mean / Region Mean(Default Difference(0))
for a chance known of 100% (+), 75% (
), 50% (©), and 25% (�). Note that, as ex-
pected, error increases as the chance that a feature in the case base is unknown increases.
Results were very similar for the other strategies.
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Fig. 2. (a). The error for Region Mean(NN Mean(Default Difference(0))) for 50, 20, and 6 clusters.
� is for 50 clusters, × is for 20, and � is for 6. (b) Error in Full Mean / Region Mean(Default
Difference(0)) for a chance known of 100% (+), 75% (�), 50% (©), and 25% (�).

5 Discussion

The experiments illustrate a number of interesting properties. First, we note that the
commonly-used trivial strategies, Default Difference(0) and Full Mean, consistently
produce comparatively poor results, as shown in the error and rank quality measures.
Thus we would expect a considerable boost to the prediction accuracy of a CBR system
faced with partial problems (or a conversational CBR system in which not all questions
have been answered for a given session) when any of the more advanced strategies are
used.

The results also provide information to help in selecting a more advanced strat-
egy. As hypothesized and experimentally verified, strategies involving NN Mean are
prohibitively slow, requiring on the order of several seconds to sort a fully-known case
base of a few hundred cases against a single partial problem. However, the Region Mean
strategies were developed to address this are fairly fast and provide comparable accurate
to NN Mean strategies.

It is interesting to note that in limited circumstances, NN Mean may still be ap-
propriate. Specifically, experiments show that Region Mean(NN Mean(Default Differ-
ence(0))) (and the related composite method) is not slowed down dramatically by the
use of a NN Mean strategy as its prototype finder. This can be explained because, when
the case base is fully-known, there is only one partial problem, the target, for which the
nearest cluster must be found. Thus, NN Mean must be used only once to determine the
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nearest cluster. Once the nearest cluster is determined, the mean values associated with
that cluster can be used for the partial problem in comparing it with the entire case base.
In fact, for a partial case base, once the partition is created off-line, the nearest cluster
of any case is already known and need not be recomputed. So even for a partial case
base, NN Mean must only be computed once for a target partial problem.

If information regarding the dependence between features is available (either as
domain knowledge, or calculated via statistical analysis) then a composite method can
be used. As argued above, Full Mean is the suitable when a feature is independent, and
strategy for dependent features should use Region Mean. Assuming that the dependence
information is accurate, a composite method should be just as accurate, or even more
accurate, than the dependent part alone applied to all features. In addition, because Full
Mean is fast, a composite method of the form Full Mean/Region Mean would be faster
than Region Mean alone, applied to all features.

We note that none of the approaches exploit statistical information about feature
distributions. When that information is available, it may provide even more useful in-
formation. An area for future study is the application of the representativeness assump-
tion (Smyth & McKenna 1999) to use existing cases in the case base to estimate feature
value distributions.

6 Related Work

Distance metrics have been the subject of extensive study in CBR (e.g., (Wettschereck,
Aha, & Mohri 1997; Bergmann 2002)). CCBR systems must always include methods
for handling partially described problems, and a number of methods have been applied.
One common approach in CBR and instance-based learning is to assume a maximal
difference between missing features (Witten & Frank 2000, p. 115), which is similar to
Default Difference(x) for a large value of x.

To our knowledge, how to handle missing features in distance metrics and the trade-
offs between alternative strategies have received only limited study in the CBR commu-
nity. However, missing features have been considered in a number of studies in machine
learning. For example, in decision tree induction, Mingers (1989) uses a strategy similar
to Full Mean as well as a strategy that assigns the most common feature value among
training instances with the same classification, and Quinlan (1993) uses probability in-
formation on feature values while descending multiple paths of the tree. Other work
has examined the theoretical learnability of a target function when features are missing
(Decatur & Gennaro 1995; Goldman, Kwek, & Scott 1997).

CBR research has examined how to select the next question to ask in a dialogue
(Aha, Breslow, & Munoz-Avila 2001; Kohlmaier, Schmitt, & Bergmann 2001), and
how to select useful sets of cases to present in light of similarity and diversity concerns
(Smyth & McGinty 2003). McSherry (2003) studies a related problem, the determi-
nation of when recommendation dialogues can be terminated without loss of solution
quality, and compares the efficiency of alternative attribution-selection strategies, given
a similarity metric in the spirit of Default Difference(0). However, these approaches as-
sume a pre-existing method for assessing similarity based on partial descriptions; they
do not examine which similarity metrics to use. Increased understanding of how to as-
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sess similarity for partial descriptions could have substantial benefits both for CCBR
and for case-based recommender systems.

7 Conclusion

Being able to retrieve appropriate cases, based on partial information, is a fundamental
problem for CCBR systems. This paper examines alternative strategies for addressing
this problem. It compares a set of difference measures, evaluates their performance
and efficiency on sample data sets, and discusses their tradeoffs as suggested by the
experiments. It identifies difficulties in handling partial problem descriptions that may
not be initially apparent, illustrates high-cost, high-accuracy strategies based on CBR,
and shows that they may be effectively approximated by more efficient methods. This
work provides a set of tools for building distance metrics for incompletely-described
cases, and provides an initial foundation for further study of this area.
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Abstract. Two key objectives of conversational case-based reasoning
(CCBR) systems are (1) eliciting case facts in a manner that minimizes
the user’s burden in terms of resources such as time, information cost,
and cognitive load, and (2) integrating CBR with other problem solving
modalities. This paper proposes an architecture that addresses both these
goals by integrating CBR with a discourse-oriented dialogue engine. The
dialogue engine determines when CBR or other problem-solving tech-
niques are needed to achieve pending discourse goals. Conversely, the
CBR component has the full resources of a dialogue engine to handle
topic changes, interruptions, clarification questions by either the user or
the system, and other speech acts that arise in problem-solving dialogues.

1 Introduction

Conversational case-based reasoning (CCBR) is intended to improve the inter-
action between users and CBR systems by eliciting case facts in a manner that
minimizes the user’s burden in terms of resources such as time, information cost,
and cognitive load. The goal of improving the interaction between users and CBR
systems gives rise to a number of distinct issues:

1. Minimizing the number or cost of questions by determining the most infor-
mative question to ask at each stage of an interaction.

2. Giving users control over the degree to which initiative is held by the system
or user.

3. Enabling the system to explain both why a question was asked and how the
system’s answer was reached.

4. Handling interruptions (temporary topic shifts) and subgoals (providing in-
formation the user needs to answer a system question, or eliciting information
needed to answer a question the user is unable to answer).

5. Permitting users to ask clarifying questions.
6. Enabling the system to ask users clarifying questions when necessary.
7. Integrating CBR with other problem-solving modalities that can answer

questions that would otherwise have to be posed to the user.

P. Funk and P.A. González Calero (Eds.): ECCBR 2004, LNAI 3155, pp. 77–90, 2004.
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Most previous work in CCBR has focused on the first of these issues, mini-
mizing the number of questions asked by the system. Approaches to minimizing
questions that have been explored include inferring answers to redundant ques-
tions [Aha et al., 1998], recognizing the earliest point in the dialogue at which no
more questions are required [McSherry, 2003], and ordering questions by infor-
mation gain [Doyle and Cunningham, 2000,McSherry, 2001] or similarity vari-
ance [Kohlmaier et al., 2001].

Recent research has focused on CCBR as a dialogue amenable to the standard
tools of discourse analysis. For example, [Göker and Thompson, 2000] identified
a set of dialogue operators applicable to CCBR, and [Bridge, 2002] modeled the
interactions in CCBR through a dialogue grammar. As CBR becomes increas-
ingly embedded in general problem-solving agent architectures, rather than in
stand-alone applications, these issues will become increasingly important.

This paper presents a general architecture for CCBR called the Discourse
Goal Stack Model (DGSM). The next section briefly summarizes the key issues
in dialogue management. Section 3 outlines the DGSM architecture. Section 4
describes an implementation of this architecture in RealDialog, a conversational
agent for customer relationship management.

2 Dialogue Management

A long-term goal of the computational linguistics community has been to devise
a conversational agent capable of interacting with humans in two-way natural
language dialogue. Although a general natural language understanding facility
is not in sight, with ever increasing compute cycles at their disposal, design-
ers of conversational agents are approaching their goal at an accelerating pace.
In addition to pursuing the fundamental research goals of creating a domain-
independent architecture that can provide the language functionalities required
by a conversational agent, computational linguists are motivated by the promise
of creating conversational interfaces that can serve as the front-end to other,
often complex, automated reasoning systems. By augmenting automated reason-
ing systems with dialogue functionalities, conversational interfaces can facilitate
collaborative, mixed-initiative interactions in which problem-solving responsibil-
ities are shared by the user and the application. We believe that a conversational
CBR architecture that provides tightly integrated dialogue capabilities can take
advantage of the communicative functionalities of conversational agents.

In the broadest formulation of the problem, conversational agents engage in
spoken dialogues that are mixed-initiative, i.e., either the human or the agent
can have control of the dialogue at a particular “turn” [Seneff, 2002]. These di-
alogues are characterized by all of the complexities that typify human-human
conversations. For example, human-human dialogues frequently exploit the dis-
course context to effectively communicate using anaphora (using context-based
referring expressions such as pronouns) and ellipsis (employing phrases that omit
key syntactic components that are implicit).

Creating an end-to-end spoken dialogue system requires solving two families
of problems: speech processing and natural language processing. In the classic



Dialogue Management for Conversational Case-Based Reasoning 79

architecture, speech recognition and speech synthesis modules bracket the natu-
ral language pipeline. The natural language pipeline itself proceeds from natural
language understanding through dialogue management and closes the loop with
natural language generation. Dialogue management lies at the heart of conversa-
tional agent architectures. Dialogue managers are assigned responsibility for two
key problems: (1) ensuring that conversations are coherent across multiple inter-
actions, and (2) supporting mixed-initiative interactions that achieve both the
user’s and the system’s goals [Rudnicky and Xu, 1999]. In this work, we draw
exclusively from the natural language work on conversational agents.

One can distinguish three fundamental architectures for performing dialogue
management [Allen et al., 2000,Rudnicky and Xu, 1999]. First, graph-based ar-
chitectures (sometimes referred to as “call-flow based systems”) employ finite
state machines to guide all interactions. Graph-based approaches offer the advan-
tage of well-structured dialogues whose give-and-take can be clearly anticipated
in advance. If a designer can lay out questions and expected alternate possible
responses in a tree, e.g., making an operator-assisted long distance call, then
at runtime the conversational agent can respond effectively to each of the pos-
sible “moves” that the user can make. However, graph-based approaches suffer
from a rigidity that prohibits them from dealing well with unexpected conver-
sational moves. Unless the designer can know in advance with high confidence
what possible structure the dialogues will have, graph-based dialogue managers
will encounter unexpected statements, questions, and imperatives of users and
will fail to react in a manner that is helpful. This limitation is particularly prob-
lematic when dialogues are to be mixed-initiative and user-initiated topic shifts
are the norm rather than the exception.

Second, slot-filling architectures (sometimes referred to as “frame-based” ar-
chitectures) employ a feature vector with values to be determined during the
course of the conversation. Slot-filling dialogue managers permit a broader range
of conversations and do not impose the same topic ordering restrictions that
graph-based systems do. For example, a simple travel reservation system could
use a slot-filling architecture to determine the time of departure and arrival,
travel dates, and seating preferences that a prospective passenger might request.
Slot-filling architectures work well for conversational agents designed to identify
values for a relatively small set of slots. However, they are ineffective for more
complicated tasks that require the user and the agent to collaboratively create
complex artifacts, e.g., forming a mission plan, creating a multi-faceted travel
itinerary, or synthesizing a design [Allen et al., 2001] and where issues such as
intent recognition and plan recognition are central.

Third, plan-based architectures offer the most general dialogue management
capabilities [Allen et al., 2001]. The field has not yet converged on a single plan-
based architecture, but many efforts have yielded dialogue managers with one
or more of the following features. They may employ a planner to create domain-
specific plans, the execution of which will solve the user’s problem1, they may use

1 Similar techniques are used in non-natural-language-based approaches to mixed-
initiative interaction, e.g., [Rich and Sidner, 1998].
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an agenda to adaptively drive all conversations, or they may incorporate an array
of domain-specific goal-handlers to perform arbitrary computations required to
expand particular components of a plan or script that represents the evolving
solution. In our work we draw on each of these approaches.

3 The Discourse Goal Stack Model

The Discourse Goal Stack Model (DGSM) is based on a view of CCBR as a
specialized form of goal-oriented dialogue. The central tasks of CCBR – select-
ing appropriate cases, eliciting case descriptions, and responding to requests for
clarification or topic changes – can all be viewed as handling specific types of
discourse goals. We address these goals through a goal stack that (1) permits all
dialogue goals to be handled in a uniform fashion and (2) handles interruptions
and subgoals, even when interleaved or nested to arbitrary depth.

DGSM builds on the observation that there is a symmetry between the dis-
course goals that trigger CBR and the discourse goals that arise in CBR when
the facts of a problem description are being elicited. When a system is engaged
in a dialogue with a user, the user may make direct or indirect requests for in-
formation that can only be answered if the system elicits additional information
from the user. For example, if the user requests information that can be provided
through CBR, such as diagnostic or product selection information, the system
generally must elicit facts specific to the user’s request, such as symptoms or
product requirements. Invoking CBR is thus one way among many of satisfying
the discourse goal of providing information to a customer.

Similarly, during CBR a user may fail to understand a question, be unable
or unwilling to find out the answer, or temporarily change the subject. Each of
these events gives rise to new system discourse goals, such as answering the user’s
request for clarification or satisfying the system’s need to clarify a question.

DGSM consists of a goal stack, a collection of discourse goal types, a forest of
augmented transition networks (ATNs) in which nodes are discourse goals and
arcs are speech acts by the user or the system, and a goal handler responsible
for determining the appropriate action to take in response to the goal at the top
of the stack. The goal handler selects from among the following actions, based
on the value of the current top-of-stack and the most recent speech act by the
user:

1. If the current goal corresponds to a node in an ATN and the user’s utterance
is recognized as a speech act matching a transition from that node, the goal
handler pops the stack and pushes the node at the end of the transition.

2. If the current goal corresponds to a node in an ATN but the transition
contains a speech act by the system, the speech act is generated, the stack
is popped, and the top of stack is replaced by the node at the end of the
transition.

3. If the user’s utterance doesn’t correspond to a transition from the state at the
top-of-stack but matches an initial transition in another ATN, the utterance
is interpreted as a change of topic. The state at the end of the transition is
therefore pushed onto the stack.
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4. If the state at the top-of-stack is the end state of an ATN, it is popped.
5. If the top-of-stack is a goal that can only be achieved by an external module,

such as the case-based reasoner, a constraint-satisfaction problem solver, or
an inference engine, the module is invoked. External modules may themselves
generate discourse goals.

The algorithm for DGSM’s goal handler is depicted in Figure 1.

4 Case-Based Reasoning in DGSM

In DGSM, CBR is invoked when the goal handler encounters a selection goal,
that is, a goal that requires selecting one element from a set of entities, such
as diagnoses or inventory items, based at least in part on information provided
by, or specific to, the user. DGSM is consistent with the standard CCBR model
[Aha et al., 1998] in assuming that each case is specified by a unique set of
attribute/value pairs. Associated with each attribute is question text and type
information specifying acceptable answers (described in more detail below in
Section 4.1).

When a selection goal is encountered, the selection handler instantiates a
caseCollection object with a collection of initial hypotheses corresponding to the
selection goal. For example, if the system interpreted a statement by the user
as a request to troubleshoot a printer2 and the system had a collection of cases
corresponding to the goal of selecting a printer diagnostic state, a caseCollection
would be instantiated and the CBR module invoked by pushing its start state
onto the stack.

Initially, all cases associated with the specific selection goal are candidates.
The CBR module iteratively selects the question that discriminates best among
the current candidate cases and poses it to the user until a unique case remains
or there are no more questions that can discriminate among the remaining can-
didates. If there is a unique case, it is reported to the user; otherwise, the system
reports a failure.

Figure 2 depicts the CBR module. Circles represent discourse goals, squares
and diamonds represent procedures and branches, respectively, unitalicized arc
labels represent the propositional content of speech acts, and the arc labeled
“Call Directed Elicitation(Q)” causes the Directed Elicitation ATN (shown in
Figure 3) to be invoked by pushing its start state onto the goal stack.

Because there is a unique set of hypotheses for each selection goal, DGSM is
not limited to CBR in a single domain, but can handle an arbitrary number of
distinct selection goals.

4.1 Directed Elicitation

Directed elicitation is a general mechanism for leading the user to provide infor-
mation specific to a selection goal while permitting interruptions and clarification
2 The techniques for interpreting statements by users used in RealDialog are set forth

below in Section 5.
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Fig. 1. The DGSM goal handler.
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Fig. 2. The DGSM CBR module.

questions by either the system or the user. As mentioned above, each case at-
tribute is associated with a question text and a specification of the acceptable
answer type. After the CBR module has selected the attribute that discriminates
best among the current hypotheses, it poses the question corresponding to the
attribute and invokes directed elicitation with the required answer type.

Figure 3 illustrates the structure of directed-elicitation ATNs. A directed-
elicitation ATN is invoked by pushing its start state onto the goal stack. The
goal handler asks the question corresponding to the transition from this start
state, then compares the user’s utterance with the transition that is expected
from the get answer state. If the utterance expresses a value of the expected
type found, the value is recorded in a conversation variable, a global variable
representing information specific to the current dialogue. If the utterance doesn’t
match the expected transition, then the goal handler searches for alternative
ATNs with initial transitions that match the utterance. If one is found, the
utterance is interpreted as an interruption, and the start state of the ATN with
the matching initial transition is pushed onto the stack. When the local end
state of this ATN is reached, it is popped and the dialogue context in which the
interruption occurred is restored.
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Fig. 3. The structure of directed-elicitation ATNs. A separate directed elicitation ATN
exists for each question type.

Typical directed-elicitation ATN types include the following:

– Yes/no
– Selection from list
– Free text
– Integer
– Real
– Integer range
– Date
– Date range
– Date list

In addition to a directed-elicitation ATN, it is desirable to have a termination
ATN, as shown in Figure 4, to permit the user to end the CBR episode without
ending the dialogue with the system.

Clear stack

down to

selection

goal

I want to quitStart

terminate

diagnosis

Fig. 4. An ATN to permit a CBR episode to be terminated without ending the user’s
dialogue with the system.

4.2 Example

The following highly simplified example illustrates how the DGSM model permits
interruptions to be handled during a CBR interaction. Suppose that there is a
diagnostic case library containing the following cases:
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1. influenza
– fever: true
– rash: false

2. measles
– fever: true
– rash: true

3. dermatitis
– fever: false
– rash: true

4. food poisoning
– fever: false
– nausea: true

Diagnosis

selection

goal

User: 

What is wrong 

with me?Start

diagnosis

Fig. 5. An ATN to identify when a request for diagnosis has been made and to trigger
a diagnosis selection.

Suppose that the dialogue system includes the ATN shown in Figure 5, which
is intended to recognize when a request for diagnosis has been made and to trigger
a diagnosis selection.

Consider the following dialogue between a user and a system:

...
User: What is wrong with me?
Agent: Do you have a fever?
User: How do I tell if I have a fever?
Agent: Measure your temperature with a thermometer.
User: How high of a temperature is a fever?
Agent: A temperature above 37 is considered a fever.
User: Then I don’t have a fever.
Agent: Do you have a rash?
...

In order for CBR to be triggered, the system must recognize that the user’s
first utterance matches the transition shown in Figure 5. When the goal handler
recognizes the utterance matching the initial (and only) transition of the Figure 5
ATN, it pushes the “Diagnosis selection goal” state onto the stack. The goal
handler instantiates a caseCollection object with the cases corresponding to this
diagnosis goal, i.e., the four cases shown above, pops the goal, and pushes the
first state of the CBR module onto the stack.
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Since there is not a unique case and there are multiple remaining questions,
the CBR module finds the most discriminating attribute, in this case fever, poses
the question text to the user (“Do you have a fever?”), and pushes the start state
of the directed elicitation ATN for Yes/No onto the stack.

The user’s answer, “How do I tell if I have a fever?”, is not of the expected
type (it is neither an affirmative nor a negative). If the system contains the ATN
shown in Figure 6, the goal handler (following the third branch in the diagram
shown in Figure 1) will push the second state of the top ATN in Figure 6 onto
the stack, produce the text corresponding to the transition from that state,
“Measure your temperature with a thermometer,” and pop the local end state,
returning the stack to a state in which the top-of-stack is the second state in the
directed elicitation ATN.

The user’s statement, “How high of a temperature is a fever?”, once again
does not match the transition from the state at the top of the goal stack, so again
the system finds an ATN whose initial transition matches the user’s utterance,
i.e., the lower ATN in Figure 6, pushes the second state in this ATN onto the
stack, and produces the text corresponding to the transition from that state, “A
temperature above 37 is considered a fever.”

The user’s statement, “Then I don’t have a fever,” matches the transition in
the directed-elicitation ATN corresponding because it is a negative. The nega-
tive response is recorded in a conversation variable, the local end state of the
directed-elicitation ATN is popped, and the “Call directed elicitation” transition
in Figure 2 is completed, returning the CBR module to a state in which it tests
for a unique hypothesis. Since there is still no unique hypothesis and there is at
least one remaining question, directed elicitation is invoked again, this time with
the rash attribute, giving rise to the system statement “Do you have a rash?”

Provide

procedure

for fever

User: How do I 

tell if I have  

a fever?Start

recognize

fever

Agent: Measure your 

temperature with 

a thermometer  Local 

end

Provide

fever

definition

User: How high of 

a temperature 

is a fever?Start

fever

definition

Agent: A temperature 

above 37 is 

considered a 

fever  Local 

end

Fig. 6. ATNs providing the procedure to recognize a fever and the temperature thresh-
old for a fever.

This example illustrates how topic shifts introduced by the user’s need for
additional information to help answer the system’s question are handled in a
simple and general fashion in a goal-stack architecture.
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5 The Implementation of DGSM

Any implementation of DGSM must specify the modality in which users and
agents interact and the manner in which user utterances are interpreted. DGSM
is implemented in RealDialog, a web-based conversational agent for customer
relationship management. While RealDialog is an enterprise software system in
use at a number of companies, the implementation of DGSM in RealDialog is
an experimental component that is currently in the prototype phase and has
not yet been used in commercial installations. RealDialog’s interface is shown
in Figure 7. Users type queries into a text field, and answers are displayed in
a conversation area. Optionally, additional information can be displayed in a
web-display panel.

Agent: How can I help you?

User: I would like to buy a computer

Fig. 7. The RealDialog interface.
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The full details of the interpretation of utterances are beyond the scope of
this paper (see [Lester et al., 2004] for a general discussion of utterance inter-
pretation in conversational agent architectures). However, the basic steps are
as follows. The first step is tokenization of the user’s statement, that is, divi-
sion of the input in a series of distinct lexical entities. Tokenization includes
spell-correction and interpretation of apostrophes. The second step is syntactic
analysis. In RealDialog, this consists of part-of-speech tagging and parsing. The
result of the tokenization, tagging, and parsing is a parse tree.

Parse trees often require reference resolution, interpretation of referring ex-
pressions, such as the “it” in, “I would like to buy it now.” A related problem is
interpretation of ellipsis, that is, material omitted from a statement but implicit
in the conversational context.

In general, a dialogue system must perform some form of pragmatic analysis,
that is, determining the speech or communication act [Searle, 1969] that the
utterance performs. For example, “Can you reach the salt?” is in the form of a
question, but its pragmatic effect is a request for the salt. “I would like to buy
it now” is in the form of a declaration, but its pragmatic effect is also a request.
Similarly, the pragmatic effect of “Yes” is a request for more in response to
“Would you like some more” but the opposite in response to “Have you had
enough?”

In a stack-based dialogue architecture like DGSM, pragmatic analysis is typ-
ically performed implicitly as a side-effect of the locality of ATNs. For example,
the meaning of a Yes/No answer obtained through directed elicitation depends
on the question to which the user’s utterance is a response. In general, by com-
paring the user’s utterance to the transitions from the current top-of-state, a
stack architecture biases the interpretation of an utterance toward the meaning
that is most appropriate in the current context.

RealDialog has been in commercial use in enterprise installations since 2002.
The primary customers are large commercial enterprises with extensive call cen-
ters. RealDialog has been employed both in “outward-facing” deployments, in
which it is available to users visiting the business’s web site, and “inward-facing
deployments” in which it is used by customer service representatives to help
find the answers to users’ questions more efficiently. The primary functionality
used by these applications is simply one-step question answering, but the CCBR
component is an implemented component of the system.

6 Summary and Future Work

This paper has described an architecture that integrates CBR with a discourse-
oriented dialogue engine. This architecture permits CBR or other problem-
solving techniques to be selected when needed to achieve pending discourse goals
and, conversely, makes the full resources of a dialogue engine available to CBR
component to handle topic changes, interruptions, clarification questions by ei-
ther the user or the system, and other speech acts that arise in problem-solving
dialogues.
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The DGSM described in this paper is a first step in the integration of CBR
with discourse-oriented dialogue engines. In the enumeration of CCBR issues in
the introduction, DGSM addresses Issue 2 – giving users control over the degree
to which the initiative is held by the system or the user – by (1) taking the
initiative from the user in response to discourse goals that require questions to
be answered by the user but (2) permitting the user to seize the initiative at any
point. Issues 4 and 5 are addressed by handling clarifying questions and other
interruptions. Issue 7 – integrating CBR with other problem-solving modalities–
is addressed by embedding the CBR module in a dialogue system that treats all
goals in a uniform fashion. Under this approach, a single goal handler can invoke
whatever problem-solving modules have been implemented in a given system.

However, several issues are not addressed by DGSM. DGSM does not in it-
self help with Issue 3, enabling the system to explain either why a question was
asked and how the system’s answer was reached, and it is completely indepen-
dent of Issue 1, minimizing questions. Issue 6, enabling the system to ask users
clarifying questions, can be addressed in the DGSM framework. However, it is
a complex problem of interpretation to recognize when an utterance is relevant
but ambiguous, equivocal, or vague (and therefore in need of clarification), as
opposed to simply incoherent or irrelevant (and therefore a deviation from the
topic).

As noted above, the implementation of DGSM in RealDialog is an experimen-
tal component that has not been used in commercial installations. It does not in-
clude constraint relaxing dialogues as proposed in [Göker and Thompson, 2000]
to recover from situations in which no cases are consistent with the attribute/
value pairs specified by the user. RealDialog’s tool suite does not currently in-
clude an adequate case editor, and the criteria for selecting the most discrimi-
nating case attribute is not customizable. However, RealDialog illustrates how
CBR can be integrated into a goal-stack architecture and how the resulting inte-
gration can significantly improve the flexibility and robustness of conversational
case-based reasoning.
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Abstract. Hybrid recommender systems combine recommendation components 
of different types to achieve improved performance. Many such hybrids have 
been built but recent studies show that hybrids using case-based recommenda-
tion are rare. This paper shows how a range of different hybrids can be con-
structed using a case-based recommender as one component, and describes a se-
ries of experiments in which 20 different hybrids are built and evaluated. 
Cascade and feature augmentation hybrids are shown to have the highest accu-
racy over a range of different profile sizes. 

1   Introduction 

Recommender systems provide automated suggestions for users in e-commerce cata-
logs and other large multi-dimensional information spaces (Resnick & Varian, 1997). 
They have become a standard technology in electronic commerce (Schafer, et al., 
1999). The most common implementations of this idea are collaborative (cross-user 
comparison) (for example, Hill, et al. 1995; Resnick, et al. 1994; Shardanand & Maes, 
1995) and content-based (classification) (for example, Pazzani & Billsus, 1997). 
However, case-base reasoning technology has also been widely deployed to create 
knowledge-based recommender systems (Burke, 1999; Schmitt & Bergmann, 1999; 
Shimazu, 2001; Smyth & Cotter, 2000).  

Every recommendation technique has inherent limitations, and for this reason, re-
searchers have sought to build hybrid systems that combine techniques of different 
types. A recent survey (Burke, 2002) laid out a taxonomy of recommendation hybrids, 
finding that only a minority of the possible system designs had been explored in the 
research literature. In particular, very few knowledge-based hybrids were extant. 

We have recently undertaken a large comparative study of 28 of these hybrid de-
signs, slightly more than half of the design space (Burke, in preparation). This paper 
examines some of the results of that study, focusing on hybrid recommender systems 
in which a knowledge-based / case-based recommender is one component. From this 
study, this paper attempts to extract answers to the following questions: (1) How can a 
recommender system, particularly a case-based one, designed as a standalone entity, 
be adapted to serve as a recommendation component in different hybrid architectures? 
(2) Does hybridization deliver improved recommendation quality? (3) What hybridi-
zation techniques are the most promising for embedding a case-based recommenda-
tion component? 
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2   Recommendation Algorithms 

Recommendation techniques can be distinguished on the basis of their knowledge 
sources: where does the knowledge needed to make recommendations come from? 
Three different classes of recommendation techniques are examined in this study1. 
Collaborative recommendation: In collaborative recommendation, the system gen-
erates recommendations using only users’ rating profiles. When generating a recom-
mendation for the current user U, a collaborative system uses data about what other 
users have preferred and extrapolates from the ratings of similar users to the prefer-
ences of U. This study uses two collaborative algorithms: a standard correlation-based 
technique, in which user profiles are correlated with the current user, and the predic-
tions of the most highly-correlated neighbors are averaged to produce predictions for 
the current user (Herlocker, et al. 1999). This algorithm is labeled CFP in the figures 
below. A second technique, introduced in (Burke, 2000a), is a heuristic one. It de-
pends on the peculiarities of the Entree dataset used in these experiments and is ex-
plained below. It is labeled CFH, and is included because early results demonstrated 
improved performance for this algorithm over CFP. 
Content-based recommendation: A content-based recommender uses product fea-
tures together with user ratings to learn a classifier that distinguishes between the 
"liked" and "disliked" categories for a given user. The implementation of this idea 
used in these experiments is the naive Bayes classifier, which has been shown to have 
good performance in many recommendation domains (Friedman, et al. 1997). The 
content-based algorithm is labeled CN. 
Knowledge-based recommendation: As discussed above, a knowledge-based re-
commender attempts to suggest objects based on inferences about a user’s needs and 
preferences. This knowledge will often contain explicit functional knowledge about 
how certain product features meet certain user needs. The knowledge-based recom-
mender in these experiments is the Entree restaurant recommender (Burke, et al. 
1997), labeled KB. 

3   Hybrid Recommenders 

We take the definition of a recommendation hybrid to be any recommender system 
that combines multiple recommender systems together to produce its output. These 
experiments examine four different types of hybrids: 

• Weighted: The score of different recommendation techniques are combined nu-
merically. 

• Switching: The system chooses among recommendation techniques and applies the 
selected one. 

• Cascade: Recommenders are given strict priority, with the lower priority ones 
breaking ties in the scoring of the higher ones. 

• Feature Augmentation: One recommendation technique is used to compute a fea-
ture or set of features, which is then part of the input to the next technique. 

                                                           
1 The fourth type described in (Burke, 2002), demographic recommendation, depends on the 

availability of demographic data, which was not available in the data set used in these ex-
periments. 
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There are three hybrid types are not covered: 

• Mixed: Recommendations from different recommenders are presented together, 
either side-by-side. This type cannot be evaluated using historical data in which 
options were not presented in this way. 

• Feature Combination: Features derived from different knowledge sources are com-
bined together and given to a single recommendation algorithm. The features that 
the knowledge-based recommender uses are the same as those used by the content-
based recommender; they are just used in a different way, so a KB/CN feature 
combination is not truly a hybrid. A knowledge-based hybrid with a collaborative 
contributing recommender would be theoretically possible, but practically infeasi-
ble, and would run counter to the desire in this study to preserve the core recom-
mendation logic of each component as much as possible. 

• Meta-level: In a meta-level hybrid, one recommendation technique is applied and 
produces some sort of model, which is then the input used by the next technique. 
The meta-level hybrids were found to have inferior performances to other hybrid 
types and were omitted for reasons of space. See (Burke, in preparation) for these 
results. 

Table 1 shows the design space explored in this paper. There are 20 two-compo-
nent hybrids with 14 different designs (since the CFP and CFH hybrids differ in algo-
rithmic details, not in design)2. The full design space for two-component hybrids has 
25 designs: see (Burke, 2002). Note that the weighted recommender is symmetrical: 
there is no difference between a KB/CN and a CN/KB weighted hybrid. The CFH/KB 
feature augmentation recommender was precluded by efficiency considerations, as 
discussed below. 

4   Methodology 

The experiments described here use the Entree data set of restaurant ratings (Burke, 
1999a; Burke, 2000b)3. It was implemented to serve as a guide to attendees of the 
1996 Democratic National Convention in Chicago and operated as a web utility for 
approximately three years. The system is interactive, using a critiquing dialog (Burke 
et al. 1997; Shimazu, 2001) in which users’ preferences are elicited through their reac-
tions to examples that they are shown. 

Figure 1 shows a user’s interaction with the system. An initial query based on a fa-
vorite restaurant yields a similar Chicago establishment. The screen includes the cri-
tiquing buttons "Less $$", "Nicer", etc. by which the user navigates to other restau-
rants. 

There are approximately 50,000 user sessions in the Entree data set, each of which 
consists of a starting point, which may be a restaurant or a query, a series of critiques, 
and finally an end point. This data set has some substantial differences from the stan-
dard collaborative-filtering data sets frequently used in the recommendation literature. 
                                                           
2  There are other hybrid designs not considered. In particular, three-component designs and 

designs in which two components of similar design are used together. For example, News-
Dude (Billsus & Pazzani, 2000) is a three component switching hybrid which uses two dif-
ferent kinds of content-based recommendation. 

3  The Entree data set is available from the UC Irvine KDD archive at  
http://kdd.ics.uci.edu/databases/entree/entree.html 
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The sessions are short, with only a small percentage containing more than a dozen 
interactions. User tracking technology was not employed when the system was de-
ployed, but it is possible to heuristically join sessions into long-term user profiles of 
somewhat larger size. However, the task constraints of the restaurant search problem 
is such that long-term profiles are less likely to be valuable – an intuition borne out by 
experiment. With such short sessions, we cannot expect to get a large amount of in-
formation about a user, and this limits how well a recommender can be expected to 
perform. 

Explicit rating data and standard web mining data such as dwell time are not avail-
able. However, we do have the evidence of the user's critiques. The critiques can be 

Table 1. Hybrids described in the paper. (� indicates hybrids used in experiments, R indicates 
redundant designs, N hybrids that were not used) 

 Weighted Switching Cascade Feature Aug-
mentation 

KB/CN � � � � 
CN/KB R � � � 
KB/CFP � � � � 
CFP/KB R � � � 
KB/CFH � � � � 
CFH/KB R � � N 

 

Fig. 1. Results of a query to the Entree restaurant recommender 
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interpreted as negative ratings; they result in the user moving away from the sugges-
tion that is shown. There are few actions that can be interpreted as positive ratings. 
The system allows a user to input a favorite restaurant as a starting point for recom-
mendation, which can definitely be considered positive. However, this only occurs in 
about 10% of the sessions. End points may constitute either successful recommenda-
tions (which should be positive ratings) or abandoned sessions (noise). To determine 
the effects of this noise, we experimented using only the definite positive (starting 
point) ratings in the subset of the data in which these ratings are available. All of 
recommenders did better on this subset, but the pattern across recommenders was the 
same, exact what one would expect a less noisy rating signal. In the experiments de-
scribed here, both start and end points are used as positive ratings, with the under-
standing that there is some noise in the positive rating data. 

In the CFH algorithm, the profiles are not simplified by turning critiques into nu-
meric ratings. Instead profile-to-profile comparison is performed using a similarity 
metric that takes the semantics of the critiques into account. Users who critique the 
same restaurant, but do so for different reasons ("Cheaper" vs "Nicer", for example) 
are considered different rather than similar.  

In addition to single-visit profiles, we can examine multi-visit profiles. There are 
approximately 20,000 such profiles, collated using IP address. While there is some 
additional noise associated with these profiles (Mobasher, et al. 1999), they are in-
cluded as an additional challenge that recommender systems are frequently called 
upon to meet. 

The evaluation examines six different session sizes: three from single visits and 
three from multi-visit profiles: 5, 10 and 15 rating sessions from single visits; and 10, 
20 and 30 rating sessions from multi-visit profiles. In figures, the single-visit profiles 
are marked with a capital "S" and the multi-visit profiles with a capital "M". In the 
case of 5-rating sessions, a 50% sample of the data is used for testing due to the large 
number of profiles of this size. 

4.1   Evaluation 

(Herlocker, et al. 2004) compares a variety of evaluation techniques for collaborative 
filtering systems. Herlocker and colleagues identify three basic classes of evaluation 
measures: discriminability measures (such as ROC-derived measures), precision 
measures (such as mean absolute error) and holistic measures (ones that work best 
when all user ratings and system predictions are pooled and evaluated as a group). In 
each of these groups, a wide variety of different metrics were found to be highly cor-
related, effectively measuring the same property. For the restaurant recommendation 
task, we are interested in a precision-type measure, and Herlocker’s results tell us that 
we need not be extremely picky about how such a measure is calculated. 

With short sessions and a dearth of positive ratings, there are some obvious con-
straints on how the Entree sessions can be employed and recommendation evaluated. 
An evaluation technique that requires making many predictions for a given user will 
not applicable, because there would not be enough of a profile left on which a col-
laborative system could base its prediction. This rules out such standard metrics as 
precision/recall and mean absolute error. Ultimately, in order to find good recommen-
dations, the system must be able to prefer an item that the user rated highly. How well 
the system can do this is a good indicator of its success in prediction, so our evalua-
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tion will concentrate on the interactions interpreted as positive ratings. What we do is 
to record the rank of the positively-rated test item in the recommendation set returned 
by a given recommender. Averaging over many trials we can compute the "average 
rank of the correct recommendation" or ARC. The ARC measure provides a single 
value for comparing the performance of the hybrids, focusing on how well each can 
discriminate the item liked by the user from the others. 

The evaluation of the recommenders proceeds as follows. The set of sessions is di-
vided randomly into training and test parts of approximately equal size. This partition 
was performed five times and results from each test/training split averaged. Each 
algorithm is given the training part of the data as its input, each handling this data in 
its own way, and in some cases, such as with the knowledge-based recommender, it is 
ignored. Evaluation is performed on each session of the test data, simulating the inter-
action of the system with a single user. From the session, a single item with a positive 
rating is chosen at random, either the start or end point4. This item will be the test 
item on which the recommender’s performance will be evaluated. All of the other 
ratings are considered part of the user profile.  

The recommendation algorithm is then given the user profile without the posi-
tively-rated test item, and must make its recommendations. The result of the recom-
mendation process is a ranked subset of the product database containing those items 
possibly of interest to the user. From this set, we record the rank of the positively-
rated test item. Averaging over many trials we can compute the "average rank of the 
correct recommendation" or ARC. A perfect recommender would always rank the 
correct item in the top spot, so lower ARC scores are better. The ARC measure pro-
vides a single value for comparing the performance of the hybrids, capturing the re-
commender’s performance from a user’s perspective. 

The content-based and collaborative components fit well into this evaluation para-
digm. They are designed to accept a profile as input and produce a recommendation. 
A knowledge-based component is different. The Entree recommender needs a query 
in order to produce output, and in order to use such a component we must decide 
where its queries will come from. One possibility would be to use the features of all 
of the restaurants that appear in the profile and derive a composite representation that 
would serve as a query. This did not work well in practice, no doubt because the Ent-
ree interface encourages users to explore, and cumulative profiles contain many 
digressions. A better alternative is to pick the last item in the profile and use it as the 
query. It is temporally closest to the final entry and likely to be closest in terms of 
features as well. 

5   Results 

To provide a starting point for analysis of the hybrids, consider the results for the four 
basic algorithms, including the performance of the "average" recommender, which 
recommends restaurants based on their average rating from all users, and does not 
take the user profile into account.  

Figure 2 shows the average rank of the correct recommendation (ARC) for each of 
the basic algorithms over the six different session size conditions. We should note that 

                                                           
4  If there are no positive ratings, the session is discarded. We cannot evaluate the quality of 

recommendation if we have no information about what the user prefers. 
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this recommendation task is shown to be quite difficult, especially for the multi-
session profiles. The best any of these basic algorithms can manage is average rank of 
80 for the correct answer, not inspiring in an e-commerce context where the user 
might be expected only to look at the first dozen results or so. This result is not unex-
pected: keep in mind the limited amount of data available on any given user an d the 
noise in the ratings data. The techniques vary widely in their performance on the En-
tree data. CFH is the best recommender for shorter single-visit profiles; CFP for mul-
tiple visit profiles. On the multi-visit profiles, all of the algorithms do worse, with the 
knowledge-based technique in particular falling back considerably from its single-
session performance. 

5.1   Weighted 

Perhaps the simplest design for a hybrid system is a weighted one. Each component of 
the hybrid scores a given item and the scores are combined using a linear formula 
(Claypool, et al. 1999). 

In a hybrid system, it is useful to separate the steps of candidate generation (the se-
lection of possible recommendations) and scoring / ranking (the determination of the 
best recommendations). When a component operates alone, these steps naturally flow 
one to the other, but in a hybrid, their relationship may be more complex. A weighted 
hybrid in particular must handle items that are recommended by one component but 
not rated by the other. In my implementation, each recommender produces a set of 
candidates for recommendation, which are unioned together, then both recommenders 
score the candidate set and the candidates are ranked as recommendations. Entree 
returns integer scores5, which are normalized to the range 0..1. To derive the optimum 
weighting, we examine all possible weightings (in discrete increments) and determine 
which weighting, over the training data, would yield the best ARC value.  

Three combinations of the algorithms were used: KB/CFP, KB/CFH, and KB/CN. 
The results for this hybrid were rather surprising. Figure 3 shows the average rank 
results. In all but 3 of the 18 conditions, the performance of the combined recom-
menders was worse than the stronger recommender alone. In 8 of the conditions, the 
weighted hybrid was either the same or worse than the weakest recommender of the 

                                                           
5  A peculiarity dictated by the system’s similarity metrics (Burke, 2001). 

 

Fig. 2. Average rank results for the basic recommenders. 
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Fig. 3. Average rank results for weighted hybrids. 

hybrid pair, with the remaining conditions showing performance in between the two 
components.  

At first acquaintance, these are curious results, given that the recommender is 
merely using a weighted sum of the recommenders’ scores. The reason has to do with 
the candidate selection step of the algorithm. Collaborative algorithms select items 
that have been rated by similar users, typically a small subset of the recommendation 
space. Knowledge-based recommenders are even more selective in their retrieval of 
only those items considered good recommendations. A content-based recommender, 
in our case, returns items containing positively-rated features, a larger and less dis-
criminating candidate set. However, because the candidate sets do not overlap com-
pletely, a recommender will sometimes be required to rate products without a solid 
basis. In this way, a weighted hybrid that involves recommenders of differing degrees 
of selectivity always forces the more selective algorithms to compute ratings for items 
with essentially unknown relevance. Weighted recommendation should therefore be 
applied cautiously and with special attention to the problem of differing selectivity. 

5.2   Switching 

A switching hybrid is one that chooses a single recommender from among its con-
stituents in each recommendation situation. In order to implement such a hybrid, there 
must be some criterion available to enable the switching decision. We can think of 
this value as a "confidence" value. 

Ideally, we would survey the confidence values computed by each algorithm and 
choose the most confident. However, this would assume comparability between con-
fidence values computed in different ways, and experiments showed this was not a 
valid assumption. An alternative is to select one component of the hybrid as the pri-
mary recommender and let it determine the confidence in its own prediction. If the 
primary recommender has confidence above some threshold, its recommendation will 
be used; otherwise, the secondary recommender takes over6. This distinction between 
                                                           
6  There are other possibilities for implementing a switching hybrid. The system might look at 

the difference between confidence values or their ratio, for example. An alternative is to have 
a third metric outside of the hybrids as the switching criterion. Mobasher and Nakagawa 
(2003) describe a system in which a metric of site connectivity is used to determine which of 
two usage mining techniques to employ. 
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primary and secondary recommenders makes the switching hybrid an order-sensitive 
system. Like the weighted hybrid, all possible switching thresholds are tried and the 
threshold that maximizes ARC performance on the training set is used. 

Each of the recommenders in the experimental set required a different confidence 
calculation. For the collaborative algorithms, the confidence value is computed using 
the inverse of the average distance between these peers and the user, since the closer 
the peers to the user, the more likely it should be that they are good predictors. For the 
naive Bayes algorithm, the choice of confidence metric is fairly straightforward – the 
value returned by the naive Bayes classifier is supposed to represent the probability 
that the classified object is a member of the given class. For the knowledge-based 
algorithm, the confidence is computed by finding the overlap in features between the 
top recommendation and the query. The intuition here is that if the knowledge-based 
system did not have to go far afield (and thereby making many inferences) to make its 
retrieval, then the results returned will be more confident.  

To be a good primary recommender in this switching paradigm, the algorithm must 
have an accurate assessment of its own accuracy. Otherwise, it will turn over control 
to the secondary recommender when its own results might be more correct and make 
recommendations when the secondary one might be better. In some cases, the system 
determined that a threshold of 1.0 was the optimal confidence required for the pri-
mary algorithm, meaning that the recommender would have to compute a confidence 
> 1 in order for its recommendations to be used. This is an impossibility, and in such a 
case, the recommender falls back to being a non-hybrid made up only of the secon-
dary component. 

Figure 4 and the rest of the hybrid evaluation charts only show those hybrids that 
achieve synergy: that is, the hybrid together performs better than either of its compo-
nents so the full range of results is not shown. Also, for switching hybrids, the degen-
erate (threshold = 1.0) cases have been omitted, so this chart shows only a subset of 
the systems tested. We find that the knowledge-based recommender seems to be a 
good primary component, perhaps having a more reliable confidence measure. In 
some conditions, strong synergy is achieved. The CFH algorithm alone achieved an 
ARC of 124 in the 15S condition, but the CFH/KB hybrid is close to half that value 
(65) in the same condition.  

 

Fig. 4. Average rank results for switching hybrids 
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5.3   Cascade Hybrids 

The idea of a cascade hybrid is to create a strictly hierarchical hybrid, one in which a 
weak recommender cannot overturn decisions made by a stronger one, but can merely 
refine them. A cascade recommender uses a secondary recommender only to break 
ties in the scoring of the primary one.  

Many recommendation techniques have real-valued outputs and so the probability 
of identical scores is small. This would give the secondary recommender in a cascade 
little to do. In fact, the literature did not reveal any other instances of the cascade type 
at the time that the original hybrid recommendation survey was completed. However, 
the cascade hybrid raises the issue of the appropriate confidence interval for the score 
returned by recommendation algorithms, presumably much less precise than the full 
32 bits in the computational representation. And, if the scoring of our algorithms is 
somewhat less precise, then there may be space in which a cascade can operate. Fig-
ure 5 shows the ARC graph comparing the CFP, CFH, and CN recommenders with 
full 32-bit precision against the same algorithms truncated to two decimal digits of 
precision (the LP versions). We see that overall the differences are very small and not 
always in the favor of the higher-precision algorithm. Our cascade hybrids therefore 
use these low-precision versions of the algorithms, generating ties that a secondary 
recommender can break. 

With this result in mind, we can turn to the 6 available cascade recommenders. 
Figure 6 shows the ARC results for these hybrids. Again, only those recommenders 
demonstrating synergy are shown. The results are disappointing for the KB primary 
hybrids, the original systems explored in (Burke, 2002). However, the collaborative 
primary recommender, especially CFP/KB shows good accuracy. Most significant is 
the behavior on the multi-profile sessions, for which most systems examined so far 
have been inadequate. 

 

Fig. 5. Comparison of normal and reduced precision recommenders. 
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5.4   Feature Augmentation Hybrids 

Feature augmentation is a strategy for hybrid recommendation in which a contributing 
recommender generates a new feature for each item, augmenting the data for the pri-
mary recommender with its own contribution. The augmentation can usually be done 
off-line, making this approach attractive when trying to strengthen an existing rec-
ommendation algorithm by adjusting its input.  

The integration of components in a feature augmentation arrangement is somewhat 
trickier than in the hybrids seen so far. The contributing recommender must actually 
modify the input of the primary recommender and this is different than merely pro-
ducing a score. So, the KB component must produce features associated with items 
that the other components can use, in order to be a contributing component, and it 
must reason with the features produced by the other components in order to be a pri-
mary recommender. 

The feature generation technique used in these experiments is clustering. For ex-
ample, to make CFP a contributing component, we cluster all of the restaurants using 
the user / ratings matrix. Each restaurant is then assigned a cluster id. This id becomes 
part of the input to the CN component, which is expecting input consisting of restau-
rants and their features.  

When the KB component is the primary recommender, we use these ids in a very 
simple manner: an additional similarity metric is added to the recommender that pre-
fers restaurants in the same cluster. This does require modification of the recom-
mender, but it is the minimal amount required to make use of the new features.  

When the KB component is the contributing recommender, there is no underlying 
data that can be used as features for this type of hybrid. When the CN component is 
primary, a similarity-based query is performed for each restaurant. The result set is 
then treated like a user profile and clustering is performed. Similar restaurants are 
those who get similar results when used as a query. The KB/CN feature augmentation 
hybrid uses these cluster ids as restaurant features. 

The KB/CF feature augmentation hybrid is slightly different. The features that the 
CF component "understands" are profiles, lists of restaurants/rating pairs. A KB/CF 
hybrid can be achieved through "pseudo-users" (Sarwar, et al. 1998): computational-

 

Fig. 6. Average rank results for cascade hybrids. 
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ly-generated "user" profiles. For a KB/CF hybrid, we create pseudo-users through 
retrieval. We perform retrieval based on the user profile and then create a pseudo-
user, who gives positive ratings to all the restaurants returned by the query and nega-
tive ratings to the others. 

No CFH/KB feature augmentation hybrid is considered here. That is not because 
the technique is inapplicable. However, because the data used by this version of the 
algorithm retains the semantics of the user’s critiques, not just their valences. There 
are 10 possible values that may be associated with each restaurant in a profile. This 
increases the size and sparsity of the ratings matrix by a factor of 10 making the clus-
tering operation computationally infeasible. 

The results for these recommenders shown in Figure 7 are impressive for the cases 
where the knowledge-based component is contributing to the collaborative compo-
nent. Here we see very strong performance, especially the KB/CFP recommender 
which has an ARC below 50 throughout all of the profile types. This follows the pat-
tern seen in the cascade results, where a combination of a collaborative and a knowl-
edge-based component produced the best results. 

6   Discussion 

These experiments have evaluated 20 different hybrid systems, and demonstrate that 
hybridization is worthwhile. Figure 8 shows average rank results for the best hybrids 
and for the best basic algorithms, and shows the dominance of the hybrids. Nowhere 
was this effect more striking than in the noisy multi-session profiles, which proved so 
much more difficult for even the stronger basic algorithms. Where the best result 
obtained on the 30-rating sessions by a basic algorithm was only an ARC of 227, the 
top two hybrids feature have ARC scores under 40. These top hybrids, which domi-
nate in all conditions, are the feature augmentation and cascade hybrids in which CFP 
is the primary component and KB the secondary. 

In retrospect, given the performance of the basic algorithms, the performance of 
the cascade recommenders is fairly predictable. The KB component as used here is 

 

Fig. 7. Average rank results for feature augmentation hybrids 
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relatively weak, but does take into account different data sources than the collabora-
tive algorithms. A cascade design allows the KB recommender to have a positive 
impact on the recommendation process with no risk of negative impact – since it is 
only fine-tuning the judgments made by a stronger recommender. This performance 
was achieved by explicitly sacrificing numeric precision in the scoring of the primary 
recommender. In the feature augmentation designs also, we see a contributing re-
commender making a modest positive impact without the danger of interfering with 
the performance of the better algorithm.  

Another consideration in the choice of hybridization techniques for recommenda-
tion is efficiency, particularly run-time efficiency, because recommendations are 
typically made on the fly to users expecting a quick interactive response. Of the hy-
brid designs, the weighted approach is the least efficient, requiring both recommend-
ers to process every request. Among the strong performers in this study, the cascade 
hybrid also requires computation from both recommenders, but since the secondary 
recommender is only breaking ties, it is not required to retrieve any candidates and 
need only rate those items that need to be further discriminated. This can be done on 
demand as the user requests portions of the retrieval set. On the other hand, in the 
other top performing hybrid, the feature augmentation hybrid, the contributing re-
commender operates by adding features to the underlying representation. This step 
can be performed entirely off-line. So, the feature augmentation hybrid offers accu-
racy on par with the cascade hybrid with virtually no additional on-line computation. 

These results are of course obtained in the domain of restaurant recommendation 
and with the Entree data set, so it is impossible to form any confident generalizations. 
These experiments do show that a case-based recommendation component can con-
tribute to recommenders of varying configurations. These results should encourage 
implementers to experiment with a variety of hybrid designs. 

 

Fig. 8. Average rank results for best hybrids and best basic recommenders 
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Abstract. The case-based reasoning (CBR) methodology can be augmented 
with the ability to determine the confidence in the correctness of individual so-
lutions. A confidence calculation can be added to the REUSE portion of the 
CBR methodology. The confidence calculation takes confidence indicators, like 
“number of cases retrieved with best solution” and “average similarity of cases 
which suggest an alternative solution,” and generates a confidence value. The 
information gain algorithm C4.5 can be used to select the best confidence indi-
cators by evaluating their usefulness in historical cases. A genetic algorithm can 
be used to optimize and maintain the confidence calculation.  

1   Introduction 

Mark Twain is quoted as saying, "I was gratified to be able to answer promptly, and I 
did. I said I didn’t know." If a person is asked a question and they do not know the 
answer, they are usually able to say that they are not confident in their ability to give a 
correct answer. When a person does not have confidence, they may not be able to 
answer at all (by saying “I don’t know”) or they may supply multiple guesses at what 
the answer could be. The ability to know the limits of one’s knowledge is valuable in 
an intelligent system. This paper describes how a Case-Based Reasoning (CBR) [1, 9] 
system can be constructed to provide a measure of its solution accuracy that says when 
it is confident in its answer, when it is not able to answer the question, or when there 
are multiple possible answers. 

Our primary motivation for creating an intelligent system that can determine its 
confidence in each solution it produces is to improve efficiency of business processes 
by automating actions when a CBR system has high confidence in its solution. Knowl-
edge-based decision tasks that can benefit from automation include financial tasks 
such as granting or rejecting applications for insurance or credit and service tasks such 
as diagnosing or predicting failures with machinery. All of these tasks are currently 
performed by experts and are difficult to automate because some instances of each 
task can be quite complicated. An intelligent system that knows when it should and 
should not be used to automate a task can be very valuable because it can have a low 
error rate on the tasks that it does automate and pass the tasks where it is more likely 
to be incorrect on to the person who had been performing that task. This would free 
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the person from the burden of dealing with routine instances of a task and allow them 
to focus on the unique and difficult to automate instances. 

If there were always a person evaluating the output of a CBR system and deciding 
what action to perform, then similarity values, which most CBR systems output, 
would probably be sufficient for the person to make their decision. However, when the 
person is removed from the loop, more certainty that a specific action should be per-
formed then is available from just the similarity values is often required. Having the 
CBR system determine the predicted accuracy of its solution is one way to provide the 
certainty that is needed to automate the task. There can be large financial benefits 
from automating even a percentage of the occurrences of expensive decision tasks. 
Other benefits of the automated process include speed, consistency, and the ability to 
monitor and optimize the process. These benefits, financial and otherwise, have driven 
General Electric to automate multiple decision tasks by using a CBR system with an 
integrated confidence calculation. Some example applications are described in sec-
tion 5.  

There are many other reasons that it would be beneficial to have intelligent systems 
that can give “I don’t know” as a possible answer. First, if a system is presented with a 
problem that it was not designed to solve and is forced to give an answer it would 
probably give an inaccurate one. Second, the domain for which the system was created 
might change over time. If the system was forced to give an answer after the domain 
changed, there could be a situation when the system would not be able to give an in-
formed answer, but will still give an answer. Third, if there is an alternative method of 
determining an answer, such as using a different system or having a person create it 
manually, then it would be good to know when these alternatives should be used in-
stead of the usual system.  

Before determining how a CBR system can produce a measure of confidence in its 
output, we should first observe how humans determine confidence in their decisions. 
Specifically, since we are determining confidence for CBR systems, we should ana-
lyze how humans determine confidence using experience. If a person has no experi-
ence relating to a decision they would have low confidence in any guess at a solution. 
If they had many previous experiences with similar problems, and if all of these ex-
periences indicated the same solution could be applied to this problem, then they 
would have high confidence in that solution. If a person has conflicting evidence re-
garding the solution to a problem then their confidence level would be reduced to 
some ‘medium’ level. One method they might use to determine confidence is to list 
the evidence supporting the solution and the evidence against the solution, then deter-
mine if the supporting evidence outweighs the contrary evidence. There is also the 
possibility of giving multiple answers when there is no clear winner and there are 
multiple potential solutions. It is bad for people to have either too little of too much 
confidence in the decisions. Someone who has too little confidence can be thought of 
as timid or unsure of himself. Someone who has too much confidence can be thought 
of as arrogant or conceited. 

Different problems could require different levels of certainty in order to have high 
confidence. If there is little harm done by giving an incorrect answer then a low level 
of certainty would be needed to provide an answer. An example of this type of CBR 
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system would be one that presents possible solutions for review by a user. If an incor-
rect answer produces a large problem, then a high level of certainty would be needed. 
An example of this type of CBR system would be one that automatically takes an 
action based on the solution. 

 

 

Fig. 1. Confidence Calculation in CBR Cycle 

The computation of the confidence measure is added to the traditional CBR process 
[1] as is shown in Figure 1. The confidence calculation, which determines the confi-
dence measure, is added to the REUSE phase and a confidence value is output along 
with the solution. The confidence calculation is calibrated off-line using information 
from the case base and executed at run-time using values that are calculated as part of 
the CBR process. A variety of values from the RETRIEVE and REUSE phases can be 
used by the confidence calculation. The values from the RETRIEVE phase can in-
clude the number of cases retrieved (cardinality), similarity of each retrieved case, 
span of solutions suggested by the set of all retrieved cases, and standard deviation in 
the set of solutions in the retrieved cases if the solutions are numeric. The values from 
the REUSE phase include the gross and net amount of adaptation done to the retrieved 
cases. The exact values used are determined in the off-line calibration. The confidence 
calculation uses these values to calculate a confidence measure. The confidence meas-
ure is used as input to the REVISE phase and as part of the output of the CBR system.  

This paper will describe what output should be produced by the confidence calcula-
tion in section 2. The off-line calibration process for designing and tuning the confi-
dence calculation will be described in section 3. Section 4 will describe the mainte-
nance and optimization of the confidence calculation.  

2   Output of a CBR System with Confidence 

The output of a CBR system can include a number (e.g., a price or time), a discrete 
item (e.g., a recommendation, document, or plan), or a set of items. The confidence 
calculation will change slightly for different output types. The confidence calculation 
also depends on what will be done with that output. If a person will use the result to 
determine an appropriate action from a set of possible actions, then a discrete term 
should be used as the confidence (e.g., High or Low), with a different term for each 
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possible action. For example, if the result will determine if a person’s application for 
insurance should be accepted or not [3] then the confidence calculation should produce 
two values, High and Low. High indicates that the CBR system should be used for 
determining the acceptance and Low indicates that another method should be used 
(e.g., a detailed review by a human). However, if there is a third option (e.g., a human 
quickly reviewing issues highlighted by the CBR system) then three levels of confi-
dence can be used (High, Medium, Low) with Medium corresponding to the quick 
review action.  

If the result of the CBR system will be processed in some way before a crisp deci-
sion is needed (e.g., reviewed by a human or combined with the result of another deci-
sion support system) then a numeric value would be appropriate. The meaning of 
various values of the number should have specific meanings. For example, the number 
could be the predicted percentage that the solution is correct. Another example would 
be having the number be from [0,1] where 1 means predicted 90% correct, 0.75 means 
80% correct, 0.50 means 70% correct, 0.25 means 60% correct, and 0 means 50% 
correct (random guess if there are only two options). 

3   Creating a Confidence Calculation 

This section presents a process for the off-line creation of the confidence calculation. 
The process includes 

• Identifying potential indicators that could be used to determine confidence. 
• Using statistics about the case base to determine which indicators work best and 

how those indicators correspond to confidence. 
• Creating a simple formula that takes the indicators selected and produces a confi-

dence value. 

There are a few assumptions that need to hold in order to use a confidence calculation 

• An evaluation method needs to exist for rating the performance of the system  
• The case base needs to be a representative sample of the problems that the CBR 

system is to solve. 
• The case base needs to be large enough to produce the desired confidence. Typical 

sizes are over 500 cases. 

3.1   Identifying Confidence Indicators 

A confidence indicator is any piece of information that can be used to determine if 
there should or should not be confidence in the result of the CBR system. A simple 
indicator of confidence is the similarity of an item retrieved to the problem the system 
is trying to solve. The reasoning for this is: the more similar the problem is to the 
retrieved case, the more applicable the solution suggested by that case should be to the 
problem, and thus the higher the confidence.  

If the CBR system is based on k-nearest neighbor (kNN) retrieval and the final so-
lution from the CBR system (when all nearest neighbors are combined into one solu-
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tion) is a discrete item called the best solution, then the following indicators could be 
useful in determining confidence: 

1. Sum of similarities for retrieved cases with best solution  
2. Similarity of the single most similar case with best solution  
3. Number of cases retrieved with best solution  
4. Number of cases retrieved with second best solution  
5. Percent of cases retrieved with best solution  
6. Sum of similarities for second best solution  
7. Sum of similarities for all other solutions (not best) 
8. Average similarity of cases with best solution  
9. Average similarity of cases with second best solution  

10. Average similarity of cases not having best solution  
11. Similarity of most similar case 
12. A Boolean value that is one if the most similar case has the best solution and zero 

otherwise 

Higher values of indicators 1, 2, 3, 5, 8, and 12 would give you higher confidence in 
the solution suggested, indicator 11 can give higher or lower confidence, and the other 
indicators would give you lower confidence. Both positive and negative indicators 
should be included in a confidence calculation. 

If the solution of the CBR system is a numeric value the following indicators could 
be used, in addition to the ones above. 

1. Standard deviation in the solution values of the k most similar cases 
2. Range of solutions (Max solution value – Min solution value) in the k most simi-

lar cases 

3.2   Determining Which Indicators Are Best 

After the possible indicators are identified, an analysis of how historical cases were 
evaluated using the case-based reasoning process can show which indicators are best 
for determining confidence. The analysis involves using leave-one-out testing, which 
runs the CBR process to determine a solution for each case in the case base as if that 
case was a new problem not in the case base. The value of each indicator is stored for 
each case evaluated using leave-one-out testing. Table 1 shows some of these values 
for an equipment diagnostic system where k of kNN is 8 and the value “match” which 
is 1 if the suggested solution was correct and zero otherwise.  

The algorithm C4.5 [12] can be used on the table to identify indicators that are best 
at determining confidence. C4.5 is an information gain algorithm for inducing decision 
trees and rules from data. In this case, the trees show the indicators which are best at 
determining if a solution produced by the case-based reasoner will be correct or not 
(i.e., if “match” is one or zero). The more likely the solution is to be correct the higher 
our confidence should be. An example of the output of C4.5 is given in Figure 2. The 
figure can be read as a tree where each line is a branch in the tree. That branch should 
be followed if the condition at the beginning of the line is true. Each branch that leads 
to a leaf of the tree has its condition followed by a colon, number, and either one or 
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two numbers in parenthesis. The set of braches from the leaf branch to the root can be 
thought of as a rule. The fist number in the leaf branch is one if that rule classifies 
“match” as true, and zero if “match” is classified as false. The first number in paren-
thesis is the count of historical cases where this rule applied. If there is no second 
number in parenthesis then every historical case using this rule was classified cor-
rectly. If there is a number it is a count of cases that were classified incorrectly by this 
rule. For example, the first line of Figure 2 is a one branch rule that says if the sum of 
similarities for the cases which did not suggest the solution is less than 15.1 then the 
suggested solution was correct all but 34 times out of 377 historical cases where this 
condition existed. So, 343 out of 377 cases, or 91%, were correct. Since we assumed 

Table 1. Confidence Indicators 

Sum of 
Sim for 
Best 

Max 
Sim for 
Best 

Neighbor 
Count for 
Best 

Total 
Neighbor 
Count 

Sum of 
Sim for 
non-
Best 

Sum of 
Sim for 
2nd 
solution 

Sug-
gested 
Solution 
(Best) 

Real 
Solution Match 

16.923 2.21 8 8 0 0 Other Other 1 

20.286 2.83 8 8 0 0 Fault 1 Fault 1 1 

19.511 2.63 8 8 0 0 Other Fault 2 0 

16.646 2.48 7 8 2.31 2.31 Other Fault 3 0 

20.695 2.85 8 8 0 0 Other Other 1 

12.783 2.23 6 8 4.21 4.21 Other Other 1 

14.384 2.53 6 8 4.64 2.32 Fault 4 Other 0 

16.704 2.58 7 8 2.26 2.26 Other Other 1 

19.085 2.6 8 8 0 0 Other Other 1 
 

Sum_of_Sim_for_non-Best<= 15.1: 1 (377.0/34.0) 
Sum_of_Sim_for_non-Best> 15.1 
| 2nd_solution = Other 
| | suggested_solution = Other: 1 (0.0) 
| | suggested_solution = Fault 1 
| | | case_count_for_SS <= 5: 1 (4.0) 
| | | case_count_for_SS > 5: 0 (2.0) 
| | suggested_solution = Fault 4: 1 (7.0/1.0) 
| | suggested_solution = Fault 2: 0 (1.0) 
| | suggested_solution = Fault 3: 1 (11.0) 
| 2nd_solution = Fault 1 
| | case_count_for_Best <= 4: 0 (10.0) 
| | case_count_for_Best > 4 
| | | Max_Confidence <= 27.86: 0 (2.0) 
| | | Max_Confidence > 27.86: 1 (4.0/1.0) 
| 2nd_solution = Fault 4: 1 (1.0) 
| 2nd_solution = Fault 2 
| | Max_Similarity_for_Best <= 8.94: 0 (7.0/1.0) 
| | Max_Similarity_for_Best > 8.94: 1 (12.0) 
| 2nd_solution = Fault 3: 0 (6.0/2.0) 
| 2nd_solution = N/A: 1 (0.0) 

Fig. 2. C4.5 Results 
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the case base is a representative sample of problems expected in the future, we can 
expect that 91% of the time this rule holds in the future the solution will be correct. 

3.3   Confidence Formula 

The confidence formula can be created to output a term (e.g., High or Low) or a num-
ber (e.g., real numbers from zero to one). Each of these options will be discussed in 
the following sections. 

3.3.1  Confidence as a Term 
If a term is produced by the confidence formula then the formula can simply imple-
ment a modified version of the C4.5 decision tree. In the case where only High and 
Low confidence values are generated, the formula would determine when the system 
should have High confidence. First users should specify what the meanings are for 
each term, such as 

• High: the historical error rate should be 10% or less 
• Low: the historical error rate can not be shown to be less than 10% 

The tree is modified by combining, also called pruning [14], branches where all sib-
lings have a historical correctness less than needed for High confidence (more than 
10% incorrect) or too few historical cases (less than 10). Similarly, sibling branches 
can be combined when all siblings have a historical correctness greater than or equal 
to what is needed for high confidence. The modified tree is shown in Figure 3. This 
tree has two leaf nodes with error rate less than 10% and 10 or more cases. The tree 
can be implemented to give High confidence in these two situations and low confi-
dence in all others. An alternative method of pruning is to modify the confidence pa-
rameter, c, of C4.5. The default confidence parameter is 25. Higher values give larger 
trees and smaller values give smaller trees. Using a lower value would be prepruning 
the tree as opposed to the postpruning described above. Witten and Frank [14] believe 
that most decision tree builders postprune and we agree with this. 
 

Sum_of_Sim_for_non-Best<= 15.1: 1 (377.0/34.0) 
Sum_of_Sim_for_non-Best> 15.1 
| 2nd_solution = Other: 1 (25.0 / 4.0) 
| 2nd_solution = Fault 1: 0 (16.0 / 3.0) 
| 2nd_solution = Fault 4: 1 (1.0) 
| 2nd_solution = Fault 2 
| | Max_Similarity_for_Best <= 8.94: 0 (7.0/1.0) 
| | Max_Similarity_for_Best > 8.94: 1 (12.0) 
| 2nd_solution = Fault 3: 0 (6.0/2.0) 
| 2nd_solution = N/A: 1 (0.0) 

Fig. 3. Modified C4.5 Results (high confidence leafs in bold) 

Different values of acceptable error rate (i.e., different definitions of High confi-
dence) can produce different trees. If the error rate desired was 20% or less, then the 
modified tree would be the same, but three leaf nodes would indicate High confidence 
(the 2nd_solution = Other:1 (25.0/4.0) branch would now indicate High confidence). 
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Different error rates can be plotted in a graph that shows the relationship between 
precision and recall. Figure 4 is a plot that shows the precision (1 – error rate) and 
recall (percentage of historical cases in subtrees with High confidence) for three trees 
[14]. The three points are for differing error rates for High confidence; one where the 
historical error rate of a subtree needs to be 10% for it to have High confidence, a 
second where the historical error rate needs to be 20%, and a third where all historical 
items have High confidence. Obviously, high recall and high precision is desirable. 
However, if a tradeoff is forced, high precision is usually chosen in real world applica-
tions where an action is taken automatically. The high precision is desirable because 
the cost of an incorrect solution is higher than the cost of not giving a solution. 
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Fig. 4. Precision Recall Graph 

A confidence algorithm can be constructed from the selected tree. The algorithm 
includes one conditional for each subtree that terminates in a High confidence leaf. If 
a new case being evaluated would have been classified by that subtree, then it is given 
High confidence. Otherwise, it is given Low confidence. For the example above with 
error rate equal to 10% the algorithm is shown Equation 1. 

If Sum_of_Sim_for_non-Best <= 15.1 or  
  (2nd_solution = Fault 2 and Max_Similarity_for_Best > 8.94)    (1) 

then confidence is High 
else confidence is Low 

As the case base changes, the parameters 15.1 and 8.94 can be tuned to optimize 
the confidence calculation. This tuning process will be described in section 4. 

3.3.2  Confidence as a Number 
A different method for creating the confidence formula can be used if a numeric value 
is needed for confidence. This number should range from zero to one with zero indi-
cating no confidence and one meaning maximum confidence. The process is to con-
struct an algorithm that converts the quantitative confidence indicators into a normal-
ized numeric indicator. The numeric indicators are then combined into one confidence 
value for the solution. A confidence indicator can be converted into a numeric indica-
tor using a fuzzy membership function [7]. Figure 5 shows a fuzzy membership func-
tion that transforms the confidence indicator “Sum of Similarities for Best” into a 
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normalized confidence value. The normalized confidence would be 0 for Sum of Simi-
larity values less than 11 and 1 for values greater than 12. For values in between 11 
and 12, the normalized confidence would equal (value – 11). Figure 6 shows the 
membership function for “Number of Neighbors with Best”. A weighted sum of the 
normalized indicators will produce the confidence value in the solution. For more 
details on creating a numeric confidence value see [5]. 
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Fig. 5. Sum of Similarity Membership Function 
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Fig. 6. Number of Neighbors Membership Function 

4   Optimizing the Confidence Formula 

The confidence formula may need to change over time as cases are added or removed 
from the case base. This section describes how to maintain the confidence calculation. 
The maintenance process can also be used to optimize the calculation when it is ini-
tially created. The optimization finds the best numerical parameters for the confidence 
calculations. One reasonable solution is to use a genetic algorithm to perform the op-
timization [2]. The major effort in using a genetic algorithm to optimize the confi-
dence parameters lies in creating the evaluation function. 
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4.1   Evaluation Function 

Creating the evaluation function is non-trivial once confidence enters the picture, and 
it becomes much more difficult if multiple guesses with different confidence levels are 
allowed as the output of the decision for one case. One way of evaluating a CBR sys-
tem is with a single number created by the product of a confusion matrix, which sum-
marizes the results of leave-one-out testing, and a reward matrix, which assigns a 
reward to each cell of the confusion matrix [11]. The confusion matrix contains one 
cell for every possible output of each input. As an example confusion matrix, we will 
assume the engine is classifying a machine into one of two classes, Broken (B) or 
Normal (N). The confusion matrix would then be as shown in Figure 7. 
 

  Classified As  
  Broken Normal Totals 

Broken 
True 

Broken 
(TB) 

False 
Normal 

(FN) 

Real 
Broken 
(RB) Reality 

Normal 
False 

Broken 
(FB) 

True 
Normal 

(TN) 

Real 
Normal 
(RN) 

 Totals 
Classified 

Broken 
(CB) 

Classified 
Normal 
(CN) 

All Cases 
(AC) 

Fig. 7. Confusion Matrix 

To compute the score, simply multiply each cell of the confusion matrix by its cor-
responding cell in the reward matrix and sum the products. For this evaluation process, 
a higher sum indicates a better result. 

For the example in Figure 8, the total score would be 4320+0-740+1895 or 5475. 
This provides a convenient way of comparing two confusion matrices (generated by 
two tests). 

  

Confusion Matrix 
 Broken Normal 

Broken 432 25 
Normal 37 379 

 

 

Reward Matrix 
 Broken Normal 

Broken 10 0 
Normal -20 5 

Products 
 Broken Normal 

Broken 4320 0 
Normal -740 1895 

Fig. 8. Reward Matrix Example 

If multiple guesses with different confidences are allowed, then the reward matrix 
can still be used for evaluation. The challenge comes in populating the confusion ma-
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trix. There are many different ways of doing this, and the authors currently favor one 
they created called “Insertion Halt”. For each case, this method first sorts the different 
guesses in order of decreasing confidence (it is assumed that the confidences add up to 
1 for each case). It then inserts the guesses into the confusion matrix, but instead of 
inserting a 1, the confidence value is inserted. When the correct answer is found, no 
guesses of lower confidence are placed in the confusion matrix. This attempts to 
mimic the fact that once the user finds the correct answer, he or she will not take the 
time to reject the remaining unverified guesses. This has the effect of increasing the 
score for sets that contain a correct guess by eliminating all penalties for guesses with 
lower confidence than the correct guess. 

4.2   Optimizing Confidence as a Term 

The parameters to be optimized when confidence is expressed as a term are the cutoffs 
or boundaries of the confidence rules. The two parameters from the confidence algo-
rithm in Formula 1 are 15.1 and 8.94. The chromosome for the GA would include two 
real values, one for each of these parameters. 

4.3   Optimizing Confidence as a Number 

For confidence expressed as a number, the parameters to be optimized are the two 
inputs to each membership function (we will call them A & B), and the weights for 
each normalized indicator. For a given indicator, A is the least value where the nor-
malized confidence is greater than zero. B is the least value where the normalized 
confidence equals one. For figure 6, A is four and B is six. Each chromosome would 
include three values for every confidence indicator – A, B, and its weight. Changes in 
the case base, the evaluation function, or the domain would trigger re-optimization. 

4.4   Maintaining the Calculation 

The problems solved by a CBR tool can change over time and the confidence calcula-
tion should also be able to change to reflect this. Some of the potential changes in a 
CBR tool are the addition of new cases to the case base, the changing importance of 
attributes, or changes in the problem domain. The changes to the CBR system could 
be minor or major. When minor changes take place, like attribute weights being 
changed or slight algorithm changes, then maintenance should optimize the parameters 
in the confidence calculation. When major algorithm changes are made or many new 
cases are added, then a thorough CBR maintenance process should be performed. This 
includes repeating the entire process for determining confidence (including identifying 
new attributes and re-optimizing those parameters). 

The knowledge contained in a CBR application can be contained in the cases or the 
various compiled algorithms for retrieving, reusing, revising, and retaining the cases 
[13]. Both types of knowledge, cases and compiled algorithms, need to be maintained. 
This paper described the compiled knowledge in a new type of knowledge container 
called a confidence calculation.  
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The maintenance of the compiled knowledge will be simplified if these algorithms 
have tunable parameters that control the execution of the algorithm. Retuning the 
parameters would be easier than changing the source code of the algorithms. The ge-
netic algorithm, described in section 3.4, can be used to maintain the parameters.  

5   Applications  

The methodology described here, or an earlier version, has been used by the authors 
during the development of the following applications: 

• A system to estimate the value of residential real estate, called PROFIT. [4] 
• A medical equipment diagnostic system, called ELSI. [8] 
• A tool for selecting pigments that produce a given color when added to plastic, 

called FormTool. [6] 
• A large gas turbine diagnostic system. 

The PROFIT tool has been tested extensively. The ELSI and FormTool systems 
have been in use for at least five years. The fourth system is still under development. 
PROFIT resulted in a much lower average error for the real estate estimates when the 
system had high confidence. 63% of the test subjects were had high confidence. The 
set with high confidence had a median error or 5.4% and the set with low confidence 
had a median error of 9.3%. ELSI had high confidence 76% of the time. The set with 
high confidence was correct 91% of the time. The set with low confidence was correct 
under 50% of the time. FormTool was designed to automatically pass the task to a 
heuristic-based expert system when confidence was low. McLaren and Ashley have 
used a similar approach for providing advice on engineering ethics cases [10]. 

For industrial applications like these, the more an application can automate a task 
the more valuable it will be. An application that performs a portion of a process has 
some value, but an application that can automate the entire process, including taking 
any action that is required, would have greater value. A confidence value can specify 
when an action should be taken automatically or could guide a user in what action to 
take. This is valuable in many situations, but is specifically valuable when the CBR 
system will assist a human in performing some task that previously was done only by 
the human. In this common situation, a CBR tool that includes a confidence calcula-
tion can automate the repetitive tasks when confidence is high and assist the user with 
the unique or complicated tasks. 

6   Conclusion 

Many artificial intelligence techniques can be used to solve knowledge-based prob-
lems. However, many real world problems require their solution to have high accu-
racy. One of the great failings of AI is that few systems are always correct and it is 
often difficult to determine if a specific solution is likely to be correct or not. This 
causes even a small error rate to be a problem. But there is hope; we can increase the 
accuracy of the system by not forcing it to give a solution to every problem. Some of 
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the time it can say, “I don’t know.”  The knowledge in a case base for a CBR system 
is specifically useful in determining when the CBR system should say, “I don’t know.” 
This paper showed how the standard CBR methodology could be enhanced to include 
a determination of the confidence in the solution. The confidence value can be useful 
in determining what to do with the solution that was generated. The confidence en-
hanced CBR methodology allows CBR to be used in the frequent real world situation 
where large amounts of data exist, high accuracy is needed, and the system can say “I 
don’t know” when the confidence of the best possible solution is low. 

References 

1. Aamodt, A., Plaza, E.: Case-Based Reasoning: Foundational Issues, Methodological Varia-
tions, and System Approaches, AICOM, Vol. 7, No. 1 (1994) 

2. Aggour, K., Pavese, M., Bonissone, P., Cheetham, W.: SOFT-CBR: A Self-Optimizing 
Fuzzy Tool for Case-Based Reasoning, The 5th International Conference on Case-Based 
Reasoning, Trondheim, Norway, June 23 -26 (2003) 

3. Bonissone, P., Cheetham, W.: Fuzzy Case-Based Reasoning for Decision Making. Pro-
ceedings of the IEEE International Conference on Fuzzy Systems. Melbourne, Australia 
(2001) 

4. Bonissone, P., Cheetham, W.: Financial Applications of Fuzzy Case-Based Reasoning to 
Residential Property Valuation, Proc 6th IEEE Conf. on Fuzzy Systems, Barcelona, Spain 
(1997) 

5. Cheetham, W.: Case-Based Reasoning with Confidence. Fifth European Workshop on 
Case-Based Reasoning. Trento, Italy, September (2000) 

6. Cheetham, W.: Case-Based Reasoning for Color Matching, Second Int. Conf. Case-Based 
Reasoning, Providence, RI (1997) 

7. Cheetham, W.: Case-Based Reasoning with Confidence, Ph.D. Thesis, Rensselaer Poly-
technic Institute, August (1996) 

8. Cuddihy, P., Cheetham, W.: ELSI: A Medical Equipment Diagnostic System. Third Int. 
Conf. Case-Based Reasoning. Seeon Monastery, Germany, July (1999). 

9. Kolodner, J.: Case-Based Reasoning, Morgan Kaufmann Publishers Inc (1993) 
10. McLaren, B., Ashley, K.: Helping a CBR Program Know What It Knows, International 

Conference on Case-Based Reasoning, Vancouver, British Columbia, Canada (2001) 
11. D. Michie, D. J. Spiegelhalter & C. C. Taylor, eds.:. "Machine Learning, Neural and Sta-

tistical Classification", Ellis Horwood 1994 
12. Quinlan, R.: C4.5: Programs for Machine Learning, Morgan Kaufmann (1993) 
13. Richter, M.: The Knowledge Contained in Similarity Measures, Invited talk given at 

ICCBR’95, http://www.cbr-web.org/documents/Richtericcbr95remarks.html (1995) 
14. Witten, I., Frank, E.: Data Mining: Practical Machine Learning Tools and Techniques with 

JAVA Implementations, Chapter 6, Morgan Kaufmann (2000) 



P. Funk and P.A. González Calero (Eds.): ECCBR 2004, LNAI 3155, pp. 119–127, 2004. 
© Springer-Verlag Berlin Heidelberg 2004 

Representing Similarity for CBR in XML 

Lorcan Coyle, Dónal Doyle, and Pádraig Cunningham 

Department of Computer Science  
Trinity College Dublin 

{Lorcan.Coyle,Donal.Doyle,Padraig.Cunningham}@cs.tcd.ie 

Abstract. As Case-Based Reasoning has matured as a discipline; the need for a 
standard means of representing case-based knowledge has come to the fore. 
While proposals exist for representing the vocabulary and the case-base knowl-
edge containers, there are still no proposed standards for representing similarity 
or adaptation knowledge. In this paper we present extensions for representing 
similarity knowledge to CBML, an XML-based CBR language.  

1   Introduction 

Kitano and Shimazu have proposed that CBR applications have been too narrowly 
focused on domain specific problems [12]. They suggested that a CBR system should 
be viewed as a medium to be used in conjunction with the mainstream corporate in-
formation system. We share this perspective and anticipate that a standard way of 
marking up cases will facilitate this. The standard proposed for marking up structured, 
knowledge-rich data is XML. Our earlier work [3, 9, 10] described an XML-based 
case representation language called CBML (Case-Based Markup Language). Several 
other XML-based CBR systems have appeared over the past few years, e.g. [8, 15]. 
However, as Wilson has pointed out, the benefits that accrue to XML in general will 
not be fully passed on to the CBR community until a standard means of representing 
case data in XML is developed [18]. We propose that CBML has the capabilities to 
become such a standard.  

Richter has identified four different ways in which knowledge can be represented in 
a Case-Based Reasoning (CBR) system [14]. He has named these knowledge contain-
ers and they have met wide acceptance as a natural organisation of knowledge in 
CBR. Richter’s knowledge containers are: 

• The vocabulary used, 
• The similarity measure, 
• The casebase, 
• The solution transformation 

Given the wide acceptance of this organisation of knowledge in CBR, it is perhaps 
surprising that attempts to create a representation language for CBR have concentrated 
for the most part on the vocabulary and casebase containers, e.g. [8, 11]. Our earlier 
work also focused on the vocabulary and casebase containers. This paper describes our 
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more recent work on the representation of the similarity measure container. This rep-
resentation is an extension of the CBML standard and allows the CBR developer to 
make the definition of similarity completely independent from the application code. 
Section 2 outlines the requirements for such a representation and describes our ap-
proach. Section 3 describes some advantages that we have observed in the fields of 
personalization, distributed CBR, explanation-based CBR and collaborative CBR.  

2   Representation of Similarity 

This section outlines the representation of similarity in CBML. It begins with a brief 
description of the feature types, documents the requirements for representing the tradi-
tional similarity function, and finishes with a description of how this is achieved in 
CBML. A number of example CBML fragments are used to illustrate the representa-
tion. 

2.1   CBML – Cases and Case Structures 

CBML was originally developed to facilitate distributed CBR and modular CBR ob-
jects. There were two CBR objects in CBML; the case content object and the case 
structure object. The case structure object defines the hierarchy and cardinality of the 
features that can appear in a case. Within the case structure, there are a number of 
feature structures that define the features that can appear in a case. These feature 
structures defines the feature’s type, its value restrictions, and other attributes. The 
following are a list of the possible feature types and the restrictions that can be im-
posed on them: 

• Symbolic – the feature value must be one of an enumerated list of possible values 
• Numeric – can be integer or double type (ranges can be set)  
• Boolean – the value can be either true or false 
• String – the value can be any string 
• Taxonomy – similar to symbolic type except that the possible values are repre-

sented with a tree structure 

The case content document contains the casebase information in XML format. It 
must conform to the specifications laid out in the case structure document both in 
structure and content to be considered valid. 

2.2   Similarity Measures  

Traditionally, the similarity between a query, Q and a case, C is defined as the sum of 
the similarities of its constituent features multiplied by their relevance weights: 

∑
∈
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Where wf is the feature relevance weight and f is the local similarity measure (i.e. 

feature specific similarity measure). In order to provide a representation of the similar-
ity measure it is therefore necessary to represent both a relevance weight and a de-
scription of the local similarity measure for every feature. Weights are just attributes 
of features but local similarity measures are more complex. We have defined three 
types of local similarity measures: 

• Exact similarity measures - similarity is 1 if the feature values are equal, otherwise 
it is 0.  

• Difference based similarity measures – Similarity is directly related to the differ-
ence,  between feature values. This measure is only suitable where a difference 
can be defined between feature values, e.g. with numeric features the difference is 
the mathematical difference. 

• Complex Similarity Measures – Any similarity measure that is different to the 
above representations falls under this category. It is impossible to provide for a rep-
resentation scheme that could cover every possible type of complex similarity 
measure. However, if the number of possible values is finite, it is possible to calcu-
late and store similarity values for every combination of feature value in advance. 

In order for a good representation scheme to work we need to define the above 
similarity measures formally. The exact similarity function is trivial; it depends on 
value matching. The complex similarity measure is impossible to define completely 
due to the infinity of possible measures. It is impossible to define a single difference 
function for string types, and trivial to define one for Boolean types so we will confine 
ourselves to the definition of numeric, symbolic and taxonomic differences. 

Table 1. Table 1 shows the definitions for the difference functions for numeric (integer and 
double), symbolic and taxonomic feature types. 

Feature Type Difference (δ) definition between Value1 and Value2 
Numeric Value1 – Value2 
Symbolic Relative difference in the positions of Value1 and Value2 in the list of 

possible values. 
Taxonomy Number of branches between the Value1 and Value2’s nodes in the tax-

onomy 
 

With a definition of difference in place it remains to come up with an adequate 
definition of the relationship between difference and similarity. In the next section we 
show how a graph may be defined relating them. 

2.3   Representation of Similarity in CBML 

All CBML is represented using the XML language. A discussion of CBML case con-
tent and structure definitions is beyond the scope of this paper; it is documented more 
fully on the CBML website1. The CBML Schema is tightly defined by an XML-

                                                                 
1  http://www.cs.tcd.ie/research_groups/mlg/CBML/ 
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Schema document. We have developed a number of parsers that will read valid CBML 
and convert them into Java objects. Only similarity documents that conform to the 
CBML Schema will be considered valid CBML. 
 

<feature name="Gender" weight="0.25"> 
  <exact/> 
</feature> 

Fig. 1. Gender is a symbolic feature used in the breathalyzer domain [4]. This figure shows the 
CBML definition of Gender’s similarity measure. It defines it as having a relevance weight of 
0.25, and that it uses an exact similarity function. 

The CBML representation of a similarity measure is a composite of feature specific 
similarity definitions. These feature similarity definitions have mandatory attributes 
defining the feature name (name) and relevance weight (weight). The relevance 
weight is simply an attribute called weight that can have any normalized double value. 
The remainder of this section describes each of the similarity types and illustrates each 
one with a CBML example. Fig 1 shows the representation of a feature that uses an 
exact similarity measure.  

 

<feature name="price" weight="0.2"> 
  <graph type="asymmetrical"> 
    <point difference="-Infinity" similarity="1"/> 
    <point difference="0" similarity="1"/> 
    <point difference="200" similarity="0"/> 
  </graph> 
</feature> 
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Fig. 2. Price is a numeric (double) feature used in the Personal Travel Assistant domain [1]. 
This figure shows the CBML definition of Price’s similarity measure. It defines it as having a 
relevance weight of 0.2. It then defines an asymmetrical graph of similarity versus difference by 
defining a number of points. For demonstrative purposes, this graph is also plotted. From the 
graph, the calculated similarity between two prices with a difference of �100 is 0.5. 

Fig 2 shows the representation of a difference function similarity measure. The 
parser looks at the feature type from the case structure to determine which type of 
difference function to use, i.e. numeric, symbolic or taxonomic. The similarity graph 
is defined here too. This graph may be symmetrical (the default) or asymmetrical. A 
symmetrical graph only deals with absolute difference values. By adding more points 
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to the graph any piece-wise linear relationship between similarity and difference can 
be represented. 

Fig. 3 shows the representation of a complex similarity measure. This is used when 
neither of the above representations is appropriate. It is used for similarity measures 
that cannot be represented easily in XML. Our parser uses this attribute to refer to a 
predefined Java class for the similarity measure definition, but other parsers could use 
it to refer to something else, e.g. a MathML [19] document. We have implemented an 
interface that all similarity measures must implement (this contains one function that 
takes in two features and returns the similarity value). This ensures a level of interop-
erability, but since these objects are not as portable as XML documents the use of this 
similarity definition is discouraged.  

 

<feature name="sepal-length" weight="0.25"> 
  <measure name="iris.similarity.SepalLength"/> 
</feature> 

Fig. 3. Sepal Length is a numeric (double) feature used in Fisher’s iris domain [7]. This code is 
the CBML definition of Sepal Length’s similarity measure. It defines it as having a relevance 
weight of 0.25. It also tells the CBML parser to use the class iris.similarity.SepalLength to 
calculate similarity. 

The array similarity measure is the final way to represent similarity in CBML. It is 
useful for features with a finite number of possible values, but requires the user to pre-
calculate the similarities in advance. If a value cannot be found in the array of simi-
larities the exact similarity measure is used. Fig 4 shows a representation for the array 
similarity measure.  

3   Applications of CBML Similarity Measures 

We have used CBML similarity measures in a number of research areas in the Ma-
chine Learning Group in Trinity College, most notably in our Personal Travel Assis-
tant (PTA) application [1, 2] and in the explanation domain [4]. We have also devel-
oped a workbench that provides a set of utilities for CBR systems called Fionn2 [5]. 
Fionn uses CBML as its internal representation format. This section describes some of 
the advantages we have observed from using CBML represented similarity measures 
in these applications. 

The Personal Travel Assistant  
The Personal Travel Assistant is an application that assists users in the booking and 
selection of flights. The main task for the PTA is the recommendation of suitable 
flights to the user using CBR. Fig 5 shows a diagram showing the flow of information 
through the PTA. The PTA recommendation engine uses Fionn components to make 
recommendations. The CBR functionality is all implemented as Fionn components, 
and because these components understand CBML we can switch them with ease. 

                                                                 
2  http://www.cs.tcd.ie/research_groups/mlg/Fionn 
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<feature name="meal" weight="0.05"> 
  <array> 
    <primary name="none"> 
      <secondary name="snack" value="0.8"/> 
      <secondary name="lunch" value="0.4"/> 
    </primary> 
    <primary name="snack"> 
      <secondary name="none" value="0.8"/> 
      <secondary name="lunch" value="0.8"/> 
      <secondary name="full" value="0.4"/> 
    </primary> 
    <primary name="lunch"> 
      <secondary name="none" value="0.4"/> 
      <secondary name="lunch" value="0.8"/> 
      <secondary name="full" value="0.8"/> 
    </primary> 
    <primary name="full"> 
      <secondary name="snack" value="0.4"/> 
      <secondary name="lunch" value="0.8"/> 
    </primary>  
  </array> 
</feature> 
 

 none snack lunch full 

none 1 0.8 0.4 0 

snack 0.8 1 0.8 0.4 

lunch 0.4 0.8 1 0.8 

full 0 0.4 0.8 1 
 

 

Fig. 4. Meal is a symbolic feature used in the breathalyzer domain [4]. This code is the CBML 
definition of the similarity measure for Meal. It defines it as having a relevance weight of 0.05. 
It also contains an array of every possible feature value combination with a similarity value for 
each, e.g. the similarity between “none” and “snack” is 0.8. The array as defined is also shown. 

 
To generate accurate recommendations we need to develop similarity measures that 

reflect the users travel preferences. Part of the personalization process involves updat-
ing these measures based on user feedback (this process is documented in more detail 
in [1]. By using CBML similarity measures we can do this easily and store personal 
similarity measures for each user (in the Personalisation Knowledge-base).  

There are two ways in which we can learn a similarity measure. The first is by al-
tering feature weights and the second by altering the local similarity measure in the 
manner proposed by Stahl [17]. By altering the feature weights, we adjust the relative 
importance of features for the user. We have experimented with altering the feature 
weights [1] and achieved positive results. We intend to assess the usefulness of alter-
ing the local measure for certain features in this domain over the coming months. In 
Fig. 2 we described the price similarity measure used in the PTA. By altering the posi-
tion of the third point we can change this user’s sensitivity to a difference in price, e.g. 
by changing the point from {200, 0} to {100, 0} we would focus the price similarity 
measure on offers with differences of less than �100.  
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Fig. 5. Fig 5 shows a diagram of the architecture of the PTA application. The user makes a 
travel request (1) and this request is forwarded to the Request Satisfaction Module (2). This 
module sends the set of new offers to the Recommendation Engine (3). The recommendation 
engine gets the relevant user profile information from the knowledge base, i.e. the user’s per-
sonal casebase and similarity measure. It then uses the Fionn module to generate a sub-set of 
recommended offers (5, 6) and sends these to the User (7, 8). 

Each user of the PTA system has a personalized set of similarity measure and case-
base describing their travel preferences. Much work has been done in the area of col-
laborative CBR [13] and we intend to implement some of these techniques to address 
bootstrapping problems and problems with case competence [16] in general. To ad-
dress these we will need to be able to modularize the components we intend to share. 
CBML facilitates this modularization. 

The original motivation for the PTA was as a distributed CBR application along the 
lines of Gardingen & Watson’s HVAC system [8] where the user would access the 
PTA via a fat client browser. One advantage of using CBML similarity measures in 
this context is that the expensive personalization calculations on the similarity measure 
could be calculated and stored in a central server and the relatively cheap recommen-
dation process could be done on the client side. With such a distributed CBR system 
we could implement different recommender systems depending on the target platform. 
As long as these heterogeneous CBR systems understand CBML there will not be any 
problems with transferring the CBR objects from server to client.  

Explanation in CBR 
Previous research has shown that case-based explanation is more convincing than 
other types of explanation in classification problems [4]. However it also showed that 
there is scope for improvement in the quality of our explanations. Our current research 
uses a two stage process to generate explanations; the first performs a standard CBR 
classification, and the second uses an explanation function specific to this classifica-
tion to determine the best case for explanation [6]. 



126      Lorcan Coyle, Dónal Doyle, and Pádraig Cunningham 

As the structure and requirements for our explanation utility functions are the same 
as those for the similarity measure so it was logical to reuse the definitions and so we 
use CBML similarity measures as the basis for our explanation functions. Due to their 
modularity the domain expert can update the different explanation measures individu-
ally and without needing to write any code. For most features, our explanation func-
tions are closely based on the similarity functions used in the classification task.  

4   Conclusions  

Richter’s knowledge containers have received wide acceptance in the CBR commu-
nity. Our earlier work concentrated on defining a formal representation schema for the 
casebase and vocabulary containers called CBML. This work is concerned with the 
definition of a schema for representing similarity knowledge. This paper outlines the 
requirements for such a schema and describes our implementation. We have incorpo-
rated this schema into CBML.  

Before outlining a representation for similarity measures it is important to first re-
view what is possible to represent. The most common similarity measures are based 
on exact matching or on numeric differences so our focus has been to develop a com-
pact, intuitive way of representing these. We have also catered for more complex 
difference-based measures, i.e. taxonomic and symbolic difference functions. Finally 
we made it possible to define similarity arrays and to refer to user-defined similarity 
measures. Section 2.3 shows examples of representations of each of these similarity 
types. 

Our experiences with CBML in the Machine Learning Group have been positive. 
There are currently six researchers in our group using CBML similarity measures in 
several applications. In Section 3 we outlined some of the advantages we have ob-
served from using CBML similarity measures in personalization, distributed CBR, 
collaborative CBR and explanation-based CBR. 

As the current implementation of CBML can represent three of the four knowledge 
containers, it is clear that our next step should be the creation of a representation for 
the fourth container – the solution transform.  
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Abstract. Because of the volume of spam email and its evolving nature, any 
deployed Machine Learning-based spam filtering system will need to have pro-
cedures for case-base maintenance. Key to this will be procedures to edit the 
case-base to remove noise and eliminate redundancy. In this paper we present a 
two stage process to do this. We present a new noise reduction algorithm called 
Blame-Based Noise Reduction that removes cases that are observed to cause 
misclassification. We also present an algorithm called Conservative Redun-
dancy Reduction that is much less aggressive than the state-of-the-art alterna-
tives and has significantly better generalisation performance in this domain. 
These new techniques are evaluated against the alternatives in the literature on 
four datasets of 1000 emails each (50% spam and 50% non spam). 

1   Introduction 

This paper presents an analysis of case-base editing techniques in a case-based rea-
soning (CBR) system for filtering spam email. The contributions of this work are 
twofold. First the analysis exercises the best case-base maintenance techniques cur-
rently available on a challenging problem with exacting accuracy requirements, 
namely spam filtering. Second, we present two new techniques for case-base mainte-
nance, one for noise reduction and the other for redundancy reduction that signifi-
cantly enhance the competence of the case-base.  

While a case-based approach to spam filtering has great promise [1-3], a require-
ment for a deployed system is a process for maintaining the case-base. This is due to 
the issue of concept drift and the volume of messages that may be involved. A user 
may receive over a hundred legitimate emails a week and a multiple of that in spam. 
Our analysis suggests that between 600 and 1000 cases will provide good coverage 
for a spam filtering system. So there is an ongoing need to discard cases that are not 
contributing to competence.  

The noise reduction technique we present, which we call Blame-Based Noise Re-
duction (BBNR), extends the competence based modelling ideas of Smyth and col-
leagues [4,5]. Their case coverage measure, used in case selection, indicates how well 
a case contributes to correctly classifying other cases in the case-base. We extend this 
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model to include the notion of blame or liability. We introduce a measure for a case of 
how often it is the cause of, or contributes to, other cases being incorrectly classified. 
Traditional noise reduction mechanisms tend to focus on removing the actual cases 
that are misclassified. However, a misclassified case could have been classified incor-
rectly due to the retrieved cases that contributed to its classification. In contrast to 
traditional approaches we attempt to identify those cases causing the misclassifica-
tions and use this liability information coupled with coverage information to identify 
training cases we would be better off without. Our evaluation shows that, in the do-
main of spam-filtering, this is a better way of identifying noisy cases.  

Some analysis of case-base editing techniques in the past has presented algorithms 
that aggressively prune the case-base at the cost of some classification accuracy [6,7]. 
This is not acceptable in spam filtering and our technique for redundancy reduction, 
which we call Conservative Redundancy Removal (CRR), focuses on a more conser-
vative reduction of the case-base. It uses the competence characteristics of the case-
base to identify and retain border cases.  

This paper begins with a review of existing research on case-base editing tech-
niques in Section 2. The enhanced competence model and our new case editing tech-
niques are presented in Section 3. A comprehensive evaluation of these techniques on 
four email datasets is presented in Section 4. Some conclusions and directions for 
future work are presented in Section 5.  

2   Review of Existing Case Editing Algorithms 

Case base editing techniques involve reducing a case-base or training set to a smaller 
number of cases while endeavouring to maintain or even improve the generalization 
accuracy. There is significant research in this area, described in this section.  

2.1   Early Techniques 

Case editing techniques have been categorised by [8] as competence preservation or 
competence enhancement techniques. Competence preservation corresponds to re-
dundancy reduction, removing superfluous cases that do not contribute to classifica-
tion competence. Competence enhancement is effectively noise reduction, removing 
noisy or corrupt cases from the training set. Editing strategies normally operate in one 
of two ways; incremental which involves adding selected cases from the training set 
to an initially empty edited set, and decremental which involves contracting the train-
ing set by removing selected cases.  

An early competence preservation technique is Hart’s Condensed Nearest Neigh-
bour (CNN) [9]. CNN is an incremental technique which adds to an initially empty 
edited set any case from the training set that cannot be classified correctly by the 
edited set. This technique is very sensitive to noise and to the order of presentation of 
the training set cases. Ritter [10] reported improvements on the CNN with his Selec-
tive Nearest Neighbour (SNN) which imposes the rule that every case in the training 
set must be closer to a case of the same class in the edited set than to any other train-
ing case of a different class. Gates [11] introduced a decremental technique which 
starts with the edited set equal to the training set and removes a case from the edited 
set where its removal does not cause any other training case to be misclassified. This 
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technique will allow for the removal of noisy cases but is sensitive to the order of 
presentation of cases. 

Competence enhancement or noise reduction techniques start with Wilson’s Edited 
Nearest Neighbour (ENN) algorithm [12], a decremental strategy, which removes 
cases from the training set which do not agree with their k nearest neighbours. These 
cases are considered to be noise and appear as exceptional cases in a group of cases of 
the same class. Tomek [13] extended this with his repeated ENN (RENN) and his “all 
k-NN” algorithms. Both make multiple passes over the training set, the former repeat-
ing the ENN algorithm until no further eliminations can be made from the training set 
and the latter using incrementing values of k. These techniques focus on noisy or 
exceptional cases and do not result in the same storage reduction gains as the compe-
tence preservation approaches.  

Competence preservation techniques aim to remove internal cases in a cluster of 
cases of the same class and can predispose towards preserving noisy cases as excep-
tions or border cases. Noise reduction on the other hand aims to remove noisy or cor-
rupt cases but can remove exceptional or border cases which may not be distinguish-
able from true noise, so a balance of both can be useful. Later editing techniques can 
be classified as hybrid techniques incorporating both competence preservation and 
competence enhancement stages. Aha et al. [14] presented a series of instance based 
learning algorithms to reduce storage requirements and tolerate noisy instances. IB2 is 
similar to CNN adding only cases that cannot be classified correctly by the reduced 
training set. IB2’s susceptibility to noise is handled by IB3 which records how well 
cases are classifying and only keeps those that classify correctly to a statistically sig-
nificant degree. Other researchers have provided variations on the IBn algorithms 
[15,16,17]. 

2.2   Competence-Based Editing 

More recent approaches to case editing build a competence model of the training data 
and use the competence properties of the cases to determine which cases to include in 
the edited set. Measuring and using case competence to guide case-base maintenance 
was first introduced by Smyth and Keane [5] and developed by Zhu and Yang [18]. 
Smyth and McKenna [3] introduce two important competence properties, the cover-
age and reachability sets for a case in a case-base. These are discussed in Section 3. 
The coverage and reachability sets represent the local competence characteristics of a 
case and are used as the basis of a number of editing techniques. 

McKenna & Smyth [6] presented a family of competence-guided editing methods 
for case-bases which combine both incremental and decremental strategies. The fam-
ily of algorithms is based on four features; (1) an ordering policy for the presentation 
of the cases that is based on the competence characteristics of the cases; (2) an addi-
tion rule to determine the cases to be added to the edited set, (3) a deletion rule to 
determine the cases to be removed from the training set and (4) an update policy 
which indicates whether the competence model is updated after each editing step. The 
different combinations of ordering policy, addition rule, deletion rule and update 
policy produce the family of algorithms.  

Brighton and Mellish [8] also use the coverage and reachability properties of cases 
in their Iterative Case Filtering (ICF) algorithm. The ICF is a decremental strategy 
contracting the training set by removing those cases c, where the number of other 
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cases that can correctly classify c is higher that the number of cases that c can cor-
rectly classify. This strategy focuses on removing cases far from class borders. After 
each pass over the training set, the competence model is updated and the process 
repeated until no more cases can be removed. ICF includes a pre-processing noise 
reduction stage, effectively RENN, to remove noisy cases.  

McKenna and Smyth compared their family of algorithms to ICF and concluded 
that the overall best algorithm of the family delivered improved accuracy (albeit mar-
ginal, 0.22%) with less than 50% of the cases needed by the ICF edited set [6].  

Wilson & Martinez [7] present a series of Reduction Technique (RT) algorithms, 
RT1, RT2 and RT3 which, although published before the definitions of coverage and 
reachability, could also be considered to use a competence model. They define the set 
of associates of a case c which is comparable to the coverage set of McKenna & 
Smyth except that the associates set will include cases of a different class from case c 
whereas the coverage set will only include cases of the same class as c. The RTn 
algorithms use a decremental strategy. RT1, the basic algorithm, removes a case c if 
at least as many of its associates would be classified correctly without c. This algo-
rithm focuses on removing noisy cases and cases at the centre of clusters of cases of 
the same class as their associates will most probably still be classified correctly with-
out them. RT2 fixes the order of presentation of cases as those furthest from their 
nearest unlike neighbour (i.e. nearest case of a different class) to remove cases fur-
thest from the class borders first. RT2 also uses the original set of associates when 
making the deletion decision, which effectively means that the associate competence 
model is not rebuilt after each editing step which RT1 does. RT3 adds a noise reduc-
tion pre-processing pass based on Wilson’s noise reduction algorithm.  

Wilson & Martinez concluded from their evaluation of the RTn algorithms against 
IB3 that RT3 had a higher average generalization accuracy and lower storage re-
quirements overall but that certain datasets seem well suited to the techniques while 
others were unsuited. Brighton & Mellish evaluated their ICF against RT3 and found 
that neither algorithm consistently out performed the other and both represented the 
“cutting edge in instance set reduction techniques”. 

3   Editing Using an Enhanced Competence Model 

Smyth and McKenna’s competence model defines how well a case performs when 
classifying other cases in the case-base. We have extended this competence model to 
include how badly a case performs when classifying other cases. This section firstly 
discusses our extensions to the competence model and then shows how they can be 
used in an alternative noise reduction algorithm BBNR that focuses on apportioning 
blame for misclassifications. We also present our competence-based redundancy re-
duction algorithm CRR which aims to maintain (and even improve) the generalisation 
accuracy of the case-base by focussing on less aggressive pruning of cases compared 
to that performed by many of the existing editing techniques.  

3.1   The Enhanced Competence Model 

Smyth and McKenna’s case-base competence modelling approach proposes two sets 
which model the local competence properties of a case within a casebase; the reach-
ability set of a target case t is the set of all cases that can successfully classify t, and 
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the coverage set of a target case t is the set of all cases that t can successfully classify. 
Using the case-base itself as a representative of the target problem space, these sets 
can be estimated as shown in definitions 1 and 2.  

Coverage { }),(:)( tcClassifiesCcCtSet ∈=∈  (1) 

Reachability { }),(:)( ctClassifiesCcCtSet ∈=∈  
(2) 

where Classifies(a,b) means that case b contributes to the correct classification of 
target case a. This means that target case a is successfully classified and case b is 
returned as a nearest neighbour of case a and has the same classification as case a. 

We propose to extend the model to include an additional property; the liability set 
of a case t which is defined as the set of all cases that t causes to be misclassified or 
contributes to being misclassified, see definition 3.  

{ }),(:)( tciesMisclassifCcCtetLiabilityS ∈=∈  (3) 

where Misclassifies(a,b) means that case b contributes in some way to the incorrect 
classification of target case a. In effect this means that when target case a is misclassi-
fied by the case-base, case b is returned as a neighbour of a but has a different classi-
fication to case a. For k-NN with k=1, case b causes the misclassification but for k>1 
case b contributes to the misclassification. Case a is therefore a member of the liabil-
ity set of case b. 

3.2   Blame Based Noise Reduction (BBNR) 

Although a number of the competence-based editing techniques described in section 2 
are designed to focus on removing redundant cases, all of them include both noise 
reduction and redundancy reduction stages. The noise reduction stage used by all the 
techniques is based on Wilson’s noise reduction.  

Noisy cases can be considered as training cases that are incorrectly labelled. Wil-
son’s noise reduction technique removes from the case-base cases that would be mis-
classified by the other cases, implying that these are incorrectly labelled and are there-
fore noisy cases. However, a misclassified case may not necessarily be a noisy case 
but could be classified incorrectly due to the retrieved cases which contribute to its 
classification. Mislabelled cases which are retrieved as nearest neighbours of a target 
case can affect the classification of the target case. Therefore just because a case is 
misclassified does not imply that it is noise and should be removed.  

Our BBNR approach emphasises the cases that cause misclassifications rather than 
the cases that are misclassified. In effect we are not just accepting the presumption 
that if a case is misclassified it must be mislabelled but try to analyse the cause of the 
misclassification. In our policy on noise reduction we attempt to remove mislabelled 
cases; we also remove “unhelpful” cases that cause misclassification. For example, a 
case that represents an actual spam email but looks just like a legitimate email.  

The liability set captures this information. The greater the size of the liability set of 
a case, the more impact it has had on misclassifying other cases within the case-base. 
It is however important to consider this in light of how well cases are performing, 
how often they actually contribute to correct classifications. The coverage set captures 
this information. Our BBNR technique looks at all cases in the case-base that have 
contributed to misclassifications (i.e. have liability sets with at least one element). For 
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each case c with a liability set of at least one element, if the cases in c’s coverage set 
can still be classified correctly without c then c can be deleted. The BBNR algorithm 
is described in Figure 1. 

 
Blame-based Noise Reduction (BBNR) Algorithm 
 
T, Training Set 
/* Build case-base competence model */ 
For each c in T 
 CSet(c)  Coverage Set of c 
 LSet(c)  Liability Set of c 
End-For 
/* Remove noisy cases from case-base */ 
TSet  T sorted in descending order of LSet(c) size 
c  first case in TSet 
While |LSet(c)| >0 
 TSet  TSet - {c}  
 misClassifiedFlag  false 
 For each x in CSet(c) 
  If x cannot be correctly classified by TSet 
   misClassifiedFlag  true 
   break  
  End-If 
 End-For 
 If misClassifiedFlag = true 
  TSet  TSet + {c} 
 End-If 
 c  next case in TSet 
End-While 
 

Fig. 1. Blame-Based Noise Reduction Algorithm 

This principle of identifying damaging cases is also there in IB3. Aha’s IB3 algo-
rithm is an algorithm more applicable for data streams and online learning in that the 
training set does not exist as a collection of cases before editing can be performed. 
The decision as to whether cases are kept in the case-base or not is made as the cases 
are presented.  

There are a number of differences between IB3 and BBNR. First, IB3 maintains 
the classification records during the editing process rather than using the competence 
of the full training set as BBNR does through use of the competence model. Secondly, 
the classification record maintained by BBNR is based on actual classifications, 
whereas that maintained by IB3 is based on possible or potential classifications. IB3 
updates the classification record of all cases that could potentially be neighbours 
whereas BBNR only uses the k retrieved neighbours to build its competence model. 
However, the most significant difference between the two algorithms is how they use 
case liability information. Although IB3 does collect information on the likely dam-
age that certain cases may cause, it is not used actively to determine whether these 
potentially damaging cases should be removed or not. IB3 uses the classification 
accuracy, rather than classification error, to indicate how well a case is performing 
and waits for a case not to classify correctly at a satisfactory level before removing it. 
BBNR, on the other hand, uses the liability information available from the compe-
tence model of the case-base to decide whether these potentially damaging cases have 
any merit in being kept in the case-base. 
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3.3   Conservative Redundancy Reduction 

The second stage in our competence-based editing technique is to remove redundant 
cases. Our proposed algorithm for removing redundant cases is based on identifying 
cases that are near class borders. The coverage set of a case captures this information. 
A large coverage set indicates that a case is situated in a cluster of cases of the same 
classification whereas a small coverage set indicates a case with few neighbours of 
the same classification. Cases near the class border will have small coverage sets. 
Cases with small coverage sets are presented first to be added to the edited set. For 
each case added to the edited set, the cases that this case can be used to classify (that 
is the cases that this case covers) are removed from the training set. This is the same 
as McKenna & Smyth’s coverage deletion rule [6]. The CRR algorithm is presented 
in Figure 2. 

 
Conservative Redundancy Removal(CRR) Algorithm 
 
T, Training Set 
/* Build case-base competence model */ 
For each c in T 
 CSet(c)  Coverage Set of c 
End-For 
/* Remove redundant cases from case-base */ 
ESet  {}, (Edited Set) 
TSet  T sorted in ascending order of CSet(c) size 
c  first case in TSet 
While TSet  
 ESet  ESet + {c}  
 TSet  TSet – CSet(c) 
 c  next case in TSet 
End-While 
 

Fig. 2. Conservative Redundancy Removal Algorithm 

Existing editing techniques are very aggressive in their pruning of cases. Various 
cross validation experiments using existing techniques (ICF, RTn and a number of 
McKenna & Smyth’s algorithmic variations) over our four datasets produced edited 
case-base sizes ranging from 3.5% to 46.4% of original case-base size with the aver-
age edited size of 22%. Such aggressive reductions in case-base size can have a det-
rimental effect on generalisation accuracy. By adding the cases near class borders to 
the edited set first, rather than working in the reverse order (that is with cases that are 
in the centre of a large cluster of cases of the same classification), our coverage dele-
tion rule results in a more conservative reduction of the case-base. This, as shown in 
Section 4.4, results in larger edited case-bases and improved generalisation accuracy.  

4   Evaluation  

This section presents our results at two levels; firstly, an evaluation of the perform-
ance of our competence-based BBNR algorithm against Wilson’s noise reduction as 
used by a majority of existing case editing techniques and secondly, an evaluation of 
the performance, in the domain of spam filtering, of existing case-based editing tech-
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niques compared with our new two-phased Competence-Based Editing technique 
incorporating BBNR and CRR. 

4.1   Experimental Setup 

The objective is to find a suitable case-base editing technique to reduce a case-base of 
spam and non-spam cases while maintaining case-base accuracy. Four datasets were 
used. The datasets were derived from two corpora of email collected by two individu-
als over a period of one year. Two datasets of one thousand cases were extracted from 
each corpus. Each included five hundred spam emails and five hundred non-spam or 
legitimate emails. Datasets 1.1 and 2.1 consisted of emails received up to and includ-
ing February 2003 while datasets 1.2 and 2.2 consisted of emails received between 
February 2003 and November 2003. Given the evolving nature of spam it was felt that 
these datasets gave a representative collection of spam. 

The emails were not altered to remove HTML tags and no stop word removal, 
stemming or lemmatising was performed. Since the datasets were personal it was felt 
that certain headers may contain useful information, so a subset of the header infor-
mation was included. Each email, ie  was reduced to a vector of features 

ni xxxe ,,, 21 …=  where each feature is binary. If the feature exists in the email, 1=ix , 

otherwise 0=ix . It is more normal in text classification for lexical features to convey 
frequency information but our evaluation showed that a binary representation works 
better in this domain. We expect that this is due to the fact that most email messages 
are short. Features were identified using a variety of generic lexical features, primar-
ily by tokenising the email into words. No domain specific feature identification was 
performed at this stage although previous work has indicated that the efficiency of 
filters will be enhanced by their inclusion [19].  

Feature selection was performed to reduce the dimensionality of the feature space. 
Yang and Petersen’s evaluation of dimensionality reduction in text categorisation 
found that Information Gain (IG) [20] was one of the top two most effective tech-
niques in aggressive feature removal without losing classification accuracy [21]. Us-
ing IG with a k-nearest neighbour classifier, 98% removal of unique terms yielded an 
improved classification accuracy. The IG of each feature was calculated and the top 
700 features were selected. Cross validation experiments, varying between 100 and 
1000 features across the 4 datasets, indicated best performance at 700 features. 

The classifier used was k-nearest neighbour with k=3. Due to the fact that false 
positives are significantly more serious than false negatives the classifier used unani-
mous voting to determine whether the target case was spam or not. All neighbours 
returned had to have a classification of spam in order for the target case to be classi-
fied as spam.  

4.2   Evaluation Metrics 

Previous studies into case editing techniques have compared performance on two 
measures; the accuracy of the edited casebase and the resulting size of the edited 
casebase. In the domain of spam filtering size and accuracy are not adequate measures 
of performance. A False Positive (FP), a legitimate email classified incorrectly as 
spam, is significantly more serious than a False Negative (a spam email incorrectly 
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classified as a legitimate email). The occurrence of FPs needs to be minimised, if not 
totally eliminated. Accuracy (or error) as a measure, does not give full transparency 
with regard to the numbers of FPs and FNs occurring. Two filters with similar accu-
racy may have very different FP and FN rates.   

Previous work on spam filtering use a variety of measures to report performance. 
The most common performance metrics are precision and recall [8]. Sakkis et al. [3] 
introduces a weighted accuracy measure which incorporates a measure of how much 
more costly a FP is than a FN. Although these measures are useful for comparison 
purposes, the FP and FN rate are not clear so the base effectiveness of the classifier is 
not evident. For these reasons we will report the error rate, the rates of FPs and the 
rate of FNs. For information purposes we will also indicate the resulting sizes of the 
edited case-bases.  

A final justification for reporting this set of metrics is the fact that it reflects how 
commercial spam filtering systems are evaluated on the web and in the technical 
press.  

4.3   Evaluation Methods  

For each dataset we used 20 fold cross-validation, dividing the dataset into 20 strati-
fied divisions or folds. Each fold in turn is considered as a test set with the remaining 
19 folds acting as the training set. For each test fold and training set combination we 
calculated the performance measures for the full training set without editing and the 
performance measures for the training set edited with each selected editing technique. 
Where one case-base editing technique appeared to out perform another, confidence 
levels were calculated using a t-test on the paired fold-level results.  

The case editing techniques that we evaluated include ICF, RT2, RT3 and a selec-
tion of the McKenna & Smyth’s family of case editing techniques described in Sec-
tion 2. The McKenna & Smyth algorithms can be identified as “adc_o”; where a 
indicates whether the addition rule is used (True/False), d indicates whether the dele-
tion rule is used (T/F), c indicates whether the competence model is updated (T/F) and 
o indicates the order of presentation of cases. Their top two performing algorithms are 
FTF_o and FTT_o, where the addition rule is not used (a=F) and the deletion rule is 
used (d=T) irrespective of whether the competence model was rebuilt or not. The top 
two ordering sequences are order by relative coverage (RC) and reach for cover 
(RFC) [6]. Preliminary tests indicated those algorithms which require the competence 
model to be rebuilt after each editing step (i.e. FTT_RC and FTT_RFC) were not 
significantly different in accuracy but were prohibitively computationally expensive 
and were discarded.  

4.4   Results 

Figure 3 shows the results of comparing BBNR with RENN across the 4 datasets and 
the overall average results across all datasets. The graphs show percentage values for 
error, FP and FN rates. The average size across all 20 folds of the edited casebase is 
indicated (on the x-axis) as a percentage of the unedited training case-base size for the 
individual datasets.  
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Fig. 3. Results of BBNR versus RENN 

The results can be summarised as follows: 

• BBNR performs very well and has a lower error rate than RENN (significant at 
confidence level 99.9% across all datasets). There are also significant improve-
ments in FP rate and FN rate (at 99.9% level). 

• The individual training sets reduced with BBNR have error rates that are at least as 
good as or better than the unedited training sets with the overall average showing 
significant improvement in FN rate and error rate at 99.9% level and FP rate at 
99% level. 

As BBNR shows better performance than Wilson noise reduction in the spam do-
main, we also evaluated replacing the noise reduction stage of those competence 
based case editing techniques with BBNR. Figure 4 displays these results for ICF, 
FTF_RC and FTF_RFC. Technique X with the Wilson based noise reduction phase 
replaced by BBNR is labelled as X-bbnr in Figure 4. Although RT2 and RT3 could be 



138      Sarah Jane Delany and Pádraig Cunningham 

considered competence-based editing techniques, they use a different competence 
model without a liability set so BBNR was not applied to these. Figure 4 also includes 
overall average results across all datasets. The results can be summarised as follows: 

• Using BBNR to perform the noise reduction stage improves the overall perform-
ance across all the datasets for techniques ICF, FTF_RC and FTF_FRC with sig-
nificant improvements in FP, FN and error rates at 99.9% level or higher.  

• Using BBNR for noise reduction in each editing technique improves performance 
in average error, FP and FN rates over the unedited training sets for ICF-bbnr (at 
levels of 95% or higher) and FTF_RFC-bbnr (at 90% level or higher). Although 
FTF_RC-bbnr’s FP rate shows significant improvement (at 99.9% level) its dete-
rioration in FN rate leads to an overall deterioration in error rate.  
Figure 4 also includes results for RT2 and our new Competence-Based Editing 

(CBE) technique (i.e. BBNR+CRR). Results for RT3 were not included as RT2 out-
performed RT3 for these datasets. The results for CBE can be summarised as follows: 

• Taking average results across all datasets, CBE significantly improves (at 99.9% 
level) the generalisation accuracy achieved on an unedited training set of cases. 
The FP rate is reduced (significant at 99.9% level) as is the FN rate (significant at 
97% level). 

• CBE and FTF-RFC-bbnr are the best performing editing techniques on average 
across all datasets with the lowest average error rates (significant at 90% level). 

• McKenna & Smyth’s FTF_RFC technique with the noise reduction stage replaced 
by BBNR is a close second to CBE. It also demonstrates improved accuracy in av-
erage error, FP and FN rates when compared with an unedited training set, how-
ever, the improvements are at a lower level of significance.  

• It may appear that CBE is out performed in specific datasets by other techniques, 
e.g. by RT2 in dataset 2.1 or ICF-bbnr in dataset 1.2. However CBE demonstrates 
the most consistent performance across all datasets.  

It is interesting to note that CBE and FTF_RFC-bbnr (the top two editing tech-
niques) result in the largest average edited casebase size (69% for CBE and 43% for 
FTF_RFC-bbnr).  

5   Conclusions and Further Work 

We have argued that a key component in any operational Machine Learning based 
spam filtering system will be procedures for managing the training data. Because of 
the volume of the training data a case-base editing process will be required. We have 
presented a novel competence-based procedure which we call CBE for this. CBE has 
two stages, a noise reduction phase called BBNR and a redundancy elimination phase 
called CRR.  

BBNR focuses on the damage that certain cases are causing in classifications. 
Comparative evaluations of this algorithm with the standard Wilson’s noise reduction 
technique in the domain of spam filtering have shown an improved performance 
across all four datasets. Experiments incorporating BBNR into existing competence-
based case-base editing techniques have shown that BBNR improves all these tech-
niques over the four datasets on which it was evaluated.  
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Fig. 4. Results of various case editing techniques 
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Our redundancy reduction process (CRR) was motivated by the observation that 
state-of -the-art techniques were inclined to be too aggressive in removing cases and 
tended to result in some loss of generalisation accuracy – at least in this domain. This 
is in effect a tendency to overfit the training data by finding minimal sets that cover 
the data. CRR is much more conservative in removing cases and produces larger ed-
ited case-bases that have the best generalisation accuracy in this domain.  

This research will continue along two lines. We will continue working on case-
base management for spam filtering, focusing next on managing concept drift. We 
will also evaluate CRR and BBNR in other domains to see if the good generalisation 
performance we have found on spam is replicated elsewhere.  
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Abstract. Automatic construction of story plots has always been a
longed-for utopian dream in the entertainment industry, especially in the
more commercial genres that are fuelled by a large number of story plots
with only a medium threshold on plot quality, such as TV series or video
games. We propose a Knowledge Intensive CBR (KI-CBR) approach to
the problem of generating story plots from a case base of existing stories
analyzed in terms of Propp functions. A CBR process is defined to gen-
erate plots from a user query specifying an initial setting for the story,
using an ontology to measure the semantical distance between words and
structures taking part in the texts.

1 Introduction

The explosion of the information society and the various communication tech-
nologies have progressively shifted the bottleneck for the entertainment industry
from technological issues to content production. Whether in the web site in-
dustry, the game industry, or the animation industry, companies employ larger
numbers of screen writers and content providers than actual technicians or pro-
grammers (or devote higher portions of their budgets to buying ready made
content elsewhere). Automatic construction of story plots has always been a
longed-for utopian dream in the entertainment industry, specially in the more
commercial genres that are fuelled by a large number of story plots with only a
medium threshold on plot quality, such as TV series or video games. Although
few professionals would contemplate full automation of the creative processes
involved in plot writing, many would certainly welcome a fast prototyping tool
that could produce a large number of acceptable plots involving a given set of
initial circumstances or restrictions on the kind of characters that should be in-
volved. Such a collection of plots might provide inspiration, initiate new ideas,
or possibly even include a few plot sketches worthy of revision. Subsequent se-
lection and revision of these plot sketches by professional screen writers could
produce revised, fully human-authored valid plots. By making such a collection
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of tentative plots available to company screen writers, a smaller number of writ-
ers might be able to provide the material needed to keep the technical teams in
work.

In order for an automated plot generation tool to meet the requirements
described above, its results would have to exhibit a degree of unpredictability.
In his work on story generation, Turner [23] advocates the use of CBR in plot
generation to provide a level of automated “creativity” to systems of this kind.
We propose a Knowledge Intensive CBR (KI-CBR) approach to the problem
of generating story plots from a case base of Propp functions. A CBR process
is defined to generate plots from a user query specifying an initial setting for
the story, using an ontology to measure the semantical distance between words
and structures taking part in the texts. This constitutes an improvement on
previous work [10, 3] similar solutions had been applied to generate poetic texts
using CBR but employing only syntactic information during adaptation.

2 Previous Work

In this section, we outline here previous relevant work on story generation, and
issues concerning natural language generation (NLG) that are relevant to our
method of rendering plots for ease of comprehension.

2.1 Story Generation

In his Morphology of the Fairy Tale [21], Propp derives a morphological method
of classifying tales about magic, based on the arrangements of “functions”. This
provides a description of the folk tales according to their constituent parts, the
relationships between those parts, and the relations of those parts with the whole.
Propp’s work has been used as a basis for a good number of attempts to model
computationally the construction of stories.

The main idea is that folk tales are made up of ingredients that change
from one tale to another, and ingredients that do not change. According to
Propp, what changes are the names - and certain attributes - of the characters,
whereas their actions remain the same. These actions that act as constants in
the morphology of folk tales he defines as functions.

For example, some Propp functions are: Villainy, Departure, Interdiction,
Interdiction Violated, Acquisition of a Magical Agent, Guidance, Testing of the
hero, etc. There are some restrictions on the choice of functions that one can
use in a given folk tale, given by implicit dependencies between functions: for
instance, to be able to apply the Interdiction Violated function, the hero must
have received an order (Interdiction function).

PftML, a Proppian fairy tale Markup Language[18]utilizes a Document Type
Definition (DTD) to create a formal model of the structure of narrative and to
standardize the tags throughout a corpus – a subset of the corpus Propp used –
when analyzing it. This allows for an empirical test of the conclusions of Propp’s
initial analysis against the original data. We have used Propp’s original work and
PftML as the basic sources for building the ontology that underlies our system.
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The Proppian Fairy Tale Generator [18]1, works by randomly choosing a
possible interpretation of a function – as a previously written piece of text, a
fragment of a folk tale – and stringing them together to create a story. In the
resulting stories characters appear and disappear from one passage to the next,
resolutions occur for conflicts never mentioned, and events have to be extrapolate
between passages to make sense of the plot. This suggests that it is not enough
to find combinations of Propp’s functions to create viable stories. From a CBR
point of view, this implies that no simple retrieval process will address the issue,
and specific adaptation processes must be devised to obtain a useful solution.

There have been various attempts in the literature to obtain a computational
model of story generation. Important efforts along these lines are presented in [22,
13]. Minstrel [23] includes a CBR solution for generating stories about Arthurian
characters. A moral for the story is used a a seed, and it attempts to model the
way human bards compose their stories. It uses a semantic network as knowl-
edge representation. Universe [14] defines characters in terms of frames, with a
richer representation of their goals and restrictions. Particularly oriented towards
generating plots in an ongoing serial.

Some options consider the role of planning in story generation. Tale-Spin [20]
was the first approximation to story generation based on the transformational
paradigm. The system has predefined rules that simulate a small environment
that evolves while characters in it – based on Aesop’s fables – try to achieve
certain goals. The underlying mechanism is based on a planning engine that
works on character goals. Resulting stories are not necessarily very interesting.
IDA (I-Drama Architecture) [17] is an architecture incorporates both agents
as actors that can be directed – but have a certain degree of autonomy – and
a story director. It uses first order logic to represent the story and classic AI
planning algorithms for reasoning. Fairclough and Cunningham [8] implement
an interactive multiplayer story engine that operates over a way of describing
stories based on Propp’s work, and applies case-based planning and constraint
satisfaction to control the characters and make them follow a coherent plot. A
story director agent manages the plot using case-based planning. A plot is a series
of character functions and a series of complication-resolution event pairs, where
a complication occurs whenever a character performs a function that alters the
situation of the hero. Stories are controlled by a story director agent who selects
which functions should take place by applying a case based planning system.
They use 80 cases extracted from 44 story scripts given by Propp, defined as
lists of character functions. Stories are composed of various moves, but a given
story can only be resolved with its own particular choice of moves. Retrieval
is done by means of a k-nearest neighbour algorithm that takes into account
the functions performed so far and the character and object resources needed to
execute a story script.

Others explore the role of interactivity. Teatrix [16] is a software application
that helps children to develop narrative abilities. It offers a 3D environment
where stories – actually small school plays – can be created cooperatively, in-

1 http : //www.brown.edu/Courses/FR0133/Fairytale Generator/theory.html
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tended for young children. The GEIST project [11] presents a story engine that
generates digital interactive narrative in a mixed reality environment. It creates
historic characters as ghostly apparitions that are combined with the users per-
ception of reality. Automatic generation of stories is considered too complex, and
the computer only takes part in the high level management of the story. They
use a simplified version of Propp’s morphology.

2.2 Natural Language Generation

The most natural format for presenting a plot to users is narrate it in natural
language. Obtaining a high quality natural language text for a story is itself a
subject of research even if the plot is taken as given [2]. This paper is concerned
strictly with the process of generating valid plots, and only the simplest sketch
of a natural language rendition is attempted as means of comfortably presenting
the results. This is done by means of NLG based on templates, currently the most
popular text-planning approach in applied NLG. Texts follow conventionalized
patterns which can be encapsulated in schemas [19], template programs which
produce text plans. Schemas are derived from a target text corpus by breaking
them up into messages, organising the messages into a taxonomy, and identifying
how each type of message is computed from the input data. The schema-based
approach to NLG has striking parallelism to CBR approaches to problem solving,
in that existing previous solutions, such as those obtained from a corpus of target
texts, are extracted and prepared so they can be reused to solve future problems,
much in the same way as cases in a case-base are prepared from previous problem
solutions.

This has lead to attempts to apply explicitly CBR solutions to the task of
text generation. In [3] poetry generation is chosen as an example of the use of
the COLIBRI (Cases and Ontology Libraries Integration for Building Reasoning
Infrastructures) system. COLIBRI assists during the design of KI-CBR systems
that combine cases with various knowledge types and reasoning methods. It is
based on CBROnto [4–6], an ontology that incorporates reusable CBR knowl-
edge, including terminology plus a library of reusable Problem Solving Methods
(PSMs). The transformation of a given prose text into a poem can be repre-
sented as a CBR process [10], where each case contains a sample – a sentence –
of the source text as case description and a sample of the object poem as case
solution.

3 Knowledge Representation for Plot Generation

Knowledge representation in our system is based on a basic ontology which holds
the various concepts that are relevant to story generation. This initial ontology
is subject to later extensions, and no claim is made with respect to its ability to
cover all the concepts that may be necessary for our endeavour.

3.1 The Ontology
The ontology has been designed to include various concepts that are relevant to
story generation. Propp’s character functions are used as basic recurrent units
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of a plot. In order to be able to use them computationally, they have been
translated into an ontology that gives semantic coherence and structure to our
cases.

We have implemented this ontology using the last release of the Protégé
ontology editor that was developed at Stanford University [9]. It can manage
ontologies in OWL [1], a new standard that has recently reached a high rele-
vance. The choice of OWL as a representation language provides the additional
advantage, that it is designed to work with inference engines like RACER [12].

Although the functions of the dramatis personae are the basic components,
we also have other elements. For instance, conjunctive elements, motivations,
forms of appearance of the dramatis personae (the flying arrival of a dragon, the
meeting with a witch), and the attributive elements or accessories (a witch’s hat
or her clay leg) [21]. An additional ontology provides the background knowledge
required by the system, as well as the respective information about characters,
places and objects of our world. This is used to measure the semantical dis-
tance between similar cases or situations, and maintaining an independent story
structure from the simulated world. The domain knowledge of our application is
the classic fairy tale world with magicians, witches, princesses, etc. The current
version of the ontology contains a number of basic subconcepts to cover this ad-
ditional domain knowledge that needs to be referred from within the represented
function.

Propp Functions. In our approach, Propp’s character functions act as high
level elements that coordinate the structure of discourse. Each function has con-
straints that a character that is to perform it must satisfy. A view of the top of
the function hierarchy is given in Figure 1 (left).

The contents of a function are the answers to the Wh-questions: what (the
symbolic object), when, where (the place), who (who are the characters of the
function) and why.

Moves. Morphologically, a tale is a whole that may be composed of moves. A
move is a type of development proceeding from villainy or a lack, through inter-
mediary functions to marriage, or to other functions employed as a denouement
(ending or resolution). Terminal functions are at times a reward, a gain or in
general the liquidation of a misfortune, an escape from pursuit, etc. [21].

One tale may be composed of several moves that are related between them.
One move may directly follow another, but they may also interweave; a devel-
opment which has begun pauses, and a new move is inserted.

We represent tales and their composing moves using structured descriptions.
A tale is related with an ordered sequence of complete moves. We represent the
temporal sequence between these moves using the CBROnto temporal relations.
These representation issues are described in Section 3.2.

Character. The roles in the story must be filled by characters. Each character is
defined by a set of relationships with other characters, objects in his possession,
location... These characters are one of the elements that the user can choose to
customize a story.
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Fig. 1. Function and role sub-hierarchies in the ontology as modelled in Protégé

Properties of the Characters. By properties or attributes of the characters,
we mean the totality of all the external qualities of the characters: their age, sex,
status, external appearance, peculiarities of this appearance... These attributes
provide the tale with its brilliance, charm and beauty. However, one character
in a tale is easily replaced by another (permutability law) [21].

In our ontology we represent a character’s attributes using three basic head-
ings: external appearance (and nomenclature), particularities of introduction
into the narrative, and dwelling (described by a relation with a place). Also
there are other auxiliary elements.

Roles. Propp describes a number of ’spheres of action’ that act as roles that cer-
tain characters have to fulfill in the story. The role sub-hierarchy of our ontology
is given in Figure 1 (right).

Places and Objects. Certain locations (outdoors, indoors, countries, cities...)
and symbolic objects (towels, rings, coins...) can be significant to the way a
story develops, and any sort of substitution during adaptation must take this
into account. Our ontology must have the ability to classify such locations and
objects.

Descriptions. Since our system generates text by filling in templates with
selected descriptions that correspond to instances of particular concepts, it was
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considered convenient to have these descriptions represented in the ontology in
such a way that their relations with the relevant concepts can also be modelled
and the inference mechanisms available can be employed in their selection.

3.2 The Case Base

The case base is built up of texts from the domain of fairy tales, analyzed and
annotated according to Propp’s morphology.

A selection of stories from the original set of the Afanasiev compilation orig-
inally used by Propp are taken as sources to generate our initial case base.

In the CBR literature there are different approaches to case representation
and, related to that, different techniques for Case Based Reasoning: the textual
CBR approach, the conversational CBR approach, and the structural CBR ap-
proach. In the textual CBR approach, cases are represented in free-text form. In
the conversational CBR approach, cases are lists of questions and answers. For
every case, there can be different questions. In the structural CBR approach, the
developer of the case-based solution decides ahead of time what features will be
relevant when describing a case and then stores the cases according to these.

We use a structural CBR approach that relies on cases that are described
with attributes and values that are pre-defined, and structured in an object-
oriented manner. This structural CBR approach is useful in domains (like the
one we are considering) where additional knowledge, beside cases, must be used
in order to produce good results. The domain ontology assures the quality of new
cases (regarding the ontology commitments) and the low effort in maintenance.

Within the defined case structures we represent the plots of the fairy tales.
Besides this structural representation of the cases we also associate a textual
representation to each case that can be used to generate texts from the plot
descriptions (see Section 4.2).

We facilitate the case structure authoring tasks by proposing a framework to
represent cases that is based on the Description Logics (DLs) instance definition
language and the CBROnto terminology. Besides, we define a reasoning system
(based on generic CBR PSMs) that works with such representations [6].

Cases are built based on CBROnto case representation structure [4–6] using
the vocabulary from the domain ontology described in Section 3.1. The semantic
constraints between scene transitions are loosely based on the ordering and co-
occurrence constraints established between Proppian functions. Because the case
base is made using cases proposed by Propp, we know that the system makes
correct versions of folk tales.

CBROnto provides a primitive concept CASE. Subconcepts of CASE are re-
ferred to as case-type concepts. Cases of different types are represented as in-
stances of different CASE subconcepts, so they will not have, in general, the same
structure. The designer will define case-type concepts to represent the new types
of cases.

Each case-type concept (more exactly its set of instances) defines a case base
where CBR processes can be applied. This mechanism allows having different
level of abstraction where there are cases that are part of other cases (see Fig-
ure 2).
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Fig. 2. Case Structure

In our application each case represents a complete tale that is typically com-
posed of one or more interrelated moves (that are also cases). For representational
purposes, relations between moves are basically of two types: temporal relations
(before, after, during, starts-before, ends-before, ...) or dependencies (meaning
that a change in one of them strongly affects the other) like place-dependency,
character-dependency and description-dependency [5].

DLs allows representing hierarchies between relations (see Figure 3) what
eases defining reasoning methods (using the top level relation) that are applicable
(and reusable) with all the sub-relations.

As an example of the type of stories that are being considered, the following
outline of one of the tales that Propp analyses is given below2. The main events
of the plot are described in terms of character functions (in bold):

The Swan Geese (113 of Afanasiev Collection). Initial situation (a girl
and her small brother). Interdiction (not to go outside), interdiction
violated, kidnapping (swan geese take the boy to Babayaga’s lair),
Competition (girl faces Babayaga), Victory, Release from captiv-
ity, Test of hero (swan geese pursue the children), Sustained ordeal
(children evade swan geese), Return.

2 Complete text in http : //gaia.sip.ucm.es/people/fpeinado/swan-geese.html
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Fig. 3. CBROnto relation (left) and concept (right) hierarchies in Protege

4 How the System Works

We propose a Knowledge Intensive CBR approach to the problem of generating
story plots from a set of cases consisting of analyzed and annotated fairy tales.
Our system operates in two phases: an initial one that applies CBR to obtain a
plot plan from the conceptual description of the desired story provided by the
user, and a final phase that transforms the resulting plot plan into a textual
rendition by means of template based NLG.

4.1 The First Stage: Description to Plot Plan

We use the descriptive representation of the tale plots with a CBR system, that
retrieves and adapts these plots in several steps and using the restrictions given
in the query.

Query Specification, Similarity Assessment and Case Retrieval. A
query determines the components of the tale we want to build. For example,
its characters, descriptive attributes, roles, places, and the Propp functions de-
scribing the actions involved in the tale. Although there are roles whose existence
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(a character that plays that role) is mandatory in every plot, like the hero and
the villain, they are not required in the query as they can be reused from other
plots (cases).

Query description is an iterative and interactive process. The user first de-
scribes: the characters in the tale , their roles and attributes, the places where
the story occurs, and so on. The user can do this, either by selecting individuals
(predefined instances) from the ontology or creating new ones (new instances
of the ontology concepts). Afterwards, the user determines the set of charac-
ter functions that are going to be involved in the story. The user selects these
functions from the given set of Propp functions represented in our ontology
(see Figure 1 (left)). Optionally the user indicates which characters take part
in each function. The knowledge in the ontology (and the associated reasoning
processes) helps the user to fill the attributes of each function while maintaining
the corresponding restrictions between the concepts and individuals.

If the function set is incompatible the system guides the user toward an
appropriate query definition. For Propp the plot is a causal closed system where
adequate characters, places, etc. are selected.

We propose an interactive case retrieval process taking into account progres-
sive user inputs. The system retrieves the more similar case with the restric-
tion of Propp morphology and characters available. As CBROnto provides with
a general test-bed of CBR methods we have made different tests with differ-
ent similarity measures between the complex descriptions that represents the
plots([5]).

Each retrieved case constitutes a plot-unit template. The retrieved case com-
ponents are hot-spots (or flex points) that will be substituted with additional
information obtained from the context, i.e. the query, the ontology and other
cases, during the adaptation process. Similarity measures should guarantee that
(when possible) all the query elements are valid elements to be allocated in the
retrieved cases.

For instance, let us say we want a story about a princess, where murder
occurs, where an interdiction is given and violated, there is a competition,
and a test of the hero. We can use that information to shape our query. The
system retrieves the case story number 113, Swan-Geese (whose analysis has
been given in the previous section).

Retrieval has occurred using structural similarity over the ontology (de-
scribed in [5]) because the structure of this story satisfies straight away part
of the conditions (interdiction, competition, test of hero) imposed by the query.
No murder appears, but there is a similar element: a kidnapping. Kidnapping
and murder are similar because they are different types of villainies; so, they
are represented as children of the same concept Villainy in the ontology.

Adaptation. The retrieval process provides with the plot skeleton where the
system makes certain substitutions. A basic and simple initial adaptation step is
to substitute the characters given in the query into the template provided by the
retrieved case. The retrieval process described above together with this simple
adaptation mechanism provides a starting point for the plot generation, but it
will not produce original results.
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Fig. 4. Substitution example

We also propose an adaptation method based on substitutions, but more
creative results may be achieved by generating a solution as a mixture of the
ingredients from various cases. During the adaptation of our plot case, we use
additional retrieval steps (defining adequate queries) over the case base of move
cases (that are part of the plot cases, see Figure 2) to find appropriate substitutes
maintaining the dependencies and temporal relations.

In our example, the system should suggest an adaptation where murder
is substituted for the kidnapping. However, the kidnapping in the retrieved
case has dependencies with the release from captivity that appears later on
(which is a liquidation of lack according to the ontology) (see Figure 4). To
carry out a valid adaptation, the adaptation process is forced to define a query
and retrieve cases in which murder appears with a similar dependency (i.e.
dependency with another liquidation of lack).

The following case is retrieved (only a part of which is relevant to the issue):

(155 of Afanasiev Collection). (...) Absentation of the hero (brother
goes hunting), Deception of the villain (beautiful girl entices him),
Murder (girl turns into lioness and devours him), (...) Consent to
counteraction (other brother sets out), Competition (faces beautiful
girl), Victory (kills lioness), Resurrection (revives brother), Return.

In this case there is a dependency between the murder and the resuscitation.
The adaptation system can therefore substitute the kidnapping-release pair in
the first retrieved case with the murder-resuscitation pair in the second, obtain-
ing a better solution for the given query. Additional adaptations can be carried
out to substitute the hero of the first case (the girl) or the prisoner (the boy)
for the princess specified in the query. Besides, the swan-geese character in the
retrieved case can be substituted for a similar element (for instance, another
animal like the lioness that appears in the second retrieved case).
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Additionally, those character functions that appear in the retrieved case but
not in the query and that are not relevant for the story as developed so far can
be filtered out during adaptation. This involves taking into account the explicit
representation of dependencies between functions represented in the cases.

The resulting plot, showing how the two cases are combined, could be a story
like this:

The Lioness (new fairy tale). Initial situation (a knight and his beloved
princess). Interdiction (not to go outside), Interdiction violated,
Murder (a lioness devours her), Competition (knight faces the li-
oness), Victory (kills lioness), Resurrection (revives the princess),
Return.

4.2 The Second Stage: Plot Plan to Textual Sketch

This corresponds to the natural language generation basics to be applied to the
plot plan in order to obtain a readable rendition of it. The current version is not
focused on these issues, so this stage is currently covered by a skeleton solution
to the problem. The NLG is simple, it uses templates without a grammar. If the
CBR process of the first stage has taken place successfully, the second stage will
accept as input a data structure satisfying the following constraints:

– The case that has been selected during retrieval, has been pruned or com-
bined with other cases retrieved during adaptation and strung into a case
sequence that makes up a plot skeleton.

– The character functions, acting as templates for the basic units of the plot,
have been filled in during adaptation with identifiers for the characters de-
scribed in the query.

This result corresponds to the sort of structure that in NLG is termed a
text plan, and we will refer to it as a plot plan. Various operations of increasing
degree of difficulty are possible from this stage.

First Approximation: Direct Surface Realization of the Plot Plan. A
one-to-one correspondence can be established between character functions in
the plot plan and sentences to be expected in the output. In this case, a simple
stage of surface realization can be applied to the plot plan. Such a stage converts
the templates into strings formatted in accordance to the orthographic rules of
English - sentence initial letters are capitalized, and sentences are ended with a
colon.

This approach is very similar to the process of syntax-based substitution
applied in [3], with a number of interesting improvements. Having access to
the sort of relations embodied in an ontology provides the means for finding
the most suitable substitutions during adaptation. To avoid ambiguity problems
during this process, each instance of a concept in the ontology must have a unique
identifier. Semantic correctness of the output text is enforced by the substitution
process.
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The fact that we are using an ontology to represent concepts, and not a set of
axioms encoding their meaning somehow restricts the degree of correctness that
can be guaranteed by the substitution process. Any checking algorithm can only
test for structural equivalence within the ontological taxonomy, and it cannot
carry out proper inference over the meanings of concepts.

Nevertheless, in order to solve the problem of syntactical coherence of the
texts, issues like number and gender agreement, some sort of syntactic informa-
tion must be available in the system. Templates partly solve the need for having
an explicit grammar, but some of these questions must be taken into account
and therefore must be explicitly represented in the system.

In view of the various arguments outlined so far, it is perceived that the
system would greatly benefit from incorporating semantic information in the
form of a knowledge rich ontology. This addition must be done in some way that
allows the new information to play a role easily in the various processes carried
out by the system.

A More Elaborate Approximation: Micro-plan the Sentences of the
Plot Plan. Additional stages of micro-planning (or sentence planning) are per-
formed on the elements that constitute the plot plan. This involves operations
like joining sentences together wherever this gives more fluency to the text,
substituting character identifiers for pronouns or definite descriptions wherever
appropriate, or selecting specific words to use in realizing templates whenever
options are available.

Due to the inherent heuristic nature of their application in the present con-
text, these operations are better carried out by applying rule-based solutions.

An alternative is to employ a CBR solution. This would imply associating
a textual representation to each case, with adequate links established explicitly
between the ingredients that play particular roles in the case - characters, loca-
tions or objects - and their textual representations. These links would have to
be used during adaptation to ensure that the textual descriptions corresponding
to the character identifiers that have been introduced in the case during the
adaptation of the first stage are substituted in the relevant textual templates.

CBR might be applied to the process of selecting an appropriate description
for a given identifier when it has to be mentioned in a specific context of the
discourse. If each character - represented in our ontology - has a set of possible
descriptions - also represented in our ontology - associated with it, the system
could resort to such annotated cases as described above to find which of the
possible descriptions might be better used in the context. For this operation to
be successful, the cases employed - discourse configuration cases - would probably
have to represent a larger window of the previous context than was necessary for
the CBR process of the first stage, which focused on cases as basic plot-units.

5 Conclusions

Although the system is not fully-implemented yet, the progress so far points
to a reasonable solution for Story Generation. Our approach follows the lines of
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structuralist story generation, which distinguishes it from more transformational
work [20, 17]. It constitutes an evolution on Minstrel [23] in as far as the ontology
used for representation is a formal evolution of the semantic networks it used.
It improves on [11] in terms of a full implementation of Propp’s morphology
and actual involvement of the computer in story generation. Unlike the uses of
Proppian functions described for other systems [18, 8], our approach represents
character functions with more granularity. This allows the establishment of rela-
tions between characters and attributes and the functions in which they appear.
Using this facility, a coherent character set can be guaranteed throughout the
story. Additionally, dependencies between character functions are modelled ex-
plicitly, so they can be checked and enforced during the process of plot generation
without forcing the generated plots to be structurally equivalent to the retrieved
cases.

The system architecture is general in as much as one accepts Propp’s set of
character functions as complete. In the face of disagreement, the ontology is easy
to extend, and, as mentioned before, it is not intended to be complete as it is.
Under these conditions, the approach described in this paper may be extend to
work in other domains.

In future work we intend to address the specific problems of the second
stage, involving the transition from plot plan to textual sketch, and to explore
the possible interactions between the two stages. Once these issues have been
solved, the integration of the generator with software applications for script
writing – along the lines of classics [24, 7] – can be contemplated.

Given the facilities that COLIBRI provides for reusing knowledge that exists
in the form of ontologies, we contemplate using Mikrokosmos [15] as an additional
resource to support richer implementations of the NLG tasks involved in the
second stage. An effort to port Mikrokosmos from its frame-based format to a
DL format like OWL is under way.
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Abstract. This paper is based on the observation that the nearest neighbour in a 
case-based prediction system may not be the best case to explain a prediction. 
This observation is based on the notion of a decision surface (i.e. class bound-
ary) and the idea that cases located between the target case and the decision sur-
face are more convincing as support for explanation. This motivates the idea of 
explanation utility, a metric that may be different to the similarity metric used 
for nearest neighbour retrieval. In this paper we present an explanation utility 
framework and present detailed examples of how it is used in two medical deci-
sion-support tasks. These examples show how this notion of explanation utility 
sometimes select cases other than the nearest neighbour for use in explanation 
and how these cases are more convincing as explanations. 

1   Introduction 

This paper presents a framework for retrieving cases that will be effective for use in 
explanation. It is important to distinguish the type of explanation we have in mind 
from knowledge intensive explanation where the cases contain explanation structures 
[9,10]. Instead, this framework is concerned with knowledge light explanation where 
case descriptions are used in much the same way that examples are invoked for com-
parison in argument [6,8,10,11]. In this situation the most compelling example is not 
necessarily the most similar. For instance, if a decision is being made on whether to 
keep a sick 12 week old baby in hospital for observation, a similar example with a 14 
week old baby that was kept in is more compelling than one with an 11 week old baby 
(based on the notion that younger babies are more likely to be kept in)1. 

The situation where the nearest neighbour might not be the best case to support an 
explanation arises when the nearest neighbour is further from the decision boundary 
than the target case. A case that lies between the target case and the decision bound-
ary will be more useful for explanation. Several examples of this are presented in 
Section 4. In this paper we present a framework for case retrieval that captures this 
idea of explanation utility. We describe how this framework works and show several 
examples of how it can return better explanation cases than the similarity metric.  

An obvious question to ask is, why not use this explanation utility metric for classi-
fication as well as explanation? An investigation of this issue, presented in Section 5, 

                                                           
1  This is sometimes referred to as an a fortiori argument with which all parents will be famil-

iar: the classic example is “How come Joe can stay up later than me when I am older than 
him?”. 
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shows that classification based on similarity is more accurate than classification based 
on our explanation utility metric. This supports our core hypothesis that the require-
ments for a framework for explanation are different to those for classification.  

The next section provides a brief overview of explanation in CBR before the de-
tails of the proposed explanation utility framework are described in section 3. Some 
examples of the explanation utility framework in action are presented in section 4 and 
the evaluation of the framework as a mechanism for classification (compared with 
classification based on similarity) is presented in section 5.   

2   Explanation in Case Based Reasoning 

It has already been argued in [6] that the defining characteristic of Case-Based Expla-
nation (CBE) is its concreteness. CBE is explanation based on specific examples. 
Cunningham et al. have provided empirical evidence to support the hypothesis that 
CBE is more useful for users than the rule-based alternative [6]. 

In the same way that CBR can be knowledge intensive or knowledge light, these 
distinct perspectives are also evident in CBE. Examples of knowledge intensive CBE 
are explanation patterns as described by Kass and Leake [9], CATO [2], TRUTH-
TELLER [3] or the work of Armengol et al. [1]. Characteristic of the knowledge light 
approach to CBE is the work of Ong et al. [15], that of Evans-Romaine and Marling 
[8] or that of McSherry [12,13]. 

There has been some recent work to improve the quality of explanations in knowl-
edge light CBR systems. One example is First Case [12] a system that explains why 
cases are recommended in terms of the compromises they involve. These compro-
mises are attributes that fail to satisfy the preferences of the user.  

Case 38 differs from your query only in speed and monitor size. It is better than Case 
50 in terms of memory and price. 

The above example from First Case shows how it can also explain why one case is 
more highly recommended than another by highlighting the benefits it offers. 

Another recent system for improving the quality of explanations is ProCon [13]. 
This system highlights both supporting and opposing features in the target case. The 
system works by constructing lists of features in the target problem that support and 
oppose the conclusion. The user is then shown output which contains: 

• Features in the target problem that support the conclusion. 
• Features in the target problem, if any, that oppose the conclusion. 
• Features in the most similar case, if any that oppose the conclusion. 

Including the opposing features in the explanation and highlighting them aims to 
improve the user’s confidence in the system. 

Whereas First Case and ProCon are concerned with highlighting features that sup-
port or oppose a prediction, the emphasis in this paper is on selecting the best cases to 
explain a prediction.  

3   Explanation Utility Framework 

Because the most similar case to a target case may not be the most convincing case to 
explain a classification, we have developed a framework for presenting more convinc-
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ing cases during the retrieval process. This framework is based on the principle that a 
case lying between the target case and a decision boundary is more convincing than a 
case that lies on the opposite side of the target case. For example, consider the two 
feature problem in Fig. 1 and the justification for the classification of query case Q. 
There must be a decision boundary in the solution space, however the exact location 
of this boundary is not known. The boundary must lie between the nearest neighbour 
NN and the nearest unlike neighbour NUN. Typically users will have some intuition 
about the decision boundary and will be less comfortable with NN as a justification 
for the classification of Q if Q is considered to be closer to the decision boundary than 
NN. The case EC would be a more convincing example because it is more marginal.  

 

 

NN 

Q EC 

Decision 
boundary 

NUN 

 
Fig. 1. A nearest neighbour example where case EC would be a better explanation for the deci-
sion on query case Q than the nearest neighbour NN; case NUN is the nearest unlike neighbour  

For example, we have done some work in the area of predicting blood alcohol lev-
els relative to drink driving limits [6]. In this domain an important feature is the units 
of alcohol consumed. If trying to explain that a query case who has consumed 6 units 
is over the drink-driving limit, other things being equal, a case that is over the limit 
and has consumed 4 units is a more convincing explanation case than one who is over 
the limit and has consumed 7 units. 

3.1   Similarity 

The explanation utility framework was implemented using FIONN [7], a Java based 
workbench based on CBML [5]. The framework uses a standard nearest neighbour 
algorithm implemented using a Case-Retrieval Net to perform a classification [11]. In 
this framework, the similarity between a target case q and x, a case in the case base, is 
given in (1). 

∑
∈

=
Ff

f ff xqwxqSim ),(),(   σ  (1) 

where f is an individual feature in the set of features F, wf is the weight of the feature f 
and () is a measure of the contribution to the similarity from feature f.  

The similarity measure includes standard metrics such as those for binary and nor-
malised numeric features shown in (2). 
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We also use similarity graphs to refine some of the numeric and symbolic similarity 
measures (see [17,18]). These graphs provide a look-up for the actual similarity be-
tween a feature/value pair when the difference between the values has been calcu-
lated. For example, a similarity graph for the feature Units Consumed in the blood 
alcohol domain is shown in Fig. 2.  
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Fig. 2. Similarity graph for the feature Units Consumed 

In this scenario consider a query case, q, with Units Consumed equal to 6 and a 
retrieved case, x, with units consumed equal to 9. The difference between these two 
values (q-x) is -3. By looking up the graph it can be seen that a difference of -3 returns 
a similarity of 0.8.  

The similarity between ordered symbolic feature values can be determined in a 
similar manner. Again taking an example from the blood alcohol domain, the feature 
Meal has an impact on the blood alcohol level. The more a person has eaten the 
slower the rate of absorption of alcohol in the blood. Therefore, all other factors being 
equal, the more a person has eaten the lower the maximum blood alcohol level will be 
for that person. 

In the blood alcohol domain we are using, None, Snack, Lunch and Full are the 
possible values for Meal. These possible values are ordered, i.e. Lunch is more simi-
lar to Full, than None is. In this situation similarities can again be read from a graph. 
This time instead of the difference between two values being calculated as a mathe-
matical subtraction, the difference is calculated in terms of the number of possible 
values between the two supplied values [14]. For example the difference between the 
values Lunch and Full would be 1, but the difference between Snack and Full would 
be 2. Using this value for difference and the graph in Fig. 3, it can be seen that the 
similarity between Lunch and Full is 0.8 while the similarity between Snack and Full 
would be 0.4.  
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Fig. 3. Similarity graph for the feature Meal 

Representing similarity measures as a graph has a number of advantages. One ad-
vantage is the ease of changing the graph. Since the graph is stored as points in an 
XML file, no coding is needed to change the details. In our situation the main benefit 
of using similarity graphs is that they provide a basis for creating our explanation 
utility measures. 

3.2   Explanation Utility 

Once a classification is performed, the top ranking neighbours are re-ranked to ex-
plain the classification. This ranking is performed using a utility measure shown 
in (3). 

∑
∈

=
Ff

f cxqwcxqUtil ff ),,( ),,(  ξ  (3) 

where () measures the contribution to explanation utility from feature f. The utility 
measure closely resembles the similarity measure used for performing the initial near-
est neighbour classification except that the () functions will be asymmetric compared 
with the corresponding () functions and will depend on the class label c. 

If we consider the graph used as the similarity measure for Units (Fig, 2): this 
graph can be used as a basis for developing the explanation utility measure for Units. 
Suppose the classification for the target case is over the limit. Other things being 
equal, a case describing a person who has drunk less than the target case (so the dif-
ference between q and x will be positive) and is over the limit is a more convincing 
explanation than one who has drunk more and is over the limit. The explanation util-
ity of cases with larger values for Units than the target case diminishes as the differ-
ence gets greater, whereas cases with smaller values have more explanation utility 
(provided they are over the limit). The utility graph that captures this is shown in 
Fig. 4; the utility graph to support Under the Limit predictions is shown as well. 

This method of creating utility measures leaves us with one problem. In the case of 
Over the Limit, all examples with a positive or zero difference have a utility of 1 in 
this dimension. This implies that the utility measure is indifferent over a large range 
of difference values. This results in the order of the cases stored in the case base hav-
ing an impact on the cases returned for explanation. It also ignores the fact that a case 
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that has drunk 2 less units is probably better for explaining Over the Limit than a 
case that has only drunk 1 unit less.  
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Fig. 4. Utility measures for the feature Units Consumed 

To address both of these problems the utility measure is adjusted so that maximum 
utility is not returned at equality. An alternative utility graph is shown in Fig. 5. It is 
difficult to determine the details of the best shape for this graph; the shape shown in 
Fig. 5. captures our understanding after informal evaluation.  
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Fig. 5. Adjusted measures for the feature Units Consumed 

4   Evaluation 

In this section we examine some examples from two domains where we have evalu-
ated our explanation utility framework. One domain is the blood alcohol domain we 
have mentioned earlier; this domain has 73 cases. The other is a decision support 
system for assessing suitability for participation in a diabetes e-Clinic. Patients with 
stable diabetes can participate in the e-Clinic whereas other patients need closer moni-
toring. The decision support system acts as a triage process that assesses whether the 
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patient is stable or not. In this domain we have 300 cases collected in St. James’ Hos-
pital in Dublin by Dr. Yusof Rahman [16]. 

In case-based explanation it is reasonable to assume that explanation will be based 
on the top cases retrieved. Our evaluation involved performing a leave-one-out cross 
validation on these data sets to see how often cases selected by the explanation utility 
measure were not among the nearest neighbours (The top three were considered). In 
both the blood-alcohol domain and the e-clinic domain, the evaluation showed that 
the case with the highest utility score was found outside the three nearest neighbours 
slightly over 50% of the time. Thus, useful explanation cases – according to this 
framework – are not necessarily nearest neighbours. The following subsections show 
examples of some of these. 

4.1   Blood Alcohol Content 

The first example from the blood-alcohol domain is a case that is predicted (correctly) 
to be under the limit, see example Q1 in Table 1. When Q1 was presented to a nearest 
neighbour algorithm the most similar retrieved case was found to be NN1. If this case 
were presented as an argument that Q1 is under the limit, the fact that Q1 has drunk 
more units than NN1 makes this case unconvincing, as the more units a person drinks 
the more likely they are to be over the limit (see also Fig 6). The utility measures 
were then used to re-rank the 10 nearest neighbours retrieved. This gave us EC1 as the 
most convincing case to explain why Q1 is over the limit. EC1 has consumed more 
units and is lighter than Q1. Since all other feature values are the same, if EC1 is under 

the limit then so should Q1. On investigation it was found that EC1 was in fact the 9th 
nearest neighbour in the original retrieval. Without using the utility measures this case 
would never be presented to a user. 

Table 1. Example case from the blood alcohol domain where the prediction is ‘under the limit’ 

 Target Case (Q1) Nearest 
Neighbour (NN1) 

Explanation Case 
(EC1) 

Weight (Kgs) 82 82 73 
Duration (mins) 60 60 60 
Gender Male Male Male 
Meal Full Full Full 
Units Consumed 2.9 2.6 5.2 
BAC Under Under Under 
 
Another example supporting an over the limit prediction is shown in Table 2. In 

this situation the nearest neighbour NN2 to a query case Q2 has consumed more units 
than the query case. This situation is not as straightforward as the earlier example. 
NN2 is in the right direction in the Weight dimension but in the wrong direction in the 

Units dimension. Once again the case (EC2) retrieved using the utility measure is a 

more convincing case to explain why Q2 is over the limit. This time EC2 was the 7th 
nearest neighbour in the original nearest neighbour retrieval. 
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Table 2. Example case from the blood alcohol domain where the prediction is ‘over the limit’ 

 Target Case (Q2) Nearest Neighbour 
(NN2) 

Explanation Case 
(EC2) 

Weight (Kgs) 73 76 79 
Duration (mins) 240 240 240 
Gender Male Male Male 
Meal Full Full Full 
Units Consumed 12.0 12.4 9.6 
BAC Over Over Over 

 
As these two examples only differ in two dimensions (Weight and Units), they can 

be represented graphically as shown in Fig. 6 and Fig. 7. If we look at these in more 
detail, the shaded quadrant in both figures shows the region for a case to be a convinc-
ing explanation. This region is where a case lies between the query case and the deci-
sion surface for both features. In these examples both EC1 and EC2 lie inside the 
shaded region, while the nearest neighbours NN1 and NN2 lie outside the region. It 
should be noted that in these particular examples only two features are shown, how-
ever the principle generalises to higher dimensions in much the same way that the 
similarity calculation does.  
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Fig. 7. Utility ranking for an Over the Limit ex-
ample  

4.2    e-Clinic 

Some of the factors for deciding if a patient is stable and suitable for the e-clinic in-
clude: the type of diabetes they have, the treatment they are on, if they have any com-
plications and their HbA1c level (see below for details). For example, if a patient has 
any complications, if they have type II diabetes or are treated by injecting insulin 
instead of being treated by oral hypoglycaemic agents (OHA) they would not be con-
sidered suitable for the e-Clinic. The HbA1c feature is a test that can provide an aver-
age rating for blood sugar levels over the three month period prior to testing. The 
lower the value for HbA1c the more likely a patient is to be stable enough to remain 
in the e-clinic.  However if the value for HbA1c is greater than 7- 7.5 % the patient is 
unlikely to be suitable for the e-clinic. 
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First we consider a situation in which the patient is predicted to be stable enough to 
stay in the e-clinic system, see Table 3.  

Table 3. A diabetes e-clinic example where the patient is considered to be stable 

 Target Case (Q3) Nearest Neighbour 
(NN3) 

Explanation Case 
(EC3) 

HbA1c (%) 5.6 5.5 6 
Type of Diabetes II II II 
Treatment Diet Diet Diet 
Complication No No No 
Stable Yes Yes Yes 

 
In this situation we see once again that the retrieved nearest neighbour is on the 

wrong side of the query case relative to the decision boundary (albeit marginally). 
Again, the utility measure retrieves an explanation case (EC3) that lies between the 
query case and the decision boundary. In this situation EC3 was the seventh nearest 
neighbour in the original nearest neighbour process. 

In order to support the assertion that these cases are in fact better explanations, we 
asked an expert in the diabetes domain to evaluate some of the results. The expert was 
presented with nine target cases and associated nearest neighbour and explanation 
cases – labelled as Explanation 1 and Explanation 2. In eight of nine cases the domain 
expert indicated that the case selected by the utility measure was more convincing 
than the nearest neighbour. The one situation where the expert felt the nearest 
neighbour was better is shown in Table 4. 

The situation in Table 4 is unusual in that the nearest neighbour, NN4, has exactly 
the same values as the target case Q4. The Explanation case is EC4, originally the 
eighth nearest neighbour. Presumably, the expert is more impressed with the nearest 
neighbour in this case because it is an exact match.  

Table 4. A diabetes e-clinic example where the patient is considered to be not stable 

 Target Case (Q4) Nearest Neighbour 
(NN4) 

Explanation Case 
(EC4) 

HbA1c (%) 8.9 8.9 8.7 
Type of Diabetes II II II 
Treatment OHA OHA OHA 
Complication No No No 
Stable No No No 

5   Explanation Utility as a Classification Mechanism 

We have received a few suggestions that the explanation utility framework could be 
considered as a classification mechanism and should be used to perform the classify-
cation as well. So we have investigated the possibility of using the utility measure for 
performing the entire retrieval process, instead of using it simply to re-rank the high-
est neighbours based on the classification. This is not completely straightforward as 
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the utility metric is class dependent as shown in equation (3). This can be addressed 
by using the utility metric to rank the entire case-base twice, once for each outcome 
class. The utility score for the k nearest neighbours for each class is summed and the 
class with the highest score is returned as the prediction.  

In order to test the effectiveness of this approach to classification, a leave-one-out 
cross-validation was performed comparing this utility based classification with the 
standard similarity based process. The results of this comparison are shown in Fig. 8. 
The explanation oriented retrieval has an accuracy of 74% in the alcohol domain 
compared with 77% for nearest neighbour classification. In the e-clinic database it has 
an accuracy of 83% compared to a normal accuracy of 96%.  

This shows that the requirements for classification accuracy and explanation are 
different and supports the idea of having an explanation utility framework that is 
separate from the similarity mechanism used for classification.   
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Fig. 8. A comparison of the classification accuracy of the Explanation Oriented Retrieval com-
pared with standard Nearest Neighbour 

6   Conclusions 

This research is based on the idea that, in case-based explanation, the nearest neigh-
bours may not be the best cases to explain predictions. In classification problems 
there will normally be a notion of a decision surface and cases that are closer to the 
decision surface should be more compelling as explanations. We introduce an expla-
nation utility framework that formalises this idea and show how it can be used to 
select explanation cases in two problem domains.  

The preliminary evaluation that we present shows that the utility framework will 
frequently (about 50% of the time) choose different cases to the nearest neighbours 
and, on inspection, these look like better explanations. An assessment by a domain 
expert on nine explanation scenarios supported this view.  

The next stage in this research is to comprehensively evaluate the usefulness of the 
cases selected by the utility framework against the nearest neighbours in user studies. 
The determination of the number of nearest neighbours to be re-ranked for explana-
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tion requires some work. In our research to date we have produced explanation by 
using the 10 nearest neighbours during retrieval. We are currently researching the 
possibility of using the NUN to define the set that gets re-ranked. Some research on 
the best shape for utility curves is also needed. Once the effectiveness of the utility 
framework is established it can be combined with the techniques for highlighting 
features in explanation as proposed by McSherry [12,13]; this will further increase the 
impact of the explanation.  

In the future we would like to look at the role that the nearest unlike neighbour can 
play in explanation. The nearest unlike neighbour is interesting in the context of the 
framework presented here as it is just on the other side of the decision surface.  
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Abstract. The definition of similarity measures – one core component of
every CBR application – leads to a serious knowledge acquisition problem
if domain and application specific requirements have to be considered. To
reduce the knowledge acquisition effort, different machine learning tech-
niques have been developed in the past. In this paper, enhancements of
our framework for learning knowledge-intensive similarity measures are
presented. The described techniques aim to restrict the search space to be
considered by the learning algorithm by exploiting available background
knowledge. This helps to avoid typical problems of machine learning,
such as overfitting the training data.

1 Introduction

Similarity measures are certainly one of the most import aspects of Case-Based
Reasoning. Since they are required for the first step of the CBR cycle [1], namely
the retrieval of useful cases [3], the quality of the employed similarity measure
strongly influences the entire problem solving process. For example, if suboptimal
cases are retrieved, the subsequent adaptation process will be more expensive,
might result in suboptimal solutions, or might even fail completely. In most
commercial CBR systems applied nowadays (typically classification, diagnosis or
help-desk systems), the situation is even harder. Here, usually no case adaptation
functionality is provided at all. Hence, the quality of the final output of the CBR
system completely depends on the quality of the case data provided and the
system’s ability to retrieve the best cases available.

When employing quite simple distance metrics (e.g. the Hamming or the Eu-
clidean distance), retrieval results are often unsatisfactory. While these knowl-
edge-poor similarity measures (kpSM) can be defined with little effort, the draw-
back of them is, that they are ‘blind’ regarding the application and domain spe-
cific requirements. Hence, in many applications more sophisticated and domain
specific heuristics to select accurate cases have been used. However, when em-
ploying such knowledge-intensive similarity measures (kiSM), one is confronted
again with a serious knowledge acquisition problem. Domain experts able to
provide the mandatory domain knowledge and experienced knowledge engineers

P. Funk and P.A. González Calero (Eds.): ECCBR 2004, LNAI 3155, pp. 169–183, 2004.
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able to model this knowledge by using formal similarity measures are required.
If such experts are available at all, this results in significantly increased devel-
opment costs for the CBR application.

In order to avoid this drawback of kiSM, we have proposed to support their
definition by applying machine learning techniques [9–12]. The basic idea of this
approach is to acquire feedback about the quality of retrieval results from which
learning algorithms can infer proper similarity measures automatically. Although
experimental evaluations have shown that our framework allows to facilitate the
definition of kiSM significantly, under certain circumstances some open problems
might prevent its application in daily practice.

This paper presents some techniques leading to a broader and improved ap-
plicability of our framework. The major idea is to incorporate easily available
background knowledge into the learning process in order to avoid typical prob-
lems of machine learning, such as overfitting. Section 2 provides some basics of
our learning framework and points out the objectives of the extensions presented
in this paper. However, since these extensions described in Section 3 and 4 di-
rectly build on our previous work, for more details about our learning approach
the reader is referred to [12]. Section 5 presents the results of an experimental
evaluation demonstrating the power of the described techniques. Finally, Sec-
tion 6 concludes with some remarks on related work and further research issues.

2 Learning Similarity Measures

In principle, learning similarity measures from some kind of training data is not
a novel issue. A lot of work in this direction has been done, for example, in
the area of nearest-neighbour classification [13]. Here, one tries to adjust feature
weights – which can also be seen as a simple form of a kiSM – by examining
pre-classified training data. However, our learning framework [9–12] particularly
addressed two novel issues:

Applicability Beyond Classification Domains. In recent years CBR has
become very popular in quite different areas, such as e-Commerce or Knowl-
edge Management. Here, traditional learning approaches originally devel-
oped for classification tasks are usually not applicable due to the absence
of pre-classified data required for learning. One of our objectives was the
development of a learning framework suited for a broader range of CBR ap-
plications. This framework is based on a particular kind of training data,
called utility feedback, where the cases’ utility has to be estimated by some
similarity teacher. This similarity teacher might be, for example, a human
domain expert, the users of the system, or some software agent [9].

Learning of Local Similarity Measures. Besides the definition of attribute
weights, successful CBR tools applied nowadays also allow the specification
of so-called local similarity measures. These measures are responsible for the
similarity calculation regarding one single aspect of the case representation1,

1 We assume the commonly used attribute-value based representation.
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Fig. 1. Modelling Local Similarity Measures

i.e. the local similarity between the query and the case value of a particular
attribute. Depending on the data type of the attribute, quite different rep-
resentation formalisms are used for modelling local measures (see Figure 1).
These measures can be used to encode a lot of knowledge about the un-
derlying domain making their definition difficult and time-consuming. One
novelty of our learning framework is that it embraces also learning of local
similarity measures.

While the first issue concerns the availability of training data mandatory for
applying learning techniques, the second issue concerns the learning algorithms
to be applied. In this paper we focus on techniques to improve these learning
algorithms particularly when being used to learn local similarity measures.

2.1 Usage of Evolutionary Algorithms

When considering attribute weights only, the learning process can efficiently be
realised using gradient descent algorithms [13, 9]. However, when extending the
learning functionality to local similarity measures, the more complex and hetero-
geneous representations demand alternative, more flexible learning algorithms.

We have employed evolutionary algorithms (EAs) which are well-known for
their capability to perform well in such environments. The idea is to encode lo-
cal similarity measures as vectors of real numbers on which the EA’s specialised
crossover and mutation operators operate upon, where the fitness of generated
measures is determined by the resulting retrieval accuracy with respect to the
given utility feedback [12, 11]. Experimental results have shown that the com-
bination of utility feedback and evolutionary algorithms represents a powerful
approach for supporting the modelling of kiSM in different application scenar-
ios. However, some open questions and interesting research issues motivate an
enhancement of our framework to be presented in this paper.

2.2 Motivation for an Enhancement

Extending learning on local similarity measures leads to a serious problem: the
algorithm has a huge search or hypothesis space. In particular the representa-
tions (see Figure 1) that we have chosen for representing typical local similarity
measures [12], namely similarity tables (for unordered data types) and difference-
based similarity functions (for ordered data types), consist of numerous param-
eters enabling the learning algorithm to generate very specific measures. The
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following reasons motivate an enhancement of the learning algorithms in order
to ensure a more goal-directed learning process:

– Especially when obtaining little training data, huge search spaces increase
the risk that the learner creates models (here, similarity measures) that fit
‘too’ well to the training data, while showing poor performance and little
ability in generalising on some independent test data set. This behaviour is
known as overfitting in many machine learning approaches.

– Due to the chosen representation, the huge search space is populated with
plenty of (local) similarity measures whose usage in practice is highly im-
probable. Hence, the evolutionary algorithm wastes time searching regions of
the search space which do not correspond to ‘realistic’ measures. Since evo-
lutionary algorithms are well-known to be very demanding regarding com-
putational resources, a speeding up of the learning process will increase the
applicability of our framework in commercial practice.

– Completely manual definition and fully automated learning of knowledge-
intensive similarity measures are two extremes of a wide spectrum of mod-
elling possibilities [10]. Both approaches are coupled with certain advantages
and disadvantages. For example, learning might result in suboptimal mea-
sures (e.g. caused by overfitting) while a manual definition might lead to
unacceptable development costs. In order to benefit from the advantages of
both approaches, it seems promising to apply a hybrid approach. This means,
one should consider easily available knowledge by defining it directly, while
learning unknown or uncertain knowledge by applying our framework.

The three mentioned issues are the foundation of the extensions presented
in the following. Here, the basic idea is to exploit easily available background
knowledge in order to restrict the hypothesis space to be considered by the
evolutionary algorithm. Therefore, we identified two main sources of background
knowledge that can be exploited easily and utilised to improve the process of
learning similarity measures.

3 Determination of Knowledge Sources

The knowledge sources we employ to enhance the learning can be divided into
two groups: Firstly, our representation of local similarity measures allows us to
define several forms of meta knowledge representing general demands on the
appearance of learnt measures. Secondly, the aid of a knowledge engineer and
the incorporation of his/her expert knowledge into the learning process may be
worthwhile (see Section 3.2).

3.1 Similarity Meta-knowledge

Experience in the practical usage of CBR systems has shown that most of the
similarity measures that are applied feature certain characteristics. We refer to
that kind of experience as similarity meta knowledge.
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3.1.1 Heuristic Constraints
There are awkward definitions for similarity measures (e.g. non-reflexive) which
actually contradict the CBR paradigm, according to which similar problems have
similar solutions, and which thus are very improbable to be used in practice. Nev-
ertheless, those peculiar measures are part of the search space and, accordingly,
have the chance of getting involved in the learning process. By defining a set of
basic heuristic constraints, that should be fulfilled by local similarity measures,
we intend to exclude unusual, highly improbable metrics from the search and
thus to restrict the search space.

Reflexivity Constraint. Most similarity measures employed in practice are
supposed to be reflexive, as any entity can be characterised as being max-
imally similar to itself. Hence, if there is no justified reason to make use
of non-reflexive similarity measures, the constraint for reflexivity of a local
similarity measure simA for attribute A with domain DA seems to be ad-
vantageous:

crefl = � simA(x, x) = 1 ∀x ∈ DA �
Symmetry Constraint. The idea of introducing a symmetry constraint is

inviting, since its application would approximately halve the search space.
In the case of a symbolic attribute As with |DAs | = n, for example, the
number of alterable entries in the respective similarity measure (individual)
sinks from n2 to n2+n

2 . The symmetry constraint is denoted as follows:
csymm = � simA(x, y) = simA(y, x) ∀x, y ∈ DA �

Of course, in many application scenarios, asymmetric local similarity mea-
sures are indispensable (e.g. in product recommendation systems), in which
case we would not impose that constraint.

Monotony Constraint. According to common understanding, larger distances
between the query’s and case’s value of an attribute make them more dis-
similar, while smaller ones let them appear rather similar. Based on that
foundation, we now define a constraint for monotony (only applicable to
distance-based similarity functions, i.e. for ordered data types):

cmon = � simA(x, y2)− simA(x, y1) ≤ 0 ∀x, y1, y2 ∈ DA

with 0 ≤ y1 − x ≤ y2 − x or x− y2 ≤ x− y1 ≤ 0 �

3.1.2 Mining Knowledge from the Case Base
Considering a single local similarity measure sim, one can say that the simi-
larity knowledge that is included in sim is distributed over several elements:
for similarity tables over its n2 entries; and for similarity functions over a few
parameters or sampling points describing that function.

Without any doubt, some of the measure’s elements can be characterised as
carrying ‘more valuable knowledge’ insofar as they are consulted more frequently.
That means they are more frequently used to determine a query’s and a case’s
similarity regarding the respective attribute. Therefore, we ought to aim that
those parts of the measure are most correct, as an erroneous similarity definition
in these regions would have a higher negative impact on the CBR system’s
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average percentage accuracy in solving new cases. For a learning algorithm this
implies that it should focus more on such ‘high-importance regions’, searching
more thoroughly there, while it should be permitted to spend less effort in other
‘low-importance regions’.

But, which regions are of high importance? We intend to answer that question
in the following by means of a statistical case base analysis. In so doing, we
want to find out which entries within a similarity table and which regions of a
similarity function’s domain are more frequently consulted and which can thus
be considered to be of higher importance. We need to stress in advance, that
all considerations we are doing here presume a sufficiently substantial case base
which is representative (in its attribute-value distributions for all attributes) of
typical queries.

Illustrating our idea of obtaining knowledge from analysing case data, we
present a little example regarding a local similarity measure for a symbolic at-
tribute AoptDrive, which describes optical disc drives and which might be used
in an application scenario where personal computers are described.

We assume a case base CB of 160 cases whose attribute values for AoptDrive

(with DAoptDrive ={CD-R,CD-RW ,DVD-R,Combo,DVD-RW}) are distributed
according to Figure 2. We call that distribution attribute-specific value frequency
hAoptDrive and we proceed on the assumption that it is representative and reflects
the frequency with which certain values from DAoptDrive occur in practice.
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Fig. 2. Example for Low and High Importance Regions in a Similarity Table

To find out which combinations of certain case values and query values are
used how often (and thus to find out which elements of the respective sim-
ilarity table are supposed to be consulted how frequently), we introduce the
concept of consultation frequency cs/n of a local similarity measure’s domain.
Here, the main idea is to regard the cases from CB as queries occurring in
practice. So, the consultation frequency function (called cs : DA × DA → N
for symbolic attributes) basically counts and sums up over all c ∈ CB how
many table look-ups (separately for each table element) would have to be per-
formed if an entire retrieval with c as query would be carried out, i.e. when
determining the similarity between c and all other cases in CB. So, for example,
it holds cs(CD-R,Combo)= 750 since simAoptDrive ’s similarity table’s entry for
sim(CD-R,Combo) would be consulted 15 × 50 times, if for each case c with
c.AoptDrive =CD-R a retrieval would be made and in so doing the similarity to
all cases with c.AoptDrive =Combo would be looked up.
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Figure 2 summarises the consultation frequencies for the given example and
highlights high vs. low importance regions of simoptDrive’s similarity table with
different shades of gray (darker gray indicates higher importance).

Although our example was designed for a symbolic attribute we want to
emphasise that the analysis of consultation frequencies of certain case-query
attribute values can be applied to numeric attributes as well. Then, however,
the determined frequencies (via corresponding function cn : DA → N) refer
to specific case-query distances, i.e. parts along the similarity function’s x-axis
instead of single elements within a similarity table.

3.1.3 Exploitation of the Knowledge
The crucial issue, after having defined heuristic constraints and/or conducted a
case base analysis, concerns the employment of the knowledge obtained. In the
former case a straightforward application of the constraints is possible: Local
measures not conforming to those heuristics are disregarded and excluded from
the search. For knowledge about high/low importance regions we have defined
two approaches by means of which the knowledge about consultation frequencies
cn or cs can be incorporated into the optimisation process.

a) Granularity Restriction
Each entry v in a similarity table or each similarity value v for a function’s sam-
pling points can be chosen from [0; 1] ⊂ R. Accordingly, a self-evident strategy
to efficiently restrict the search space is to introduce a grid for the respective
similarity value v forcing it to be an element of {0, 1

g , . . . , g−1
g , 1}, where g ∈ N+

determines the allowed degree of granularity.
The results from a statistical case base analysis may be perfectly used to

determine appropriate granularities. On the one hand, the consultation frequency
cs(x, y) of a specific entry in a similarity table may be very high. So, this entry is
supposed to be consulted very frequently and therefore should be adjusted to be
as accurate as possible. Moreover, this reveals that the case base contains a lot of
information about the combination ‘x as query value and y as case value’. Then,
one may conclude that learning of simA(x, y) is less vulnerable to overfitting
and that its value may be chosen on the basis of a finer granularity.

On the other hand, cs(x, y) may be rather low. Then, a fine-grained defini-
tion for simA(x, y) is, generally speaking, not necessary or, at least, not very
important (regarding the CBR system’s overall performance). Furthermore, the
low value of cs(x, y) suggests that CB features little information about that
case-query combination for attribute A only. Hence, learning simA(x, y) suffers
from a high risk of overfitting, so that the restriction of simA(x, y) to a compar-
atively low number of possible values seems promising. The following definition
introduces our approach to restrict the search space via granularity levels.

Definition 1 (Granularity Values from Consultation Frequencies). Let
A be an attribute with domain DA, CB a case base of m cases and simA the
local similarity measure under consideration
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– where simA(x, y) ∈ [0; 1] with x, y ∈ DA, if A is symbolic
– with sampling points sk ∈ [Amin−Amax, Amax−Amin] (k ∈ {1, . . . , s}) and

having similarity values simsk
=sim(x, y) with x− y=sk, if A is numeric.

Then, it holds for the granularity value g:

– if A is symbolic: g = 1 +
⌈

cs(x,y)
mγ

⌉
– if A is numeric: g = 1 +

⌈∫ sk+δ

sk−δ w(x,sk)·cn(x)dx

mγ

⌉
with δ = 2·(Amax−Amin)

s−1

and w(x, y) = 1− |x−y|
δ

where γ is a parameter to scale the entire granularity assessment.

In the case of dealing with a symbolic attribute, the consultation frequencies
can be employed directly to determine appropriate granularity values. As A’s
domain is continuous, if it is a numeric attribute, the computation of integrals
is necessary. However, because the amount of available case data is finite, that
calculation can be done by computing according finite sums instead of integrals.
In practical tests we found that setting γ = 1 produces convincing results. While
this granularity approach may be employed for all kinds of local measures, the
following strategy works for numeric attributes only.

b) Modified Sampling Point Distribution
In [12] we have presumed that the sampling points, that are used to represent
a distance-based similarity function simA, are distributed uniformly over DA =
[Amin−Amax, Amax−Amin] of simA. As mentioned above some regions of DA may
be of less importance than other ones – namely those regions with a rather low
consultation frequency cn. Consequently, in those regions we actually need not
to interpolate simA as elaborately as in other, high-importance regions. So, less
sampling points ought to be placed in the former, while a higher sampling rate
and thus a better approximation of simA seems suitable for the latter regions.
In short, an equidistant distribution of sampling points does not correspond to
nuances in consultation frequency. Due to space limitations the reader is referred
to [7] for more details on our algorithm to distribute the sampling points with
respect to computed consultation frequencies.

3.2 Expert Knowledge

Without learning functionality, a similarity measure’s competence relies exclu-
sively on the expert modelling it. Contrarily, if the knowledge engineer lacks
sufficient domain knowledge, the only way to obtain adequate retrieval knowl-
edge is via machine learning (provided that training data is available). Thus, as
proclaimed in Section 2.2 a combination of these two converse ways to define
similarity measures permits several advantages:

– The knowledge acquisition effort is decreased. The expert first issues his/her
(partial) knowledge about the respective measure, and the remaining parts
of the similarity measure are learnt automatically.
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– Since the expert is not urged to specify the similarity measure completely,
he/she is not forced to make educated ‘guesses’ about elements of the mea-
sure he/she actually does not know much about.

– Due to the additional partial knowledge given by the expert, the learner
might be less likely to overfit its learning results to the training data.

In the following we examine three strategies to incorporate a knowledge engi-
neer’s partial knowledge into the learning process.

3.2.1 Attribute and Weight Preferences
Feature weights have a crucial influence on the entire similarity calculation [9]:
A wrong choice of weights can distort the entire similarity assessment, even if a
lot of effort has been put into tuning local measures. Experts usually do not care
or cannot say, whether A1 is two or three times as important as A2. We argue
that it is much easier for an expert to formulate a number of preference relations
by which he/she can determine a partial order of weights, ordered with respect
to the relevance of the corresponding attributes. The task of assigning concrete
numerical values to the weights can then be left to a learning algorithm.

An expert may, for example, utter that he/she considers A1 to be less im-
portant than A3, A2 to be more important than A3, while having no idea about
A4’s importance. The number of allowed weight values for w1, . . . , w4 – and thus
the number of corresponding individuals that may be created in the scope of an
evolutionary algorithm – is reduced when those relational constraints are taken
into consideration. Of course, the degree of restriction depends on the number
of preference relations the expert is able to provide.

3.2.2 Expert Estimations
The situation for local similarity measures, is even worse, because here a large
number of concrete parameter or similarity values has to be devised for each at-
tribute. As a consequence, many of the values that have to be determined during
a manual definition of a similarity measure are left to the expert’s intuition and
thus mostly represent estimations of the correct value only. Nevertheless, even
estimated values may help to support and bias the learning process:

Bounds Approach. An obvious possibility enabling an expert to directly cut
off parts of the search space is by allowing him/her to define lower and upper
bounds for specific similarity values. For instance, he/she may decide that
for a symbolic attribute’s values d1 and d2 it holds: sim(d1, d2) ∈ [0.6; 0.8].
Consequently, the learning algorithm does not have to take the whole interval
[0; 1] into consideration for sim(d1, d2), but only that subinterval. In fact,
our realisation of this approach also permits the interpretation of the bounds
in a relaxed way by using a probability distribution that favours the bounded
range.

Confidence-Based Approach. In response to the increased specification ef-
fort of the bounds approach (e.g. 2n2 bound values for a similarity table)
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we also introduce a more human-centred, confidence-based approach. Here,
the expert may (eventually only partially) define the similarity measure in
the usual manner, but is allowed to add an assertion about his/her level
of confidence c ∈ C = {uncertain, low, average, high, certain} regarding
his/her specification. For example, he/she may state sim(d1, d2) = 0.7 and
csim(d1,d2) = high to express that it holds sim(d1, d2) ≈ 0.7.

The specificational effort is less for the second approach as confidence levels
may be defined for an entire measure as a whole or a part of it (e.g. for a
number of rows in a table). The semantic of levels from C may be interpreted
differently by the learner, e.g. depending on the application domain or on the
knowledge engineer’s experience. Therefore, the search space restriction induced
by confidence levels is not as strict and inflexible as the one induced by bound
specifications.

3.2.3 Exploitation of Structured Data Types
The knowledge engineer is fully responsible for the definition of the CBR system’s
vocabulary knowledge as well. That task comprises not only the definition of
an appropriate case representation, but also the determination of attributes and
their data types. Knowledge about the vocabulary, in particular about structured
data types, can be employed a-priori to restrict the search space. With the term
‘structured data types’ we here refer to symbolic data types, namely taxonomic
and ordered symbolic data types, whose values D = {d1, . . . , dn} can be arranged
in a tree structure or total order, respectively. Of course, that taxonomic/total
ordering affects the local similarity measures and the way the similarity between
a query and a case value is computed [2].

Our approach to exploit that kind of vocabulary knowledge is primarily based
upon employing a more compact representation of local measures as an evolu-
tionary algorithm’s individuals (compared to a similarity table with n2 entries).
For instance, for taxonomic symbolic attributes we defined similarity tree indi-
viduals (consisting maximally of 2n−1 entries), devised appropriate specialised
genetic operators for those individuals and thus enabled the EA to directly op-
erate on tree structures. The actual search space restriction is reached not only
by that more compact representation of local measures, but also via implicit
constraints (e.g. restrictions of the similarity values to be associated with single
tree nodes) that hold for parts of taxonomic/ordered symbolic individuals. A
more detailed description of that approach can be found in [7].

4 Incorporation of Background Knowledge

As mentioned in the previous section it is one of our aims to restrict the search
space by exerting a bias on the respective learning algorithm so that it prefers
certain regions of that space to other ones or completely avoids searching some
subspaces of the entire search space.
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4.1 Knowledge-Based Optimisation Filters

In order to realise the restriction of the search space we introduce the concept of
knowledge-based optimisation filters (kbOF) restricting the search space. With
that term we refer to entities that, on the one hand, hold the gathered knowledge
concerning the learning of similarity measures. On the other hand, they are
meant to play an active role to explicitly direct the search. As similarity measures
are composed of several elements (e.g. a local measure for each attribute of the
chosen case representation), we should avoid using a single filter for the entire
measure. Instead, the definition of a special kbOF for each attribute (i.e. each
local measure) as well as one additional filter for the feature weights is necessary.
Hence, for a case representation consisting of n attributes we need n + 1 filters.
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Fig. 3. Example of a Knowledge-Based Optimisation Filter for AoptDrive

In particular, each kbOF for a local similarity measure (we disregard feature
weights here) may include the following pieces of knowledge:

– set of heuristic constraints (e.g. constraint for symmetry)
– set of granularity values g
– list of non-equidistantly distributed sampling points for numeric attributes
– set of bound specifications (subintervals of [0; 1])
– set of expert-estimated similarity values with corresponding confidence levels
– characteristic information on how to exploit structured data types, only for

(taxonomic and ordered) symbolic attributes

In Figure 3 we give a visualisation of a possible kbOF for the example of attribute
AoptDrive introduced in Section 3.1.2.

4.2 Intervening in the Learning Process

An important question is how a kbOF interferes with the search process in
order to exert a bias towards certain types of similarity measures. Our approach
considers the filter’s background knowledge already during the creation of new
hypotheses, i.e. during the creation of new candidate similarity measures. Here,
the kbOFs’ task is to supervise and control the generation of new candidates in
such a way that no (or as few as possible) contradictions to its prior knowledge
occur, i.e. hard constraints must always and soft ones should mostly be met.
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II. EVALUATION

III. SELECTION

I. BREEDING
stop

noyes

terminate

Current
Population Knowledge

Filter Layer
• expert values
• heuristics
• statisticsOffspring

(new, ‘‘filtered‘‘ 
individuals)

advice

filtering

Chosen
Parents

Chosen
Operators

Fig. 4. Intervention of Knowledge-Based Optimisation Filters

In the context of an EA this bias is supposed to be done during the gen-
eration of new individuals in the breeding stage of the evolutionary loop. At
this, the kbOFs exert their influence at the level of chromosomes: Based on the
information they carry, these filters may make some values for the genes of a
new individual more probable or forbid other values, for instance. They are also
allowed to adapt the behaviour of mutation and crossover operators by giving
advice to them in the form of particular parameter values. In Figure 4 we out-
line the simplified control algorithm with its three main phases and show how
knowledge filters can intervene in the creation of offspring. The refined breeding
phase of the EA is extended by the layer of kbOFs, in which the actual intentions
(concerning offspring creation) of the evolutionary algorithm are ‘filtered’ so that
they are in accordance to the filter’s knowledge. Hence, a kbOF uses its heuristic,
expert and statistical knowledge to manipulate the creation of descendants.

5 Evaluation

The main focus of our experiments is based upon a comparison of filterless
and kbOF-enhanced learning of similarity measures. We have chosen a set of
classification and regression application domains from the UCI Machine Learning
Repository2 and used our learning framework to learn the similarity measures
in such a way that the CBR system’s prediction accuracy is maximised. The
CBR system’s predictions (classification and regression) are based on a k-nearest
neighbour approach.

5.1 Experimental Settings

The number of presented techniques to improve the learning of similarity mea-
sures is numerous and, accordingly, the number of definable kbOF is extremely
high as well. Hence, to structure our experiments we have identified a number
of classes of kbOF we compare against one another:

m-Filters contain similarity meta knowledge only (cf. Section 3.1). This means,
they may make use of the reflexivity, symmetry or monotony constraint, or of
an arbitrary combination of them. Moreover, they are allowed to employ the
knowledge mined from the case base, e.g. by introducing a grid all similarity
values have to fit in. It should be noted that m-Filters are of special interest
since the knowledge acquisition effort to define them is only marginal.

2 http://www.ics.uci.edu/∼mlearn/MLRepository.html
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e-Filters are enhanced via specific expert knowledge. Hence, those filters can
include bound specifications, expert estimations, confidence levels etc. The
expert knowledge we incorporated represented a compilation of common
sense and (partially) available domain theories. Although e-Filters are also
permitted to exploit the advantages of structured (taxonomic and ordered
symbolic) attributes, none of our experiments covers these opportunities.

me-Filters represent the combination of the former ones, incorporating both
kinds of additional knowledge to guide the optimisation process.

Apart from comparing the effect of utilising several filter types we also distin-
guished between different amounts of training examples used for learning. In
each experiment (consisting of 10 repetitions for each domain) we have split
the set of available cases into a training and test data set, CBtrain and CBtest.
Then, we started the learning of similarity measures for incrementally increasing
subsets (15, 25, 50, . . . cases) of CBtrain and calculated average classification
and regression (i.e. numeric difference between correct and predicted value of
the solution attribute) accuracies, respectively, on CBtest.

5.2 Results

All in all, the employment of knowledge-based optimisation filters led to im-
proved learning results. However, the magnitudes of achieved improvements dif-
fered enormously over the various application domains. In most cases, the me-
Filter produced the highest learning improvements, which is plausible as those
kbOFs had been enriched by the maximal amount of available background knowl-
edge. Furthermore, it became obvious that the incorporation of expert knowledge
in general generates higher gains than the usage of similarity meta knowledge
only. This is not too surprising insofar as expert knowledge can be described
as more exhaustive and substantial than similarity meta knowledge. That kind
of outperforming, however, must be paid with the higher knowledge acquisition
effort that has to be invested when employing expert knowledge.

In Figure 5 we summarise the achieved error reductions (for two of the ap-
plication domains we have chosen) for increasing training data sizes (x-axis).
The baseline similarity measure represents, on the one hand, a knowledge-poor
(default) similarity measure, into whose construction no further knowledge en-
gineering effort has been put, i.e. the similarity assessment here is based on an
uninformed syntactic match. On the other hand, we illustrate the accuracies that
resulted from a similarity measure that was obtained from filterless learning.

The charts’ subsequent data rows sketch the increased accuracies that could
be gained due to the incorporation of explicit background knowledge through the
three types of kbOFs mentioned. So, for example, in the hayesroth domain (left
chart) the additional knowledge yields the creation of high-quality similarity
measures and thus of a k-nearest neighbour CBR classifier which produces a
7%−17% smaller classification error. In the housing scenario (prediction of real-
estate prices) the resulting CBR system’s prediction accuracy is increased clearly
(regression error reduction down to a level of between 65% and 85% compared to
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Fig. 5. Achieved Results for two Exemplary Domains

filterless learning), especially for small training data sizes which means that the
system’s susceptibility to overfitting is reduced. Similar results could be achieved
for the remaining application domains as well [7]. Interestingly, convergence of
learning results could be observed for increasing training data sizes. This leads
to the assumption that no additional domain knowledge may be needed if a
sufficient amount of training examples is available.

Although the additional learning improvements that could be obtained due
to the utilisation of kbOFs compared to filterless learning varied with respect to
application domain and training data sizes used, in Table 1 we summarise the
average ‘kbOF gains’ in percent (100% · errorfiltered

errorunfiltered
).

Table 1. Relative Reductions of Classification/Regression Errors due to kbOFs (aver-
aged over 6 application domains)

|Strain| 15 25 50 100 200

no kbOF 100.0% 100.0% 100.0% 100.0% 100.0%
m-Filter 93.6% 86.9% 90.1% 92.8% 93.6%
e-Filter 83.2% 78.4% 80.9% 87.6% 94.5%

me-Filter 83.2% 73.4% 80.2% 85.8% 91.9%

6 Related Work and Conclusion

Besides the classic work in feature weight learning (for an overview see [13]), in
the last years also learning of user preferences has come into focus of research [5,
6]. Concerning the exploitation of re-ranking feedback some work can be found
in [6, 14]. While these approaches usually apply gradient descent algorithms,
Jarmulak et al. presented an approach based on a genetic algorithm [8]. However,
all these learning approaches are restricted to learning weights only and do not
incorporate local similarity measures.

In this paper we have presented further improvements of our learning frame-
work [9–12] which particularly addresses two novel issues: learning of local sim-
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ilarity measures and a broad applicability beyond classification tasks. The core
idea of these improvements is a restriction of the search space to be considered
during learning by exploiting different sources of background knowledge. While
we have shown the power of our learning techniques in several test domains, an
application in commercial practice is still outstanding. Moreover, an interesting
issue for further research may be an extension of our framework to more so-
phisticated similarity measures, e.g. like those required for object-oriented case
representations [4].
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Abstract. The complexity of software systems makes design reuse a
necessary task in the software development process. CASE tools can
provide cognitive assistance in this task, helping the software engineers
to select designs to be reused. In this paper, we propose an approach
for case indexing and retrieval based on Bayesian Networks, Case-Based
Reasoning and WordNet. This approach is integrated in a CASE tool
that reuses UML class diagrams, providing cognitive help for the software
design phase.

1 Motivations

Software design [1] is a complex task involving the modelization of software sys-
tems representing the world around us. Despite the design guidelines described
in software engineering methodologies, designers still rely on experience to build
the system model. The experience level often distinguishes good designers from
average ones.

A possible solution to overcome the lack of experience is to reuse software
[2, 3]. Reuse enables more efficient development of software systems, because the
development costs and the number of software errors decrease. But, due to the
abstract level of software design, reuse of designs is not a simple task.

In our work, we are interested in developing CASE (Computer Aided Software
Engineering) tools capable of assisting the software designer in the reuse of
designs. Common CASE tools do not provide help in this field, they are just
complex diagram editors, some with syntax verification functionalities. Our goal
is to go a step further and to enable the CASE tools to provide semantic and
structural retrieval functionalities.

One mechanism that has provided good results in case indexing and retrieval
is Bayesian Networks (BNs, [4]). BNs can provide an efficient retrieval mechanism
based on probabilistic knowledge. One of our goals is to integrate this reasoning
mechanism in a CASE tool, in order to provide retrieval functionalities for the
software designer. An interesting challenge that we encountered was how to
consider structural and semantic similarity in the BN. We have developed an
approach that deals with both similarity aspects.
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2 Our Approach

Case-Based Reasoning (CBR) [5, 6] is an Artificial Intelligence [7] field, based
on reuse of experience. The reasoning framework is based on the storage of
experience episodes in the form of cases. Each case represents a specific situation
or entity, and is stored in a case library ready for reuse in new situations. Cases
can be retrieved from the case library through a query defined by the designer.
This query describes the current situation which needs to be solved or completed.
The retrieval output is a list of cases ranked by similarity to the query. A CBR
system can go further and adapt one or more retrieved cases to generate a new
solution for the query. This new solution can then be stored in the library as a
new case closing the reasoning cycle [8] and enabling the CBR system to learn
and evolve in time.

In our previous work, we have developed REBUILDER [9, 10], a CASE tool
based on CBR and WordNet [11]. In REBUILDER, cases are UML class dia-
grams and they are stored in a central repository, making them available for
reuse within the development team or company. This tool also provides several
cognitive functionalities for aiding the software design task.

One important functionality of REBUILDER is the capacity of understand-
ing natural language. This capability is possible due to WordNet, which is used
as an ontology, enabling the association of senses to words and other natural
language processing tasks.

As seen before, CBR and WordNet are central issues in our system, con-
straining the integration of BNs in REBUILDER. In this paper, we present this
integration and how issues such as semantic and structural similarity of class
diagrams are addressed. The next session provides some background knowledge
about BNs and WordNet. Section 4 describes REBUILDER architecture briefly.
Section 5 describes our approach to retrieval using BNs within REBUILDER.
Section 6 compares our approach with several research works on CBR and BNs.
Finally section 7 concludes this paper with some final remarks and future work.

3 Background Knowledge

This section presents some background knowledge about Bayesian networks and
WordNet, so that our approach becomes clearer to the reader.

3.1 Bayesian Networks

A Bayesian Network[4] is an acyclic directed graph that represents dependencies
between variables and their associated probabilities. It can be used for diagnostic
tasks, causal inferences, explanation inferences or mixed inferences. Nodes rep-
resent variables and directed links represent influences between variables. The
semantics of a link can be described in the following way: there is a link from X
to Y, if X has a direct influence on Y. Each node has a conditional probability
table (CPT) associated that quantifies the effects that the parents have on the
node.
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An example of a simple Bayesian network (BN) is given in figure 1 (tables
represent CPT for nodes). In this example, there is a burglar alarm that can be
fired by a burglar or by mistake due to an earthquake. The probability of happen-
ing a burglary (P(B)) is 0.001, and the probability of happening an earthquake
(P(E)) is 0.002. The probability of the alarm going off depends on the nodes
Burglary and Earthquake, which is depicted in the table near the alarm node.
Supposing that there are two persons that can call when the alarm goes off, John
and Mary, the probability of any of them calling because the alarm went off is
also represented in the tables for nodes John Calls and Mary Calls.

Burglary Earthquake

Alarm

John Calls Mary Calls

P(B)

0.001

P(E)

0.002

B        E

True   True
True   False
False   True
False   False

0.95
0.94
0.29

0.001

P(B)

A

True
False

0.90
0.05

P(J) A

True
False

0.70
0.01

P(M)

Fig. 1. An example of a Bayesian network taken from [7].

Inference in a BN is the computation of the posterior probability distribution
for the set of query variables. Given a set of evidence variables for which the exact
value is known, an inference algorithm is used to propagate these values through
the BN, according to Bayes rule. There are several inference algorithms, but
basically they fall in two categories: exact inference and approximate inference.
Exact inference algorithms perform the exact computation of the probability
distributions. Belief propagation in trees is linear, while belief propagation in
multiply connected graphs has been shown to be NP-hard [12]. Approximate
inference algorithms try to deal with this difficulty in a more tractable way,
trying to provide an approximation to the probability distribution for query
variables.

3.2 WordNet

WordNet [11] is used in REBUILDER as a common sense ontology. It uses
a differential theory where concept meanings are represented by symbols that
enable a theorist to distinguish among them. Symbols are words, and concept
meanings are called synsets. A synset is a concept represented by one or more
words. Words that can be used to represent a synset are called synonyms. A word
with more than one meaning is called a polysemous word. For instance, the word
mouse has two meanings, it can denote a rat, or it can express a computer mouse.
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WordNet is built around the concept of synset. Basically a synset comprises a
list of words and a list of semantic relations between other synsets. The first part
is a list of words, each one with a list of synsets that the word represents. The
second part, is a set of semantic relations between synsets, like is-a relations,
part-of relations, and other relations. REBUILDER uses the word synset list
and four semantic relations: is-a, part-of, substance-of, and member-of. Synsets
are classified in four different types: nouns, verbs, adjectives, and adverbs.

Synsets are used in REBUILDER for categorization of software objects. Each
object has a context synset which represents the object meaning. In order to find
the correct synset, REBUILDER uses the object name, and the names of the
objects related with it, which define the object context. The object’s context
synset can then be used for computing object similarity (using the WordNet
semantic relations), or it can be used as a case index, allowing rapid access to
objects with the same classification. WordNet is used to compute the semantic
distance between two context synsets. This distance is the length of the shortest
path between the two synsets. Any of the four relation types can be used to
establish the path between the synsets. This distance is used in REBUILDER
to assess the type similarity between objects, and to select the correct synset
when the object name has more than one synset. This process is called name
disambiguation [13] and is a crucial task in REBUILDER. If a diagram object
has a name with several synsets, then more information about this object has
to be used to find which synset is the correct one. The extra information are
the diagram objects that directly or indirectly are associated with it. In case of
the object being a class, its attributes can also be used in the disambiguation
process. This process is used when a case is inserted in the case library or when
the designer calls the retrieval module.

4 REBUILDER

REBUILDER creates and manages a repository of software designs, providing
the software designer with a set of functionalities that promote the reuse of
previous design experiences. This section gives an overview on REBUILDER
describing it’s architecture and modules.

Figure 2 illustrates the architecture of REBUILDER. It comprises four main
modules: the UML editor, the knowledge base manager, the knowledge base
(KB), and the CBR engine. It also depicts the two different user types: soft-
ware designers and KB administrators. Software designers use REBUILDER as
a CASE tool and subsequently reuse the software design knowledge previously
stored. The KB administrator keeps the KB updated and consistent. The UML
editor serves as the intermediary between REBUILDER and the software de-
signer while the KB manager is the interface between the KB administrator and
the system (see [9] for a more detailed description of REBUILDER).

The CBR engine performs all the inference work in REBUILDER. It com-
prises six sub modules: retrieval, analogy, composition, design patterns, verifica-
tion, and learning. The retrieval module searches the case library for designs or
design objects similar to the query. The most similar ones are presented to the
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user, allowing the designer to reuse these designs or part of them. The analogy
module maps designs from the case library, to the query design. The resulting
mapping establishes the knowledge transfer from the old design to the query
design. The composition module can be used to adapt a past design (or part of
it) to the query using design composition. The design patterns module uses a
CBR approach to the application of software design patterns [14]. This module
is able to generate new diagrams through the automatic application of design
patterns. The verification module checks the current design for inconsistencies.
The learning module acquires new knowledge from the user interaction, or from
the system reasoning.

Figure 3 describes how a new UML diagram can be generated in REBUILDER.
Note that adaptation stands for analogy, composition or design patterns. These
are adaptation strategies, and can be used to generate a new UML diagram using
one or more cases.

5 Retrieval Using Bayesian Networks and WordNet

This section presents our approach to the retrieval of software designs using BNs
and WordNet. We start by describing how the BNs are built and then we explain
the retrieval process.

5.1 Building the Bayesian Network

REBUILDER uses BNs to index cases, to retrieve cases and to rank cases. The
network construction is possible using WordNet synsets and is-a arcs.

Network nodes represent three types of entities: cases, synsets and relations.
For each case in the library a node is created, with the synsets associated to the
case objects as parent nodes. All the parents of each synset are recursively added
to the network, until the top nodes are reached, using the is-a arcs of WordNet.
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Relations in the library cases are also represented as nodes in the network, with
a node for each relation. The synsets involved in the relation are parent nodes of
the relation node, and the case node having this relation is a child of the relation
node.

As an example, consider cases Case1 and Case2 in figures 4 and 5 (attributes
and methods are not considered for the sake of simplicity). Figure 6 represents
the BN built from these two cases. Each case is represented by a node with
the respective objects added, for instance Case1 related with Student, School
and Teacher. Then each of the synsets associated with a case adds it’s parents
recursively to the network until it reaches a top synset, synset Student parents
go from Enrollee to Entity. The relation nodes are also represented, for example
the relation Student-School has Student and School as parents and Case1 as a
child.

Conditional probability tables for each node are defined accordingly to each
node type. The node types are: top nodes, synset nodes with only one parent,
synset nodes with several parents, case nodes and relation nodes.

Top nodes correspond to WordNet top nodes, and their probability is given
by:

P (TopNode) =
1

TopNodes(BN)
(1)

where TopNodes(BN) returns the number of top nodes in the BN.
The CPT of synset nodes with only one parent, which corresponds to the

majority of synsets, are computed using table 1.

Table 1. The CPT for a single parent synset node.

Parent P(Synset) P(¬Synset)

True α 1 − α

False 0 1
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Fig. 6. The Bayesian Network resulting from cases Case1 and Case2.

Where α is given by:

α =
1

Children(Parent)
(2)

and Children(Parent) returns the number of children for node Parent.
In the computation of the CPT for nodes with more than one parent, we

consider that each cause has an independent chance of causing the effect accord-
ing to the noisy-OR model [15]. In the case of synset nodes, the probability for
a synset S is given by:

P (S|Parents(S)) = 1− P (¬S|Parents(S)) (3)

P (¬S|Parents(S)) =
∏

(pi∈Parents(S))∧(pi=True)

(1− P (S|pi)) (4)

where Parents(S) represents the parent nodes of S and pi one of these nodes.
P (S|pi) is given by:
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P (S|pi) =
1

Children(pi)
(5)

where Children(pi) returns the number of children nodes of pi.
The computation of the CPT for a case node C is given using:

P (C|Parents(C)) = 1− P (¬C|Parents(C)) (6)

P (¬C|Parents(C)) =
∏

(pi∈Parents(C))∧(pi=True)

(1− P (C|pi)) (7)

where Parents(C) represents the parent nodes of C and pi one of these nodes.
Node pi can be a synset or a relation node, and P (C|pi) is given by:

P (C|pi) =
1

Occurrences(pi)
(8)

where Occurrences(pi) returns the number of occurrences of pi in library cases.
Relation nodes have exactly two parent nodes, the synsets participating in

the relation. Considering a relation node R having two parents S1 and S2, the
CPT for R is defined in table 2.

Table 2. The CPT for a relation node.

S1 S2 P(R) P(¬R)

False False 0 1

False True 0 1

True False 0 1

True True P (R|S1, S2) 1 − P (R|S1, S2)

The probability P (R|S1, S2) is given by:

P (R|S1, S2) =
Relations(S1, S2)

Relations(S1) + Relations(S2)
(9)

where Relations(S1, S2) returns the number of relations in the case library with
both S1 and S2, and Relations(S1) returns the number of relations in the library
with S1.

Using the BN example of figure 6, the CPT for node Entity is 0.33, since
there are three top nodes in the network. As an example of a CPT for a synset
node, table 3 shows the CPT for node Adult, notice that α is 0.5 since there are
two children nodes for Human.

The CPT for node Case1 is computed based on the conditional probabilities
for each of the node’s parents, which are given by:

P (Case1|Student = True) =
1

2
= 0.5

P (Case1|School = True) =
1

2
= 0.5
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Table 3. The CPT for the Adult node.

Human P (Adult) P (¬Adult)

True 0.5 0.5

False 0 1

P (Case1|Teacher = True) =
1

1
= 1

P (Case1|StudentSchool = True) =
1

2
= 0.5

P (Case1|SchoolT eacher = True) =
1

1
= 1

Just to illustrate the computation of the CPT, the probability of the node Case1
having Student and School as true is:

P (¬Case1|Student = True, School = True) = (1 − 0.5) · (1 − 0.5) = 0.25

P (Case1|Student = True, School = True) = 1 − 0.25 = 0.75

P (¬Case1|Student = True, School = True, StudentSchool = True) =

(1 − 0.5) · (1 − 0.5) · (1 − 0.5) = 0.125

P (Case1|Student = True, School = True, StudentSchool = True) =

1 − 0.125 = 0.875

Table 4 presents the CPT for relation node StudentSchool. Notice that the
P (StudentSchool|Student = True, School = True) is:

P (StudentSchool|Student = True, School = True) =
2

3 + 4
= 0.29

Table 4. The CPT for the StudentSchool node.

Student School P (StudentSchool) P (¬StudentSchool)

False False 0 1

False True 0 1

True False 0 1

True True 0.29 0.71

If a new case is added to the case library, the BN must be rebuilt, adding all
the cases and updating the CPTs.

5.2 Retrieval Process

The retrieval process starts with a query, which is a class diagram (query dia-
gram). Then the BN nodes corresponding to the synsets of the query diagram
objects, are set to true. The same happens with the nodes corresponding to
query diagram relations. If there isn’t a corresponding node in the network for



Software Design Retrieval Using Bayesian Networks and WordNet 193

an object or relation, then a node representing the missing object/relation is
added to the BN, along with edges and parent nodes.

After the evidence nodes are set to true, the goal of the retrieval process is to
assess the probability of the case nodes. These probabilities are used to retrieve
and to rank the corresponding cases. In REBUILDER, we use the Bayesian
Network tools in Java (BNJ1), which is an open-source implementation of BNs
inference algorithms for research and development. This package provides several
reasoning algorithms, both for exact inference and for approximate inference.
These algorithms are used for assessing the case node’s probabilities.

Using the example from the previous subsections, suppose that the user query
comprises the software objects School and Teacher, and a relation between the
two objects. Using the clustering algorithm developed by Lauritzen and Spiegel-
halter [16], the probability for Case1 is 1, and for Case2 is 0.503289. This makes
sense, since Case1 comprises the query, and Case2 only comprises the object
School. These probability values are used for ranking retrieved cases. Other ex-
amples of queries and the respective node probabilities (for Case1 and Case2 )
are presented in table 5.

Table 5. Table with the probabilities associated with case nodes for several retrieval
examples (queries comprise objects and relations between objects).

Query Probability for Case1 Probability for Case2

Student, School, Student-School 0.875 0.875107

Student, School 0.78625 0.786433

School, Course, School-Course 0.5 1

School, Teacher, School-Teacher 1 0.503289

Course, Teacher 1 1

Course, Teacher, School 1 1

Educator, Course 0.0448002 1

Human, Institution 0.0159545 0.0167973

6 Related Work

There are several research works combining CBR and BNs, with different pur-
poses and ways of integration. This section compares these works to our ap-
proach, focusing in the relevant differences and similarities.

Aamodt and Langseth [17] describe an approach for integration of BNs with
CBR. The BN is used for indexing cases using binary features, with this network
built from a semantic network. Retrieval is a two step process: first the BN is used
for retrieving a relevant set of cases and then the BN is used for selecting what
observable nodes (evidence nodes) are best for discriminating between plausible
cases. This approach implies that nodes are classified as observable or not, which
in our approach would correspond to any synset or relation node. Despite the
1 http://bndev.sourceforge.net/
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similarities with our approach in the network construction, the retrieval process
is rather different, with our approach having only one pass, yielding a ranked
set of cases.

Another approach to the integration of CBR and BNs is presented by
Rodŕıguez et. al. [18], in which two BNs are used: one for indexing and an-
other for retrieval. They also use cases for building both networks, updating
them each time a new case is added to the case library. The indexing network
ranks the order in which categories can be searched for similar exemplars. Then
each category, in the retrieval network, is searched to find cases that are similar
to the target case. As in our approach, similarity is interpreted as the proba-
bility associated with a case. Both the network structure and retrieval process
are different from our approach, having the limitation of depending on an initial
case base to reason.

The approach presented by Dingsoyr [19] uses a BN for computing similarity
metrics. This approach uses the case base to build a BN, which will then be used
for assessing the similarity between the query and the cases. As in other described
approaches, this approach has the limitation of depending of an initial case base.
There is an important difference with our approach, the level of abstraction in
the representation is shallow, since it only uses the case features for indexing,
while the BNs in REBUILDER allow deeper inferences using is-a arcs.

Tirri et. al. [20] present a Bayesian framework for CBR in data-intensive
domains. In their approach, cases are used to provide the approximate model for
the underlying joint probability distribution of attributes, allowing two major
operations: retrieval and adaptation. Comparing with our approach, we only
use the BN for indexing and retrieval, though adaptation based on the BN is
possible, but is a future issue in our approach. One limitation of their approach
is the need of a good representative initial case base that can be used to generate
the BN. This can be a problem in some application domains, due to the lack of
experience in the form of cases.

Lazkano and Sierra [21] describe an approach that combines Nearest Neigh-
bour algorithm with a BN for case classification. The main idea of this work can
be presented in two steps: given a query case, first retrieve the most similar case
using the Nearest Neighbour algorithm; and then use a BN to identify the case’s
classification. This approach has a different purpose from our’s combining CBR
and BNs in a different way.

Aha and Chang [22] describe an approach for multiagent planning using BNs
and CBR. BNs are used to provide contextual information to the case-based
reasoner, assisting in the feature selection. Then the case-based reasoner is used
to determine how to implement the agent’s actions. Their approach is rather
different from ours, with one BN for each possible agent action. The agent will
select the action corresponding to the BN with highest probability. As in our
approach, an agent learns new knowledge in the form of BN update when new
experience is acquired.

Breese and Heckerman [23] present an approach for diagnostic and trou-
bleshooting applications using BNs and CBR. In a diagnosis session, a subnet-



Software Design Retrieval Using Bayesian Networks and WordNet 195

work is extracted from a BN database describing a large number of diagnostic
interactions and cases. This network is used to make suggestions of possible re-
pairs and additional observations. The network structure comprises three layers
representing: causes, issues and symptoms. Though this approach has some sim-
ilarities with our approach, the reasoning model and main goal is different from
our approach.

Schiaffino and Amandi [24] present an approach for learning user profiles us-
ing CBR and BNs. As in our approach, cases are used for the network construc-
tion. User profiles have two parts: one built from CBR using the classification
of queries by similarity and the other part by using the BN to infer attribute
values. In the end of this parallel reasoning process, a set of suggested queries is
shown to the user. This is another way of integration of CBR and BNs, in which
cases constitute the probabilistic model used for network construction. In our
approach, we also use cases as part of the probabilistic model, but the retrieval
process is different.

Wiebe et. al. [25] presented an approach for the construction of BNs using
WordNet for word-sense disambiguation. Their use of WordNet for network con-
struction is similar to our approach, presenting two alternative ways of mapping
nodes. One where a node represents a synset and another where a node repre-
sents a word. In our approach, we use the first alternative with the difference
that we also have two other types of nodes, representing cases and diagram re-
lations. As in our approach, they also use the WordNet is-a arcs to build the
network. Besides the difference of using the BN for word-sense disambiguation,
in our approach the CPTs are defined in a different way, they are built from
data in cases and in Wiebe’s approach they are built from tagged training data.

There are several research works that explore case retrieval and similarity
mechanisms for software design. González et. al. [26] presented a CBR approach
to software reuse and design at the code level. The work developed is based
on the reuse and design of object-oriented code. Using the object description
they use two retrieval algorithms, a lexical retrieval using a natural language
query, and a conceptual retrieval using an entity and slot similarity measures.
Dj́à vu [27] is a CBR system for code reuse and generation using hierarchical
CBR. Like the case representation of González, Dj́à Vu uses a hierarchical case
representation, indexing cases using functional features. Althoff and Tautz [28]
have a different approach to software reuse and design. Instead of reusing code,
they reuse system requirements and associated software development knowledge.

7 Conclusions and Future Work

This paper presents an approach to the retrieval of class diagrams integrating
BN, CBR and WordNet. We describe how the BN is built from WordNet and
from the case library, and a detailed example of network retrieval is given.

One advantage of our approach, is the capability of assessing not only the
similarity between diagram objects, but also the structure similarity of diagrams,
through the use of network nodes representing diagram relations. This enables
the BN to compute structural similarity, which is important for assessing diagram
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similarity. Another advantage is the leaning of new cases through the network
updating. In relation, to other systems using BN for retrieval, our approach has
the advantage of not depending entirely on cases for building the BN. An initial
BN can be built using only WordNet and the query, which will then be updated
with new cases.

One of the limitations of our approach is the updating algorithm (used to
rebuild the BNs when a new case is added to the case base), which implies the
rebuilding of the entire BN. Although the network construction is fast, it is not
the most efficient. We are looking into ways of making it more efficient. Synset
CPTs are only defined based on the WordNet structure. This is not the most
accurate way to compute the associated probabilities, because a synset may
depend in different degrees from their parents. One way to deal with this issue
is to use text corpus to compute the CPTs, as in Wiebe’s approach.

There are several issues that we intend to address, namely the representation
of attributes and methods in the BN. This is not an easy issue, because the
network complexity will affect the retrieval performance. Other future issues are
related with the integration of user preferences in the BN, so that retrieval would
take into account user preferences. This topic follows the development guidelines
of REBUILDER, trying to adapt the system to the user and not the opposite.
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Abstract. Case adaptation has always been a difficult process to engi-
neer within the case-based reasoning (CBR) cycle. To combat the difficul-
ties of CBR adaptation, such as its domain dependency, computational
cost and the inability to produce novel cases to solve new problems, ge-
netic algorithms (GAs) have been applied to CBR adaptation. As the
quality of cases stored in a case library has a significant effect on the so-
lutions produced by a case-based reasoner, it is important to investigate
the impact of the quality and quantity of cases injected into a GA ini-
tial population for adapting fitter solutions to new problems. This work
explores a method applying a GA to CBR adaptation, where a learning
mechanism is applied to feed knowledge back from the CBR revision
stage into the reuse stage, allowing the GA to learn which mutations re-
sult in invalid solutions. In collaboration with this learning mechanism,
the number of cases to be injected, and the fitness of cases to be injected
from retrieval into reuse is explored. The fitness of adapted cases and
their response to our developed learning feedback is also trialled through
varying the size and quality of the GA initial population.

1 Introduction

The use of past experience to understand and solve new problems by learning is
a critical advantage of case-based reasoning (CBR). However, CBR has also been
known to exhibit some disadvantages, such as poor, slow retrieval techniques;
a case memory that can overflow with redundant, repetitive cases; and poor
attempts to adapt solutions to the needs of a current problem [1]. In an effort
to reduce the effects of these disadvantages, hybrid approaches have been taken
when developing CBR systems. Genetic algorithms (GAs) are search algorithms
reflecting the natural processes of evolution and can be used to combat CBR
disadvantages. Genetic algorithms have been successfully applied to optimise
case retrieval, to create novel and unique cases for new problems and, by using
a fitness measure, to clean up the case memory leaving only better cases to be
used. Adaptation is often considered as the most difficult component of a CBR
system [2]. It has been argued that adaptation may be the most important
step of case-based reasoning as it adds intelligence to what would otherwise be
a simple pattern matcher [3]. The application of genetic algorithm methods for
case adaptation has been an attempt to combat the difficulty of the adaptation
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task, as well as to promote intelligence through adaptation. Applying GAs in
the CBR adaptation stage has been applied across varied problem domains. This
is a successful innovation over traditional CBR adaptation techniques, as CBR
adaptation tends to be domain specific [4].

The work presented follows the general four-step CBR cycle defined by
Aamodt and Plaza [5], identify the current problem; retrieve by finding a past
case similar to the new case; reuse the past case to suggest a solution to the
current problem; evaluate the proposed solution in revise; retain the solution
and update the system by learning from experience. A GA is used for the reuse
(adaptation) stage of the CBR cycle, and then a proposed learning feedback
method is applied to feed knowledge learnt in the revise stage of the CBR cy-
cle back into the reuse stage. The main aim of this learning feedback is to
teach GA adaptation which mutations are better to apply when adapting cases.
Along with this learning feedback, we investigate an ideal type of case popu-
lation to initialise the GA adaptation method. This includes finding an ideal
size of the initial population and the best spread of fitness to feed into the GA
adaptation method from CBR retrieval. These tests have been conducted with
a prototype case-based reasoner, known as CBR-GAALTA (CBR-GA Adaptive
Learning Timetabling Application). This prototype is applied to the domain of
automated timetabling.

1.1 Previous Adaptation and Learning Methods

Case adaptability has been modelled in many ways. Previous approaches to case
adaptation include adaptation by substitution, where one or more pieces of a so-
lution that does not fit the current situation requirements has the invalid pieces
replaced by new pieces [2], and parameterised adaptation, where a formula for
deriving a solution in a retrieved case is used to find a solution to an input case.
Similar to parameterised adaptation is procedural adaptation, where a procedure
for deriving a solution from a retrieved case is used to find a solution for an
input case [6]. Khan and Hoffman applied critic based adaptation to their sys-
tem, MIKAS, where a user (critic) manually adapts a retrieved solution to fit
an input case [7]. Smythe and Keane used Adaptation Guided Retrieval (AGR)
in Déjà Vu, where specially formulated adaptation knowledge is used during re-
trieval to measure a candidate case’s adaptation requirements [8, 9]. Similar to
AGR, Tonindandel and Rillo developed Action Distance-Guided (ADG), which
estimates the amount of effort needed to adapt each case [10]. For the COM-
POSER system, developed by Purvis and Pu, the constraint satisfaction problem
(CSP) structure is imposed on the adaptation process. A formal CSP algorithm
called the minimum conflicts algorithm is applied, as it provides a common case
representation, allowing easy integration into a new solution [2]. Derivational
Analogy is an adaptation technique that computes a new solution using the steps
taken to compute the old solution [2]. Derivational Analogy has been applied in
many CBR applications, including POPART, VEXED, BOGART REDESIGN
and ARGO [11]. The main focus of these adaptation methods is to lift the bur-
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den of the adaptation problem rather then fix adaptation’s problematic aspects.
Applying a GA to case adaptation has been seen across various domains.

Previous work has been devoted to the fields of CBR and GAs, and to com-
bining the techniques, producing hybrid CBR-GA systems. GAs have been suc-
cessfully applied in the retrieve and reuse phases of the CBR cycle, used for
retrieval optimisation or adaptation consistency respectively. Applying GAs in
the CBR adaptation stage across varied domains is a successful innovation over
traditional CBR adaptation techniques, as CBR adaptation tends to be very
domain specific [4]. The work of Oppacher and Duego revealed that using a GA
for case adaptation can produce strong cases in a smaller case library [4], where
De Silva Garza et al. and Louis and Xu found that GA adaptation produces
novel solutions to new problems [4, 12]. Domains covered using a GA for CBR
adaptation include: tablet formulation [13, 14]; modelling a Checkers game [1];
Open Shop Scheduling and Rescheduling [12]; developing lay out design of resi-
dences so they conform to the principles of feng shui [4]; reducing database size
in applications [15]; and estimating the flow rates in Estuaries [16].

2 Genetic Algorithms for Case Adaptation

Genetic algorithms operate well under conditions where little domain knowledge
is known or the search space is increasingly difficult. This fits well in CBR and
the adaptation task, as CBR is often used for systems where there is little domain
knowledge known. GAs for case adaptation has been applied across varied CBR
implementation domains, proving to be a versatile adaptation method for a
case-based reasoner. However, certain aspects of a GA must be customised to
the domain to which the reasoner is applied, requiring the GA to be engineered
to the specifications of the reasoner and its domain.

Certain constants exist in the implementation of a simple GA (see Figure
1), for a GA applied to any domain. These include an initial population of in-
dividuals (chromosomes) which is operated upon, and assigning a fitness score
which assesses how good a solution the chromosome is to the problem. Highly fit
chromosomes are given opportunities to reproduce themselves by cross breeding
with other individuals in the population. New individuals are produced from this
cross breeding, known as offspring. To produce offspring, GAs apply the genetic
operators crossover and mutation. Crossover is an operator allowing new points
in the search space to be tested, where mutation maintains that no point in the
search space has zero probability of being explored [17]. Offspring share features
taken from each parent. Less fit members of the population are less likely to be
selected for reproduction, and hence die out of the population due to survival
of the fittest [18]. A GA must also have an applied selection scheme (to select
chromosomes for reproduction), as well as values for probability of crossover (Pc)
and probability of mutation (Pm). The general process for a simple GA is shown
in Figure 1.

This natural selection approach to case reuse must be merged into the CBR
cycle. When applying GA adaptation to the CBR cycle, schemes need to be
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1. [Start]: Generate random population of n chromosomes (suitable solutions for
the problem)

2. [Fitness]: Evaluate the fitness f(x) of each chromosome x in the population
3. [New Population]: Create a new population by repeating the following steps

until the new population is complete

(a) [Selection]: Select two parent chromosomes from a population according to
their fitness (the better fitness, the greater chance to be selected)

(b) [Crossover]: With a crossover probability, Pc, cross over the parents to form
new offspring (children). If no crossover was performed, offspring is the
exact copy of the parents

(c) [Mutation]: With a mutation probability, Pm, mutate new offspring at each
locus (position in the chromosome)

(d) [Accepting]: Place new offspring in the new population

4. [Replace]: Use a new generated population for further run of the algorithm.
5. [Test]: If the end condition is satisfied, stop, and return the best solution in

current population.
6. [Loop]: Go to step 2

Fig. 1. Simple GA Cycle [19]

developed to resolve problematic areas between the CBR and GA cycles. These
major problems between the CBR cycle and GA cycles that must be addressed
are:

– Mapping a CBR case to a GA chromosome.
– Evaluating a fitness function to calculate the viability of a chromosome that

maps back to CBR relevance.
– Construction of a feedback mechanism from CBR revise to reuse.
– Evaluating which cases from the CBR retrieve phase should initialise the

GA population.

3 Applying a Genetic Algorithm to Case Adaptation
for the Timetabling Domain

CBR-GAALTA produces generic timetable solutions to a new case containing
requirements for a new timetable problem. Central tasks in the CBR process
must be tailored to the timetabling domain, as well as engineering GA entities
and processes so that it fits within the CBR cycle. The problem of creating a
valid educational timetable involves scheduling lessons, teachers and rooms into
a fixed number of periods, in such a way that no teacher, class or room is used
more than once per time period [20].

3.1 Case-Representation

The success of a case-based reasoner bears a strong correlation to the content
and structure of the central part of the reasoning system - cases. The reasoning
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process is heavily dependent on the structure and content of the collection of
cases stored [5, 21]. For CBR-GAALTA, a case’s representation and content is
dependent on information needed to best describe a timetable. Cases are repre-
sented as objects, as the CBR-GAALTA is implemented in the Object Oriented
Paradigm (OO). Storing the case as an object while working in the OO domain
makes the creation and manipulation of cases, and their GA chromosome struc-
turing, fairly straightforward. Storing the case as an object also allows a new
case description to be described in an object format, ensuring that the past case
and a new case can be compared in a manner that ensures the most appropriate
case is retrieved in each new case situation. The content of a case is an entire
solution to a timetable, for all subjects on all days of the week. Figure 2 is a
UML representation of a case, displaying all objects and attributes stored within
a timetable.

Lecturer

name : String

specialisedField : String

Subject

subjectCode : String

lessonRequirements : String 1..31..3 1..31..3

Lectures

Room

building : String

roomNumber : String

capacity : Integer

Lesson

lessonType : String

lessonSize : Integer

duration : Integer

startTime : Double

day : String

notCompatible : String

1

1..n

1

1..n

11 11

held in

Fig. 2. Object Oriented Case Format

The new case must be described in a manner allowing it to be compared with
the description of past cases in the case memory. As all elements in a timetable
are stored in an object, the new case constraints are also stored in an object. A
new case is stored in an object whose elements can be compared with elements
of past timetables.

A flat case-base is implemented to store cases within CBR-GAALTA. CBR-
GAALTA originates with a relatively small case-base, and retrieval time is al-
ready minimal. For larger case-bases where retrieval time is impacted upon by
the case-base size, alternative ways to structure the case-base can be applied.
Hierarchical structuring for larger case-bases is an option, where the search space
of solutions is reduced by the organisation of the case-base.

3.2 Mapping a CBR Case to a GA Chromosome

The structure of a case within the CBR mechanism is a timetable object. For
GAs, chromosomes in the population are represented as a string encoded with
genetic information relevant to the individual’s makeup. The chromosome is di-
vided into genes and alleles, where genes are functional blocks, each encoding
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a particular trait of a timetable. Alleles are the individual ‘settings’ for a trait.
A CBR case must be mapped to a GA chromosome, allowing adaptation to be
executed. Genes encode a trait, the trait of the Timetable being a particular
subject lesson within the timetable. The different possible settings for a partic-
ular subject lesson are classified as the attributes of the genes, such as the day,
time, class size, and so forth.

Within CBR-GAALTA, a chromosome is encoded as a Vector object con-
taining subject lesson genes, where genes are encoded as a consecutive block
of 13 adjacent vector spaces. The sequence of genes continues until all subject
lessons within a timetable case are encoded into the chromosome. Genes and
allele values mapped to case attributes are presented in Figure 3.

Gene = subject
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Fig. 3. Genes and Alleles of a CBR Case Mapped to a GA Chromosome

3.3 CBR Retrieval and GA Fitness Function

CBR retrieval begins with a partial problem description, in the form of a ‘new
case’. It ends when a past case has been found that best matches the new case.
Each case in the case memory is tested for a relevance factor with respect to the
new input problem. A new case is introduced to the system via a partial problem
description, or a set of elements that describe factors of a new problem. Within
the timetabling domain, a partial problem description is read in from a flat file,
containing information relevant to the classes in the new problem and the rooms
available when solving the new problem. The relevance factor is determined by
comparing important factors within the past case timetable and awarding points
depending on the closeness of the values to the new case. In CBR-GAALTA, Ten
relevance metrics are calculated across the new case, y, and for the comparison
past case, x. These relevance metrics are related to information based on:

– The lesson type and duration of the lesson type across the whole timetable
– The size of classes for each lesson type
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The proposed CBR retrieval scheme operates on a point-awarding scheme,
where a certain amount of points is awarded for each stored metric, depending
on closeness in values between the new case and the past case. Table 1 lists and
describes the 10 relevance metrics for CBR-GAALTA retrieval.

Table 1. Ten Relevance Metrics and Descriptions

Relevance Metric
Name

Description

Number of Lectures
in the Timetable

an aggregate of the number of lecture classes across the entire
timetable

Number of Labs in
the Timetable

an aggregate of the number of lab classes across the entire
timetable

Number of Prob-
lem Classes in the
Timetable

an aggregate of the number of problem classes across the
entire timetable

Number of hours ded-
icated to Lectures

an aggregate of the total class time dedicated to lectures
across the timetable (in hours)

Number of hours ded-
icated to Labs

an aggregate of the total class time dedicated to labs across
the timetable (in hours)

Number of hours
dedicated to Problem
Classes

an aggregate of the total class time dedicated to problem
classes across the timetable (in hours)

Average Number of
Students per Lecture

an average of the number of students in lectures, taken across
all lectures in the timetable (rounded to the nearest whole)

Average Number of
Students per Lab

an average of the number of students in labs, taken across
all labs in the timetable (rounded to the nearest whole)

Average Number of
Students per Lab

an average of the number of students in problem classes,
taken across all problem classes in the timetable (rounded
to the nearest whole)

Number of Classes in
the Timetable

a sum of the number of different subject codes across the
timetable

The number of points awarded for each relevance metric is summed to give
the final relevance factor. The relevance factor can be mathematically explained
as:

Relevance =
10∑

p=1

PMp

Where PM is the amount of points awarded for relevance metric, p. A GA
requires a fitness function that assigns a score (fitness) to each chromosome
in the current population, the fitness depending on how well that chromosome
solves the problem at hand. Fitness functions are customised for each problem
domain, as the requirements of a given domain determine the viability of a
solution. For the timetabling domain, it is fair to say that the ‘fitter’ a timetable
chromosome solution is, the higher ‘relevance’ it should have to an original input
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case, similar to the CBR retrieval. Therefore chromosome fitness is mapped
to the CBR relevance factor, also ensuring that relevance is maintained if a
solution chromosome is accepted at CBR retain phase. The highest possible
relevance/fitness score that can be evaluated for a solution in CBR-GAALTA
is 50.

3.4 Setting GA Adaptation Parameters and Reproduction Schemes

When implementing a GA, there are main parameters which must be applied
for the algorithm to operate. For CBR-GAALTA, the vital parameters and their
assigned values are set to the values listed in Table 2. The crossover probability
is set to a standard value for a GA [19], though the mutation probability is set
at a higher value than usual, as 0.001 is a standard probability of mutation. This
probability has been set higher to allow the application to exploit the potential
for mutations to examine the search space thoroughly. With a greater chance
of mutation, the opportunity to learn through mutations is increased allowing
learning to be fed back into case reuse.

Table 2. GA Main Parameters

GA Parameter Assigned Value

Size of Population 75

Number of Generations 100

Crossover Probability (Pc) 0.7

Mutation Probability (Pm) 0.01

Along with setting the GA parameters, a selection scheme must be applied to
determine how to choose individuals in the population that will create offspring
for the next generation. A tournament selection algorithm is applied for GA
adaptation in CBR-GAALTA, due to the fact that it is the least computationally
expensive selection method. Adaptation can be a costly operation in terms of
computation; therefore a selection method was employed to remove some of the
expense from the adaptation task. The Tournament Selection scheme employed
follows the general algorithm in Figure 4, adapted from Mitchell [19]:

1. Select two chromosomes at random from the population
2. Generate a random number, r, between 0 and 1
3. Set a parameter, k, between 0 and 1, as the probability that the

fittest of the two individuals will be selected for crossover
4. If r < k , then the fitter of the two individuals is selected to be

parent. Otherwise, the less fit chromosome is selected as a parent.

Fig. 4. GA Tournament Selection Algorithm [19]
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4 Applying Learning Feedback from Revise to Reuse

The aim of this research is to implement a new method of learning that filters
information learnt in revise stage of the CBR cycle back into reuse stage. The
purpose of the feed back mechanism is to aid in learning what values are better
to use for mutations. Within the structure of genes, there are certain values
within the timetabling domain that will not produce viable solutions if they are
mutated to illegal values. Take for example, the duration of a lesson. Generally,
a lesson will range from one to four hours in duration, depending on the lesson
type. If a lesson duration is mutated to a value that is not valid and out of
range, such as 24 hours, this causes the solution to be invalid in the application
domain. Not only is the solution invalid, but when reintroduced into the GA
population the badly mutated gene can spread throughout the population if
the opportunity for reproduction arises. The main motivation for feeding the
knowledge between adaptation and learning is to limit the chances of illegal
values spreading throughout the GA population. In order for initial learning to
arise, rules are input to the system explaining illegal values and circumstances
within a timetable. Domain input rules are provided and input by system users,
and are accessible by the system at the reuse and revise stage. These rules can
also be modified and added based on user input. The rules are stored in a Vector
format as shown in Table 3, where each index of the vector is stored as a column
value of Table 3.

Table 3. Storage Of a Learning Rule for CBR Revision and Reuse

Index x Operator Index y yIndexOrVal Rule Name

12 1 5 1 class size < room size

7 1 8 0 start time < 8

6 5 0 0 Duration != 0

5 5 0 0 lessonSize != 0

A description of each element in a rule is listed below.

Index x - A value of which allele within the gene the rule will affect
Operator - The operator to be applied to the Index x and Index y. The operator

can be any of the following values:
1. Less than
2. Less than or equal to
3. Greater than
4. Greater than or equal to
5. Not equal

Index y - A value either of an allele or a numerical value, which the operator
is compared with

yIndexOrVal - Determines whether index y should be taken as an index, or
as a numerical value (1 indicates and index, 0 indicates a value)

Rule Name - A name that can be given to the rule, used for referencing and
explanatory purposes
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These rules are applied during revision, ensuring all genes within the chro-
mosomes comply. The user is warned of any possible errors remaining in the
chromosome prior to cross checking the solution in preparation for solution ac-
ceptance. These domain rules are also used to check that core subjects are not
running at the same time in a timetable, and that any requirements within the
incompatible list are considered before allowing experts to assess the timetable.

If errors according to the domain rules are present, it can be assumed that
errors have arisen due to bad mutations, as all stored cases are validated. In order
to use these revision rules to prevent problems from arising at revision, the rules
are fed back into the application at an adaptation level, allowing the system
to learn which mutations are not favourable to use. This domain knowledge
is used solely to aid mutations in covering more valid, applicable values. As
repair is applied, the user of the system is alerted to problems remaining within
the chromosomes structure, as well as warning of any incompatibilities in the
placement of lessons. At this point, it is up to the user to evaluate and trial the
solution in the real world domain. Dependent on the application of the solution,
the user will choose to retain the solution or not.

5 Case-Base Injection
for the Genetic Algorithm Initial Population

Based on Aamodt and Plaza’s four step CBR cycle [5], cases retrieved by the
case-based reasoner are modified, if required, to more closely fit a new problem
description at the reuse stage. Using a GA for reuse implies that the cases re-
turned by case retrieval can be used as input to the GA initial population for
adaptation. The decision of which cases to feed into the GA initial population,
and how many cases to feed may make a difference to the performance of GA
adaptation. Many strategies can be applied to the initialisation of the GA pop-
ulation at reuse, and this initialisation process may have a significant effect on
the performance of the GA in terms of producing new, fitter solutions to a new
input problem. If the GA population is initially injected with a small population
of high fitness individuals, the diversity needed to find an optimal solution to the
problem may not be reached. To cover all spectrums of diversity input to a GA,
three separate case bases were developed, with low, medium, and high averages
of fitness. These three type of case base are then created with three different case
base sizes, initialised with 4, 8 and 16 cases. These initial case bases vary the
size and fitness of the initial GA population when entering the GA adaptation
cycle. The low fitness case base has an average fitness of around 10, where as the
average case base fitness was set at around 18, just under the expected average
of 25. The high fitness solutions average was 25, the mean expected average for
a population. In order to fully test the GAs adaptability and the effect of our
learning feedback mechanism on case size and population, the highest average
fitness does not exceed the expected average fitness of the case base (25).
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6 Results and Discussion

The results presented are the output from running tests on each type of case base
with each size of case base. The case base sizes were tested with our learning
feedback mechanism activated and deactivated. The GA is run 10 times for
each case base population size, and the average of the 10 runs is presented as
the result. The new input case and GA parameters remain constant throughout
all tests. Table 4 shows the average fitness’s for each case base and then each
population size, with our learning mechanism activated and also deactivated.

Table 4. Results of GA adaptation using three separate case bases and population
sizes

Case Base Type Low Relevance
Case Base

Medium
Relevance Case
Base

High
Relevance Case
Base

Initial GA Population of 4 Cases

Average fitness with learning 27.85 30.35 31.70

Average fitness without learning 26.95 29.40 29.25

Initial GA Population of 8 Cases

Average fitness with learning 27.45 32.30 33.35

Average fitness without learning 26.70 31.40 32.80

Initial GA Population of 16 Cases

Average fitness with learning 28.05 33.55 35.85

Average fitness without learning 28.30 32.50 34.65

The results presented show that GA adaptation can greatly increase the
relevance of solutions retrieved by a case-based reasoner. Considering that the
initial average fitness of the low relevance case base is 10, and this is increased to
a solution yielding fitness of 28, it is obvious that the GA adaptation cycle has
a significant impact on improving solutions to a new input problem. Not only
are solutions higher in fitness when the GA is applied, but with the activation
of our learning feedback mechanism the fitness of solutions is also improved.
This improvement in fitness would be due to the adaptation process avoiding
the introduction of invalid mutations to the population.

It is also evident that feeding in a higher fitness of cases to the GA initial
population yields results with higher fitness. The average fitness of solutions
produced by a GA cycle fed with a high relevance case base compared to the
low relevance case base for a given case base size is significant, when learning is
activated and deactivated. This demonstrates that when the opportunity arises
to feed higher fitness cases into a GA adaptation cycle, fitter solutions can be
produced. Another significant result arises from the variation of case base size.
When the GA initial population size is increased, the adapted solutions produced
are higher in fitness for a given case base relevance. This is again consistent
for learning activated and deactivated, though learning activated once again
maintains that solutions produced are a closer match to the original input case.
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The fact that higher fitness solutions are produced when initial case base size is
increased is significant, as for all implementations of the GA, population size is
maintained at a maximum population size of 75 with a degree of elitism applied.
This implies that even though the GA operates on a constant population size
and discards unfit solutions from the population, the injection of fitter cases to
the GA adaptation cycle acts as a catalyst for fit initial crossbreeding within the
population.

7 Conclusions and Future Work

When entering a GA adaptation cycle from CBR retrieval, the relevance of
cases injected into the GA population can make a significant impact on the
production of fit solutions to a new input problem. Not only does the relevance
of cases impact on fitness of solutions, but the number of fit solutions fed into
the GA adaptation cycle can produce fitter solutions to a new input problem.
These factors should be taken into consideration when selecting which cases
should initialise a GA adaptation cycle. When the opportunity arises for GA
adaptation, the solutions from the case base which are closer in relevance to the
new input problem should be injected into the GA initial population. The success
of a GA adaptation cycle can also be improved by injecting a greater number
of fit solutions into the initial GA population. The application of a learning
feedback mechanism from revise into reuse also aids in producing fitter solutions
in adaptation. Our learning feedback allowed adaptation to avoid illegal and
invalid mutations, demonstrating that when applying a strong initial population
to the GA adaptation cycle and activating the learning mechanism, adaptation
can produce fitter solutions to a new input case. Future work that can add to
the success of the proposed schemes for this research are:

– The expansion of the timetabling problem domain. As the problem domain
was reduced for the implementation of this project, it is possible to expand
this domain and have the reasoner operating on a much larger schedule.

– Tracking more adaptable solutions to feed into the GA adaptation. This can
involve finding sets of solutions that are not necessarily the highest relevance
value solutions, but are a range of solutions that are more adaptable and are
able to directly map parts of one solution to another solution in respect to
solving the problem case.
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Abstract. Taxonomic case retrieval systems significantly outperform standard 
conversational case retrieval systems. However, their feature taxonomies, 
which are the principal reason for their superior performance, must be manually 
developed. This is a laborious and error prone process. In an earlier paper, we 
proposed a framework for automatically acquiring features and organizing 
them into taxonomies to reduce the taxonomy acquisition effort. In this paper, 
we focus on the second part of this framework: automated feature organization. 
We introduce TAXIND, an algorithm for inducing taxonomies from a given set 
of features; it implements a step in our FACIT framework for knowledge ex-
traction. TAXIND builds taxonomies using a novel bottom up procedure that 
operates on a matrix of asymmetric similarity values. We introduce measures 
for evaluating taxonomy induction performance and use them to evaluate 
TAXIND’s learning performance on two case bases. We investigate both a 
knowledge poor and a knowledge rich variant of TAXIND. While both outper-
form a baseline approach that does not induce taxonomies, there is no signifi-
cant performance difference between the TAXIND variants. Finally, we discuss 
how a more comprehensive representation for features should improve meas-
ures on TAXIND’s learning and performance tasks.  

1   Introduction 

Retrieval of text documents can be significantly improved by semantically indexing 
them with their concepts and relations rather than using the keyword and term index-
ing technique that is standard in information retrieval systems. Semantic indices can 
be used to guide the user during query formulation and to effectively retrieve docu-
ments at a conceptual level, which should increase user satisfaction.  

Conversational case-based reasoning (CCBR) (Aha et al., 2001) is a suitable meth-
odology for conceptual retrieval of text documents. CCBR is a case-based reasoning 
(CBR) methodology (Aamodt & Plaza, 1994; Watson, 1999) in which a user engages 
in a question answer dialog (i.e., a conversation) with the system to incrementally 
specify a query. In response, the system displays ranked solutions with increasing 
precision. The CCBR methodology has been used to develop hundreds of customer 
support and equipment troubleshooting applications (Watson, 1997). In these diagno-
sis tasks the CCBR system identifies and retrieves information that could be used to 
solve the problem described by the user’s query. This retrieved information could be 
in the form of text documents. Thus, indices must be assigned to these documents so 
that users can efficiently retrieve them through an incremental querying process. 
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Creating semantic indices for text documents can be a laborious and time-consum-
ing task. For example, this is true for the Taxonomic CCBR methodology, which 
outperforms other CCBR approaches (Gupta et al., 2002). The taxonomic method 
requires constructing a set of feature taxonomies for indexing the documents. Al-
though this distributed indexing approach imposes strict constraints for guiding tax-
onomy development (e.g., each feature in a taxonomy must be a semantic refinement 
of its parent, and there can be at most one leaf in a taxonomy per document), con-
structing the taxonomies is difficult because there is a large space of possible taxon-
omy sets to choose from. Currently, constructing taxonomies is a manual process; a 
knowledge engineer must create a set and validate that it yields good retrieval per-
formance. Clearly, the process of taxonomy generation could be accelerated and im-
proved by automating it.  

We introduce and describe an initial empirical analysis for TAXIND (TAXonomy 
INDuction), an automated approach for organizing extracted features into a set of 
taxonomies. This builds on our earlier research (Gupta & Aha, 2004), in which we 
introduced a semi-automated framework (named FACIT) to ease the task of con-
structing taxonomies for Taxonomic CCBR applications. TAXIND focuses on 
FACIT’s feature organization subtask. We report results showing that, for a pair of 
case bases, TAXIND outperforms a baseline strategy on the learning task (i.e., taxon-
omy induction), but variants of TAXIND that exploit semantic knowledge do not 
significantly enhance its performance. This motivates our future investigation of a 
semantically richer approach for feature organization. 

The rest of this paper focuses on TAXIND’s learning task. Section 2 describes the 
context for this problem, explaining how it differs from previous research. Sections 3 
and 4 introduce TAXIND and present its empirical evaluation. Finally, we discuss the 
results and our future plans for FACIT in Section 5. 

2   Problem and Related Work 

2.1   Taxonomic CCBR and the Feature Organization Task 

We address the problem of 
organizing features to index 
documents for a Taxonomic 
CCBR methodology (Fig-
ure 1), which implements a 
mixed-initiative case re-
trieval process (Gupta, 
2001). Table 1 summarizes 
our notation. In this meth-
odology, users incremen-
tally provide a query Q. We 
assume that Q is composed 
of a set of features, each of 
which is a <question,an-
swer> pair qai, although there is no theoretical constraint on the representation of 
CCBR queries and a structural representation could instead be used (Bergmann, 
2002). As shown in step 1, the user describes an initial problem to the system by pro-

Table 1. Notation used in Section 2.1. 
Notation Meaning 

c Case  

cp and cs Problem and solution components of case c 

L Case library 

Q Query 
QA Set of features (question-answer pairs) 
qai ith feature (question-answer pair string) in QA 
T Set of induced taxonomies 

Tk kth taxonomy in T 
ti Node i in a taxonomy  
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viding text that the system can convert to a set of feature(s). The system then com-
pares Q with the problem component cp of each case c in a library L, where we as-
sume a simple <problem, solution> representation for cases (i.e., c=<cp,cs>). For 
simplicity, we assume problems are also represented as a set of features and that solu-
tions are text documents. Using a matching function, the system ranks each case c 
using sim(Q,cp), the similarity of its problem to Q. It then displays the solution cs for 
each retrieved case, along with questions in their problems that are not answered in Q. 
In step 2, the user may select and answer a proffered question, which adds a <ques-
tion,answer> pair to Q, or otherwise modifies Q. The system then cycles with the 
modified query. Alternatively, the user could decide (step 3) to select and view a 
displayed solution (step 4). However, if none are acceptable and the user has com-
pleted the query, they may decide to trigger case acquisition (step 4’). 

The primary distinguishing characteristic of Taxonomic CCBR is its reliance on a 
set of feature subsumption taxonomies T. Each taxonomy Tk�T is an acyclic directed 
graph whose nodes ti are features drawn from the features of L’s cases. All nodes in T 
except the root are related to their parent node by either an is-a-type-of or is-a-part-of 
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Fig. 1. The Taxonomic CCBR methodology. 
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Fig. 2. Subset of a feature taxonomy for a printer troubleshooting application (Gupta, 2001). 
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relation. We say that a node subsumes all its descendent nodes (i.e., while we label 
each node using a <question,answer> pair, they denote a class, such as the class of 
printing problems, on which subsumption is well defined). Figure 2 shows a subset of 
the taxonomy from a CCBR application for a printer troubleshooting domain. In this 
figure, node t2 represents the <question,answer> pair <“Print quality problem?”, 
“Yes”>, has one parent node (t1) and two children nodes (t5 and t6).  

In this paper we address the problem of how to organize a given set of features into 
a set of subsumption taxonomies. Figure 3 shows this as the feature organization task 
(step 5) of FACIT (Feature Acquisition and Case Indexing from Text), the knowledge 
extraction framework we introduced in (Gupta & Aha, 2004). FACIT requires an 
initial semantic lexicon and a set of source documents as input. We argued that this 
lexicon should be generative rather than enumerative in its behavior, and should ex-
ploit a representation that extends Generative Lexicon theory (Gupta & Aha, 2003). 
We also argued for extracting a source logical form for each concept in the docu-
ments; it uses predicate argument structures to represent the meaning of sentences 
contained in the text as propositions. This representation eliminates the syntactic 
variances in text because sentences with different grammatical structure but the same 
meaning will have, or be reducible to, the same logical form. Also, we can apply 
predicate calculus operations to logical forms, such as those we will use to select and 
organize features into taxonomies.  

To date, we have only partially implemented FACIT. We have developed a suite of 
tools for lexicon engineering and syntactic parsing, along with a preliminary imple-
mentation for semantic interpretation. Also, we have developed TCRS, an implemen-
tation of Taxonomic case retrieval (Gupta et al., 2002). However, we have not previ-
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Fig. 3. The FACIT framework processes and steps, feeding into a TCRS application. 
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ously developed tools for feature extraction, feature organization, and case indexing. 
TAXIND is FACIT’s initial feature organization component (step 5 in Figure 3). Our 
objective for introducing and evaluating it is to gain further understanding on the 
feature organization process. Because the source logical forms for the extracted fea-
tures do not yet exist, we will use the <question,answer> representation for them, 
where both of its components are represented by text strings. We also have a lexicon 
that can help identify subsumption relations for these features, although together they 
do not support the more powerful logical subsumption approach that we will use 
when FACIT is fully implemented. We discuss this further in Section 5.  

The learning task we address here is the induction of a set of feature-subsumption 
taxonomies from a set of cases whose problems are defined by a set of features. The 
taxonomies are constrained; a feature can appear in only one taxonomy, and only 
once in that taxonomy. Also, among the features at the leaves of a hierarchy, at most 
one can appear in a case. See (Gupta, 2001) for more details on these constraints. The 
performance task that we address concerns TCRS’s retrieval performance. 

2.2   Related Work 

TAXIND’s learning task is unusual because it must induce one or more subsumption 
taxonomies from a given set of features, and the taxonomies have certain constraints. 
This is an unsupervised task: no labels are provided with these features (e.g., an asso-
ciated class label). Yang and Wu (2001) investigated the induction of a set of tax-
onomies (i.e., “decision forest”) for their CaseAdvisor CCBR system. However, 
nodes in their trees are attributes rather than features, they do not discover nor use 
feature subsumption to organize their trees, and their case indices do not have a dis-
tributed representation. Aha et al.’s (2001) CLIRE also induces a tree for a CCBR 
system, but it induces only a single tree, and uses attributes rather than features at 
nodes. Neither approach used the semantics of features to guide taxonomy induction.  

In the greater CBR and related literatures (e.g., machine learning), we again find 
several algorithms exist that induce case-indexing hierarchies (e.g., Daelemans et al., 
1997). However, unlike TAXIND, these algorithms typically do not consider the 
semantics of the features, nor induce trees intended to guide a mixed-initiative query-
ing process.  

FACIT relates to Textual CBR (Lenz et al., 1998) because it focuses on textual 
cases. TAXIND induces a distributed indexing representation that is also a character-
istic of case retrieval nets (CRNs), which Lenz and his colleagues used for several 
Textual CBR problems. However, TAXIND induces strict taxonomies rather than a 
more general semantic network, it does not use spreading activation for case retrieval, 
and we designed it specifically for the CCBR methodology. 

Several researchers (e.g., Müller et al., 1999; Kashyap et al., 2004) have investi-
gated methods to learn taxonomies for information retrieval tasks. Their approaches 
have typically involved using clustering algorithms to create intermediate nodes. In 
contrast, TAXIND must select and relate leaf nodes to the intermediate nodes (i.e., 
features), which are already given.  

FACIT is a knowledge extraction framework, which differs from information ex-
traction frameworks that assume the existence of an initial set of features and focus on 
the simpler task of feature assignment (i.e., determining which among a given set of 
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features to use as indices for a case). FACIT does not make this initial assumption. 
We discuss other issues concerning FACIT in (Gupta & Aha, 2004). 

3   The TAXIND Approach for Learning Indexing Taxonomies 

In this section we present TAXIND. It organizes a set of features QA, each of which 
is a <question,answer> pair, into a set of taxonomies T as follows:  

(1) Feature pre-processing: This step prepares each qai∈QA for similarity computa-
tions using either a bag-of-words or a phrasal tokenization process. 

(2) Similarity matrix computation: This step computes the similarity of a feature qai 

to all other features qaj∈QA (i�j) and generates a feature similarity matrix. When 
the features have been phrasally processed, this step can use application-specific 
ontologies to improve similarity computation. 

(3) Taxonomy induction: This step identifies potential subsumption relations among 
features in QA using the feature similarity matrix and a two step regularization 
subprocess that induces a strict taxonomy, which we present below using a stan-
dard printer troubleshooting application.  

3.1   Feature Pre-processing  

This step converts each feature into its signature, S, which includes a list of signature 
elements for use in computing similarity between any two features. Each signature 
element consists of a token t, the frequency f with which the token occurs in the fea-
ture, and its weight w (see Section 3.2). TAXIND creates signature element tokens via 
either bag-of-words processing, which creates signature elements for each word in a 
feature, or phrasal processing, which parses each feature into a signature of elements 
containing part-of-speech tagged phrases as tokens. With the assistance of an applica-
tion-specific ontology, phrasal tokens can be used to compute the similarity between 
two terms that cannot be otherwise related. For example, it would allow us to com-
pute the similarity between two distinct phrases “jam[n]” and “problem [n]”. The 
following paragraphs provide additional detail on these two processing methods. 

Bag-of-words processing: This approach converts a feature into its signature with 
words as tokens. No stemming is performed. A list of predefined stopwords is used to 
eliminate words deemed useless for similarity assessment. For example, assuming the 
stopwords are, you, and ?, then the feature <“Are you having print quality prob-
lems?”,“Yes”> would have five signature elements with word-tokens having, print, 
quality, problems, and Yes, each with a frequency of one. Their weights are assessed 
during similarity matrix computation. 

Phrasal processing: This approach tags each word in a given feature with its part of 
speech and creates phrases to enable syntactic phrasal subsumption detection and 
similarity computation with an application-specific ontology (see Section 3.2). It then 
removes pronouns, prepositions, and linking verbs, which has an effect similar to 
using the stopwords in the bag-of-words approach. Unlike the stopwords approach, 
this procedure does not require any additional knowledge engineering effort. Simple 
inflexional morphological processing is also performed. For example, verb forms are 
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reduced to their base forms (e.g., “having [v]” is transformed to “have [v]”) and plural 
nouns are reduced to their singular forms (e.g., “problems [n]” is transformed to prob-
lem [n]”). Table 2 shows the three signature elements with phrasal tokens generated 
by processing the example feature.  

 

Table 2. Phrase-processed signature for the feature 

<“Are you having print quality problems?”,“Yes” >. 

Token (t)- Phrase Frequency (f) Weight (w) 
have [v] * 1 undefined 
print [n] 1 undefined 
quality[n] 1 undefined 
print quality problem [n] ** 1 undefined 
Yes [d] 1 undefined 

*  having was stemmed to have 
** noun phrase generated and problems stemmed to problem 
[] part-of-speech tags: [v]-verb, [n]-noun, [d]-adverb 

3.2   Feature Similarity Matrix 

To organize question-answer features into taxonomies we need to identify subsump-
tion (is-a-type-of) relations between them. Subsumption is a directed relation: for any 
two distinct features qa1 & qa2, at most one subsumes the other (i.e., sub-
sumes(qa1,qa2), subsumes(qa2,qa1), or neither is true) and, by definition, if either 
feature subsumes the other then the truth values of subsumes(qa1,qa2) and sub-
sumes(qa2,qa1) must differ. By defining similarity as subsumption (i.e., yielding “1” 
for an ordered pair of features, and “0” otherwise), then if sim(qa1,qa2) denotes the 
similarity of qa1 with respect to qa2, sim(qa1, qa2) � sim(qa2, qa1) when either simi-
larity value is non-zero. Thus, sim() is an asymmetric similarity function. Also, we 
compute it using the features’ signatures, and define it to yield values in [-1,1]. 
Signature Similarity Computation: We define the similarity of two signatures 
sim(S1,S2) as a weighted sum of their token similarities, as shown in Equation 1: 
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where Si and Sj are the signatures of features qai and qaj, respectively, simt() defines 
the similarity among a token and a signature (see below), and wt is the weight associ-
ated with token t. Token weights are computed using an adaptation of the term fre-
quency (tf) and inverse document frequency (idf) weight computation procedure used 
in information retrieval systems, as shown in Equation 2:  

)/log(* dfNtfwt =     
 (2)  

where N is the number of features used in a given case library, tf is the frequency of 
token t among them, and df is the number of the cases that contain t.  



218      Kalyan Moy Gupta, David W. Aha, and Philip Moore 

Token Similarity Computation. The token similarity function simt() (Equation 3) 
compares a token from one signature to all the tokens in the other feature’s signature 
and returns the first non-zero similarity value found. 
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simt() returns values in [-1,1]. If defined using only the first and final lines of this 
equation, then simt() would define a string-comparison function that yields 1 for iden-
tical strings and 0 otherwise. However, this string-comparison function would be 
inadequate for tokens that do not share any words in common, but are semantically 
related. Therefore, we introduce two additional types of similarity computations: 

(a) Syntactic phrasal similarity: phrasalSim() computes the similarity between multi-
word phrases that have the same last word. For example, “problem” is the last 
word in “print quality problem”. This computation can be used to identify sub-
sumption relations between phrases. It computes the similarity of a phrase-token 
with respect to another as the ratio of the number of words they have in common 
and the number of words in the other phrase: 
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where f(w,tj) is the number of times word w occurs in token tj. This asymmetric 
function can be applied only when phrasal pre-processing has been performed. 
For example, phrasalSim(“Problem [n]”, “Print quality problem [n]”)=1/3=0.33 
and phrasalSim(“Print quality problem [n]” ,“Problem [n]”,)=1/1=1.0. Clearly, 
“Print quality problem” is-a-type-of problem. Section 3.3 describes how we use 
similarity values to detect subsumption relations. While phrasalSim() can help 
detect subsumption relations between phrases, it is still inadequate for semanti-
cally related phrases that do not share tokens. To compute similarity between se-
mantically related phrases, we rely on predefined application specific ontologies, 
which might specify these relations between terms (see (b) below).  

(b) Ontological similarity: Similarity computations can be extended by using an 
application-specific ontology. We assume the existence of simple ontologies that 
organize terms with is-a-type-of, is-a-part-of, and is-opposite-of relations. Lin-
guistic ontologies (i.e., semantic lexicons) like WordNet (Felbaum, 1998) and 
more sophisticated generative ontologies (Gupta & Aha, 2003) include these rela-
tions. 

As seen in Figure 4, we represent the relationship between “error” and “problem” 
using an is-a-type-of relation. Likewise, “printing” has “quality” or “quality” is-
a-part-of “printing” for this printer troubleshooting application. The similarity 
between two terms in the ontology is computed as shown in Equation 5. 
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The path length from a node n to one of its descendants d is the number of links 
from n to d. Therefore, using the ontology fragment shown in Figure 5 onto-
Sim(“printing [n]”, “quality [n]”)= 1/(1+1) = 0.5 and ontoSim(“quality [n]”, 
“printing [n]”) = 1.0. Likewise ontoSim(“yes [d]”, “no [d]”) = -1.0. 

3.3   Taxonomy Induction 

Identifying Taxonomic Relations. We denote a taxonomic relation between two 
features, qai and qaj (i �j), by qai  qaj, implying that qaj is-a-subtype-of qai. We 
identify potential taxonomic relations between features by reference to the feature 
similarity matrix. The following rule for selecting taxonomic relations is used: 

IF (sim(Si, Sj) > Π) & (sim(Sj, Si) > Π) THEN 
IF (sim(Si, Sj) > sim(Sj, Si))  
  THEN qai  qaj 

  ELSE qaj  qai 

ELSE IF (sim(Si, Sj) > Π) & (sim(Sj, Si) > Ψ) THEN 

qai  qaj 

ELSE IF (sim(Sj, Si) > Π) & (sim(Si, Sj) > Ψ) THEN 

qaj  qai 
ELSE No relation 

where Π is a user-specified parent selection threshold, typically set to a value repre-
senting a high degree of similarity (e.g., 0.5), and Ψ is the user-specified child selec-
tion threshold (Ψ<Π). It is typically set to a value representing a reasonable degree of 
similarity between a child and its parent (e.g., 0.15). Suitable values of Ψ and Π must 
be empirically determined for a particular set of features QA. Too large a gap between 
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Fig. 4. A fragment from the Printer troubleshooting ontology. 
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them is likely to select too few taxonomic relations while too small a gap will yield 
too many spurious relations. 
Enforcing Taxonomic Constraints. Gupta (2001) explains that the relations in a 
Taxonomic CBR taxonomy must satisfy the relation transitivity and single parent 
constraints. The former implies that, for any three distinct features qa1, qa2, and qa3, 
with taxonomic relations among them, they must satisfy transitivity criteria (e.g., if 
qa1 qa2 and qa2 qa3 then qa1 qa3 must exist). If qa1 qa3 is found, TAXIND 
regularizes the set of taxonomic relations by marking qa1 qa3 for deletion because it 

can be derived by a transitive operation. If qa1 qa3 is not found, then TAXIND 
marks for deletion the taxonomic relation at the higher level (i.e., qa1 qa2). 

In Taxonomic CBR, each feature can appear in only one taxonomy, and nodes with 
multiple parents are not permitted. For example, for any three distinct features qa1, 

qa2, and qa3, if there exist taxonomic relations qa1 qa3 and qa2 qa3, the single 
parent constraint is violated (i.e., qa3 has two parents). TAXIND enforces this con-
straint via a bottom-up approach; it retains only the taxonomic relation between the 
child and the strongest parent and marks for deletion the other relation. For example, 
if sim(qa3, qa1) > sim(qa3, qa2), then it retains qa1 qa3 and marks qa2 qa3 for dele-
tion. The relations marked for deletion are removed at the end of this step and the 
remaining taxonomic relations are transformed into taxonomies. 

4   Evaluation 

4.1   Methodology 

Performance Measures: We define TAXIND’s learning performance as its ability to 
accurately induce (i.e., generate) taxonomic relations from a space of possible rela-
tions. The relations in a taxonomy are the those between its nodes and their descen-
dants (see Figure 5). For single-node taxonomies, a null relation is counted.  

 

 

Fig. 5. Example taxonomies and their relations. 

For this evaluation, we assume the availability of a “gold-standard” (i.e., ideal) set 
of taxonomic relations that can be compared with the relations induced by TAXIND. 
In our evaluation we used a printer troubleshooting and a consumer electronics taxo-
nomic case base. In our previous work, we manually prepared taxonomies for these 
databases that employ the gold-standard relations we need for this evaluation.  



Learning Feature Taxonomies for Case Indexing      221 

Like the Recall, Precision, and F-Measure equations used to evaluate information 
retrieval performance, we propose the following three measures:  
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For example, using the gold-standard and the relations shown in example 2 of Fig-
ure 5 yields: TRR=2/6=0.33, TRP=2/4=0.5, and TF-Measure=0.4. 

An alternative to inducing taxonomies is a degenerate approach that generates only 
single-node taxonomies. That is, it creates one taxonomy for each feature qai∈QA. In 
the absence of alternative taxonomy generation methodologies, we will use this ap-
proach as a baseline for assessing TAXIND’s performance. For example, the learning 
performance values for the baseline approach for example 1 in Figure 5 are: 
TRR=0/6=0, TRP= 0/4=0, and TF-Measure=0.  
Test Data: We selected two taxonomic case bases (Gupta et al., 2002) pertaining to 
printer troubleshooting (“Printer”) and consumer electronics troubleshooting (“Elec-
tronics”) as our test data sets. Their existing taxonomies were used as gold standards 
for our empirical evaluation of TAXIND. Printer’s cases refer to 54 distinct features, 
while Electronics’ cases refer to 121.  
Test Procedure and Hypotheses: In addition to varying the dataset, we also varied 
the version of TAXIND that we applied. In particular, we used two versions: 

1. Knowledge poor: This used bag-of-words processing with the string similarity 
computation option.  

2. Knowledge rich: This used phrasal processing with string similarity, phrasal 
similarity, and ontological similarity.  

We ran both versions of TAXIND for each application using a range of thresholds 
for Π and Ψ, report only the best results in Section 4.2, and evaluated two hypotheses: 

(1) Both versions of TAXIND will outperform the baseline approach. 
(2) The knowledge rich approach will outperform the knowledge poor approach. 

TAXIND Implementation: We implemented TAXIND and used our Java implemen-
tation of Brill’s (1992) Tagger for phrasal processing. We compiled a list of stop-
words and domain-specific ontologies for Printer and Electronics. We also developed 
ontologies using our Generative Sublanguage Ontology Editor. Only is-a-type-of, is-
a-part-of, and is-opposite-of were used from among the many possible types of rela-
tions available. 

4.2   Analysis of the Learning and Performance Tasks 

The learning task being addressed is TAXIND’s ability to induce good taxonomies, as 
assessed by the measures described in Section 4.1. After discussing its learning re-
sults, we will then briefly summarize its results for our intended performance task: 
retrieval performance when using the resulting taxonomic cases in TCRS. 

(6)

(7)

(8)
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To illustrate TAXIND’s capabilities, we display one of the taxonomies that the 
knowledge poor approach learned for Electronics in Figure 6. It has three features that 
do not belong to it by reference to its gold standard. Still, the knowledge poor ap-
proach is effective when the cases have been prepared using consistent terminology 
and phrasing by experienced case base developers, as was done for both data sets.  

Tables 3 and 4 display the results of the baseline and TAXIND variants for the two 
case bases. The knowledge poor and the knowledge rich approaches did indeed out-
perform the baseline approach for both datasets. For example, this is clear from the 
results of the TF-Measures in these tables. Therefore, our first hypothesis has some 
support. TAXIND performs comparatively better on Electronics than on Printer be-
cause the expected taxonomies for Electronics are deeper and more complex. 

Table 3. Baseline and TAXIND’s performances for the Printer case base. 

1: Π=0.30, Ψ= 0.08; 2: Π=0.45, Ψ= 0.18  

Table 4. Baseline and TAXIND’s performances for the Electronics case base. 

1: Π=0.63, Ψ= 0.15; 2: Π=0.65, Ψ= 0.23 
 

There was little learning performance difference between the knowledge poor and 
knowledge rich versions of TAXIND on both the sets. The knowledge rich version 

Generated Taxonomies 
Option 

No. Avg. 
Depth 

Max. 
Depth 

Single 
Nodes 

TRR TRP TF 

Baseline 54 0.0 0 54 0.50 0.50 0.50 
Knowledge poor1 43 0.20 1 40 0.50 0.57 0.53 
Knowledge rich2 36 0.33 1 27 0.48 0.58 0.53 

Generated Taxonomies 
Option 

No. Avg. 
Depth 

Max. 
Depth 

Single 
Nodes 

TRR TRP TF 

Baseline 121 0.0 0 121 0.43 0.59 0.50 
Knowledge poor1 73 0.52 3 62 0.51 0.69 0.58 
Knowledge rich2 96 0.29 3 91 0.52 0.70 0.60 

Fig. 6. A taxonomy for Electronics learned by the knowledge poor version of TAXIND. 
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does marginally better in TRP (0.58 vs. 0.57 on Printer and 0.70 vs 0.69 on Electron-
ics). This small improvement in TRP is offset by a decrease in TRR as in the case of 
Printer (0.48 vs. 0.50). This result leads to us to reject our second hypothesis that the 
knowledge rich approach will outperform the knowledge poor approach on the meas-
ures we are using. Adding background knowledge at a phrasal level and performing 
linguistic (i.e., phrasal and morphological) processing did not noticeably improve 
TAXIND’s performance. In particular, the improvement in computation of token 
level similarities did not appear to have a significant impact on the overall similarity 
computations due to their aggregation, and this marginal improvement did not have a 
large positive effect on TAXIND’s overall performance.  

We reviewed the taxonomic relations in the gold standard taxonomies with refer-
ence to the relations in the background ontologies. Because the Taxonomic CCBR 
methodology uses strict taxonomies (i.e., a feature can only have one parent), ambi-
guities can arise when assigning features to taxonomies. The knowledge engineer 
must often make an assessment based on cases at hand to resolve these ambiguities 
and organize the features. For example in the printer gold standard the feature <“What 
is the display message?”,“13 Paper Jam”> is taxonomically related to <“What are you 
having a problem with?”,“Paper”> instead of <“What are you having a problem 
with?”,“Error Message”> because “13 Paper Jam” is a type of “Error Message”. In 
other cases, complex negations, which are difficult to detect using only phrasal proc-
essing, were missed. For example, <“Is power outlet working?”,“No”> is a subtype of 
<“Do you have a power source problem?”,“Yes”>. 

In addition to assessing TAXIND’s comparative abilities on the learning task (i.e., 
taxonomy induction), we also briefly examined its capabilities on the performance 
task (i.e., retrieval using TCRS). In our previous work (Gupta et al., 2002), we used 
the leave-one-in evaluation methodology, which was designed for data sets in which 
each case’s solution was unique (Aha et al., 2001). For each “target” case, the simu-
lated user submitted, for each of its conditions, one query for its node and for each of 
that condition’s ancestor nodes in the same taxonomy. For each query, a simulated 
TCRS conversation iterated until the target case attained a similarity value of 100% 
and all its questions were answered. The simulated user answered exactly one ques-
tion per iteration by selecting the highest-ranking question that is answered in the 
target case. For each iteration, we recorded the rank of the target case, number of 
retrieved cases, rank of the answered question, and the total number of questions 
presented. TCRS retrieved all cases with similarities greater than zero and presented 
all eligible questions selected by the methodologies. 

Table 5 shows the results obtained from running three of the four approaches tested 
on the Printer case base. That is, we report results for the baseline (i.e., degenerate), 
gold-standard, and TAXIND’s knowledge poor approach. Although we already have 
the results for the baseline and gold-standard taxonomies, this required creating a 
taxonomic case base of the printer application using the taxonomies induced by the 
knowledge poor approach. Therefore, we re-indexed the original set of standard 
CCBR printer cases on TAXIND’s induced taxonomy. The induced taxonomy con-
tained some errors, including incorrect and missing taxonomic relations. Therefore, 
some of the cases could not be fully indexed. Nonetheless, we expected the end-user 
performance of this partially correct case base to be better than the baseline CCBR 
and poorer than the gold-standard taxonomies. 
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Table 5. Comparison of Expert End user TCRS performance on Printer with taxonomies in-
duced by TAXIND’s knowledge poor approach. 

Expert End User Performance Measures 
Baseline 
(Degenerate) 

Gold-standard 
Taxonomic 

Knowledge Poor 
Taxonomic 

Rank of Retrieved Case 2.03 1.59 1.38 
No of Retrieved Cases 6.02 2.85 3.45 
Length of Conversation 5.20 2.67 3.22 
Rank of Ans. Question 1.10 1.00 1.10 
No. of Ques. Displayed 7.30 3.62 2.82 

 
The results shown in Table 5 confirm our expectation. For example, the number of 

retrieved cases of Baseline, Gold-Standard Taxonomic, and Knowledge Poor Taxo-
nomic are 6.02, 2.85, and 3.45 respectively. Thus, TAXIND retrieved fewer cases on 
average than did the baseline approach, but didn’t perform quite as well as when 
TCRS used the gold-standard taxonomies. Likewise, the results for conversation 
length and rank of answered questions were expected. However, the average rank of 
the retrieved case and the number of questions presented suggested that TAXIND’s 
taxonomies outperformed the gold standard. These are anomalous results; they are 
more positive for TAXIND then expected due to the errors we described above con-
cerning case indexing. In future comparisons, a human many be required to be in the 
loop to fix the errors in the set of induced taxonomies prior to their evaluation with 
TCRS.  

5   Discussion  

Creating case bases and gold standard taxonomies for the types of analysis we de-
scribed is a manpower-intensive effort. This limited the extent of experimentation 
discussed here. We plan to create gold-standard taxonomies for additional case bases 
in our future work, thus permitting a more comprehensive evaluation of TAXIND. 

TAXIND induces taxonomies that must adhere to the constraints imposed by the 
Taxonomic CCBR methodology. For example, these are feature subsumption tax-
onomies rather than decision trees, a feature can be in only one taxonomy, and there 
can be at most one leaf per case in each taxonomy. Thus, it is difficult to compare 
TAXIND’s learning approach with existing approaches that induce taxonomies that 
do not abide by these constraints.  

The logical form representation that we intend to use to represent features will be 
derived using a generative ontology approach that we described in (Gupta & Aha, 
2003). This representation captures the meaning of features more accurately, and is 
able to support negations and more complex semantic equivalences that are not rec-
ognized by TAXIND’s representation for features as described in this paper. Using 
this more powerful representation should yield a taxonomy induction algorithm for 
FACIT with dramatically improved performance.  

Finally, we will analyze TAXIND’s computational complexity, and will empiri-
cally compare its performance vs. the logical form approach described above.  
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6   Conclusion 

Manually generating taxonomies for conversational CBR applications is laborious. 
We described TAXIND (TAXonomy INDuction), a machine learning approach, for 
inducing these taxonomies. We evaluated two versions of TAXIND on two case bases 
versus a baseline strategy that did not induce any taxonomies. To do this, we com-
pared their abilities to induce the taxonomic relations found in the gold-standard set of 
taxonomies that we had previously developed manually for both case bases. We found 
that TAXIND outperformed the baseline strategy on both our learning (i.e., taxonomy 
induction) and performance (i.e., case retrieval) tasks. In our future work, we intend 
to conduct a more thorough evaluation of TAXIND and investigate an alternative 
approach that exploits a logical form representation for features. 
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Abstract. Maintenance of Case-Based Reasoning (CBR) systems became an im-
portant area since applications of CBR technologies were established in different
real-world domains. Maintenance issues cover all aspects that help to keep a run-
ning CBR system in a usable state of high quality. Concepts and techniques that
were developed for maintenance of CBR systems range from methodologies and
frameworks that particularly define phases, steps, and tasks necessary to integrate
maintenance into the CBR process up to specific programs that enable CBR en-
gineers to carry out the maintenance activities. In this paper, we exemplify this
range of research on maintenance of CBR systems by brief characterizations of
the SIAM methodology, the MAMA maintenance manual, and the MASH main-
tenance shell. The overall goal of this paper is then to conclude areas for further
research in maintenance for CBR systems from the experience of the work on
SIAM, MAMA, MASH, and related approaches.

1 Introduction

Case-Based Reasoning (CBR) has become well-known as a viable technology for prob-
lem solving, finding similar objects, or classifying items with unknown class labels.
CBR became an accepted technology, which is now applied in many different applica-
tion domains. However, most research covered only aspects of defining vocabularies for
knowledge representation, building up cases and case bases, developing sophisticated
organizational structures of case bases, and implementing intelligent similarity mea-
sures and retrieval mechanisms. Most of these efforts were about usage of CBR, but did
not deal with methods for keeping a CBR system up and running over longer periods of
time.

Driven by practical applications of CBR in real-world domains such aspects of
maintenance arose at the end of the last century. The CBR community and system
providers became aware of issues such as dealing with changes in the environment of
the application domain, handling quality issues of the CBR system, optimizing retrieval
performance over time, or reacting on new customer requirements.

P. Funk and P.A. González Calero (Eds.): ECCBR 2004, LNAI 3155, pp. 227–241, 2004.
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Since this awareness, a rather small number of people in the CBR community started
to think about maintenance issues, and to come up with solution approaches for differ-
ent maintenance purposes. Work in the area of maintenance for CBR systems covered
both the development of methodologies and maintenance task models as well as the
specification of guidelines for how to perform maintenance and concrete algorithms
and systems to execute programs that deal with maintenance tasks.

The overall goal of this paper is to recapitulate research on CBR maintenance and to
draw conclusions that point to limitations of existing approaches and propose directions
for future work that go beyond the current state of maintenance research. In particular,
we exemplify the discussion on different work on case base maintenance by remem-
bering research on the SIAM methodology, the MAMA maintenance manual, and the
MASH maintenance shell.

SIAM

MAMA

MASH

Methodology

Tasks

Manual

Methods

Program

2

3

4

5

6

Section

7

Generic Level

Specific Level

Instance Level

Fig. 1. Maintenance Research at Different Levels of Abstraction

Figure 1 shows an overview of the structure of this paper along the different levels
of abstraction of research on maintenance for CBR systems and their relation to each
other. In the following section, we describe SIAM, a methodology that covers all phases
of CBR starting with the setup and initialization of a CBR system up to its application
and maintenance. SIAM is at the most generic level of abstraction and is general enough
to hold for any CBR application.

The third section is devoted to a more specific description of maintenance tasks that
define which generic activities belong to the different phases of the SIAM methodology.
In this paper, we focus on task descriptions for the maintenance phase of SIAM. Within
the fourth section, we exemplify contents of the maintenance manual MAMA. This
manual is at the first specific level of abstraction and includes more concrete guidelines
how to perform maintenance in detailed situations. Hence, MAMA is a specialization
of (the maintenance phase of) the SIAM methodology.

The most specific part of this paper at the instance level of abstraction elaborates
methods and programs that enable maintenance engineers to actually run executable
code to perform the maintenance tasks. The fifth section describes methods of case
properties and performance measures that define quality measures for case base main-
tenance as well as operators that modify cases to perform case base maintenance on
concrete case bases. Thereafter, the sixth section is on the maintenance shell MASH,
which implements the described methods, and its evaluation within a few example do-
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mains. MASH achieves both, it specializes the methodology SIAM as well as imple-
ments techniques for the maintenance manual MAMA.

The seventh section summarizes lessons learned from the work on SIAM, MAMA,
and MASH. Thereby, we discuss several limitations at all three levels of abstraction and
suggest issues for future work that go beyond current efforts in the area of maintenance
for CBR systems.

2 Maintenance Methodologies

Methodologies, at the top most level of abstraction, define frameworks that categorize
different aspects of a discipline in order to structure issues related to this discipline.
Moreover, methodologies often cover process models that describe the general work-
flow and the various tasks for some field. For maintenance of CBR systems, the fol-
lowing subsections describe such categorizations as well as SIAM as an example for a
well-structured process model for CBR in general and maintenance of CBR systems in
particular.

2.1 Types of Maintenance

Knowledge maintenance of CBR systems [17] partly builds upon principles of software
maintenance, which aims at eliminating errors and adapting software to changes of
user requirements regarding functionality and performance. Swanson [21] distinguished
corrective, adaptive, and perfective maintenance.

Corrective maintenance deals with processing failure, which is due to incorrect com-
putations. Other failures are performance failures (i.e., performance criteria are not
met) and implementation failures.

Adaptive maintenance is needed whenever the environment of a program changes,
typically leading to corrective maintenance. Anticipating environment changes to
avoid such failures leads to adaptive maintenance.

Perfective maintenance is performed to eliminate processing inefficiencies, to enhance
performance, or to improve maintainability. This type of maintenance is directed to
keep a program up and running at less expense, or to better serve the needs of its
users.

These three types of maintenance can be grouped as function preserving mainte-
nance in contrast to function enhancing and supporting maintenance [10]. Function
enhancing maintenance aims at the implementation of further functionality into the
system. User training, help in using the system, and planning of maintenance activi-
ties are examples of supporting maintenance. Our own work concentrated on function
preserving maintenance. Function enhancement is, in our view, similar to development
tasks. For this and supporting maintenance we refer to the INRECA methodology [2].

2.2 The SIAM Methodology

After considering the different types of knowledge maintenance, we looked at CBR
process models as the starting point for the development of a maintenance methodol-
ogy. Early on, CBR has been decomposed into sub processes. Riesbeck and Bain [15]
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illustrated the basic process of CBR in a flowchart, and Kolodner [8] described CBR
as a process of remember and adapt or remember and compare. The most influential
model of CBR is the 4RE process according to Aamodt and Plaza [1] with its four steps
retrieve, reuse, revise, and retain. This four step process was the foundation for the
formulation of the SIAM methodology [16].

Maintenance Application

Setup Initialize

Review

Retrieve

Retain Revise

Reuse

Restore

Fig. 2. The SIAM methodology and the six steps process model

SIAM, described as an extension or completion of the INRECA framework [2],
is a methodology for developing and maintaining CBR solutions. Figure 2 shows an
overview of the SIAM process model comprising the four phases setup, initialization,
application, and maintenance.

Setup addresses all issues that a CBR project has to deal with in its early stages such
as setting up the project’s goals and designing the CBR system, always staying focused
on the customer’s aims. In the initialization phase, the knowledge containers are filled
as soon as the CBR system has been implemented or configured. Then, the CBR system
is ready for use and enters the phases application and maintenance in turn.

The application phase comprises the three steps retrieve, reuse, and revise of the
original four steps process model [1]. Those three steps do not change the knowledge
of the CBR system. As soon as knowledge is to be learned, e.g., by storing revised cases
in the retain step, the maintenance phase begins. This maintenance phase contains the
steps retain, review, and restore. All in all, we thus proposed a six steps process model
for handling application and maintenance of CBR systems [13].

3 Maintenance Tasks

The steps review and restore were introduced to handle the maintenance control loop
[17]. They are further divided into tasks at the next lower level of abstraction. In terms
of the control loop metaphor, the review step observes the current state of a given CBR
system, measures its quality, and invokes the restore step if necessary. In the review
step, we distinguish the tasks measure and monitor. The restore step, responsible for
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bringing the CBR system back to a desired quality level, actually changes the CBR
system. Its tasks suggest, select, and modify are executed as soon as the review step
indicates the necessity. In the following, we describe the five tasks at a generic level.

Measure. Before any repair can take place one has to determine what to repair, i.e.,
some kind of quality assessment has to take place. In our framework, the measure
task computes an analysis of the current quality level with respect to the knowledge
of the case-based reasoner, thus providing a measurement of the current quality
level as an input to the monitor task.

Monitor. The outcomes of the measure task are fed into the monitor task for further
evaluation. In interactive scenarios, the measurements can be visualized for discus-
sion among the maintenance engineers and domain experts. In automated scenarios,
measurements are analyzed and compared to past quality measurements as well as
to specifications of the setup and initialization phases. The main goal of the mon-
itor task is to decide if there is a decline in quality and if it is necessary to react
to such a decline. If the respective maintenance engineer or program comes to the
conclusion that maintenance is imminent, a notification must be issued.

Suggest. The suggest task compiles a list of alternative possible repair operations on
the basis of the measurements, taken during execution of the measure task, and on
the basis of the monitor task’s outcomes. Each of the repair operations should be
accompanied by its (estimated) execution costs.

Select. From the list of applicable repair operations, the select task chooses the appro-
priate ones. Therefore, the operations are ranked by, e.g., estimated execution costs
or the number of side effects of each operation. In knowledge intensive scenar-
ios, where actually changing the CBR system would be too costly, it may be even
appropriate to simulate the execution of different promising sets of proposed oper-
ations and then to check the quality level of the different generated CBR systems,
in order to select the best set of repair operations. The main goal of the select task
is to decide what to do.

Modify. Finally, the selected repair operations are executed in the modify task, thus up-
dating the knowledge containers accordingly. The outcome of the operations should
be checked again by returning to the measure task. An inner maintenance loop of
review and restore could be used to increase the level of quality until a desired
threshold is reached.

4 Maintenance Manuals

The maintenance manual MAMA is located at the specific level. At this level of de-
scription, the context for such a maintenance manual is fixed with respect to the type of
CBR, type of CBR application, type of CBR tool, and affected knowledge containers.
The user of such a manual is guided from setting up maintenance and initializing all
necessary parameters up to performing appropriate activities in certain situations.

Each maintenance task within the maintenance manual is an atomic unit of de-
scription of our process model and consists of several components: inputs, activities,
methods, resources, and outputs [16].
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The inputs describe whatever is necessary before the respective task can be carried
out, e.g., outputs from a previously executed task or required data in form of reports,
evaluations, or management decisions. A series of activities describes how the task
could be accomplished using the task’s methods. Such methods need not only be techni-
cal ones but could also be managerial or organizational techniques. Another component
states which resources are required to perform the task. We distinguish between two
types of resources, namely human resources and (software) tools. Finally, the outputs
element of a task specifies the expected results of carrying out this task.

The maintenance manual addresses the maintenance engineer and the CBR system
administrator, not the CBR system user [17]. The manual users are mostly interested
in when to maintain the respective CBR system and in what to do. Event-Condition-
Action (ECA) rules [14] are used to structure the maintenance manual. Events from
organizational processes (e.g., timer-based events) trigger the review step which, in turn,
activates restore operations. An example maintenance manual for EMPOLIS ORENGE

used in case-based decision support can be found in [17].

5 Maintenance Methods

Now, we turn to the next lower level of abstraction in the hierarchy of concepts and
techniques for case base maintenance. This section on maintenance methods describes
specific techniques to carry out the various activities defined in MAMA, and to work on
the tasks specified within the SIAM methodology, respectively.

5.1 Performance Measures

First, we describe concrete performance measures that implement quality measures for
case base maintenance and correspond to typical customer requirements that use a CBR
system in practice [7, 6]. Since customer requirements vary for different types of appli-
cations, we restrict our view on customer requirements in classification domains.

Coverage. The first customer requirement denotes that customers want an answer to
their problems. The corresponding performance measure is coverage PV . We as-
sume, a case base covers a customer’s query if there exists a case within the case
base that is at least as similar to the query as a pre-defined similarity threshold τ .
The overall coverage of a case base in relation to a set of queries is the total number
of covered queries divided by the total number of queries in the query set.

Positive Coverage. An extension of coverage is positive coverage P+
V , which addition-

ally considers the correctness of the retrieved answer. A case base correctly covers
a query if there exists a case within the case base that covers the query and the
solution of this case solves the problem of this query. The overall positive coverage
of a case base in relation to a set of queries is the total number of correctly covered
queries divided by the total number of queries in the query set.

Accuracy. The third performance measure, accuracy P+
A , also considers correctness of

answers to customer’s queries. But rather than requiring a minimum similarity τ as
positive coverage, accuracy takes into account the correctness of the actual solution
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of the retrieved most similar case given a query. We say, a case within the case
base classifies a query, if the problem description of this case is most similar to the
query. Similarly, a case correctly classifies a query, if the case classifies the query
and the solution of the case actually solves the query. The accuracy of a case base
in relation to a set of queries is the number of correctly classified queries divided
by the total number of queries in the query set.

Confidence. The next performance measure is confidence PC, which is the average sim-
ilarity of all classified queries by a case base in relation to a set of queries. Confi-
dence is a measure that corresponds to the customer requirement that expects for
each received solution to a query a high probability of correctness.

Positive Confidence. As for coverage and positive coverage, we also extend confidence
to positive confidence P+

C , which is the average similarity of all correctly classified
queries by a case base in relation to a set of queries.

Storage Space. Finally, the last performance measure takes into account that retrieval
speed is related to costs and hence, customers want quick answers to their problems.
In turn, retrieval time is related to storage space. Hence, we define the performance
measure for storage space PT , which is the total number of cases in the case base.

Although the performance measures reflect the customer requirements well, there are
two fundamental drawbacks. First, the performance measures provide no information
how to maintain a CBR system. Thus, we cannot infer the maintenance operations nec-
essary to restore the quality of a CBR system from values of performance measures.
Second, we must apply a CBR system before we can compute the performance mea-
sures. For both reasons, we have to find a way to measure some criteria that reflect these
performance measures and that are computable before really using the system in prac-
tice. In addition, such criteria should provide hints for specific maintenance operations
to restore a CBR system if desired.

5.2 Case Properties

We define the respective criteria to overcome the previously mentioned drawbacks with
the use of case properties, which indicate conflicts between cases before the CBR sys-
tem is in real use. Later on in the next subsection, we also define modify operators to
eliminate the indicated conflicts. Hence, the case properties and their relation to the
modify operators allow direct clues for concrete maintenance operations.

In this paper, we shortly recapitulate four basic case properties (see also [13] and
[6] for formal definitions):

Consistent. A case c = (p,s) with problem description p and solution s is consistent, if
there does not exist any other case c′ = (p′,s′) for which the problem description
p′ is the same or more general as p and the solution s′ is different to s.

Unique. A case c = (p,s) with problem description p and solution s is unique, if there
does not exist any other case c′ = (p′,s′) for which the problem description p′ is
the same as p and the solution s′ is the same as s.

Minimal. A case c = (p,s) with problem description p and solution s is minimal, if
there does not exist any other case c′ = (p′,s′) for which the problem description
p′ is the same or more general as p and the solution s′ is the same as s.
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IncoherentΔ . A case c = (p,s) with problem description p and solution s is incoher-
entΔ , if there does not exist any other case c′ = (p′,s′) for which the attribute values
of problem description p′ overlap with the attribute values of problem description
p except for a small specific number (Δ ) of attribute values and the solution s′ is
the same as s.

5.3 Modify Operators

As mentioned previously, modify operators allow to restore the quality of the case base.
Here, we shortly describe five modify operators that work on single cases and two
modify operators that work on two cases. Again, we refer to [13] and [6] for complete
formal definitions:

The Remove Case modify operator deletes a specific case from the case base C.
The Specialize Case modify operator adds an attribute value to a specific case.
The Generalize Case modify operator deletes an attribute value of a specific case.
The Adjust Case modify operator changes an attribute value of a specific case.
The Alter Case modify operator deletes an attribute value of a specific case and subse-

quently adds a different attribute and its value to this case.
The Cross Cases modify operator reduces two cases into one case by building the

intersection of the two problem components. The two cases must be either not
incoherentΔ or the one case is not minimal in comparison to the other case.

The Join Cases modify operator reduces two cases into one case by building the union
of the two problem components. The two cases must be either not incoherentΔ in a
way that the differences do not share an attribute or the one case is not minimal in
comparison to the other case.

6 Maintenance Programs

At the most specific level of maintenance, we have concrete programs that enable the
maintenance personnel to accomplish the activities described in the maintenance man-
ual MAMA, or to perform the maintenance tasks defined in the methodology SIAM.

By now, several programs for maintenance of CBR systems have been proposed.
For example, Smyth and McKenna [19] developed a tool for competence-guided au-
thoring and visualization of cases. Another system helps to maintain the case base
through continuous support for case authoring and design consistency in the domain
of aerospace design [22]. McSherry [12] described CaseMaker-2, which also supports
authoring of cases by indicating uncovered spaces in the case base that show potentials
for adding new cases interactively by the maintenance personnel. Other work on main-
tenance programs includes the maintenance management system Dr. orenge [11] that
implements the review step of the SIAM methodology and supports different types of
measures such as case properties that are monitored for interactive maintenance as well
as the BASTIAN (case BAsed SysTem In clAssificatioN) platform, which implements
an additional component for automatic maintenance using rough sets [18].
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6.1 MASH – The Maintenance Shell

In this paper, we focus on a more detailed description and evaluation of the maintenance
shell MASH, which is a complete implementation of the maintenance phase of SIAM at
the instance level. MASH implements the review and restore steps and their correspond-
ing tasks measure, monitor, suggest, select, and modify. MASH supports automatic as
well as interactive execution of these tasks.

The complete maintenance shell realizes the tasks as components with an additional
preceding component that reads a data stream and with a following component that im-
plements a simple CBR algorithm for simulation purposes. The current implementa-
tion of MASH works on the case base, requires no domain knowledge, and focuses on
classification domains with no adaptation. The different components of the implemen-
tation use the factory, flyweight, and singleton design patterns as described by Gamma
et al. [4]. Thereby, we can easily extend the actual implementation. For example, the
factory pattern allows exchanging different component objects without changing the
underlying code structure.

6.2 Evaluation of MASH

To exemplify that maintenance applications like MASH actually work in practice, we
present the results of an evaluation. The first purpose of this evaluation is to show effects
on the performance measures when modify operators are applied in a 10-fold cross
validation to a case base with the help of the case properties. The second purpose is to
show the robustness of the case properties and modify operators in comparison to the
corresponding unchanged case base when the size of the case base varies, but the test
case base remains the same.

Experimental Design. The evaluation uses the crx case base for credit approval from
the UCI machine learning repository [3]. This case base has 690 cases that consist of 15
attributes (9 nominal and 6 numeric) with missing values and two classes. We performed
a 10-fold cross validation with a simple 1-nearest-neighbor algorithm with 5%, 10%,
15%, . . ., 100% of the original training set as varying training case bases. The used
case properties consistency, minimality, uniqueness, incoherence1, and incoherence2

detected conflicts that we maintained with a modify operator to record the performance
measures and to compare these values with the results of the performance measures for
the corresponding unchanged case base.

Evaluation Results. Table 1 shows the results of the different modify operators and the
performance measures in comparison to the corresponding unchanged case base when
100% of the original training set is used as the training case base.

The overall best results for the performance measures coverage PV , positive cov-
erage P+

V , accuracy P+
A , confidence PC, and positive confidence P+

C shows the modify
operator generalize case, followed by specialize case. In contrast, the overall poorest
results for these performance measures shows the remove case modify operator. For
the performance measure storage space PT , the remove case modify operator shows the
best result.

Table 2 displays in a qualitative way the results for the performance measures over
different training case base sizes. This robustness tells us something about the effects on
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Table 1. Results on the whole crx case base for the performance measures and the mod-
ify operators using the case properties consistency, minimality, uniqueness, incoherence1, and
incoherence2.

PV P+
V P+

A PC P+
C PT

None 95.07 92.46 89.13 86.82 77.18 621.0
Adjust Case 94.64 91.74 88.84 86.68 76.88 621.0
Alter Case 95.07 92.46 89.42 86.80 77.44 621.0
Cross Cases 95.94 93.77 87.68 87.35 76.34 605.8
Remove Case 93.62 90.14 88.12 85.09 74.77 409.9
Generalize Case 95.51 93.62 90.58 87.44 79.00 621.0
Join Cases 95.07 92.32 88.99 86.81 77.05 620.2
Specialize Case 95.07 92.46 89.57 86.78 77.57 621.0

Table 2. Qualitative results on {5%,10%,15%, . . . ,100%} of the crx case base for the subtracted
performance measures and the modify operators using the case properties consistency, minimal-
ity, uniqueness, incoherence1, and incoherence2.

PV P+
V P+

A PC P+
C PT

Adjust Case

Alter Case

Cross Cases

Remove Case

Generalize Case

Join Cases
Specialize Case

the performance measures applying a modify operator on different sizes of training case
bases. Each of the ticks represents the value of a performance measure in a modified
case base minus the corresponding value of the unchanged case base. Every first tick
is computed on 5% of the training case base, while the last tick is computed on 100%
of the training case base. Hence, the values of the last ticks correspond to the values
of table 1. For example, the coverage for the case base that is changed with the adjust
case modify operator is 94.64% and the corresponding coverage for the unchanged case
base is 95.07%. The difference is−0.43%, which is the amplitude of the last tick in the
corresponding diagram of table 2.

For the performance measures coverage, positive coverage, accuracy, and confi-
dence, the results of the modify operators cross cases, generalize case, and remove case
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are robust over the changing training case base size. For positive confidence, the results
of the modify operators generalize case and remove case are robust over the changing
training case base size. Finally, for storage space, the results of cross cases and remove
cases are robust. These results for robustness help us to decide which modify operator
we can use to improve the quality of the resulting case base. Hence, for maintenance of
case bases like crx we advice to use the generalize modify operator.

7 Further Maintenance Research Issues

In this paper, we described various example research contributions to maintenance for
CBR systems at different levels of abstraction. At the generic level, we briefly sum-
marized the SIAM methodology and its maintenance task descriptions. At the specific
level, we outlined the maintenance manual MAMA and exemplified maintenance meth-
ods based on case properties and modify operators. And finally, at the instance level,
we introduced several maintenance programs, especially the maintenance shell MASH.
The evaluation of MASH showed that our well-structured approach along all levels of
abstraction yields satisfying results for maintenance in practice.

In this section, we put together conclusions from lessons learned in about five years
maintenance research and some initial practical experience that we made in applying the
methodology and techniques briefly presented in this paper. These conclusions result in
several open issues and in suggestions for future research in case base maintenance and
beyond. These topics can form the basis for further research in the area of maintenance
for CBR systems.

7.1 Beyond Current Limitations

The first subsection of future work covers concrete aspects that aim to overcome specific
limitations of the presented approaches.

More Experiments in Real Real-World Settings. We mostly tested our approaches in
domains of the UCI machine learning repository. Furthermore, we used MASH within
one industrial project on case-based help-desk support. Although results in this project
were very promising, we encourage more experiments in more industrial settings to get
more experience in "real" practical applications.

Meta Information. In several publications, we mentioned an additional case compo-
nent, called the meta information q. For example, this meta information includes coun-
ters on usage patterns of cases. The basic idea for meta information q that we proposed
within the framework of SIAM, MAMA, and MASH still needs more work to specifi-
cally define the concrete measures with use of this type of meta information and their
applications for maintenance.

Alternative Quality and Performance Measures. In a similar vein, we proposed several
quality and performance measures for case base maintenance. Again, we can think of
alternative measures that take into account completely novel aspects such as the meta
information q. Similarly, there is still potential for the development of more techniques
to control the quality of a CBR system and to monitor when a CBR system needs
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maintenance. For example, time series prediction techniques may take series of quality
measure’s values and predict future values. Thereby, maintenance becomes possible in
a preventive manner, even before the CBR system does not fulfill any quality criteria
any longer.

Maintenance Advice. Another potential of improvement in case base maintenance is the
definition of heuristics that suggest in which specific situations which concrete main-
tenance operators are best for applications. Initial work along such heuristics showed
that proposals at the instance level often depend on the characteristics of the application
domain and that it is hard to explicitly identify which characteristic is responsible for
which effect. Consequently, we believe that more work is necessary here.

Case-Base Versioning. Another idea in the area of case base maintenance is the con-
cept of keeping a trace of case base versions. One possibility of this kind of case base
versioning is to keep copies of different states of the case base. An alternative way is to
store only protocols of changes between different versions of the case base. In any case,
versioning allows to trigger maintenance by reasoning on differences between complete
case bases rather than only considering single cases or pairs of cases. Again, we believe
that this aspect of diachronic approaches [9] possibly opens new opportunities for case
base maintenance.

Beyond Function Preserving Maintenance. Finally, we conclude that most of the re-
search on case base maintenance is only function preserving and does not yet deal with
function enhancing maintenance.

7.2 Outside Case-Base Maintenance

This subsection on issues for future maintenance research emphasizes that current re-
search mostly deals with maintenance of the case base, mainly neglecting the three
other containers vocabulary, similarity measures, and adaptation knowledge.

Vocabulary Maintenance. Maintenance that takes into account the vocabulary container
relates to representation issues in CBR. For example, vocabulary maintenance should
detect missing attributes, redundant or unnecessary attributes, or potentials for gener-
alizations of different attributes. Vocabulary maintenance must be able to perceive and
handle problems with values of attributes’ domains [5]. Changes of the vocabulary often
result in the necessity for changes of all the other containers.

Similarity Measures Maintenance. Maintenance on similarity measures is most likely
to analyze the retrieval behavior of a CBR system. Automatic learning of attribute
weights is an example of such maintenance, and most existing research on maintenance
related to similarity measures is within this area (e.g., [20]). A potential drawback of
this type of maintenance is the sort of locality that changes of similarities possibly
mean. If for some cases an adapted similarity measure sorts retrieval results in a more
meaningful sense, for other cases the same adaptation might result in the contrary.

Adaptation Knowledge Maintenance. Maintenance on adaptation knowledge is the
most difficult issue from our perspective. Although initial work towards maintenance
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of adaptation knowledge exists, this type of maintenance is probably highly applica-
tion dependent as the usage of adaptation knowledge itself is. Hence, we expect that
solutions for adaptation knowledge maintenance are not generally applicable, and that
results in this area will only be at the specific or instance level of abstraction.

Relations Between Knowledge Container Maintenance. Another idea for future work
is the analysis of relations between the different knowledge containers and maintenance
operations on them. For example, if we maintain the case base, it is not explicitly neces-
sary to change one of the other knowledge containers since there is no explicit relation
between the case base and vocabulary, similarity measures, and adaptation knowledge.
However, changing the case base might lead to a different retrieval behavior of a CBR
system, and hence it also might then make sense to think about maintenance of the
similarity measures container as well.

7.3 Towards New Maintenance-Related Areas

The third list of topics for future work is more on maintenance-related issues that gen-
erally deal with tasks that enable or improve maintenance but that do not directly con-
tribute to specific maintenance solutions.

Environment Changes. As mentioned before, changes in the environment of an applica-
tion outside the CBR system in use often result in the need for maintenance. However,
it is an open question how to recognize changes of the environment and which type of
changes are possible at all. Whereas the automatic detection of such changes is perhaps
not possible, it is reasonable to think about strategies that guide maintenance for spe-
cific types of changes. ECA rules as mentioned in section 4 are possibly one potential
mechanism to handle environmental changes.

Domain Knowledge. Up to now, maintenance research does not utilize domain knowl-
edge, except for the knowledge represented in one of the knowledge containers of the
CBR system. If we think of domain dependent rules, that describe relationships between
attribute values across different attributes, for example, we can also imagine using these
rules not only for query completion but also for maintenance operations.

Maintenance Explanations. For all changes that maintenance performs on a CBR sys-
tem, there is a specific reason. Hence, it is helpful for the maintenance personnel, to
understand why a maintenance program such as MASH proposes some maintenance
operations for execution. Consequently, an explanation component of a maintenance
system is a reasonable extension of current maintenance capabilities to increase accep-
tance of automatic and computer-assisted maintenance for CBR systems.

Maintenance Tutoring System. When a component for maintenance is available, it is
possibly not straight-forward when and how to use it. A maintenance tutoring system,
along with maintenance examples or e-learning modules, is consequently again a help-
ful extension for a maintenance system that aids maintenance personnel in their daily
job. Such tutoring also leads to consistent maintenance behavior among the different
maintenance engineers, and can be classified as supporting maintenance.
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Maintenance Support by Maintenance Programs. A similar idea proposes to utilize
maintenance programs only to support maintenance personnel that performs mainte-
nance manually. For example, if a maintenance engineer decides to remove a case since
it is in conflict with another case, MASH possibly evaluates this specific change in ad-
vance and suggests an alternative operation that does not only resolve this conflict by
removing this case but eliminates more conflicts by modifying a different case.

Manual vs. Automatic Maintenance. The last idea to use maintenance programs to
support manual maintenance opens the discussion on the relation between human-
centered and automatic maintenance. It is interesting to analyze the limitations of both
approaches and to develop processes that enable best mutual benefits from both ap-
proaches. In this paper, MAMA is an example for the human-centered approach whereas
MASH is an automatic instrument.

Meta Maintenance. Finally, while seeking the memories of maintenance research, we
recalled the idea of meta maintenance (e.g., [9]). This meta maintenance means that it is
also important to keep track of maintenance operations, of the resulting changing qual-
ity of the CBR system, and whether automatic maintenance operations are accepted by
the maintenance personnel. These considerations lead to an analysis of the maintenance
itself. If we detect that maintenance does not lead to high quality CBR over time or that
maintenance operations suggested by the maintenance system are seldomly accepted
by the personnel, it is necessary to maintain the maintenance program itself.
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Abstract. The case-based reasoning approach to email response consists of re-
using past messages to synthesize new responses to incoming requests. This 
task presents various challenges due to the nature of the messages: Textual de-
scriptions, multiple topics, heterogeneous content, variable text length and vary-
ing recurrence of the statements. In this paper, we address the problem of de-
termining which portions of past cases are reusable. Our scheme consists of 
identifying parts of a past message and declaring them variable, optional or re-
usable. This formulation of case reuse corresponds, from an application point of 
view, to the dynamic creation of a response template from antecedent messages. 
We describe and compare two strategies for selecting the messages portions to 
be reused: Case grouping and condensation models. Our results indicate that the 
case grouping strategy is a better choice. We also describe some of our experi-
ments for identifying variable parts, based on named entity extraction tech-
niques.  

1   Introduction  

Contrary to structural case-based reasoning (CBR) approaches that offer numerous 
strategies for adapting structured cases, the reuse of textual solutions remains mainly 
an unexplored research topic in CBR. This situation can be explained by the nature of 
the work in textual CBR mostly dedicated to retrieval tasks [1], [2], and to its applica-
tions to tasks such as legal jurisprudence [3], [4], a domain that does not require the 
modification of solutions descriptions. 

Nonetheless, many tasks requiring that new descriptions be written could benefit 
from a capacity to adapt the textual solutions content. An example of such a task is 
the response to email exchanges. Many organizations face the problem of managing 
the response to a large volume of incoming requests. Tools to support the writing of 
recurrent responses offer many advantages and could be easily integrated into current 
email client software. A response is defined as a sequence of statements satisfying the 
content of a given request. To be reused in a different context, a response requires 
some personalization and the adjustment of specific information.  

In this paper, we study and evaluate an approach to reuse past solutions when the 
content is textual. The reuse process consists of two parts: Determining the portions 
from past responses that could be reused and identifying how to adapt these portions. 
Most of the reuse approaches in structural CBR consist of modifying the feature val-
ues of well-structured solutions. Furthermore, these features are determined in ad-
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vance. In a textual setting such as email response, this scheme is difficult to imple-
ment because the solutions are unstructured and because the portions of the response 
to be modified cannot be determined a priori since they will differ depending on the 
new incoming request. Hence, a first step is to determine the basic units of text to 
process, their pertinence and their specificity.  

In our application, the cases consisting of requests (problems) and responses (solu-
tions) messages are short separate textual descriptions. Email messages present some 
particular characteristics that make them difficult to reuse. First, they are usually het-
erogeneous and contain multiple topics. Their writing and grammatical style can pre-
sent some weaknesses, which makes syntactic approaches difficult to use. Contrary to 
texts written for official usage (e.g. news reports, legal documents), their content does 
not present any specific structure or rhetorical forms.  

This paper is organized as follows: In section 2, we give a brief overview of our 
CBR approach to email response. We describe in section 3 the reuse approach meth-
odology that we have developed. In sections 4 and 5 we present two strategies based 
on case grouping and case condensation. Section 6 contains some experimental results 
indicating that the case grouping strategy is superior to the condensation strategy. We 
propose some ideas for future work in section 7 and conclude in section 8.  

2   Overview of the LUG Approach to Email Response 

Our work was conducted as part of a project to study the applicability of natural lan-
guage processing techniques to email response [5]. Various potential approaches were 
identified from current commercial systems and from the current NLP literature:  

�� Static text: Systems, such as autoresponders, send pre-written messages to re-
spond to new requests. The system associates these messages to the presence of 
an email address in the header or keywords in the body of a message. Each mes-
sage received by the response system can trigger rules to select and send prede-
fined and completely specified responses. This approach offers little flexibility 
and requires that most situations be anticipated in advance.  

�� Structured requests: Another approach is the mandatory use of forms accessible 
from a web server in order to constrain the content of the requests. The different 
sections of the form bring the user to better describe the purpose of his/her re-
quest. The requests generated by these web sites consist of a mixture of key-
words, attribute-value pairs and some predefined textual formulations. This struc-
turing facilitates the processing of the requests but does not propose a way to 
formulate new responses.  

�� Response templates: Templates are patterns made available to the writer to help 
in the formulation of a new response. A template is a form that dictates the struc-
ture of the response message. Some systems only insert a header to new mes-
sages. Others propose pre-specified responses with sections that can be modified 
or removed by the user. While they are inexpensive and rapid to deploy, these 
systems present some limitations since the number of possible situations must be 
determined in advance. Templates must be written for each of these situations 
which might not be feasible for evolving and complex domains. They require 
therefore constant human intervention for the creation or modification of the pat-
terns.  
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�� Free-text generation: One may consider using text generation approaches com-
bined with techniques for the understanding of incoming requests. Unfortunately, 
such systems would be far too complex since they must rely on the linguistic 
generation of the messages and make use of NLP techniques to manage commu-
nicational, semantic, syntactic and lexical aspects. Considerable effort would be 
required for the construction of grammars. At the present time, few resources are 
available to implement such systems and the efficiency of these approaches 
would depend on a good understanding of the incoming requests, another diffi-
cult problem to tackle.  

Our CBR approach to email response consists mainly of two steps [6]:  

• A past case is selected from the case base as a basis to build a new response (i.e. 
the retrieval phase). The case base contains {request, response} pairs correspond-
ing to the problems and solutions of our application.  

• Modifications to the solution part of the case (the response) are proposed as a 
function of the new incoming request, to help adjust the content (the reuse phase).  

In order to support the retrieval phase, we exploit word associations between the 
requests and their responses. This scheme takes advantage of the homogeneity of 
responses and helps improve the precision of the system. We refer the reader to [7] 
for additional details on the use of word co-occurrences and translation models to 
implement this approach.  

After selecting a case, our CBR module proposes to the user a response description 
annotated as follows:  

• some regions indicate the portions of text deemed optional that could be pruned by 
the writer.  

• some regions indicate that some specific information may be modified by the user 
to take into account the context of the new request.  

An example of how a response is annotated is presented in Figure 1. The final de-
cision regarding the modification or the withdrawal of the textual passages is the 
writer’s responsibility. Hence, the purpose of this scheme is not to automatically re-
shape a structured text but rather to guide the user in identifying the portions that 
should be modified. From a CBR point of view, the system is responsible for the 
reuse phase and leaves the case revision up to the user.  

By producing a text containing reuse annotations, we borrow from the approaches 
based on response templates. However, our approach has the following important 
features that make it more attractive. The positions of the gaps to be filled out, i.e., the 
response annotations, are chosen dynamically and depend on the reuse potential of the 
text with respect to the request. Hence, each new response created by the writer can 
become a new template to be reused for the processing of subsequent requests. This 
means that the patterns do not have to be created manually. Furthermore, their inte-
gration in the case base increases the number of future situations that can be ad-
dressed while avoiding substantial modifications of the system.  

The insertion of « optional » and ?variable annotations corresponds to a text gen-
eralization. As illustrated in part (a) of Fig. 2, a light generalization will present a 
smaller subset of the passages to be modified, hence making the selection of the pas-
sages clearer to the writer. On the other hand, a generalization of the courtesy sen-
tences makes it more difficult to select the reusable portions of the text (Fig 2(b)). 
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This example illustrates the need to avoid aggressive strategies for annotating the text 
passages.  

 

Optional Static
(relevant)

Variable

 

Fig. 1. Recommendations on the reuse of a past response 

 
 

Dear ?PERSON_NAME 
« The year ended on ?DATE » 
The release date for the next earn-
ings report is on ?DATE. 
Please, do not hesitate to contact 
us for any other questions.  
Sincerely… 

(a) 

« Dear ?PERSON_NAME » 
« The year ended on ?DATE » 
The release date for the next earn-
ings report is on ?DATE. 
« Please, do not hesitate to contact 
us for any other questions. » 
« Sincerely… » 

(b) 

Fig. 2. Generalization of a past response: (a) generalization of some passages, and (b) generali-
zation of courtesy sentences 

3   The Reuse Scheme  

The sequence of statements in a solution (a response) is meant to satisfy the sequence 
of statements of a problem (a request). When the context of the problem is modified, 
some of the statements become irrelevant while some others become erroneous. 
While a complete restructuring of the solutions can not be considered with current 
NLP techniques, some approaches can help to: 

• Preserve the relevance of cases with respect to the context of a new problem;  
• Ensure that the descriptions are adequately specified.  
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Fig. 3. Steps of the reuse process of textual solutions 

 
Given a new request and a past response selected during the retrieval phase, we 

implement the reuse of textual cases as a three step process (Figure 3):  

1. Identification of optional passages: This step consists of determining the textual 
portions that are applicable to the context of the new request. We start by segment-
ing the past responses in passages, more specifically in individual sentences. Then, 
the sentences are evaluated and the best subset is selected. The pertinence is estab-
lished with respect to the content of the new request. This evaluation is the basis 
for rendering the relevant passages static (i.e. recommending them to the user) and 
making the rest of the solution description optional (i.e. inviting the user to review 
these passages). The description of this approach is presented in Section 4 of this 
paper.  

2. Modification of the specific content: Among the relevant sentences, the next step is 
to identify which portions of text are subject to being modified. At this point of the 
reuse scheme, we identify the different portions that might present discrepancies 
with the context of the request. These portions usually refer to information such as 
individuals, locations, and addresses that will vary according to the context or tem-
poral references. This information often takes the form of named entities and their 
pertinence is established as a function of the new request. The usage of information 
extraction techniques [8] for this step is presented in Section 5.  

3. Pruning and substitution: The withdrawal of irrelevant portions and the substitu-
tion of portions to be specified are made in this step. Although mainly manual, we 
discuss some of these aspects in Sections 4 and 5.  

The process presented above has many advantages. By reusing valid responses, no 
syntactic processing is required and we are able to control text uniformity, quality and 
fluency. By inheriting the content of past messages, we avoid the efforts devoted to 
content planning. By limiting the variable portions to factual information contained in 
named entities, we avoid surface generation problems (morphology, punctuation, 
genre, and agreement…). Although past responses usually contain few sentences 
(usually less than 10), it is still faster to find them automatically (a few milliseconds) 
than asking the user to select them manually and to cut and paste them in the new 
response message.  
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4   Identification of Optional Portions 

The identification of optional portions makes it possible to reorganize the content of 
an antecedent response by presenting the superfluous parts. By declaring sentences to 
be optional (or static), we ensure that the response content will adequately cover the 
content of the new request.  

Passage granularity in terms of individual terms, syntactic groups, sub-sequences 
of words, etc., will vary according to the application domain. In our application, the 
relevance of the statements in a solution relies on the sentence as the basic unit. This 
favours the coherence and the intelligibility of the subset resulting from the pruning 
process. We assume that a statement corresponds to a sentence and that this statement 
pertains to a single theme. Nevertheless, this choice is not a critical issue for the ap-
plication of the techniques we propose.  

In order to find the sentences of the response that best cover the new request, we 
execute the three following tasks: 

• Segmentation: We break the past responses into individual sentences. The software 
we used in our experimentation (lmtag) provides a tagging of the beginning of the 
sentences and paragraphs; 

• Evaluation of relevance: We estimate the relevance of each individual sentence 
with respect to the content of the request; 

• Selection: We choose the sentences that seem the most promising and present them 
to the user as static (i.e. no highlighting). The others are presented as optional 
(highlighted using various colors).  

To identify the static/optional sentences, we must first establish a correspondence 
between the statements found in the solutions and problems. Relationships between 
words can contribute to establish some correspondence between a request and a re-
sponse. However, relationships are weak or absent from accessory sentences such as 
greetings, courtesy forms and general information. While these sentences are not 
essential, they play an important role in the narrative form of the solution and they 
should ideally be preserved when the do not contradict the context of the request.  

We study and compare two strategies for the evaluation and selection phases: 

− We evaluate each sentence individually and we select those that obtain a satisfac-
tory support from the content of the request. To evaluate a sentence coming from a 
past solution, we identify the cases that confirm or reject the correspondence be-
tween a target sentence and a request. The similarity between the various cases in 
the case base indicates whether the sentence should be selected or not. We present 
this approach in Section 4.1. 

− The second strategy is to select a subset of the sentences that best covers the con-
tent of the request. This processing of the relevance at the sentences group level 
corresponds to a reduction of the text. This type of summary is frequently referred 
to as query-biased [9]. We present this strategy in Section 4.2. 

Our goal is to preserve the sentences of the response that obtain a sufficient support 
from the request. To determine this support, the case base is used to model the knowl-
edge necessary to apply both strategies. The base contains different examples that 
establish a correspondence between problem and solution descriptions. 
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4.1   Case Grouping Strategy 

Our first strategy is to determine whether each individual sentence should be kept in 
the solution proposed to the user. For each sentence sentj of an antecedent solution we 
are reusing, we identify from the case base of the CBR module the cases Casessupport 
that comprise one or more statements similar to sentj and the cases Casesreject which 
do not contain it. This corresponds to determining, given a new problem P (a request) 
and some pairs <problem, solution> from the case base, whether the solution recom-
mended to the user should contain the target sentence sentj (Figure 4).  
 

Case_Grouping_Select(sentj, P, CB)  

casessupport := Supporting_Cases(sentj, CB)  

casesreject := CB - casessupport  

R  Similarity( Centroid(casessupport), P ) > 

  Similarity( Centroid(casesreject), P ) 

return R 
 

Supporting_Cases(sentj, CB) 

R := {} 
for each case c of CB 

s := solution(c); 
if Contains(sol, sentj) 

R := R + problem(c); 
return R  
 

where Contains is implemented as an Overlap metric, Similarity 
is a cosine function, and Centroid as a weighted sum of term 
vectors.  

Fig. 4. Recommendation algorithm for including a sentence in the reused solution using a case 
grouping strategy  

As illustrated in Figure 5, we partition our case base into two groups used to de-
termine the content of the problems supporting the usage of a specific sentence in the 
response. We then create a distribution of the requests that characterizes the sets Cas-
essupport and Casesreject. By interpolating between these distributions and the new re-
quest, we determine the membership of the target sentence to the solution.  

The membership of a target sentence to a solution (i.e., the predicate Contains) is 
estimated according to the similarity between the target sentence and each of the sen-
tences of a solution. In our work, we evaluate the similarity between sentences of 
solutions by an Overlap metric, i.e. 
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This metric estimates the proportion of words that the sentences have in common. 

A statistical similarity metric gives good results for our domain solutions since these 
are highly homogeneous. We have observed in our corpus that the users tend to cut 
and paste portions of past responses, resulting in few variations among similar state-
ments. Other metrics based either on domain or linguistic resources could be useful 
for messages from application domains presenting less uniformity in the statements.  



Textual Reuse for Email Response      249 

All the cases with a value ContainsOverlap superior to a given threshold are associ-
ated to the set Casessupport while others are associated to the group Casesreject. Some 
experiments helped in choosing empirically a threshold value for the similarity be-
tween sentences. Since they do not depend on the content of the new request, these 
sets can be authored during the construction of the CBR module. 

 

Selection of solutions 
containing a similar sentence 

Selection of solutions 
containing a similar sentence 

ComparisonComparison

Case 
Base 

Cases with a 
similaire sentence

 Other cases

Aggregation as
a centroid vector  

Aggregation as
a centroid vector  

 Senti

New 
problem P

Vectors for
Casessupport 
Casesreject

Decision
(relevant or optional sentence)

Casessupport Casesreject

 

Fig. 5. Partitioning of the case base and similarity of a new problem with the partitions 

The two groups obtained by the partitioning of the case base characterize the prob-
lems that favour or reject the usage of a sentence similar to senttarget. By estimating 
the proximity of the new problem P with the cases of the two groups, we can interpo-
late the correspondence between P and senttarget. To estimate their proximity, we rep-
resent each of the groups by a structure that merges the vectorial representations of 
the problem descriptions after the problems terms have been lemmatized and filtered 
according to the vocabulary of the CBR module. We compute the centroid of each 
group from the term frequency vectors of the requests. The similarity between the 
request P and the centroid of each group is determined by a cosine of the two vectors. 
We select the sentence (i.e. make it static) if the similarity of the request with Cas-
essupport is the greatest, i.e. 

similarity(new_request, Casessupport) > similarity(new_request, Casesreject )  
If this inequality is not verified or if the case base does not contain a solution with 

a similar statement, then the sentence is deemed optional. 

4.2   Condensation Strategy 

The second strategy that we study is not based on the evaluation of each individual 
sentence but on the global quality of a subset of sentences selected from a reused 
solution. The presence of irrelevant passages is mostly due to the occurrence of mul-
tiple themes in the requests and solutions. The identification of these passages corre-
sponds to the production of a subset of antecedent responses that covers most of the 
context of the new request. In natural language processing, this is often referred to as 
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a query-biased or user-centered summarization process. More specifically, it corre-
sponds to the production of a condensed text based on the terms of the request. In this 
variation, a request indicates the focus of the user (what is being looked for) and the 
portions of text that are found in the summary should be in agreement with the state-
ments of the request. 

As illustrated in Figure 6, the resulting solution Sc can be produced by the deletion, 
from the original solution S, of sentences (or text portions like noun phrases) that can 
be associated (or aligned) to the new request Q.  

Can you tell me
when you are
reporting next.

Thanks, Elliott.

Dear Mr. Strasse,

The year ended on 31 december 1999.

The release date for the next earnings
report is on 26 January 2000.

Please, do not hesitate to contact us for
any other questions.  Sincerely…

Dear Mr. Strasse ,

 «The year ended on 31 december 1999».

The release date for the next earnings
report is on  26 January 2000 .

Please, do not hesitate to contact us for
any other questions.  Sincerely…

Q S Sc=>

 

Fig. 6. Identification of relevant passages by a condensation process 

As proposed by Mittal and Berger [9], this matching process tries to determine a 
subset Sc that covers most of the request Q. In terms of probability, we are trying to 
find a condensed response S’ that maximize the following probability estimate: 

( ) ( ) ’maxarg ’ S,QS P  Q,S f S Sc ==  

Using Bayes rule, this expression can be approximated as follows: 
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Hence, this formulation suggests that the text being recommended to the user (i.e. 
the static text) is a compromise between the integrity of the past response and a subset 
of the response that best fits the new request.  

The expression P(S’|S) can be modeled as a random withdrawal of terms from the 
original request Q. Some probability distributions (for instance multinomial or hyper-
geometric) allow the evaluation of the resulting condensate. In our work, we model 
the distribution P(S’|S) by a multinomial distribution.  
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where tfi is the frequency of the term i in response, c is the number of occurrences of 
term i in the condensate S’, and N is the number of terms in the response. Since the 
responses are relatively short and since most of the terms appear only once in each 
description, we can approximate this distribution by: 
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Therefore a severe reduction will diminish the fidelity of the recommended solu-

tion. This indirectly quantifies the textual support provided to the user. 
The expression P(Q|S’) corresponds to the probability that a new request Q is at the 

origin of a response S’. We modeled this distribution as an IBM1 model [10] obtained 
during our work on the retrieval phase. We exploit the case base of the CBR module 
to learn the distribution of the model. Some parameters of the model are obtained 
during the training. To assign a probability to missing values (or values deemed in-
significant by the learning process), we smooth the distribution using a backoff for-
mulation, i.e. 
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where t is the transfer model obtained during the training and pCB is the distribution of 
terms in the case base (i.e. in our corpus of email messages).  

5   Identification of the Variable Portions 

For our application, we have observed that most modifications necessary to reuse 
antecedent messages rely on specific information like phone numbers, company 
names, dates, and so on. These information items refer to named entities and can be 
obtained using information extraction techniques. Hence, an adequate extraction of 
these entities combined with a modeling of their role will capture most of the substitu-
tion information. This part of our application is domain dependent and was con-
structed manually based on an analysis of our corpus.  

The three steps to process the variable portions are the extraction of named entities, 
the assignment of roles and the substitution decisions.  

a) Named entity extraction: we have identified the following domain entities that 
offer a potential for reuse:  

• Dates: Specific dates (e.g. Jan/01, Tuesday May 12, tomorrow, coming year), time 
periods (e.g. last ten years, past 6 months, first quarter) and temporal references 
(e.g. 16h00, 9:00AM, 2:00EST ).  

• Persons: Combinations of names, initials and titles (e.g. Mr. P. J. Smith).  
• Organizations: Proper names not designating individuals. Many messages contain 

keywords such as Capital, Corporation, Associates, Bank, Trust, Inc, Department,  
• Addresses: Some URLs, email addresses and civic numbers.  
• Locations: Names & acronyms of countries, states, regions and cities (e.g. Can-

ada, Boston, Thames Valley, USA, UK, NY).  
• Quantities: Currency, real, integers, fractions, percentages.  
• Phone numbers: Most of these are in North American format.  

Most of these entities were obtained using Gate [11], an information extraction 
system with predefined rules for extracting named entities. We also used regular ex-
pressions to capture some information specific to our domain. We are therefore able 
to obtain solutions annotated according to the preceding categories.  
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b) Role assignment: The entity categories give an estimation of the portions with 
potential for substitution. However, their role in the application domain (in our case, 
investor relations) must first be defined prior to taking a decision on their reuse value. 
To define the role of an entity, we take into account its category, its type (e.g. a date 
of type time), the character strings it might contains, and the context defined by the 
words either preceding or following it. For instance, the role “conference_time” is 
defined as a date of type time preceded either by the words conference or call. 

c) Entities substitution: The investor relations domain presents low predictability on 
how to recommend substitution values for the named entities. We considered three 
substitution cases:  

• A role is never modified: Some roles are invariant for the domain (e.g. the name of 
the main corporation) and some others can not be determined based on the context 
of the problem (names of locations). Also, some roles occur only in the problem 
descriptions (e.g. names of newspapers, personal URLs, employers names).  

• The value of a role can be extracted from the request: The substitution value can 
be obtained from entities present in the content of the problem. For instance, the 
name of the investor that submitted the request or the fiscal year pertaining to the 
discussion could follow this substitution pattern.  

• The value of the role can be modified if declared in the CBR module: For these 
roles, a value can not be located or inferred from the context of the problem. This 
role remains invariant for a given period of time and a recommendation could be 
made if its value is declared in a lookup table or by some other persistent means. 
Most of the entities of our application domain are of this type (e.g. financial fac-
tors, dates, temporal references, names of documents, web site addresses…).  

By restricting the selection of substitution values with respect to the role of the en-
tities, the efficiency of our approach relies mostly on the capacity of the CBR module 
to extract the named entities and to assign an adequate role to them. We evaluate 
these two capacities in the following section.  

6   Some Experimental Results  

For this experimentation, we used a corpus pertaining to the Investor Relations do-
main (i.e. the assistance provided by enterprises to their individual and corporate 
investors). The messages cover a variety of topics such as requests for documents, 
financial results, stock market behaviour and corporate events. We worked with 102 
messages after having removed the headers and signatures. The length of the textual 
body parts of these messages varies from a few to over 200 words with an average of 
87 words. The courtesy and accessory sentences were kept in order to evaluate their 
influence on the reuse process.  

a) Results for the selection of optional portions: Our first experimentation was to 
evaluate, with the two strategies proposed in Section 4, the pertinence of each re-
sponse of our corpus with respect to their corresponding requests. We performed a 
leave-one-in evaluation (i.e. we left the target problem in the case base) and estimated 
the accuracy by the proportion of sentences declared relevant by the algorithm. We 
obtained an accuracy of 89% for the case grouping strategy and 77% for the conden-
sation strategy. These results are superior to a random strategy (i.e. an average accu-
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racy of 50%). Since the target cases were present in the case base, we assume that 
these results are upper bounds for system performance. At this point, we note a major 
difference between the two strategies. The condensation strategy tends to drop most 
of the accessory sentences while case grouping tends to preserve them. The condensa-
tion approach is hence more conservative.  

To obtain a more representative estimation of the performance of the reuse module, 
we selected a sample of 50 pairs of <request, response> messages obtained through 
our retrieval module. For these pairs, we manually determined the subset of sentences 
that should be selected by the CBR system. This was made possible since we have 
responses provided by financial analysts for each of the requests. However, we found 
it difficult to determine whether accessory sentences (for instance, the courtesy sen-
tences) should be included or not in the reused message. In order to take this into 
account, we produced two sets of results where these sentences are either required or 
not. The results are presented in Tables 1 and 2.  

Table 1. Selection of relevant portions with accessory sentences 

Strategy Precision Recall Accuracy 
Case grouping 84.1% 68.0% 70.8% 
Condensation 78.4% 39.6% 50.2% 

Table 2. Selection of relevant portions without accessory sentences 

Strategy Precision Recall Accuracy 
Case grouping 77.7% 76.0% 71.8% 
Condensation 78.5% 53.1% 62.2% 

 
The case grouping strategy selects most of the sentences pertaining to the request. 

The results in both tables indicate that it preserves most of the accessory sentences. 
Some sentences are rejected because they are too widely spread in the case base 
which makes it difficult to decide whether their usage is appropriate.  

The condensation approach presents a totally different behaviour. Many words 
contained in the sentences are infrequent and can not be associated with some other 
words of the requests. Moreover, almost all of the accessory sentences are rejected, 
since they have no statistical associations with request words. This explains why re-
call figures increase when accessory sentences are not taken into account (Table 2).  

b) Results for the selection of the variable portions: We retained 130 sentences from 
our corpus of responses that contains over 250 named entities. We conducted the 
entity extraction and role assignment on these sentences. The results we obtained are 
presented in the Table 3.  

We note that the extraction of most of the categories give good results (precision 
and recall columns of the table). For instance, the few errors for dates are references 
to financial quarters (e.g. Q4, 4th quarter). Also some company names like Bell Can-
ada are annotated by Gate as a combination of a name and a location. Such errors can 
easily be removed by augmenting the lexicon and extraction patterns of the system.  

We manually constructed a rule base for the subset of our original corpus and we 
assigned roles to the entities of the 130 sentences of our test corpus. The entities were 
initially assigned to their true category. The results indicate that the global accuracy 
of the role assignment is approximately 76.7%. We estimate that such a result is satis-
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fying given the simplicity of the rules that we constructed. For some entities, it is 
sometimes difficult to establish their role based on a single sentence. Other times, 
coreference limits sentence interpretation. For instance, various meanings can be 
assigned to the temporal reference “It will be at 17:00”. However, most of the errors 
were due to role descriptions that we had not anticipated while constructing our rule 
base.  

Table 3. Results for the extraction of entities and the assignment of roles 

Entity extraction Role Assignment Entity 
Precision Recall Accuracy 

Date 91.7% 85.6% 82.9% 
Time 100% 100% 61.1% 
Location 71.4% 93.5% 66.6% 
Person 100.0% 80.0% 81.8% 
Quantity 92.2% 95.6% 68.7% 
Organizationa 97.2% 83.3% 94.4% 
Phone number 95.4 90.9% 81.8% 

a The term “BCE” account for more than half of the organization entities occuring in our test corpus. If we remove 
these, we obtain a precision of 95.5% and a recall of 68.3%. 

7   Related Work  

In order to position our work with respect to adaptation techniques used in structural 
CBR, we remark that our scheme offers both substitutional and transformational 
components for the reuse of antecedent solutions. Recommending which specific 
passages should be modified corresponds to parametric variations found in substitu-
tional approaches. Moreover, the identification of optional passages leads to the prun-
ing of some statements, which corresponds to a transformation of the response struc-
ture. Since our reuse scheme relies on a single message, our approach is not 
compositional nor do we consider a complete reformulation of the solutions as per-
formed by generative approaches. Because the user of the response system supervises 
pruning and substitution of the passages, our approach addresses the problem of case 
reuse and leaves the revision of solutions to the user.  

Some substitutional methods to acquire knowledge for the adaptation of structured 
cases were proposed [12], [13], [14]. Our approach differs from these methods since it 
is a transformational algorithm that learn term distributions and translations models 
instead of rules or cases. Furthermore, our adaptation process is driven by the solu-
tions to be reused (i.e. the pertinence of their sentences and their named entities) 
while other approaches rely on a comparison of the features of problems descriptions.  

8   Conclusion  

In this paper, we presented a CBR approach to reuse antecedent responses to respond 
to new requests. We proposed two strategies to select relevant portions of antecedent 
messages. We observed that case condensation is a conservative selection strategy. 
We recommend using a case grouping strategy that offers better performance in terms 
of precision and recall. Case condensation could also be a useful alternative for appli-
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cations built from a large case base. We also explored the use of techniques for named 
entity extraction in order to determine the variable parts of a response. The efficiency 
of this step relies mainly on the availability of tools to locate the entities. The results 
we obtained indicate that the identification of roles, once the entities are extracted, is 
rather simple to implement with rules based on regular expressions. 

To our knowledge, our work represents a first attempt for textual case adaptation 
and it brings up numerous directions in which this research could be pursued. We 
believe that the idea of dynamically created templates is a metaphor sufficiently ge-
neric to be applied to other contexts than email response. It preserves the narrative 
form of the solutions and overcomes the limitations of the generative approaches that, 
in a textual setting, are difficult to achieve. We have chosen, for this work, to concen-
trate our efforts on the reuse of a single case. However, a compositional approach, 
which takes into account multiple cases, would offer a better covering of the various 
themes occurring in a request. The reuse of multiple cases could be based on voting 
schemes to select messages portions. Another issue related to the multi-case reuse is 
the identification of variable passages that could be conducted by comparing the 
statements of the solutions and lead to the selection of passages based on syntactic 
and/or semantic features. This would overcome the main limitations of our work 
where the roles of the domain entities are manually defined. Finally, the case group-
ing strategy could be extended so that the two case groups providing positive or nega-
tive support may be used to learn categorization rules.  
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Abstract. This paper describes ProCHiP, a planner that combines CBR with the 
techniques of decision-theoretic planning and HTN planning in order to deal 
with uncertain, dynamic large-scale real-world domains. We explain how plans 
are represented, generated and executed. Unlike in regular HTN planning, Pro-
CHiP can generate plans in domains where there is no complete domain theory 
by using cases instead of methods for task decomposition. ProCHiP generates a 
variant of a HTN - a kind of AND/OR tree of probabilistic conditional tasks - 
that expresses all the possible ways to decompose an initial task network. As in 
Decision-Theoretic planning, the expected utility of alternative plans is com-
puted, although in ProCHiP this happens beforehand at the time of building the 
HTN. ProCHiP is used by agents inhabiting multi-agent environments. We pre-
sent an experiment carried out to evaluate the role of the size of the case-base on 
the performance of the planner. We verified that the CPU time increases mono-
tonically with the case-base size while effectiveness is improved only up to a 
certain case-base size. 

1   Introduction 

Hierarchical Task Network (HTN) planning [4] is a planning methology that is more 
expressive than STRIPS-style planning. Given a set of tasks that need to be performed 
(the planning problem), the planning process decomposes them into simpler subtasks 
until primitive tasks or actions that can be directly executed are reached. Methods 
provided by the domain theory indicate how tasks are decomposed into subtasks. 
However, for many real-world domains, sometimes it is hard to collect methods to 
completely model the generation of plans. For this reason an alternative approach that 
is based on cases of methods has been taken in combination with methods [14]. 

Real-world domains are usually dynamic and uncertain. In these domains actions 
may have several outcomes, some of which may be more valuable than others. Plan-
ning in these domains require special techniques for dealing with uncertainty. Actu-
ally, this has been one of the main concerns of planning research in recent years, and 
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several decision-theoretic planning approaches have been proposed and used success-
fully, some based on the extension of classical planning and others on Markov-
Decision Processes (see [3, 9] for a survey). In these decision-theoretic planning 
frameworks actions are usually probabilistic conditional actions, preferences over the 
outcomes of the actions is expressed in terms of an utility function, and plans are 
evaluated in terms of their Expected Utility (EU). The main goal is to find the plan or 
set of plans that maximizes an EU function [17], i.e., to find the optimal plan. How-
ever, this might be a computationally complex task. 

In this paper we present ProCHiP (Probabilistic, Case-based, Hierarchical-task 
network Planning), a planner that combines CBR with the techniques of decision-
theoretic planning and HTN planning in order to deal with uncertain, dynamic large-
scale real-world domains. Unlike in regular HTN planning, we don’t use methods for 
task decomposition, but instead cases of plans. ProCHiP generates a variant of a HTN 
- a kind of AND/OR tree of probabilistic conditional tasks - that expresses all the 
possible ways to decompose an initial task network. The EU of tasks and of the alter-
native plans is computed beforehand at the time of building the HTN. ProCHiP is 
implemented in artificial cognitive agents inhabiting multi-agent environments. 

The next section describes the features of ProCHiP related with plan representation, 
generation and execution. Subsequently, we present an experiment in which we evalu-
ate the influence of the case-base size on the performance of ProCHiP. Finally, we 
present related work, discuss our findings and present conclusions. 

2   Case-Based, Decision-Theoretic, HTN Planning 

2.1   Representation  

Within our approach we may distinguish two main kinds of plans: concrete plans, i.e., 
cases of plans, and abstract plans (for more details about abstraction in CBR see for 
instance [2]). Concrete plans and abstract plans are interrelated since concrete plans 
are instances of abstract plans and these are built from concrete plans. Since the con-
cept of abstract plan subsumes the concept of concrete plan, let us first describe the 
representation issues related with abstract plans and then present the main differences 
between concrete plans and abstract plans. 

We represent abstract plans as a hierarchy of tasks (a variant of HTNs [4, 15]) 
(Fig. 1). Formally, an abstract plan is a tuple AP = <T, L>, where T is the set of tasks 
and L is the set of links. More precisely, we represent an abstract plan by a hierarchi-
cal graph-structured representation comprising tasks (represented by the nodes) and 
links (represented by the edges). We adopted the adjacency matrix approach to repre-
sent these graphs [11]. The links may be of hierarchical (abstraction or decomposi-
tion), temporal, utility-ranking or adaptation kind. This structure has the form of a 
planning tree [10], i.e., it is a kind of AND/OR tree that expresses all the possible 
ways to decompose an initial task network. Like in regular HTNs, this hierarchical 
structure of a plan comprises primitive tasks or actions (non-decomposable tasks) and 
non-primitive tasks (decomposable or compound tasks). Primitive tasks correspond to 
the leaves of the tree and are directly executed by the agent, while compound tasks 



Case-Based, Decision-Theoretic, HTN Planning      259 

denote desired changes that involve several subtasks to accomplish it (e.g., the leaf 
node driveTruck of Fig. 1 is a primitive task, while inCityDel is a compound task). 
The decomposition of a compound task into a sequence of subtasks is represented by 
linking the compound task to each subtask by a hierarchical link of type decomposi-
tion (denoted by dcmp). This corresponds to an AND structure. In addition, a hierar-
chical plan may also include special tasks in order to express situations when a de-
composable task has at least two alternative decompositions. Thus, these special tasks 
are tasks whose subtasks are heads of those alternative decompositions. We called 
abstract tasks (e,g., the root task transport of Fig. 1) to those special decomposable 
tasks because they may be instantiated by one of their alternative subtasks. Thus, they 
are a kind of abstractions of their alternative instances. The subtasks of an abstract 
task may themselves be abstract tasks. The decomposition of abstract tasks into sev-
eral alternative instances is expressed by linking the abstract task to each subtask by a 
hierarchical link of type abstract (denoted by abst). This corresponds to an OR struc-
ture. 

 

transport

transport transport

inCityDel airDel inCityDel inCityDel

flyAirplaneloadAirplaneinCityDel inCityDel

doNothing driveTruck loadTruck driveTruck unloadTruck

. . .

after

more_useful

eelsl
 

Fig. 1. Example of an abstract plan. Primitive tasks are represented by thick ellipses while non-
primitive tasks are represented by thin ellipses. Dashed arrows represent abst links, while thin 
arrows represent dcmp links 

As we said, in addition to hierarchical links that express AND or OR decomposition 
(dcmp and abst), there are also temporal, utility-ranking and adaptation links between 
tasks. Temporal links are just like in regular HTNs. We followed the temporal model 
introduced by [1]. Thus, links such as after, before, during, overlap, etc., may be 
found between tasks of an abstract plan. Utility-ranking links (denoted by 
more_useful) are used between subtasks of abstract tasks in order to express a relation 
of order with respect to their EU, i.e., the head tasks of the alternative decompositions 
of a given abstract task are ranked according to the EU of their decompositions. Adap-
tation links [8] are useful to generate an abstract plan from several cases of plans. 
They explain how tasks and their components are related in a plan and therefore they 
explain how to adapt portions of cases of plans when they are reused to construct an 
abstract plan. For instance, the link eelsl (end location equal to start location) means 
that the start location of the truck when loadTruck takes place is equal to the end loca-
tion of the truck when driveTruck is executed. 
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A task T is both conditional and probabilistic (e.g., [3, 6, 24]). This means each 
primitive task has a set of conditions C={c1, c2, ..., cm} and for each one of these mu-

tually exclusive and exhaustive conditions, ci, there is a set of alternative effects 

εi={< ip1 , iE1 >, < ip2 , iE2 >, ..., < i

ni

p , i

ni

E >}, where i

jE  is the jth effect triggered with prob-

ability i

jp  ∈ [0,1] by condition ci (i.e., i

ji

i

j pcEP =)|( ), and such that ∑
=

=
in

j

i

jp
1

1 . Fig. 2 

presents the structure of a task. The probabilities of conditions are represented in that 
structure although we assume that conditions are independent of tasks. Thus, 
P(ci|T)=P(ci). The main reason for this is to emphasize that the EU of a task, in addi-

tion to the probability of effects, depends on the probability of conditions too. In addi-
tion to conditions and effects, a task has other information components. Formally, a 
task (primitive or not) may be defined as follows. 
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PS:truckAt(SL)
ID:1
TT:driveTruck
AID:1
DO:truck1
IO:
ST:0
ET:20
SL:0,0,1
EL:0,0,7
P:true
A:false
EU:0.7
P:1.0

NPC:Δtime={<20,0.55>,<19,0.45>};
Δfuel={-10,0.55>,<-11,0.45>};
truckAt(EL),
aver_vel=90Km/h;
happiness=0.5,surprise=0;
----------------------------
dist=EL-SL
Δtime=vel x dist
Δfuel=startFuel-(c x dist)
Fuel=startFuel-Δfuel
truckAt(EL)

NPC:Δtime={<30,1.0>};
Δfuel={<-20,1.0>}
truckAt(0,0,5),
aver_vel=60Km/h;
happiness=0,surprise=0.7;
anger=0.7;
----------------------------
dist=(OL)-SL
Δtime=vel x dist
Δfuel=startFuel-(c x dist)
fuel=startFuel-Δfuel
truckAt(OL), truckCrashed

wetRoad
0.18

dryRoad
0.82

0.75

0.25

NPC:Δtime={<15,0.55>,<16,0.45>};
Δfuel={-7,0.55>,<-8,0.45>};
truckAt(EL),
aver_vel=90Km/h;
EC:happiness=0.8,surprise=0;
----------------------------
dist=EL-SL
Δtime=vel x dist
Δfuel=startFuel-(c x dist)
Fuel=startFuel-Δfuel
truckAt(EL)

1.0

 

Fig. 2. Schematic representation of a task in an abstract plan: general form and example. Hori-
zontal, dashed lines inside the boxes describing the effects separate non-procedural from proce-
dural components 

Definition 1. A task is a tuple <PS, ID, TT, AID, DO, IO, ST, ET, SL, EL, PR, A, EP, 
EU, P>, where: PS is the set of preconditions that should be satisfied so that the task 
can be executed; ID is the task’s identifier, i.e., an integer that uniquely identifies the 
task in a plan; TT is the task category (e.g., driveTruck, transport); AID is the identi-
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fier of the agent that is responsible for the execution of the task1; DO is the direct 
object of the task, i.e., the identifier of the entity that was subjected to the task directly 
(e.g., for a task of type driveTruck, the direct object is the object - its identifier - to be 
driven; for a task of type transport, the direct object is the entity that is transported – 
for instance, a package); IO is the indirect object of the task, i.e., the answer to the 
question “To whom?” (e.g., for a task of type give, the indirect object is the entity that 
receives the entity (the direct object) that is given – for instance, the person who re-
ceives money); ST is the scheduled start time of the task; ET is the scheduled end time 
of the task, SL is the start location of the agent that is responsible for executing the 
task; EL is the end location of the agent that is responsible for the execution of the 
task; PR is a boolean value that is true when the task is primitive; A is a boolean value 
that is true when the task is abstract (for primitive tasks it is always false); EP is the 
set of alternative probabilistic conditional effects of the task, i.e., EP = {<ci,εi>: 1=< i 

<=m}; EU is the EU of the task; P is the probability of the task (this is always 1.0 for 
every task except the heads of alternative decompositions of an abstract task as we’ll 
explain below). 

Although non-primitive tasks are not directly executed by an agent, they are repre-
sented like primitive tasks. Some of the components are meaningful only for primitive 
tasks. However, others such as the set of alternative probabilistic conditional effects 
are essential for the ranking of the alternative decompositions of the abstract tasks in 
terms of the EU. That is why the set of conditional probabilistic effects and other 
meaningful properties are propagated upward through the hierarchy from the primitive 
tasks to the non-primitive tasks (this propagation will be explained below). 

Each effect (see Fig. 2) is composed of a few components of several kinds such as 
temporal, emotional (notice that in our work, agents are of cognitive kind with a mod-
ule of emotions and other motivations included in their architecture [12]), etc. These 
components may be of two kinds: non-procedural and procedural. The non-procedural 
component refers to the data collected from previous occurrences of the effect (con-
tains the duration of the task, the emotions and respective intensities felt by the agent, 
the fuel consumed, etc., in previous executions of the task as stored in cases of plans). 
The procedural component refers to the process through which the temporal, emo-
tional and other kinds of data may be computed (contains descriptions or rules of how 
to compute the components). 

Formally, an effect may be defined as follows. 

Definition 2. An effect is a tuple <ID, EC, EU, P, NPC, PC>, where: ID is the identi-
fier of the effect, i.e., an integer value that uniquely identifies the effect in the list of 
effects of the task; EC is the effect category to which it belongs (like tasks, effects are 
classified into categories); EU is the utility value (EU value for the case of tasks in 
abstract plans) of the effect; P is the probability value of the effect, i.e., the relative 
frequency of the effect (this gives us the number of times the effect occurred given 
that the task and the condition that triggers it occurred); NPC is the non-procedural 
component; PC is the procedural component. 

                                                           
1 The planner is used by agents inhabiting multi-agent environments. 
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Cases of plans share most of the features of abstract plans because they are also 
represented hierarchically. The major differences are: unlike abstract plans, cases of 
plans don’t have OR structures and consequently don’t have abstract tasks; the primi-
tive tasks have a probability of 1.0 (otherwise they won’t belong to the case) and can 
only have a conditional effect since the conditions are mutually exclusive and exhaus-
tive. Notice that, although a non-primitive task of a case of a plan may exhibit an ef-
fect, this is not relevant, since in the real world only the primitive tasks are executed. 
However, the way a non-primitive task was decomposed is of primary importance for 
the generation of abstract plans, as we will explain in the following section. Fig. 3 
shows an example of two cases of plans, which are instances of the abstract plan pre-
sented in Fig. 1. 

 

transport

inCityDel airDel inCityDel

doNothing flyAirplane

loadAirplane driveTruck

loadTruck

driveTruck

unloadTruck

case2

case1

transport

inCityDe

driveTruck

loadTruck

driveTruck

unloadTruck

 

Fig. 3. Example of a case-base with two concrete plans (instances of the abstract plan of Fig. 1) 

2.2   Plan Generation 

Since the planner is used by an agent that is part of a multi-agent environment, in 
order to solve a planning problem, the agent should have in memory the information 
of the initial state of the environment. This comprises a three-dimensional metric map 
of the environment [21] in which inanimate and other animate agents are spatially 
represented. Fig. 4 presents an example of a metric map that represents an initial state 
of the world. 

A problem is an initial and incomplete HTN, i.e., a set of goal tasks. Planning is a 
process by which that initial HTN is completed resulting in an abstract plan ready to 
be executed and incorporating alternative courses of action, i.e., it includes replanning 
procedures. Roughly speaking, this involves the following steps (the respective algo-
rithms are presented in later figures): first, the structure of the abstract plan (HTN) is 
built based on cases of past plans (this is closely related to the regular HTN planning 
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procedure); then the conditional effects, probabilities as well as the EU are computed 
for the primitive tasks of this abstract plan based on the primitive tasks of cases of past 
plans; finally, these properties (conditional effects and respective probabilities, and 
EU) are propagated upward in the HTN, from the primitive tasks to the main task of 
the HTN. Fig. 5 presents this algorithm. 

 

p k 1p k 2

p k 3

A ir p o r t

t r u c k 1

Z

y

x  

Fig. 4. Example of the metric map of an initial state of the environment in the logistics domain. 
It comprises: one truck (truck1) located at coordinates (11,0,0); three packages, pk1, pk2 and 
pk3, located at, respectively, (10,3,0), (4,3,0), and (8,0,0); and one plane located at the airport 
with coordinates (2,1,0) 

Algorithm CONSTRUCT-ABSTRACT-PLAN(abstPlan) 
 abstPlan ← BUILD-STRUCTURE(abstPlan) 
 primTasks ← GET-PRIMTASKS(abstPlan) 
 primTasksAllPlanCases← GET-PRIMTASKS-ALL-PLAN-CASES() 
 COMPUT-PRIMTASKS-PROPS(primTasks,primTasksAllPlanCases) 
 abstPlan←PROPAGAT-PROPS-UPWARD(primTasks,abstPlan) 
 return abstPlan 
end 

Fig. 5. Algorithm for the construction of an abstract plan 

Much like regular HTN planning, building the structure of the abstract plan (algo-
rithm of Fig. 7) is a process by which the initial HTN is completed by recursively 
decomposing its compound tasks. Unlike regular HTN planning, within our approach 
the domain theory (methods and operators in regular HTN planning) is confined to a 
finite set of actions/operators. Thus there are no explicit methods to describe how to 
decompose a task into a set of subtasks. Actually, methods are implicitly present in 
cases of past plans (see [14] for a similar approach). This is particularly useful in do-
mains where there is no theory available. Therefore, the process of decomposing a 
task into subtasks is case-based and is performed as follows. Given a task, the possible 
alternative decompositions (task and its subtasks, as well as the links between them) 
are retrieved from cases of past plans. Two situations might happen. If there are more 
than one alternative decomposition, the given task is set as abstract and the set of de-
compositions are added to the HTN, linking each head task to the abstract task through 
a hierarchical link of type abst. Thus, these head tasks are now the subtasks of the 
abstract task (see Fig. 6 for an illustration of this process). The result is a decomposi-
tion with an OR structure. On the other hand, if only one decomposition is retrieved, 
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its subtasks are added as subtasks of the given task, linked by a hierarchical link of 
type dcmp (see Fig. 6 for an illustration of this process). This corresponds to an AND 
structure. Whether a single decomposition or multiple decompositions are retrieved, 
the addition of it/them comprises an adaptation process [8], i.e., the retrieved decom-
position(s) is/are changed if necessary so that it/they is/are consistent with the rest of 
the HTN. Each adaptation link triggers a process. Thus, for instance, the adaptation 
link ea (equal AID) in Fig. 6 indicates that the tasks transport and inCityDel have the 
same component AID , i.e., they are executed by the same agent. This means that the 
AID component of those tasks retrieved from past plans are changed so that it refers to 
the agent whose identifier is referred to by the AID of transport belonging to the cur-
rent abstract plan. 

 

. . .

Retrieved decompositions for
task transport::

transport

inCityDel airDel inCityDel

transport

inCityDel

ea

Retrieved decompositions for
task airDel:

Current abstract plan
(incomplete):

transport

transport

inCityDel airDel inCityDel

transport

inCityDel

airDel

flyAirplaneloadAirplane

Abstract plan (incomplete)
after the abstract
decomposition:

transport

transport

inCityDel airDel inCityDel

transport
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flyAirplaneloadAirplane()

Current abstract plan
(incomplete):

transport

Abstract plan (incomplete)
after the abstrat
decomposition:

transport

transport

inCityDel airDe inCityDel

transport

inCityDel

ea
ea

 

Fig. 6. Illustrative example of: an OR-decomposition of an abstract task (on the left); an AND-
decomposition of a regular compound task (on the right) 

The process of building the HTN ends when there are no more compound tasks to 
decompose, i.e., when the leaves of the tree are primitive tasks, or when there are no 
available decompositions in the case-base for at least one compound task. 

Within our approach, a task belonging to an HTN has a probability value associated 
to it. This value expresses the probability of being executed given that its ancestor is 
executed. Thus, this probability is actually a conditional probability. Obviously, the 
probability of a task belonging to a case of a past plan is always 1.0 because it was 
executed (otherwise it won’t belong to the case). The probability of the tasks belong-
ing to an abstract plan is computed during the process of building the HTN as follows. 
Given the ith subtask, STi, of a task T both belonging to an abstract plan, the probabil-
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ity of STi be executed given that T is executed is given by the conditional probability 

formula
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∩=∩= , which expresses the number of 

times STi and T occurred together in the total amount of times T occurred, or in the 

context of HTN planning, this expresses the number of times STi was subtask of T in 

the total amount of times T was the task decomposed in past HTN plans in r decompo-
sitions. When STi is not a head of an alternative decomposition in the new plan (i.e., 

when T is not an abstract task), it means that T was always decomposed in the same 
way in past plans, i.e., into the same subtasks, which means STi occurred always when 

T occurred, otherwise STi won’t be subtask of T. Thus, in this situation, the numerator 

and denominator of the above equation are equal and therefore P(STi/T)=1.0. How-

ever, when STi is a head of an alternative decomposition, it means there were more 

than one way to decompose T in past plans, the decomposition headed by STi being 

one of them. Thus, counting the number of times the decomposition headed by STi was 

taken to decompose T, i.e., the number of times STi instantiated T, )( TSTS ir ∩ , in all 

past plans and dividing this number by the number of times T was decomposed, i.e., 
)(TSr , yields the value for P(STi/T) for this situation. 

After the abstract HTN is built, the conditional effects (and respective probabilities) 
and the EU are computed for the primitive tasks based on the past occurrences of 
those primitive tasks (notice that the probability of the tasks has already been com-
puted during the process of building the HTN as described above). Remember that 
tasks (either primitive or not) have a list of possible effects each one associated with a 
probability value (see Fig. 2). Thus, this is once more a case-based process that is 
carried out as described by the algorithm of Fig. 8. 

After the primitive tasks have their properties computed based on cases of past 
plans, these properties are propagated bottom-up (from primitive to non-primitive 
tasks), from the subtasks to the task of a decomposition and from the subtasks (heads 
of alternative decompositions) to the abstract task of an abstract decomposition. The 
goal of this propagation is twofold: to complete the non-primitive tasks so that they 
can be ranked according to their EU when they are heads of alternative decomposi-
tions, and to know the overall EU of the abstract plan which is given by the EU of the 
main task of the plan. Fig. 9 presents the algorithm for the propagation of properties. 
Function PROPAGAT-PROPS-ABST and PROPAGAT-PROPS-DCMP relies heavily 
on the notions of inter-action abstraction described in [6]. 

2.3   Plan Execution and Replanning 

Finding the optimal plan in ProCHiP consists simply of traversing the abstract plan, 
selecting the most EU subtask of an abstract task. Backtracking occurs when an alter-
native decomposition fails execution. In this case, the next alternative decomposition 
that follows the previous in the EU ranking is selected for execution. 
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Algorithm BUILD-STRUCTURE(abstPlan,CB) 
 goalTasks ← getLeafTasks(AbstPlan) 
 taskQueue ← goalTasks 
 while taskQueue ≠ ∅ 
  task ← popFrontTask(taskQueue) 
  listAlternDcmps ← getListAlternDcmps(task, CB) 
  if size(listAlternDcmps) > 1 
   task type ← “abstract” 
   for each decomposition in listAlternDcmps do 
    headTask ← getHeadTask(decomposition) 
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r
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    adapt(headTask, task, “abst”) 
    insert headTask in AbstPlan; link it to task by “abst” link 
    subtasksDcmp ← getSubTasks(decomposition) 
    for each subtask (with adaptationLinks from headTask) in subtasksDcmp do 
     adapt(subtask, headTask, adaptionLinks) 
     for each othertask with adaptationLinks to subtask do 
      adapt(subtask, othertask, adaptionLinks) 
     end for each 
     if notPrimitive(subtask) then 
      insertTask(subtask, taskQueue) 

      0.1
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     insertTask(subtask, AbstPlanStructure) 
    end for each 
    copy all links from decomposition to AbstPlan 
   end for each 
  else 
   subtasksDcmp ← getSubTasks(decomposition) 
   for each subtask (with adaptationLinks from subTask) in subtasksDcmp do 
    adapt(subtask, task, adaptionLinks) 
    for each othertask with adaptationLinks to subtask do 
     adapt(subtask, othertask, adaptionLinks) 
    end for each 
    if notPrimitive(subtask) then insertTask(subtask, taskQueue) 

    0.1
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r
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    insertTask(subtask, AbstPlan) 
   end for each 
   copy all links from decomposition to abstPlan 
  endif 
 endwhile 
 return abstPlan 
end 

Fig. 7. Algorithm for constructing the structure of an HTN 
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2.4   Retaining Plans 

As mentioned in section 2.3, executing a plan corresponds to an instantiation of an 
abstract plan. After a plan is executed, the instantiation that was actually executed is 
stored in memory for future reuse. In addition, the abstract plan is also stored in mem-
ory. This way, it might be useful in the future since it might avoid an unnecessary 
process of generating it again. 

Algorithm COMPUT-PRIMTASKS-PROPS(primTasks, primTasksAllPlanCases) 
 for each primTask in primTasks do 
  taskList ← {i: i ∈ primTasks and i  is of the same type of primTask} 
  condEffectList ← ∅ 
  for each task in taskList do 

   condEffectListTask ← ∪
m
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〉〈 , m is the number of conditional effects of task, 

     Ei={
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   condEffectList ← condEffectList ∪ condEffectListTask 
  end for each 
  genCondEffectList ← GENERALIZE-COND-EFFECT-LIST(condEffectList ) 
  set the conditional effects of primTask with genCondEffectList 

  EU(primTask)← ∑∑ ×=〉〈×〉〈
i

i
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 end for each 
 return primTasks 
end 

Fig. 8. Algorithm for computing the conditional effects (and respective probabilities) and the 
EU of primitive tasks 

 
Algorithm PROPAGAT-PROPS-UPWARD(primTasks, mainTask, abstPlan) 
 if primitive(mainTask) nothing to do 
 else 
  subTasks ← getSubTasks(mainTask) 
  for each subTask in subTasks do 
   PROPAGAT-PROPS-UPWARD(primTasks, subTask, abstPlan) 
  end for each 
  if abstract(mainTask) then 
   PROPAGAT-PROPS-ABST(subTasks, mainTask, mainTask1) 
   replace mainTask by mainTask1 in abstPlan 
  else 
   PROPAGAT-PROPS-DCMP(subTasks, mainTask, mainTask1) 
   replace mainTask by mainTask1 in abstPlan 
  endif 
 endif 
end 

Fig. 9. Recursive algorithm for propagating properties upward, from primitive tasks to all non-
primitive tasks 
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3   Experiment 

We conducted an experiment in order to evaluate the role played by the case-base size 
on the performance of ProCHiP. Given a kind of goal task such as transport, we con-
structed 5 case-bases, ranging in size from 1 to 5 cases of plans, each case describing a 
different way of achieving the specified goal task. For each one of these case-bases, 
we ran ProCHiP with 10 different goal tasks of type transport. The CPU time taken by 
the planner to build an abstract plan for the specified goal task was measured. In addi-
tion, the number of those 10 goal tasks solved successfully was computed, as well as 
the number of tasks in those abstract plans. The results are plotted in Fig. 10. 

 

 

 

 
Fig. 10. Performance of ProCHiP with case-bases varying in size 

 
 
The CPU time taken by the planner to build the abstract plan increases monotoni-

cally with the size of the case-base. The same happens with the number of tasks in the 
abstract plan. An interesting result is noticed with the number of problems success-
fully solved. With 3 cases, the planner is able to find a correct solution for 80% of the 
goal tasks, and with 4 or more cases the effectiveness is 100%, which means the addi-
tion to the case-base of more cases for solving problems of this kind (transport) seems 
to decrease the efficiency of the planner, because the effectiveness is not and could not 
be increased (100%). This issue is related to the utility problem (e.g., [5, 13, 19]) and 
case-base maintenance (e.g., [18, 20]). 

4   Related Work 

Our work is closely related to HTN planning. This methology has been extensively 
used in planning systems such as UMCP [4], SHOP and SHOP2 [16]. Unlike these 
planners, ProCHiP don’t use methods as part of the domain theory for task decomposi-
tion, but instead methods that are implicitly included in cases that describe previous 
planning problem solving experiences. SiN [14] also uses a case-based HTN planning 
algorithm, in which cases are instances of methods. 
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Learning hierarchical plans or HTNs is still rarely addressed by the machine learn-
ing community, although there are a few exceptions. Garland, Ryall and Rich [Gar-
land, 2001 #161 infer task models from annotated examples, i.e., through demonstra-
tion by a domain expert. [7]. van Lent and Laird [22] used a learning-by-observation 
technique which involves extracting knowledge from observations of an expert per-
forming a task and generalizes this knowledge to a hierarchy of rules. Xu and Muñoz 
[23] use an algorithm that gather and generalize information on how domain experts 
solve HTN planning problems.  

Among decision-theoretic planners, DRIPS [6] is probably the most closely related 
to ProCHiP. Actually, DRIPS shares a similar representation approach for abstract 
plans (an abstraction/decomposition hierarchy) and for actions. Besides, it also returns 
the optimal plan according to a given utility function. However, in contrast to DRIPS, 
in ProCHiP the variant of a HTN that represents abstract plans is automatically built 
from cases and not given as input for the planning problem. Besides, it includes tem-
poral, utility ranking and adaptation links in addition to decomposition links. Another 
major difference is that, in ProCHiP, the EU of tasks and of alternative plans is com-
puted when the abstract plan is built, while in DRIPS this occurs when the optimal 
plan is searched. In ProCHiP, there is the possibility of computing the EU of tasks 
based on the non-procedural component of their effects, which avoids some additional 
computations at the cost of being less accurate. Moreover, finding the optimal plan in 
ProCHiP consists simply of traversing the HTN with backtracking (or replanning) 
points located at the subtasks of an abstract task. In ProCHiP the propagation of prop-
erties upward in the hierarchy is closely related with the approach taken in DRIPS for 
abstracting actions [6]. A propagation of properties in the planning tree, bottom-up and 
left-to-right, is also used in GraphHTN [10] in order to improve the search algorithm. 

5   Conclusions 

We presented ProCHiP, a planner that combines CBR with the techniques of decision-
theoretic planning and HTN planning in order to deal with uncertain, dynamic large-
scale real-world domains. We conducted an experiment in order to evaluate the de-
pendence of the time taken by ProCHip to build abstract plans on the size of a case-
base containing cases representing implicit methods. We concluded that the CPU time 
increases monotonically with the case-base size. However, we also concluded that the 
case-base size improves the effectiveness of ProCHiP only up to a certain size. After 
that size the performance of ProCHiP corresponds to a low efficiency while the effec-
tiveness is almost unaltered. 
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Abstract. Exploration involves selecting and executing sequences of actions so 
that the knowledge of the environments is acquired. In this paper we address the 
problem of exploring unknown, dynamic environments populated with both 
static and non-static entities (objects and agents) by an autonomous agent. The 
agent has a case-base of entities and another of plans. This case-base of plans is 
used for a case-based generation of goals and plans for visiting the unknown en-
tities or regions of the environment. The case-base of entities is used for a case-
based generation of expectations for missing information in the agent’s percep-
tion. Both case-bases are continuously updated: the case-base of entities is up-
dated as new entities are perceived or visited, while the case-base of plans is up-
dated as new sequences of actions for visiting entities/regions are executed 
successfully. We present and discuss the results of an experiment conducted in a 
simulated environment in order to evaluate the role of the size of the case-base 
of entities on the performance of exploration. 

1   Introduction 

Exploration may be defined as the process of selecting and executing actions so that 
the maximal knowledge of the environment is acquired at the minimum cost (e.g.: 
minimum time and/or power) [38]. The result is the acquisition of models of the 
physical environment. There are several applications like planetary exploration [4, 16], 
rescue, mowing [18], cleaning [12, 36], etc. Strategies that minimize the cost and 
maximize knowledge acquisition have been pursued (e.g., [2, 3, 10, 22, 25, 35, 38-
41]). These strategies have been grouped into two main categories: undirected and 
directed exploration [38]. Strategies belonging to the former group (e.g., random walk 
exploration, Boltzman distributed exploration) use no exploration-specific knowledge 
and ensure exploration by merging randomness into action selection. On the other 
hand, strategies belonging to the latter group rely heavily on exploration specific-
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knowledge for guiding the learning process. Most of these directed strategies rely on 
the maximization of knowledge gain (e.g., [35]). This technique agrees with some 
psychological studies that have shown that novelty and new stimuli incite exploration 
in humans (e.g., [6]). Curiosity is the psychological construct that has been closely 
related with this kind of behavior. However, as argued by Berlyne [6], in addition to 
novelty, other variables such as change, surprisingness, complexity, uncertainty, in-
congruity and conflict also determine this kind of behaviour related to exploration and 
investigation activities. Therefore, in addition to curiosity (or novelty) other motiva-
tions such as surprise and hunger seem to influence the exploratory behaviour of hu-
mans [19]. 

Most of these approaches assume that the environment is static. Exceptions are, for 
instance, the works of [3] and [7]. These works address the problem of acquiring mod-
els of the environment where objects change their location frequently. 

Most of the environments in which exploration occurs lack a domain theory and are 
characterized by unpredictability or uncertainty. Therefore, the agent may take advan-
tage of using CBR for dealing with autonomous generation and management of goals 
as well as plans to accomplish these goals. Besides, together with a Bayesian ap-
proach, CBR may be used to deal with uncertainty. 

In this paper we describe an approach for the exploration of unknown, dynamic en-
vironments populated with static and non-static entities by an agent whose decision-
making/reasoning process relies heavily on CBR. The agent is continuously moving in 
the environment from location to location, visiting unknown entities that inhabit the 
environment as well as unknown regions. At each time, the agent generates goals that 
express the intention to visit regions or entities. For each goal a Hierarchical Task 
Network (HTN) plan [13] is generated. Both the generation of goals and plans is the 
result of CBR since they are generated from past cases of successful plans. Every time 
a plan is finished, the case-base of plans is updated with it. Likewise, as exploration is 
performed, the agent continuously updates its map of the environment with the geo-
metric locations of the entities perceived and updates its episodic memory with those 
cases of entities built from the entities visited or perceived. 

The next section describes how an agent represents entities internally, their geomet-
ric locations in the environment (maps) and courses of action (plans). Then, we pre-
sent the strategy adopted for the exploration of unknown, dynamic environments. The 
components in which CBR plays a central role, such as the generation of expecta-
tions/assumptions and generation of goals and plans, are described. Then, we present 
and discuss an experiment carried out to evaluate the role of the case-base size in the 
performance of exploration. Finally, we present conclusions. 

2   Agent’s Memory 

The memory of an agent stores information about the world. This information com-
prises the configuration of the surrounding world such as the position of the entities 
(objects and other animated agents) that inhabit it, the description of these entities 
themselves, descriptions of the sequences of actions (plans) executed by those entities 
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and resulting from their interaction, and, generally, beliefs about the world. This in-
formation is stored in several memory components. Thus, there is a metric (grid-
based) map [40] to spatially model the surrounding physical environment of the agent. 
Descriptions of entities (physical structure and function) and plans are stored both in 
the episodic memory and in the semantic memory [1, 14]. We will now describe in 
more detail each one of these distinct components. 

2.1   Metric Map  

In our approach, a (grid-based) metric map (Fig. 1) of the world is a three-dimensional 
grid in which a cell contains the information of the set of entities that may alterna-
tively occupy the cell and the probability of this occupancy. Thus, each cell <x,y,z> of 
the metric map of an agent i is set to a set of pairs i

zyx ,,φ ={< ip1 , iE1 >, < ip2 , iE2 >, ..., 

< i

ni

p , i

ni

E >, < i
ni

p
1+
,0>}, where i

jE  is the identifier of the jth entity that may occupy the 

cell <x,y,z> of the metric map of agent i with probability i

jp  ∈ [0,1], and such that 

∑
+

=

=
1

1

1
in

j

i
jp . Note that the pair < i

ni
p

1+
,0> is included in order to express the probability 

of the cell being empty. Cells that are completely unknown, i.e., for which there are 
not yet any assumptions/expectations about their occupancy, are set with an empty set 
of pairs i

yx,φ ={}. Note also that each entity may occupy more than a single cell, i.e., 

there might be several adjacent cells with the same i

jE . 
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Fig. 1. An example of a metric map. Although metric maps are of three-dimensional kind, for 
the sake of simplicity, it is represented here only in two dimensions. For the same reason the 
identifier of the entities are not represented. The path followed by the agent to explore this 
environment (comprising buildings) is also depicted 
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2.2   Memory for Entities 

The set of descriptions of entities perceived from the environment are stored in the 
episodic memory of entities. Each one of these descriptions is a case of the form 
<ID,PS,F>, where ID is a number that uniquely identifies the entity in the environ-
ment, PS is the physical structure, and F is the function of the entity [15]. The sensors 
may provide incomplete information about an entity (for instance, only part of the 
physical structure may be seen or the function of the entity may be undetermined). In 
this case the missing information is filled in by making use of Bayes’ rule [34], i.e., 
the missing information is estimated taking into account the available information and 
cases of other entities previously perceived and already stored in the episodic memory 
of entities. This means some of the descriptions of entities stored in memory are 
uncertain or not completely known (e.g., element 4 of Fig. 2). 
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Fig. 2. Example of the episodic memory of entities in the domain of buildings. Although the 
matrix of the analogical description is of three-dimensional kind, for the sake of simplicity, it is 
represented here as a two-dimensional matrix corresponding to the upper view of the entity 

The physical structure of an entity may be described analogically or propositionally 
[1, 14]. The analogical representation reflects directly the real physical structure while 
the propositional representation is a higher level description (using propositions) of 
that real structure. 
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The analogical description of the physical structure of an entity comprises a three-
dimensional matrix and the coordinates of the centre-of-mass relative to the entity and 
to the environment spaces. Notice that the three-dimensional matrix of the entity is a 
submatrix of the matrix that represents the metric map. 

The propositional description of the physical structure of an entity relies on the rep-
resentation through semantic features or attributes much like in semantic networks or 
schemas [1]. According to this representation approach, entities are described by a set 
of attribute-value pairs that can be represented in graph-based way [24]. 

The function is simply a description of the role or category of the entity in the envi-
ronment. For instance, a house, a car, a tree, etc. Like the description of the physical 
structure, this may be probabilistic because of the incompleteness of perception. This 
means, this is a set F = {<functioni,probi>: i=1,2, …, n, where n is the number of pos-

sible functions and P(“function” = functioni) = probi}. 

Concrete entities (i.e., entities represented in the episodic memory) with similar 
features may be generalized or abstracted into a single one, an abstract entity, which is 
stored in the semantic memory for entities. Fig. 3 presents a semantic memory ob-
tained from the episodic memory of entities shown in Fig. 2. 
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Fig. 3. Example of the semantic memory of entities 

2.3   Memory for Plans 

Like entities, we may distinguish two main kinds of plans: concrete plans, i.e., cases 
of plans, and abstract plans (e.g., [5]). Concrete plans and abstract plans are interre-
lated since concrete plans are instances of abstract plans and these are built from con-
crete plans. 

We represent plans as a hierarchy of tasks (a variant of HTNs (e.g., [13]) (see 
Fig. 4). Formally, a plan is a tuple AP = <T, L>, where T is the set of tasks and L is the 
set of links. This structure has the form of a planning tree [23], i.e., it is a kind of 
AND/OR tree that expresses all the possible ways to decompose an initial task net-
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work. Like in regular HTNs, this hierarchical structure of a plan comprises primitive 
tasks or actions (non-decomposable tasks) and non-primitive tasks (decomposable or 
compound tasks). Primitive tasks correspond to the leaves of the tree and are directly 
executed by the agent, while compound tasks denote desired changes that involve 
several subtasks to accomplish it. For instance, the leaf node PTRANS of Fig. 4 is a 
primitive task, while visitEntity is a compound task. A task t is both conditional and 
probabilistic (e.g., [8]). This means each task has a set of conditions C={ c1, c2, ..., cm} 

and for each one of these mutually exclusive and exhaustive conditions, ci, there is a 

set of alternative effects εi={< ip1 , iE1 >, < ip2 , iE2 >, ..., < i

ni

p , i

ni

E >}, where i

jE  is the jth 

effect triggered with probability i

jp  ∈ [0,1] by condition ci (i.e., i

ji

i

j pcEP =)|( ), and 

such that ∑
=

=
in

j

i

jp
1

1 . Each effect contains information about changes produced in the 

world by achieving the goal task. Thus, an effect may give information about the 
amount of power consumed, the new location of the agent, the emotions felt, etc. 

 

moveTo(e1) sense(e1)

visitEntity(e1)

PTRANS(e1) ATTEND(e1)
 

Fig. 4. Example of simple plan. Primitive tasks are represented by thick ellipses while non-
primitive tasks are represented by thin ellipses 

3   Exploration Using CBR 

Each agent is continuously performing the following deliberative reasoning/decision-
making algorithm. Each agent at a given time senses the environment to look for enti-
ties and compute the current world state (location, structure and function of those 
entities) based on the sensorial information and on the generation of expectations for 
the missing information. The result is a set of cases of entities, each one describing an 
entity that was perceived. Then, the episodic memory and metric map are updated 
based on these episodic entities. New intentions/goals of kind visitEntity are generated 
for each unvisited entity within the visual range based on the goal tasks of cases of 
past plans. In addition, a goal of the kind visitLoc is generated for some frontier cells 
[41] (another possible kind of goal is rechargeBattery). These goals are then ranked 
according to their Expected Utility (EU) [33], which is computed based on the esti-
mated intensities for the motivations that they may elicit as explained below [27]. The 
first one in the ranking, i.e., the goal with the highest EU is taken and a HTN plan is 
generated based on cases of past plans. Then, the agent executes this plan. 

We will now describe in more detail the steps related with the generation of as-
sumptions/expectations and generation of agent’s goals and respective plans. 
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3.1   Case-Based Generation of Assumptions/Expectations 

As we said before, it is very difficult for an agent to get all the information about the 
surrounding environment. One reason is that the perceptual information is incomplete. 
However, taking as evidence the available information it is possible to generate expec-
tations/assumptions for the missing information using a Bayesian approach [34]. Ac-
tually, Bayes’ rule, represented as follows, may be used: 

∑
=

××××

××××=
n

l

llmll

iimii
mi

HPHEPHEPHEP

HPHEPHEPHEP
EEEHP

1

21

21
21

)()|(...)|()|(

)()|(...)|()|(
),...,,|(  (1) 

where E1, E2, …, Em are pieces of evidence, i.e., the available information, and Hi, 

i=1,2,…,n, are mutually exclusive and collectively exhaustive hypotheses (retrieved 
from past cases of entities) for a specific piece of the missing information. Each condi-
tional probability P(E|H) is given by the number of times E and H appeared together 
in the cases of entities stored in memory divided by the number of times H appeared in 
those case of entities (when E and H have never appeared together P(E|H)= P(E)). In 
our work the evidence is the description (propositional) of the physical structure of the 
entities such as their shape (rectangular, squared, etc.), shape of their constituent parts 
(in case there are any), color, etc. The hypotheses could be not only for parts of the 
descriptions of the physical structure but also for the function or category of the entity. 
In this case, the result is a probability distribution for the function of the entity (e.g., 
P(Function=house)=0.666; P(Function=church)=0.333). Based on this distribution, 
the analogical description of the entity may be now estimated taking into account the 
analogical descriptions of the entities with these functions. This means that we are 
considering the reference class as comprising the entities with the same function. No-
tice that this resulting analogical description is probabilistic. Thus, for instance, con-
sidering the semantic memory presented in Fig. 3 and the probability distribution for 
the function of an entity [P(Function=house)=0.66, P(Function=church)=0.33], the 
resulting analogical description is similar to that of entity 4 of the episodic memory 
depicted in Fig. 2. This is computed as follows. For all function X: (i) take the ana-
logical description of each possible entity with function X and multiply the occupancy 
value of each cell by P(Function=X); (ii) superimpose the analogical descriptions 
obtained in the previous step summing the occupancy values of the superimposed 
cells. 

3.2   Case-Based Generation of Goals and Plans 

The algorithm for the generation and ranking of goals/intentions (Fig. 5) is as follows. 
First, the set of different goal tasks present in the memory of plans are retrieved and, 
for each kind, a set of new goals is generated using the following procedure: given a 
goal task retrieved from a plan in the memory of plans, the memory and the perception 
of the agent, similar goals are generated by adapting the past goal to situations of the 
present state of the world. The adaptation strategies used are mainly substitutions [20]. 
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Thus, for instance, suppose the goal task visitEntity(e7) is present in the memory of 
the agent. Suppose also that the agent has just perceived three entities present in the 
environment, e1, e2 and e3. The entity to which visitEntity is applied (e7) may be 
substituted by e1, e2 or e3, resulting in three new goals: visitEntity(e1), visitEntity(e2), 
visitEntity(e3). Then, the EU of each goal task is computed. As said above, a task T is 
both conditional and probabilistic (e.g.: [8]). Thus, the execution of a goal task under a 
given condition may be seen according to Utility Theory as a lottery [33]: 
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where ip  is the probability of the condition ci, 
i

jp  is the probability of the jth effect, 
i
jE , of condition ci. 

The EU of T may be then computed as follows: 
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The computation of )( k
jEEU  is performed predicting the motivations that could be 

elicited by achieving/executing the goal task [11, 32]. We confined the set of motiva-
tions to those that are more related with exploratory behaviour in humans [6]. Thus, 
the intensities of surprise, curiosity and hunger felt by the agent when the effect takes 
place are estimated based on the information available in the effect about the changes 
produced in the world or based on the intensities of emotions and other motivations 
felt in past occurrences of the effect of the task. 

Surprise is given by [26]: 

)(1))(,(),( kkk ObjPMemAgtObjNESSUNEXPECTEDObjAgtSURPRISE −== , (4) 

where Objk is the direct object of task T when k
jE  takes place, i.e., the entity that is 

visited. 
Curiosity is computed as follows: 

))(,(),( MemAgtObjDIFFERENCEObjAgtCURIOSITY kk =  (5) 

The measure of difference relies heavily on error correcting code theory [17]: the 
function computes the distance between two entities represented by graphs, counting 
the minimal number of changes (insertions and deletions of nodes and edges) required 
to transform one graph into another (for a similar approach see [31]). 

The hunger drive is defined as the need of a source of energy. Given the capacity C 
of the storage of that source, and L the amount of energy left (L ≤ C), the hunger elic-
ited in an agent is computed as follows: 

LCAgtHUNGER −=)(  (6) 
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The following function is used to compute )( k
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where, α3 = -1 and αi (i≠3) may be defined as follows: 
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where D is the amount of energy necessary to go from the end location of goal task T 
to the closer place where energy could be recharged, and C is the maximum amount of 
energy that could be stored by the agent. The functions )( k

jESurprise , )( k
jECuriosity  and 

)( k
jEHunger  are replaced by the functions of curiosity, surprise and hunger defined 

above and applied for the entities perceived when the effect k
jE  takes place. 

The surprise and curiosity of an effect of a task are elicited by the entities that the 
agent perceives. 

 
Algorithm generateRankGoals(newRankedGoals) 
Output: newRankedGoals – the set of ranked goals 
newGoals ← ∅ 
setPastGoals ← {x: x is a goal task belonging to some plan in memory} 
for each goal in setPastGoals do 
 adaptationGoal←adaptGoal(goal,agtMemory,agtPercepts) 
 newGoals ← newGoals ∪ adaptationGoals  
end for each 
for each goal in newGoals do 

∑ ××=
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j
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end for each 
insert(goal,newRankedGoals) 
return newRankedGoals 
end 

Fig. 5. Algorithm for the case-based generation of goals 

This dependence of the parameters αi (i≠3) on the hunger of the agent partially 

models the results of Berlyne’s experiments (e.g., [6]) that have shown that in the 
absence of (or despite) known drives, humans tend to explore and investigate their 
environment as well as seek stimulation. Actually, surprise and curiosity are taken into 
account to compute the EU of a task only when there is enough energy to go from the 
end location of goal task T to the closest place where an energy source could be found. 
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Otherwise, only hunger is taken into account for the EU of tasks and further ranking. 
This means that in this situation (when hunger is above a specific threshold), only the 
goal of rechargeBattery has an EU > 0. In the other situations (hunger below a spe-
cific threshold), hunger plays the role of a negative reward decreasing the utility of a 
task by the percentage of energy needed after the task is completed. Thus, the more 
the distance to the location after the execution of a task the more the energy required 
and the less the utility of that task. 

However, the environment is not confined to entities. It might have regions that are 
not yet explored. Therefore, goals of kind visitLoc are also retrieved from past plans 
and adapted for the current frontier cells. Not all the cells are considered. We followed 
an approach similar to [9], i.e., different target cells are assigned to each agent so that 
the overlapped area of the visual fields of the agents in those cells is minimized. The 
EU of a goal task of this kind is also computed with the above equation 3, although in 
this case curiosity is computed based on the estimation of the amount of unknown 
cells inside the visual field if the agent is at the destination location. Surprise is as-
sumed to be 0. 

A HTN plan is generated for the first goal in the ranking as follows. A problem is 
an initial and incomplete HTN, i.e., a set of goal tasks. Planning is a process by which 
that initial HTN is completed resulting in an abstract plan ready to be executed and 
incorporating alternative courses of action, i.e., it includes replanning procedures. 
Roughly speaking, this involves the following steps: first, the structure of the abstract 
plan (HTN) is built based on cases of past plans (this is closely related to the regular 
HTN planning procedure); then the conditional effects, probabilities as well as the EU 
are computed for the primitive tasks of this abstract plan based on the primitive tasks 
of cases of past plans; finally, these properties (conditional effects and respective 
probabilities, and EU) are propagated upward in the HTN, from the primitive tasks to 
the main task of the HTN. Fig. 6 presents this algorithm and Fig. 7 illustrates the proc-
ess of building the structure of a plan using an AND/OR decomposition approach. For 
more details about the algorithm for constructing an abstract plan see [29]. 

 
Algorithm CONSTRUCT-ABSTRACT-PLAN(abstPlan) 
 abstPlan ← BUILD-STRUCTURE(abstPlan) 
 primTasks ← GET-PRIM-TASKS(abstPlan) 
 primTasksAllPlanCases← GET-PRIMTASKS-ALL-PLAN-CASES() 
 COMPUT-PRIMTASKS-PROPS(primTasks,primTasksAllPlanCases) 
 abstPlan←PROPAGAT-PROPS-UPWARD(primTasks,abstPlan) 
 return abstPlan 
end 

Fig. 6. Algorithm for constructing an abstract plan 

4   Experiment 

We conducted an experiment in a simulated environment comprising buildings in 
order to evaluate the role of the size of the case-base of entities on the exploration 
performance of an agent. To do so, we ran an agent in the same environment (see 
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Fig. 8) with different starting case-bases of entities. These memories ranged from 1 to 
5 cases. All of these cases were built from 5 entities, selected randomly among the 10 
entities that populate the environment. For instance, the case-base of size 3 comprised 
the cases 1, 2 and 3 described in Fig. 2, while the case-base of size 1 comprised only 
case 1, and the case-base of size 2 was formed with cases 1 and 2. The other larger 
case-bases of size 4 and 5 comprised in addition cases of entities 4 and 5, respectively. 
We then let the agent explore the environment during a limited time so that it can’t 
explore exhaustively the whole environment. Actually, this time limit was defined so 
that it can’t even visit any entity (stopped at position S). Therefore, the agent had to 
build the map of the environment by generating assumptions/expectations for the un-
visited entities as described in section 3.1. Finally, we compared these maps built by 
the agent with the real map (the map that should had been built by an ideal agent). The 
difference or inconsistency between two maps was measured summing the difference 
between the occupancy values of any two correspondent cells (cells with similar coor-

Retrieved decompositions for
task visitEnt::

Current abstract plan
(incomplete):

visitEnt

visitEnt

moveTo sense

visitEnt

moveTo

Abstract plan (incomplete)
after the abstrat
decomposition:

visitEnt

visitEnt

moveTo sense

visitEnt

moveTo

Retrieved decompositions for
task sense:

Current abstract plan
(incomplete):

Abstract plan (incomplete)
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visitEnt
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visitEnt
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ATTEND
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Fig. 7. Two illustrative examples of the process of building the structure of a plan using an 
AND/OR decomposition approach 
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Fig. 8. Environment with 10 entities (two of them, entities with identifier 2, are identical). 
Entities 1, 2 and 3 are those described in the episodic memory of Fig. 2 
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dinates) of the two maps. Fig. 9 presents the results of the experiment. As it can be 
seen the map inconsistency decreases monotonically with the increasing size of the 
case-base. This can be explained as follows. The entities are only perceived at a cer-
tain distance. For these entities, the cases generated are probabilistic (especially their 
analogical physical description). With larger case-bases the agent is able to generate 
more accurate probabilistic analogical descriptions for the entities, i.e., the expecta-
tions are closer to the reality. However, this higher accuracy is achieved by a slower 
reasoning process because the agent has to take into account more cases. This is re-
lated with the Utility Problem [37] since it is expected that the increase of the size of 
the case-base is of significant benefit only up to a certain size. Case-bases larger than 
that point are expected to include redundant cases. Case base maintenance techniques 
(e.g., [21]) might be applied in order to avoid this. 

 

 

Fig. 9. Inconsistency between real and built maps represented from two points of view: number 
of inconsistent cells; percentage of inconsistency (computed dividing the number of inconsistent 
cells by the total amount of cells in the three-dimensional environment – in this case this was 
18000 cells) 

5   Discussion and Conclusions 

We presented a case-based approach for the exploration of unknown environments. 
The experiment conducted allow us to conclude that the exploration performance may 
be improved by previously training the agent in similar environments so that case-
bases of entities and plans are acquired. The main advantage is that agents are able to 
build more accurate maps of the world when using larger case-bases especially when 
they can’t explore exhaustively the whole environment. Actually, the agent does not 
have to explore all the regions of the environment, such as the invisible side of the 
entities, since it is able to predict that inaccessible information. However, too much 
larger case-bases do not improve significantly the exploration performance relative to 
medium size case-bases because they imply higher computation times and therefore 
the exploration task is delayed because fewer entities are visited or perceived. The 
disadvantage of this approach is that the built maps may be more inconsistent than 
those acquired from an exhaustive exploration of the environment. However, this 
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inconsistency is almost insignificant since, for instance, for a case-base with a single 
case, in the three-dimensional environment of the experiment with 18000 cells, the 
inconsistency was 114 cells, i.e., 0.63% of the environment. However, this depends on 
the kind of cases stored in the case-base as well as on the complexity of the environ-
ment (for a similar experience with different environments see [30]; for another ex-
periment about the trade-off between exploration and exploitation see [28]). 
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Abstract. Most CBR systems try to solve problems in one shot ne-
glecting the sequential behavior of most real world domains and the
simultaneous occurrence of interleaved problems proper to multi-agent
settings. This article provides a first answer to the following question:
how can the CBR paradigm be enriched to support the analysis of unseg-
mented sequences of observational data stemming from multiple coinci-
dental sources? We propose Ceaseless CBR, a new model that considers
the CBR task as on-going rather than one-shot and aims at finding the
best explanation of an unsegmented sequence of alerts with the purpose
of pinpointing whether undesired situations have occurred or not and, if
so, indicating the multiple responsible sources or at least which ones are
the most plausible.

1 Introduction

In an ever-increasing diversity of domains such as intrusion detection, forecasting
conflicts in international event analysis, fraud detection in cellular telephones,
etc, automated sensors (in addition to being noisy and imperfect) lack the in-
telligence to disambiguate (differentiate and synthesize) the parts corresponding
to distinct problems so they resort to piecing all the sensed parts together into
only one sequence. That is, several problem descriptions corresponding to prob-
lems occurring in parallel are serialized into a unique sequence without com-
prehensible criteria for its further understanding. Most CBR systems commonly
presuppose individualized problem descriptions with well-specified boundaries
that encompass all the information needed to solve the current problem in only
“one shot”. This assumption makes impracticable their direct deployment in
the above domains. The fact of the matter is that most CBR systems, built on
the dominant mainstream CBR model, are devised bearing in mind the follow-
ing three interrelated assumptions: (i) non-coincidental sources : there is only a
problem occurring at a time. Said differently, problems are solved successively
one after another without considering problems that concur and whose origin

P. Funk and P.A. González Calero (Eds.): ECCBR 2004, LNAI 3155, pp. 287–301, 2004.
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could be related and could require a joint solution; (ii) full-fledged problem de-
scriptions: a problem description is provided in only one shot (instantaneous
situations) with well-defined and clear limits – i.e., the boundaries of each case
are perfectly delimited; and (iii) individual cases independency: cases are manip-
ulated (retrieved, reused, revised or retained) in isolation without contemplating
their sequential (spatial or temporal) structure or (serial or parallel) relation-
ship with other cases in the past. That is, they assume (snapshot) cases that are
independent of each other, and therefore relations among cases (e.g., sequential
relationships) are not taken into account.

These assumptions make CBR unsuitable for a number of challenging pro-
blems – mainly those that involve temporally-evolving sequences of observational
data. Thus our interest in investigating new techniques that allow one to alle-
viate such constraints and applying CBR in a variety of much more complex
domains. In this article we give a first answer to the following question: how
can the CBR paradigm be enriched to support the analysis of unsegmented se-
quences of observational data stemming from multiple coincidental sources? We
propose Ceaseless CBR a new CBR model that aims at finding the best expla-
nation of an unsegmented sequence of alerts with the purpose of pinpointing
whether undesired situations (an attack, fault, etc) have occurred or not and, if
so, indicating the multiple responsible sources (if more than one intervened) or
at least which ones are the most plausible. Moreover, Ceaseless CBR prioritizes
each individual alert according to the proposed explanations.

This article proceeds as follows. We initially describe the concrete applica-
tion domain where we have evaluated Ceaseless CBR in Sec. 2. Sec. 3 puts the
work covered in perspective. We see Ceaseless CBR as a constructive situation
awareness process governed ceaselessly by observational data, sequential cases,
and case activations. We discuss each of these concepts in detail in Sec. 4, Sec.
5, and Sec. 6 respectively. The description of Ceaseless Retrieve and Ceaseless
Reuse in Sec. 7 and Sec. 8 constitute the bulk of this article. Finally, Sec. 9
concludes the article with a succinct discussion about Ceaseless CBR.

2 Application Domain

We have conducted an exploratory analysis of Ceaseless CBR in intrusion de-
tection, concretely in alert triage – the rapid and approximate prioritization for
subsequent action of an Intrusion Detection System (IDS) alert stream [1]. The
fact of the matter is that current IDSes generate an unmanageable number of
false positive alerts1 which in turn increases the difficulties for the proper iden-
tification of real and malicious attacks. Security managers are so overwhelmed
that they frequently disable the alert device due to the consistent assumption
that nothing is wrong reinforced by the fact that the alert device “cried wolf”
too often. There are those who even postulate that current IDSes not only have
failed to provide an additional layer of security but have also added complexity
to the security management task. Therefore, there is a compelling need for de-
veloping a new generation of tools that help to automate security management
1 Alerts signaled when there is a manifest absence of intrusive behavior.
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tasks such as alert triage. Generally speaking, two kinds of components can be
distinguished in the current state of the art IDSes [2]: probes and and aggre-
gation and correlation components (ACCs). Probes compile information using
host-based sensors as well as network-based sensors and evoke an alert whenever
suspicious activity is detected. Probes can be considered low-level sensors such
as firewalls or integrity checkers. Snort is a representative example of a signature-
based sensor that we have used for our experiments. Snort performs lightweight
real-time traffic analysis and packet logging on IP networks [3]. An ACC takes
as input alerts from probes and after analyzing and correlating received alerts
decides whether to send such alerts to the network manager or not [2]. Cease-
less CBR aims at increasing the performance of such decisions. The different
techniques devised throughout this work have been embodied within a research
prototype – called Alba (Alert Barrage) – that could be cataloged as a striking
example of these components [1].

We have constructed three data sets for measuring the performance of our
techniques using honeypots to compile alerts in three different real-world scenar-
ios. The Rustoord data set consists of 31483 alerts with an average frequency of
1968 alerts/week. The Naxpot data set contains 204977 alerts with an average
frequency of 5856 alerts/week. The Huckleberry data set is composed of 219886
alerts with an average frequency of 13743 alerts/week. We have used the ROC2

evaluation framework described elsewhere to analyze the performance of Cease-
less CBR in the above data sets [1]. Our results showed a significant increase in
performance, as measured by ROC AUC (Area Under the Curve) [1]. Ceaseless
CBR was able to keep the true positive rate over and above 99% and the false
positive rate under and below 1%. We have achieved significant reductions in
the weekly alert load. We got reductions up to a 95.90% in Rustoord data set, to
80.89% in Naxpot, and to 93.02% in Huckleberry. Our evaluations demonstrated
how a Ceaseless CBR-enhaced IDS system is not only able to significantly reduce
the weekly alert load but also to keep the number of false negatives very low
and an admissible rate of false positives. This level of performance demonstrates
that Ceaseless CBR can perform sufficiently for real world deployment.

3 Related Work

Four of the unusual CBR issues that we deal with in this work were partially
opened, most of them early in the 90s, by separate seminal works [5–9]. Shavlik
was the first to notice that most CBR systems usually presuppose well-defined
current situations – situations where the boundaries of the current case are
cleanly defined [6]. Ram and Santamaŕıa observed with much truth that CBR is
mostly deployed as a high-level problem solving paradigm where situations are
represented using discrete and static symbolic representations [8]. Ceaseless CBR

2 The term ROC (Receiver Operating Characteristic) refers to the performance (the
operating characteristic) of a human or mechanical observer (the receiver) that has
to discriminate between radio signals contaminated by noise (such as radar images)
and noise alone [4].
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is closely-related to Continuous CBR. Both methods need to provide a timely re-
sponse to a time-varying situation (i.e., continuous on-line performance). While
Continuous CBR practically operates in real-time Ceaseless CBR only aspires to
work on a quasi-real time basis. This is due to the fact that we have to evaluate
time-evolving sequences of complex objects as opposed to only vectors of analog
values as Continuous CBR does. The input of Ceaseless CBR are unsegmented
sequences of events dispersed over time and the task is to segment the sequence
to provide the best explanation of the current situation and suggest an action. In
Continuous CBR the current situation is given by a series of equally time-spaced
real values and the task is to directly execute the actions. A drawback of Contin-
uous CBR is that continuous cases are neither easily-interpretable by a human
nor easy-to-integrate with higher-level reasoning and learning methods. Jacyn-
ski observed that most CBR approaches only cope with instantaneous situations
(aka snapshot cases [10]) [9] and only few CBR systems deal with time-extended
situations (aka time-dependent situations [10]). An instantaneous situation is a
finite set of data that represents the state of the world at a particular point in
time whereas a time-extend situation reflects the evolution of the world either
through a continuum of instantaneous situations along a specific time line or
through a sequence of events like Ceaseless CBR. Only a few additional CBR
works have dealt with time-extended situations, the most noticeable being the
work due to Jaere et al [10] who introduced temporal cases as a method for rep-
resenting time-dependent situations within a knowledge-intensive CBR frame-
work. Relatively little attention has been spent on CBR systems that are able to
combine relevant pieces of several past cases when solving a new problem. The
pioneering works in this aspect are Barletta et al [5] and Redmond [7].

The Ceaseless CBR inference process can be considered as an instantiation
model of the inference process of parsimonious covering theory. In a nutshell,
parsimonious covering theory is able to formalize many imprecise and intuitive
aspects of abduction providing a good theoretical foundation for automated diag-
nostic problem-solving [11]. Traditional knowledge-based troubleshooting tech-
niques such those used by rule-based systems or model-based systems cannot pre-
cisely capture the dynamic complexity of large systems, and thus CBR emerges
as a suitable paradigm to do so [12, 13]. Lewis extended a Ticket Troubleshoot-
ing System (TTS) system with CBR methods that aided in computer network
alarm management [12]. Gupta introduced SPOTLIGHT, a CBR tool for com-
plex equipment troubleshooting [13]. Breese and Heckerman defined a decision-
theoretic methodology for developing diagnosis and troubleshooting applications
based on CBR [14]. They represented diagnostic cases by means of a specific be-
lief network structure where nodes represented issues, causes and symptoms.
This approach is similar in essence to Ceaseless CBR. However, in our approach
a sequential case only stores part of the complete model for problem determi-
nation that helps to determine its plausibility given a collection of alerts. Since
we store sequential cases individually, we avoid on-the-fly construction for each
new problem. Moreover, we consider a number of distinct problems (attacks)
occurring coincidentally whereas they solved problems sequentially (one-by-one)
supposing the occurrence of only one problem at a time. Their input is provided
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by an user and they used a myopic approximation (i.e., they presupposed that
the user made just one observation at a time) whereas we receive the input from
an automated process and deal with a sequence of interlaced observations cor-
responding to simultaneous problems. Conversational CBR also assumes partial
rather than complete problem descriptions. However, when only a partial prob-
lem description is provided, an interactive dialog is engaged with the user to
better delimit and clarify the descriptions provided [15]. Through this conversa-
tion with the user, a complete and individual description is obtained in the end.
Cunningham and Smith [16] proposed an incremental case retrieval technique
based on a simple information theoretic metric to find the feature that best
discriminates between the current set of retrieved cases and produce focused
questions in electronic fault diagnosis.

To the best of our knowledge, only a few case-based approaches to intrusion
detection have been published [17, 18]. Esmaili et al proposed a Case-Based In-
trusion Detection System (CBIDS) whose input was the audit trail produced
by an operating system and whose output was a collection of countermeasure
actions that the system performed based on the severity of the intrusion de-
tected so far [17]. Recently Schwartz et al proposed to improve the capabilities
of Snort IDS [3] using a case-based approach [18]. They proposed a similarity
measure based on a collection of distinct comparators for each feature (Snort
rule properties) rather than using a complete match on all features as Snort.
There are two main differences to our approach. First, we work at higher-level
of abstraction using alerts provided by Snort as input and providing a priority
as output whereas they used directly suspect network packets as input and pro-
vided alerts as output. Second, their approach was stateless since they assessed
the danger of each suspect network packet (case) individually whereas our ap-
proach can be considered stateful since we consider a whole sequence of alerts
before determining the priority of individual alerts.

4 Observational Data

We suppose alerts that are triggered by automated real-time systems that collect
and interpret sensor data in real-time. Alerts are complex objects made up of
a set F of numeric, qualitative and structured features. We model alerts using
feature terms that organize concepts into a hierarchy of sorts, and represent
terms or individuals as collections of features (functional relations). For further
details and examples see [1]. We assume that at a given point in time t there
is a sequence of n alerts (alert stream) in the system. We denote by S(t) the
sequence of alerts received so far. Each alert ψi in S(t) belongs to a pre-specified
alert signature Σ. An alert signature Σ = 〈S,⊥,F ,�〉 is a four-tuple where S is
a set of sort symbols; F is a set of feature symbols; and � is a decidable partial
order on S such that ⊥ is the least element. Based on that order among sorts,
intuitively, we say of two alerts ψ, ψ′ that ψ subsumes ψ′ (ψ � ψ′) when all that
is true for ψ is also true for ψ′. Let X and Y be two sequences of alerts such that
X = [ψ1, · · · , ψn] and Y = [ψ′

1, · · · , ψ′
m], |X| = n, |Y | = m, and n � m. We say

that Y subsumes X if there exists a sequence of indices 1 ≤ i1 < · · · < im ≤ n
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such that: ψ′
1 � ψi1 , · · · , ψ′

m � ψim . We also define the function sort(ψ) that
returns the sort of alert ψ. A path ρ(X, fi) is defined as a sequence of features
going from the variable X to the feature fi. There is a path equality when two
paths ρ(X, fi) and ρ(Y, fj) point to the same value (i.e., ρ(X, fi) = ρ(Y, fj)).

In an ever-changing environment, recalling the history of the system can be
the only way to reduce uncertainty. Our model considers that as the analysis
of the alert stream proceeds, it produces a probability distribution over the set
of all received alerts. This probability distribution constitutes the foundation of
our similarity between sequences as well as the basis that allow us to go from
observations to hypotheses and from hypotheses to explanations. For each sort
i in S we denote by q

(t)
i the relative frequency of sort i at time t. We use the

relative frequency of a sort to estimate its a priori probability P (t)(i) = q
(t)
i .

When there is no risk of confusion with the instant of time that we are referring
to we simply use P (i) and qi. We say that the probability of occurrence of an
alert ψj whose sort is i = sort(ψj) is P (ψj) = qsort(ψj) = qi. Notice that given
two sorts i, j ∈ S such that i � j then P (i) � P (j) and that P (⊥) = 1.

We consider that our model is unable to capture all possible alerts (observ-
able symptoms events) that affect the system under supervision. Alerts may be
not evoked due to a number of causes. For example, because the corresponding
network sensors cannot detect an attacker’s action that corresponds to a new
and unknown vulnerability. Alerts could also be lost before reaching the ACC
because they are transmitted through unreliable or corrupted communication
channels. We define the alert loss ratio as the probability that an alert of a
given sort is lost and denote it by L(i). This value is adjusted based on the
gathered experience about the system under supervision. For example, using the
packet loss rate in the communication channel or other parameters that allow
us to derive the reliability of the different components that underpin the CBR
component [19].

5 Sequential Cases

A compositional (or composite) case is an assemblage of several cases that lies
in a hierarchical structure. The cases on the upper levels are made up of small
cases that in turn are compositional. The lowest level is made of indivisible
cases. The highest level is made up of only one case that refers to the whole
compositional hierarchy. Intermediate compositional cases (the cases that lie
between the highest level and the lowest level) are considered as part of a larger
ensemble solution rather than as individual solutions to the case at hand. We
say that a case Ci is a direct part of a case Cj , denoted by Ci � Cj , iff Ci ⊂
Cj ∧ �Ck �= Ci : Ci � Ck ∧ Ck � Cj (i.e., they are a step away). We say that
case Ci is a part of case Cj , denoted by Ci �∗ Cj , iff there exist n ≥ 0 cases
Ck+1, · · · , Ck+n such that Ci � Ck+1 � · · ·� Ck+n � Cj .

A sequential case is a compositional case where a temporal order is estab-
lished among all the parts that comprise it. If all the sub-cases that make up a
sequential case are totally-ordered then we say that the sequential case is serial.
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Fig. 1. An actionable tree of a Theft attack. An attacker launches a DoS against a
machine running an IDS, subsequently breaks in to a DNS server, spawns a remote
shell, and steals some information from a MySQL database.

If the order of all the sub-cases are interchangeable then we say that the se-
quential case is parallel. Otherwise, if they are partially-ordered we say that the
sequential case is arbitrary (i.e., a sequential case made up of serial and parallel
subcases). Sequential cases are represented by means of actionable trees.

An actionable tree is a predictive compositional hierarchy modeled using
a Multi-Rooted Acyclic Graph (see Fig. 1) with the semantics that a single
distinguished node is designated as the crown (node 10), a number of (evidence)
nodes are designated as the roots (nodes 1 to 6), the intermediate nodes in the
path between the crown and a root node are designated as the trunk (nodes 7 to
9), and the arcs represent part-whole relationships. Roots represent observable
symptom events and allow one to specify sorts to which each alert belongs.
Inference is engaged upon their individual observation thus we call them roots.
Nodes in the trunk represent composite (serial or parallel) cases and specify
constraints (e.g. ip src and ip dst) among the direct parts of a sequential case.
The crown represents a sequential case made up of a combination of all the
events in the roots ordered according to the constraints expressed by the trunk.

A predictive actionable tree embodies an actionable tree in a representation
that allows predictive inference. Formally, given an alert signature Σ, a predictive
actionable tree is defined as a 7-tuple 〈G, μ, τ, κ, φ,�, L〉 where: G is a multi-
rooted acyclic graph G = 〈V, E〉 where V is partitioned in three mutually exclu-
sive sets: R (the set of roots) , T (the set of trunk nodes), and C (the singleton
set containing the crown); E defines part-of relationships � among the subsets of
R; μ : R → Σ.S is a mapping that associates each root node with a sort in Σ.S;
τ : T∪{C} → {serial,parallel} is a mapping that associates each non-root node
with an order type; κ : T ∪C → 2Σ.F is a mapping that associates each non-root
node with a subset of features (constraints) in Σ.F ; φ : E → L is a mapping that
labels each arc e ∈ E to a casual strength in L; and L is a likelihood model that
assigns a measure of strength to the part-whole relation. L provides a probabilis-
tic model based on the following semi-ring: P = 〈[0, 1], ·, 1 −∏k

i=1(1 − li), 0, 1〉
where the multiplicative operation is the product (·) of probabilities and the ad-
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ditive operation is defined as: l1+· · ·+lk = 1−∏k
i=1(1−li). Therefore, the proba-

bility of the crown C given a root node r ∈ R is: P (C|r) =
∏

e∈path(r,C) φ(e) and
the probability of the crown C given a sequence of root nodes r1, · · · , rn ∈ R is:
P (C|r1, · · · , rn) = 1−∏n

i=1(1−
∏

e∈path(ri,C) φ(e)). Actionable trees have been
devised with the main purpose in mind of providing a measure of confidence on
the occurrence of a whole sequence of alerts given a number of observed alerts.
Said differently, they provide a measure of the strength with which the existence
of the whole can be determined in terms of the existence of some of its parts. For
example, consider the predictive actionable tree of Fig. 1. If we observe an alert
of sort SCAN cybercop os probe then the probability of observing a Theft attack
is 0.06 = 0.2 · 0.3. If we additionally observe an alert of sort DNS named version
attempt then the probability of Theft is 0.2104 = 1− ((1 − 0.06)(1− 0.16)).

Additionally, we consider sequential abstract cases. Given an alert signature
Σ, a sequential abstract case is constructed based on the informational order
provided by the taxonomic hierarchy (i.e., Σ.S) used to represent the alerts
at the roots of the actionable tree. Sequential abstract cases allow Ceaseless
CBR to find explanations for those alerts corresponding to attacks that have
never occurred in the system before. That is, they are used as a back-up for the
explanation of unknown situations. We use the predicate abst?(Ci) to determine
whether a case Ci is abstract or not.

6 Case Activations

We deal with new cases that are not assembled but broken up into pieces that
arrive over time without fixed boundaries and mixed in with other cases’ pieces
that correspond to problems that occur coincidentally. Therefore, an incremental
case acquisition process is required. This process entails piecing together different
parts that resemble a past case. While this happens our model needs to keep
a number of plausible hypotheses that continuously best match the different
partial descriptions received during a specified time span. These hypotheses, that
we have called case activations, are generated by retrieving similar cases from
the case base and are constantly updated as soon as new evidence is gathered.
A case activation is a hypothesis on the occurrence of a similar past case and is
represented formally as a 6-tuple h = 〈C, â, ǎ, , ẽ, t〉 where: C is a reference to
the sequential case being activated; â represents a partial binding between the
sequence of alerts that occurred and are subsumed by C; ǎ represents those alerts
in C that have not been observed yet and that were abduced in the dynamic
sequence similarity computation;  represents the rareness of the observed alerts.
We compute it as the sequence similarity between C and , i.e.,  = C ∼s â;
ẽ measures the level of confidence (evidence) we have in the occurrence of a
complete similar sequence of alerts to those that the sequential case C represents.
We compute it as the normalized sequence similarity between C and â, i.e.,
ẽ = ‖C ∼s â‖; and t is the time at which the last alert on â occurred.

We define an equality path checking process that ensures when two case
activations are compounded together the constraints established by the cor-
responding sequential case are followed. We say that a sequence of alerts S is
constrainable given a set of constraints C = {f1, · · · , fm} : fi ∈ Σ.F when
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path equality is kept for all features in C and for all alerts in S. This process
guarantees that all the alerts in a given sequence share a number of common
features. For example, the same source and destination IP address. This pro-
cess is part of the fusion of case activations. The fusion of two case activations
hi = 〈Ci, âi, ǎi, i, ẽi, ti〉 and hj = 〈Cj , âj , ǎj, j , ẽj , tj〉, denoted by hi � hj, is
defined as 〈Ci, âi ∪ âj, ǎi − âj , Ci ∼s (âi ∪ âj), ‖Ci ∼s (âi ∪ âj)‖,max(ti, tj)〉
if hi and hj are compoundable and as {〈Ci, âi, ǎi, i, ẽi, ti〉, 〈Cj , âj , ǎj , j , ẽj, tj〉}
otherwise. We say that two case activations hi = 〈Ci, âi, ǎi, i, ẽi, ti〉 and hj =
〈Cj , âj , ǎj, j , ẽj , tj〉 are compoundable when: (i) the corresponding sequential
cases do not subsume repeated alerts. That is, the observed alerts in both case
activations do not intersect (i.e., âi ∩ âj = ∅); (ii) the observed alerts are con-
strainable according to the constraints expressed by the corresponding sequential
case; and either (iii.a) both case activations correspond to the same sequential
case, i.e., Ci = Cj ; (iii.b) or one of the case activations corresponds to a new
abstract case, i.e., (abst?(Ci)∧¬abst?(Cj))∨(¬abst?(Ci)∧abst?(Cj)); or both
case activations correspond to a new abstract case and there exists a sequen-
tial case that can be abstracted to subsume the corresponding composition, i.e.,
abst?(Ci)∧ abst?(Cj)∧ ∃Ck ∈ C(t) : Ck � âi ∪ âj . The above definition can be
easily extended to the union of n case activations [1].

7 Ceaseless Retrieve

Ceaseless Retrieve continuously compares the sequence of alerts at hand with se-
quential cases in the case base and keeps updated a collection of case activations
that represent the current situation. Ceaseless Retrieve proceeds as sketched
by Algorithm 1. We assume a case base initially composed of n � 0 sequen-
tial cases C(0) = {C1, · · · , Cn}. We use W

(t)
wm to represent the most recently

received alerts according to a specific window model wm. A window model de-
termines how much context is considered each time that inference is invoked
upon the arrival of new events. Time-based or space-based sliding windows are
common window models. H(t) denotes the set of current case activations. Ini-
tially H(0) = ∅. A(t) denotes the set of all new case activations at iteration t. It
is set to ∅ at the beginning of each iteration (line: 3). Ceaseless Retrieve estab-
lishes a case retrieval policy based on the frequency of occurrence of alerts. This
policy promotes rareness. Those cases that subsume alerts that are very common
receive a low score whereas those cases that subsume rare alerts receive a high
score. Namely, the rarer the alerts that comprise an attack the higher the score.
This helps our system to notice those situations that apparently convey more
peril since the system is less used to dealing with them. The match is carried
out using the dynamic sequence similarity measure that we introduced elsewhere
and behaves according to such policy [1]. We denote by R(t) the set of sequential
cases retrieved at iteration t (line: 4). Using the sequence of sorts returned by
sort(W (t)

wm(S(t))) and our dynamic similarity measure ∼s, those cases that are
similar to the sequence above a user-defined threshold 0 < θ � 1 are retrieved.
A case activation hi is created for each retrieved case and fused toghether with
previous case activations generated during the same iteration (lines: 5–8).
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Algorithm 1 Ceaseless Retrieve
Require: C(0), S(0), θ, τ , wm;
Local: H, R, A, Ci, hi

1: H(0) = ∅;
2: while true do
3: A(t) = ∅;
4: R(t) = retrieve(sort(W (t)

wm(S(t))), C(t−1), θ);

5: for each Ci ∈ R(t) do
6: hi = 〈Ci, âi, ǎi, �i, ẽi, t〉;
7: A(t) = A(t) 
 {hi};
8: end for
9: for each ψi ∈ W (t)

wm : D(t)(ψi) = ∅ do
10: hi = 〈⊥, ψi, ∅, �∗, 1, t〉;
11: A(t) = A(t) 
 {hi};
12: end for
13: H(t) = H(t−1) 
 A(t);

14: for each hi ∈ H(t) do
15: if hi.t − t � τ then

16: H(t) = H(t) − {hi};
17: end if
18: end for
19: send( H(t), CEASELESSREUSE); /* non-blocking call */

20: [H(t), P (t)] = recv( CEASELESSREUSE);

21: end while

We denote the domain of an alert ψi over time by D(t)(ψi) = {Cj ∈ C(t−1) :
sort(ψi) �∗ Cj}. We say that an alert is uncovered when its domain is ∅. For
each uncovered alert in W

(t)
wm, a new case activation hi is created using a simple

actionable tree composed uniquely of the observed alert and fused with case
activations created in previous iterations (lines: 9–12). The evidence of this kind
of case activation is originally set to 1 and their rareness to a maximal value
(i.e., ∗ = max i, ∀hi) so that they could promptly be prioritized.

Those case activations that have not been altered during a certain period of
time (given by the parameter τ) are filtered out from consideration (lines: 14–17).
We denote by P (t) the sequence of pending alerts at time t. That is, alerts that
have not yet been prioritized either because they have just arrived or they were
not prioritized in a previous iteration because they had a low urgency. We discuss
this issue later on in Sec. 8. Therefore, we say that H(t) always keeps a number of
up-to-date case activations for each pending alert. We also say that, H(t) defines
the current situation that is then sent to the Ceaseless Reuse (line: 19). Ceaseless
Reuse decides on which alerts to explain/prioritize first and returns those case
activations and associated alerts for which it estimates that more evidence is
needed before the corresponding alerts can be prioritized conveniently (line: 20).

8 Ceaseless Reuse

Ceaseless Reuse constantly searches the combination of case activations that best
explains the sequence of alerts most recently received and those that did not find
an explanation in previous iterations (pending alerts). Ceaseless Reuse uses a
belief function to determine which case activations are susceptible of being used
to prioritize the corresponding alerts. However, if this process prioritizes alerts
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too soon, that is, without being completely sure of the presence of a (possible)
exceptional situation the number of false positives will be high and the ultimate
objective (to triage the alert stream) will not be achieved. On the contrary, if
it prioritizes too late and an exceptional situation is really occurring then the
time to enable a prompt response is reduced. Thus we take a decision-theoretic
approach that maximizes the overall utility of each complete explanation and
define a measure of urgency that guides the decisions of this process over time.
Algorithm 2 sketches the tasks performed by Ceaseless Reuse.

Algorithm 2 Ceaseless Reuse
Local: H, hi, b, B, E, e, e∗, U ,
1: while true do
2: H(t) = recv( CEASELESSRETRIEVE);

3: for each h
(t)
i ∈ H(t) do

4: b(t)+(hi) = 1;
5: for each ψj ∈ hi.ǎ do

6: b(t)+(hi) = b(t)+(hi) ×
(
L(ψj) + ((1 − L(ψj)) × (1 − P (ψj |hi))

)
;

7: end for
8: b(t)−(hi) = P (hi)P (P (t)|hi);

9: b(t)(hi) = b(t)+(hi) × b(t)−(hi);
10: end for
11: [H(t), H

(t)
U , P (t), U(t)] = rank(H(t), b(t));

12: send([H(t), P (t)], CEASELESSRETRIEVE); % non-blocking call

13: E(t) = {ei ⊆ H
(t)
U : ∀

ψi∈U(t)∃hi ∈ ei : hi.Ci � ψi ∧ �e′′ : |e′′| < |e′| ∧ (e′ ∩ e′′) �= ∅};
14: for each ei ∈ E(t) do
15: B(t)+(ei) = 1;
16: for hj ∈ ei do

17: B(t)+(ei) = B(t)+(ei) × b(t)+(hj);
18: end for
19: B(t)−(ei) = P (ei)P (U(t)|ei);

20: B(t)(ei) = B(t)+(ei) × B(t)−(ei);
21: end for
22: e∗(t) = ei ∈ E(t) : B(t)(ei) is maximal;

23: send([e∗(t), U(t)], CEASELESSREVISE); % non-blocking call

24: end while

At each iteration Ceaseless Reuse receives a number of competing hypotheses
expressed in terms of case activations that explain the current situation (line:
2). We say that a case activation hj explains an alert ψk if the corresponding
sequential case hj .C subsumes ψk (i.e., hj .Cj � ψk). For each case activation
Ceaseless Reuse computes a belief function as the product of two other belief
components (lines: 3–10): a negative component (that takes into account ob-
served alerts) and a positive component (that takes into account those alerts
that have not been observed yet): b(t)(hi) = b(t)+(hi)b(t)−(hi).

On the one hand, the positive component is computed in terms of the alerts
that have been abduced during the sequence similarity computation as follows:
b(t)+(hi) =

∏
ψj∈hi.ǎ

(
L(ψj) + ((1 − L(ψj))(1 − P (ψj |hi))

)
. For each abduced

alert we consider every possible alternative. Namely, we consider the proba-
bility that the alert is lost L(ψj) and the probability that the alert is not lost
(1−L(ψj)) but it was not observed given the sequential case corresponding to the
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case activation at hand (1−P (ψj|hi)). Later we will show through Eq. 2 how to
compute P (ψj |hi), the probability that the alert was in fact observed given such
case activation. On the other hand, the negative belief on a case activation hi

is computed as the posterior probability of the case activation given the current
sequence of pending alerts: b(t)−(hi) = P (hi|P (t)). Using Bayes’ theorem the
posterior probability can be computed as follows: P (hi|P (t)) = P (hi)P (P (t)|hi)

P (P (t))
.

Notice that the denominator, the probability of the sequence of pending alerts, is
a constant for all case activations at the current iteration. Therefore the relative
rank produced is the same if we only use the numerator. Thus, the computation
of b(t)−(hi) can be approximated as follows: P (hi|P (t)) ∝ P (hi)P (P (t)|hi). The
probability of a case activation P (hi) represents the probability of occurrence
of the associated sequential case that in turn represents the probability of oc-
currence of the corresponding undesired situation. This probability is computed
using the inference mechanism provided by predictive actionable trees that we
saw in Sec. 5 as follows:

P (hi) = 1−
∏

ψj∈hi.â

(
1−

∏
e∈path(ψj ,hi.Ci)

φ(e)
)

(1)

The probability that we observe the sequence of alerts P (t) given the occur-
rence of a sequential case is computed as follows: P (P (t)|hi) =

∏
ψi∈P (t)(1 −

P (ψi|hi)). Using Bayes’ theorem P (ψi|hi) = P (ψi)P (hi|ψi)
P (hi)

. By actionable trees
the probability of occurrence of a sequential case given an alert is P (hi|ψi) =∏

e∈path(ψj ,hi.Ci)
φ(e). Therefore substituting we get:

P (ψi|hi) =
P (ψi)

∏
e∈path(ψj ,hi.Ci)

φ(e)

1−∏ψj∈hi.â

(
1−∏e∈path(ψj ,hi.Ci)

φ(e)
) (2)

Therefore b(t)−(hi) can be approximated using Eq. 1 and Eq. 2. Notice that
a belief on a case activation does not need to be computed again and again at
each new iteration. We only need to recompute them when their evidence varies
at the current iteration (i.e., when hi.t is equal to t). Once we have computed
the belief on each case activation we rank them and select a number of alerts to
build an overall explanation (line: 11). The motivation for not considering all the
alerts at each iteration is twofold. First, to reduce the combinatorial explosion
in successive steps. The larger the number of alerts considered, the longer it will
take to build an overall explanation. Second, it does not make sense to consider
alerts for which our belief is too low, since it increases the probability of making a
wrong judgment and therefore decreasing the expected utility. Different criteria
could be applied to select which alerts should be explained first. We propose
to use a measure of urgency in the same way that it is applied to health care
patient monitoring and to mass casualty incidents [20].

We define urgency as the degree to which an immediate prioritization is
required [20]. We compute the urgency of each alert in terms of the expected
utility of prioritizing it right now, using our current belief on the hypotheses that
explain it, versus the expected utility of waiting to do it after more evidence has
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been gathered. We say that urgency allows us to trade off in prioritizing an
alert versus continuing computation as well as choosing among competing case
activations (see [1] for further details). Thus, given a set of case activations H(t)

and their current beliefs b(t) the function rank (line: 11) partitions alerts and
their corresponding case activations into those that are urgent and and those
that will remain will remain waiting for further evidence. We denote by U (t) the
alerts that are urgent and need to be explained at the current iteration. Likewise,
H(t)

U denotes the set of case activations that explain urgent alerts and that is
used at the current iteration to compound explanations whereas H(t) denotes the
set of case activations that remains for further iterations. Both case activations
that remains for further iterations and pending alerts are sent back to Ceaseless
Retrieve (line: 12). Then, Ceaseless Reuse creates explanations using only case
activations that explain urgent alerts H(t)

U and select the explanation whose
belief is maximal to propose it to the user as the most plausible explanation.

An explanation ei is a subset of H(t)
U that explains all alerts in U (t). An

explanation ei is said to explain an alert ψk if it contains at least a case acti-
vation hj that explains ψk. E(t) represents the set of all explanations. E(t) is
computed following a parsimonious principle [11]. Based on the observation that
the probability of multiple coincidental sources is low we induce the following
heuristic: e′ is not included in E(t) if it contains a case activation that is already
contained by e′′ ∈ E(t) such that its size is smaller. Thus those explanations
that contain case activations that appear in other explanations that are already
in E(t) and whose size is smaller are not contemplated (line: 13). The next step
is to compute an estimation of the goodness for each explanation in E(t) (lines:
14–21). We define B(t)(ei) as a belief function that represents the likelihood that
all cases in ei have occurred and ei explains all alerts in U (t). B(t) is computed
using the beliefs b(t) previously computed for each case activation hi. B(t)+ is
based on a double component: B(t)(ei) = B(t)+(ei)B(t)−(ei).

The belief based on positive symptoms gives a degree of suitability for each
explanation. The intuition is that when some of the expected alerts have not
yet occurred this is considered a positive symptom; therefore we can decrease
our belief on the hypotheses at hand: B(t)+(ei) =

∏
hi∈ei

∏
ψj∈hi.ǎ

b(t)(hi). The
belief component based on negative symptoms determines the relative likelihoods
of multiple case activations according to their posterior probabilities: B(t)−(ei) =
P (ei|U (t)). By Bayes’ theorem P (ei|U (t)) = P (ei)P (U(t)|ei)

P (U (t))
. To rank posterior

probabilities it is only necessary to compare the joint probabilities since the
normalization factor P (U (t)) is a constant for all competing explanations at
iteration t. Therefore: P (ei|U (t)) ∝ P (ei)P (U (t)|ei). The a priori probability of
a explanation ei is given by: P (ei) =

∏
hi∈e

(t)
i

P (hi) that can be estimated using
Eq. 1 as follows:

P (ei) =
∏

hi∈ei

(
1−

∏
ψj∈hi.â

(
1−

∏
e∈path(ψj ,hi.Ci)

φ(e)
))

(3)
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The conditional probability of U (t) given ei is computed as follows: P (U (t)|
ei) =

∏
ψi∈U(t)(1−∏hi∈ei

(1 − P (ψi|hi))). Then, by Eq. 2, P (U (t)|ei) =

∏
ψi∈U(t)

(
1 −

∏
hi∈ei

(
1 −

P (ψi)
∏

e∈path(ψj ,hi.Ci)
φ(e)

1−∏ψj∈hi.â

(
1−∏e∈path(ψj ,hi.Ci)

φ(e)
))
)

(4)

B(t)− can be approximated from Eq. 3 and Eq. 4. All explanations ei in E(t)

are ranked according to B(t). The best explanation e∗(t), the one that is maximal,
among all competing explanations, is chosen as the problem solution and sent to
Ceaseless Revise for operator’s revision (line: 23). Ceaseless Revise continuously
provides an operator with the most likely explanations given the alerts received
so far. The operator’s feedback produces a set of revised solutions that are used
to produce the prioritization of the corresponding alerts. Then, Ceaseless Revise
sends revised solutions and prioritized alerts to Ceaseless Retain. Finally, Cease-
less Retain constantly updates the case base C(t) with the revised solutions and
the likelihood of occurrence of each sequential case as well as the likelihood of
occurrence of each alert in each sequential case. For further details see [1].

9 Conclusions

CBR practitioners are sometimes oblivious that there often situations in the
real world where problems occur simultaneously and whose descriptions come
interleaved or in continuous form – i.e., without well-defined boundaries between
adjacent problem descriptions – and additionally require continuous response
to changing circumstances – i.e., a timely action once a proper solution has
been identified. We have proposed to enhance the CBR paradigm to support
the analysis of unsegmented sequences of observational data stemming from
multiple coincidental sources. We aimed at establishing a first CBR model, that
we have called Ceaseless CBR, to solve situations that are expressed by means
of unsegmented, noisy sequences of complex events that arrive continuously over
time. We provided a model that considers the CBR task as on-going rather
than one-shot and enables reasoning in terms of problem descriptions that are
broken up into small pieces that are mixed with other problems’ pieces and
the possibility of combining a number of cases that best match the sequential
structure of the problem at hand. To put the whole matter in a nutshell, we coped
here with problems that include an additional challenge compared to most of
those solved by CBR practitioners before, given that each problem description
is composed of an undetermined number of parts that arrive continuously over
time and are blurred together with other problems’ parts into a single on-line
stream.
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Abstract. Case-based Reasoning (CBR) is a mature technology for building
knowledge-based systems that are capable to produce useful results even if no
answer matches the query exactly. Often the result sets presented to users are or-
dered by means of similarity and utility. However, for complex applications with
knowledge intensive domains we have discovered that results sets enriched by
calculated similarity values for particular answers are not sufficient. Users have a
demand for additional information and explanations making the proposed results
more transparent. By presenting additional explanations to them, their confidence
in the result set increases and possible deficiencies, e. g., in the weight model, can
be revealed and corrected. This paper presents a realized explanation service that
combines several existing and new explanation technologies into one system.

1 Introduction

CBR-based applications can become highly complex with regards to the knowledge
stored in the various knowledge containers. In the scope of this paper, the complexity
of CBR applications is denoted to the highly extensive vocabulary, user specific sim-
ilarity measures, completion rules to refine the query, and the highly structured case
base. The underlaying hierarchical model and domain knowledge are gained during a
work intensive and difficult elicitation process, usually hidden from the user and com-
pacted into a single similarity value used for ranking the retrieval results [1]. For highly
knowledge intensive tasks executed by domain experts, a growing demand for addi-
tional explanations is observed that make the retrieval process and the proposed results
more transparent. Within the IPQ project several requirements are encountered con-
cerning the explanations: the suggested results should be understood according to the
performed query, the retrieval process should be comprehended for increasing the users’
confidence, and the results should be automatically analysed to support the user. Such
explanations cannot only reveal the knowledge behind the CBR application, but also
provide additional assistance in interpreting the result set. The reasons are manifold:
Weights encoded in the similarity model may not reflect the user preferences or the
underlying case base may not have been consolidated.

P. Funk and P.A. González Calero (Eds.): ECCBR 2004, LNAI 3155, pp. 302–316, 2004.
c© Springer-Verlag Berlin Heidelberg 2004
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In this paper, a strategy is presented that combines different components for achiev-
ing an explanation support for highly complex domains. In the following section the
IP Broker Tool Suite is briefly introduced that incorporates among other things a CBR-
based retrieval service. Within the scope of this service, a demand for explanations
occurred because of domain based requirements described in Section 2. After that, re-
lated works are summarised, which form the basis of the explanation strategy presented
in Section 4, continued by a discussion in Section 5. Finally, this paper concludes with
a short summary and an outlook of future work.

1.1 About the Context of This Work

The problems tackled in this paper occur within the context of the IPQ1 Project (In-
tellectual Property Qualification) that aims at supporting developers of microelectronic
circuits in their search for design components to be reused. For such components the
term Intellectual Property (IP) [2] has been assigned within the Electronic Design Au-
tomation community. The application of CBR to the selection of IPs has been published
for example in [3, 4]. Within the scope of this paper, it is sufficient to mention that IPs
are characterised by a set of about 200 hierarchical ordered attributes, typically con-
sisting of a value from a well-defined type and an associated metrics. Object-oriented
techniques like inheritance are used for the data types as well as for the cases that have a
maximum aggregation depth of three. The set of types includes, beside primitive types
like real or integer values, sets, taxonomies, and intervals. For the retrieval of IPs the
user specifies a query by providing a subset of attributes reflecting his/her current de-
sign situation and his/her weight preferences. The set of retrieved IPs is used as input
for subsequent steps towards the final decision about the IP to be integrated into a mi-
croelectronic design.

The CBR application for IP retrieval is part of the IP Broker Tool Suite and based
on the structural CBR approach [1] that makes use of a default similarity model con-
taining local similarity measures for each IP attribute type of the characterisation as
well as global similarity measures facilitated by aggregation functions for higher-level
categories.

1.2 Architecture of the IP Broker Tool Suite

The IP Broker Tool Suite is a set of tools an IP provider can use for developing, deploy-
ing, and tailoring a retrieval service to his/her specific needs. The suite contains tools
for specifying and maintaining IP assets and for capturing or maintaining IP domain
knowledge. The core is the CBR-based Open Retrieval Engine orenge [5] due to its
flexibility and its modular concept. The architecture of the suite is depicted in Figure 1.

The Consumer Suite is the web-based user front end2 for IP retrieval. It includes
three services: Retrieval, Explanation and Information Service.

1 IPQ Project (12/2000-11/2003). Partners: AMD, Fraunhofer Institute for Integrated Circuits,
FZI Karlsruhe, InfineonTechnologies, Siemens, sci-worx, Empolis, ThomsonMultiMedia, TU
Chemnitz, University of Hildesheim, University of Kaiserslautern, and University of Pader-
born. See http://www.ip-qualifikation.de/

2 See http://demo.dwm.uni-hildesheim.de:8080/ipq2/demo
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Fig. 1. Architecture of the IP Broker Tool Suite

The Retrieval Service enables the IP user to formulate queries, consisting of de-
tailed technical requirements entered into a structural form. Further it allows to specify
individual preferences on the level of the different application and quality criteria that
enables users to impact on the similarity assessment. The queries are sent to the CBR
retrieval kernel and the results are analysed and presented by the Explanation Service,
detailly described in Section 4.

The Information Service can be seen as an interface between IP users and IP provid-
ers, because it informs the IP providers about users’ needs. It captures the queries posed
by the IP users and transmits them to the respective IP providers to enable the provider
to better focus their future product development. Further, if the IP user has asked for a
particular IP, the affected provider automatically gets a respective notification.

The Developer/Provider Suite contains the IP case base and several tools to manage
the vocabulary and the similarity measures. For defining the object-oriented vocabulary,
designers utilise the orenge Creator to define the domain model, which contains all
relevant attributes. Furthermore, the orenge Creator can be used to define similarity
measures via functions, tables, or taxonomies.

The Case Manager uses the vocabulary for capturing and managing the IP case base.
Therefore, three tools are integrated: The IP Case Base Manager allows developers
to capture case knowledge as well as to define constraints among IP attributes. Such
defined generalised cases [6] can be converted into point cases by the IP Constraint
Manager [7]. Finally, the IP Retrieval Manager is a front end for connecting local or
remote case bases and for performing retrieval activities on the part of the developers.

2 Requirements for Explanations Within the IPQ Context

Within the context of the IPQ Project it is a great demand on giving users an understand-
ing of the functionalities and the search process provided by the IP Broker. Therefore,
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a variety of goals are identified in cooperation with industrial partners and pursued dur-
ing the implementation of the Explanation Service. Without going into details of the IP
qualification process, three different aims are distinguished on the conceptual level.

Report Generation. Generating a report for each proposed IP with respect to the user
query is a fundamental demand for explanation support. It includes the determination
of the most relevant attributes leading to the proposed result by calculating the absolute
relevance of each attribute. Furthermore, users can request for short text explanations
in order to get more information about included design rationales of domain experts.
While this kind of explanation support mostly operates on the IP characterisation and
the similarity model, it also includes text patterns connected to concepts defined in the
vocabulary of the CBR application.

Increasing User Confidence. The selection of IPs is a highly knowledge intensive
task. Before an IP is considered as candidate for the subsequent entry check, a task that
consumes significant time and money, the designer needs more confidence in the results
proposed by the IP retrieval system. This is especially true if the coverage of attributes
specified in the query and in the case is low. Explanations providing appropriate visu-
alisations of the recommended IPs, e. g., by determining and graphically rendering the
attributes with the highest impact on the assessment, aid the designer in getting a quick
overview.

Determine Deficiencies. Another purpose of explanations is the identification of de-
ficiencies in the result set. This can be either that a high number or that no perfect
matching cases are retrieved. A high number of perfect matching cases is a deficiency
is the query, because the query is defined too generally (under specification). By spe-
cialising the query with additional attributes the result can be improved. A result set
without perfectly matching cases is a deficiency in the case base. The query is a de-
mand for a case that does not exist. This deficiency must be handled in two ways. On
the one side, the case provider must be informed that there exists a new demand, and
on the other side, the user has to be supported to refine the query.

The distinction between the purpose of increasing the user’s confidence and deter-
mining deficiencies of results is justified because it leads to contrasting strategies for
the explanation support. Consequently, a part of this work was to identify criteria that
enable the intelligent selection of analysis approaches that pursue the different strate-
gies.

3 An Overview of Related Explanation Techniques

In knowledge-based systems explanations have been a main issue, focusing on helping
users to understand the reasoning process and to decide whether to accept or reject
a recommendation. Richards [8] describes two main approaches to explanation. The
intension of the first approach is to present users explanations with respect to their
needs concluded from the corresponding user model. The second approach focuses on
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interactive communication between humans and computers. Normally, users are able to
question for reasons when the system asks for information and to question for the way
how a conclusion is reached.

In the scope of systems based on structural CBR within a knowledge intensive do-
main, the first approach becomes vitally important for enabling users to interpret the
proposed results according to the query. Particularly, the complex knowledge model
that lies behind a structural CBR application has to be made more transparent to users.
Furthermore, it is often difficult to make any assumptions about the quality of the case
base itself. To cope with these claims, techniques are presented that are related to ex-
planation services but that are not explicitly CBR specific.

Simple “Colored Explanations”. A first step towards explanations is to give an over-
view, which attributes specified by the user have the highest impact on the similarity,
and to separate them from the attributes with lower impact. A simple technique for
CBR-based applications concerns the coloring of requested attributes within a query-
result-comparison with respect to the corresponding local similarity. Hence, users get
a quick overview about the attributes that have an impact on the similarity assessment.
This kind of explanation support was implemented by the READee prototype [9], a
predecessor of the CBR retrieval engine orenge that provides this simple technique and
applies it within, e. g., its demos like Carsmart24 and SmartCooking3.

Report Generation. In-depth approaches of natural language generation focus on deep
analysis techniques to automatically understand every part of the input but for some ap-
plication it is useful to identify only parts of interest for a particular application [10].
The latter technique is called shallow text generation. An example implementation is the
multi-lingual text generator developed within the TEMSIS project4. Shallow generation
is not inherently knowledge-based and theoretically motivated as in-depth techniques
and are, therefore, predestinated for small applications in order to reduce the implemen-
tation effort.

Data Mining. A third alternative to generate explanations encompasses various tech-
niques for either knowledge-based or statistical data analysis in order to detect interest-
ing relationships or other regularities. For complex domains, these techniques are suit-
able for mining, describing, or explaining result sets. For revealing connections among
result sets different cluster algorithms can be utilised.

First, the representatives of partitioning clustering algorithms calculate disjoint clus-
ters among elements by typically considering distance measures like Euclidean distance
or weighted Euclidean distance. Before utilising these kinds of cluster algorithm the
number of clusters has to be preselected; the main representatives are the k-means and
k-medoid cluster algorithm [11]. Second, density-based clustering algorithms discover
arbitrary clusters densely occuppied and distinguish them from other regions that have
less density, e. g., the DBSCAN algorithm [12]. Third, conceptual clustering algorithms
imply grouping the result sets with respect to their characteristics. The main goal is to

3 http://www.empolis.de/
4 http://www-temsis.dfki.uni-sb.de/
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build a hierarchical cluster tree whose nodes are assigned to characteristic attributes.
The COBWEB algorithm belongs to conceptual clustering algorithms and is based on
probabilities for calculating clusters [13].

Visualisation of a Set of Cases. Approaches for visualising search results comprise
techniques to both graphically representing result sets and case bases. In both cases, it
is a crucial point how to render multi-dimensional data in a two-dimensional representa-
tion form without loosing information. To tackle this problem Mullins and Smyth [14]
use a force-directed algorithm for calculating the two-dimensional distances among
cases that also imply the similarity between these cases: similar cases are close together,
and dissimilar cases are far apart. Another technique described by McArdle and Wilson
[15] utilises the MDS5- Algorithm for transforming multi-dimensional data points in a
two-dimensional space. For visualising, the generated distance between two points is
derivated from the former n dimensions. The user obtains a better survey how similar
the retrieved cases are to the query and to each other. This provides more insights into
the similarity assessment than the usual single dimensioned similarity attribute value.

Determination of the Most Decisive Attributes. The determination of attributes with
a high impact on the overall similarity assessment is also tackled by current research
for conversational CBR methods [16]. Here, important attributes are determined step
by step during a dialog process with the user depending on the customer’s previous
answers and the remaining potential cases of the case base.

Detection of Retrieval Mismatches. Within the scope of retrieval processes, situations
occur in which no results can be retrieved that exactly meet the users’ requirements.
McSherry [17, 18] presents a technique that deals with subqueries of the user query
for detecting retrieval mismatches. The first step is to build the power set of the set
of all attributes specialised in the user query. Then, every element of this power set is
performed as subquery. By revealing which subqueries have no exact matches, attributes
or attribute combinations are detected causing the mismatches.

4 Explanation Service

To cope with the requirements for explanations in highly complex domains, the de-
velopment of an explanation strategy has considered the evaluation of the pros and
cons of the presented techniques for building a complex process pipeline. This pipeline
takes advantage of each of the techniques and links them together as single explanation
components shown in Figure 2. When developing the explanation strategy two differ-
ent lines of action are pointed out. The first one concerns the analysis of the result
set explained by the Result Set Explainer, and the second regards the generation of an
explanation report realized by the Result Case Explainer.

After retrieval, the Result Set Explainer starts with branches depending on the num-
ber of exact matches. When the retrieval contains some exact matches, the result repre-
sentation is displayed without any further explanations. When no result is received, an

5 Multi-Dimensional Scaling
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Fig. 2. Explanation Service Process Pipeline

analyser for conflicting attributes implies that there are deficiencies in the case base and
detects the conflicting attributes for informing the user. The last branch concerns many
suitable matches. In that case, deficiencies in the query are assumed that are differently
handled for users’ convenience. When just a few suitable hits are retrieved, an analyser
of the most decisive attributes gives users support in differentiating among the results.
For representing a large amount of hits, a cluster analyser prepares a hierarchical and
conceptual arrangement for enabling users to navigate through.

Independent of the branching within the Result Set Explainer, the Result Case Ex-
plainer provides report generations about query-result-comparisons. Therefore, differ-
ent report opportunities like an IP data sheet and a quick or complex explanation give
support in further explanations. The components of the Result Set Explainer and the
Result Case Explainer are described in more detail in the following sections.

4.1 Result Set Explainer

The retrieval result presentation is subdivided into two parts: The first part is presented
at the top and is the explanation of the result set. It only occurs if a deficiency is detected;
otherwise it is hidden because no explanation is necessary. The second part is always
the usual list of retrieved cases with the possibility for further analyses by the Result
Case Explainer. The user can decide him/herself if he/she is satisfied with the result set
and can inspect the candidates in detail or can follow the explanation proposals to refine
the query.

Conflicting Attributes. To refine the query it is important for the user to understand
why there is no matching case. Especially for underlaying models with a high number of
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(a) Conflicting Attributes (b) Most Decisive Unspecified Attributes

Fig. 3. Result Set Explanations

attributes it can be difficult to find the correct reason for the insufficient results. For these
situations McSherry [18] has presented an explanation technique that is used to analyse
deficiencies in the query. The idea is quite simple but efficient: find the minimum of
sub-queries that are not covered by the case base.

The list of the conflicting attributes and conflicting attribute combinations are pre-
sented to the user. In Figure 3a a typical explanation is shown: The database contains no
case where the attribute “Symbol Size” has the value two and no case with the specified
attribute combination. For refining the query the user has now the possibility to navigate
to the corresponding attribute specification by selecting an attribute. All conflicting at-
tributes are highlighted in the query form to show the user which attributes have caused
the conflicts.

Tests have shown that conflicts with more than three attributes are of less interest
because in general many of such conflicts occur. The reason is that the whole query
seems to be over specified and full of inconsistencies. In this case, the explanation
component advices the user to create a new query with less specified attributes.

Most Decisive Unspecified Attributes. In contrast to an over specified query an un-
der specified query results into a result set with many perfectly matching cases. These
deficiencies in the query can be explained by computing the most decisive unspecified
attributes. By defining the proposed attributes the number of suitable candidates is fur-
ther reduced. The decisive attributes together with some typical values are presented
to the user, see Figure 3b. The Result Set Explainer contains no knowledge about the
users’ preferences why the best proposed attribute could be one the users do not want
to specify. Therefore, beside the most decisive attribute also some minor decisive ones
are presented. The user is capable to decide which attribute is to be set.

The downside of the algorithm, firstly proposed by Schmitt [16], is the poor per-
formance that shrinks with the number of perfectly matching cases and the number of
unspecified attributes. Especially for queries with only a few number of specified at-
tributes the algorithm is not usable in a real time application. Therefore, if a deficiency
in the query is detected, the decision for this algorithm or a cluster algorithm is made
on the basis of the number of perfectly matching cases.
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Fig. 4. Cluster Explanation; Cluster 1.1 is selected

Cluster Algorithm. Several kinds of cluster algorithm exists with different pros and
cons. The main disadvantage of most algorithms is the lack of cluster descriptions that
should help the user to select the clusters. One exception is COBWEB [13] that creates
a cluster tree and returns reasons for each cluster.

The reasons are based on the predictability and the predictiveness for each cluster
that are used by the algorithm to optimise the tree. For both probabilities statistics of the
attribute value distribution are computed that are used by the explanation component to
characterise the clusters. Each characterisation contains the cluster id, the number of
included cases, and the typical attribute value combination.

For example, the cluster 1.1.1 of Figure 4 contains four cases and is characterised by
the typical attribute value combination: Provider = Softcore, Symbol Size = 8, Function
= RS Decoder, and Hardness = soft.

The navigation through the cluster tree is realised by selecting the cluster ids. The
corresponding typical attribute value combinations are presented among and at the bot-
tom is the list of the cluster’s cases. The complete result set can be accessed at the root
cluster, because each cluster contains all cases of its child clusters.

2D Visualisation. The 2D visualisation of the result set seems to be a very promis-
ing technique, but tests have shown that non CBR experts are not able to interpret the
graphics. The reason is the dimension reduction that results in abstract axis without di-
rect relations to the attributes, particularly, in domains with a high number of attributes.
Therefore, such explanations are not included to the system.

4.2 Result Case Explainer

The Result Case Explainer comprises three explanation components for representing
an IP with respect to the query: the IP Data Sheet, the Quick Case Explainer, and the
Complex Case Explainer.
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Providers Data Sheet. Mostly, the IP recommended by the Retrieval Service is also
offered by its provider via internet. Hence, the explanation component incorporates the
link to the providers IP description.

Quick Case Explainer. For giving a brief survey of a result IP, the Quick Case Ex-
plainer shows users all IP attributes while partly representing the similarity assessment.
For example, the attributes, which are also defined in the query, are highlighted in terms
of color depending on the local similarity. Moreover, by moving the mouse over the
highlighted attributes, the absolute similarity values are displayed. Hence, users are
supported in getting the local similarities of the requested attributes that give a better
understanding in comparing single attributes. But there is still a lack of the over-all
connection between the similarity assessment and the result IP.

Complex Case Explainer. In contrast to the Quick Case Explainer the Complex Case
Explainer involves not only the local similarity, but the whole similarity assessment
of the selected IP that is denoted as reasoning trace of the selected IP. The important
information for users is figured out and presented and, thereby, the focus is laid on
illustrating users the similarity assessment in a most understandable way. But for a
better understanding the underlying model has to be aware that it is utilising an object-
oriented vocabulary representation. Figure 5 illustrates an excerpt of the object-oriented

pCharacterization : Aggregate

weight = 1

... ... ...
generalParameter : Aggregate

weight = 7

performanceParameter : Aggregate

weight = 1

fecAttributes : Aggregate

weight = 1

qualityCriteria : Aggregate

weight = 1

functionalClassification : Aggregate

weight = 5

value = FEC_decoder

hardness : Aggregate

weight = 1

value = soft

1

1 1 1

1 1 1

format : Aggregate

weight = 1

value = vhdl

Fig. 5. Object-Oriented Representation of the User Query

representation that shows the user query in two levels. Here, the IP characterisation is
constituted by four attribute groups on the first level: General Parameter, Performance
Parameter, FEC Attributes, and Quality Criteria. On the second level the General Pa-
rameter comprises the Functional Classification, Hardness, Format, etc. Local weights
are assigned to every object, but global weights depend on the entire weight model. Ac-
cording to this IP representation, the Complex Case Explainer automatically generates
text and charts.

The text generator verbalises data and presents supporting information in order to
give users an understanding of the rationales behind the CBR-based application. Hence,
the text generator processes data like similarities, weights, query attributes, and com-
pletion rules that have been applied.
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Fig. 6. Illustrations of the Similarity Assessment

For developing the text generation procedure the shallow text generation described
by Horacek and Busemann [19] was taken into account. This approach provides a pur-
poseful strategy to support applications that contain manageable knowledge for verbal-
isation. This is true because of the limited means needed for describing the reasoning
traces. The main part of this work was to tailor the approach to CBR specific needs.

In a preprocessing step the categorising of the data that have to be presented, e. g.,
necessary information are extracted that are needed in further steps. Within the text
structuring process the layout and the arrangement of the information are determined
before the text is enriched by selecting suitable text patterns and phrases. After that,
the selected text patterns or phrases are grammatically adapted and the verbalisation
process is finished. At least, the formulated and generated text is integrated into the
HTML pages for being presented to users.

Because reading the textual reports is very time-consuming, its content is also vi-
sualised by utilising appropriate chart forms. Visualisations of the IP result aid the de-
signer in getting a quick overview as depicted in Figure 6. First, a bar chart makes ob-
vious the local similarity values of the attribute groups. Second, the local weights of the
corresponding groups are shown by a pie chart. Third, the impact of the attribute groups
is illustrated by a pie chart. By multiplying the similarity and the weight of each group
a measurement for characterising the entire impact on the similarity assessment is cal-
culated. For example, the FEC attributes are weighted by 13%, but have the similarity
of 50%. Hence, there is a low impact (6%) on the similarity assessment as shown by the
last chart. When containing more than one requested attribute the attribute groups can
be optionally shown on the second level in the similar illustration form. These charts
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help users to derivate the impact of attribute value modifications and to understand the
consequences of refining queries if the result set is not sufficient.

On the second level, the Complex Case Explainer reveals the sophisticated rule sys-
tem implemented in the complex CBR application. The rule system mainly contains
completion rules that are derived for the sophisticated domain. These rules consist of
a condition and a conclusion part for completing queries and cases. Getting to know
the internal application of the rules and its consequences is an issue for users, because
the rules may have a deep impact on the similarity assessment. Therefore, the explana-
tion component uncovers the applied completion rules by describing the corresponding
condition and conclusion parts with respect to the user query.

For example, a user is looking for a Reed Solomon Decoder and specialises the
code rate for request. Then some other attributes can be calculated because of their de-
pendence on the code rate, e. g., error count and symbol size. The automatic extension
of the user query considers the completed attributes within the search process. Conse-
quently, IPs can be found that would not have been found when the enhanced attributes
would have been left out. Figure 6 shows an automatically verbalised text, that briefs
users about applied completion rules.

5 Discussion

Swartout and Moore [20] propose five aspects of a good explanation. They are devel-
oped in the context of the second generation of expert systems and are also applicable
on the presented CBR-based application for discussion. The five criteria are fidelity,
understandability, sufficiency, low construction overhead, and efficiency. In the follow-
ing, these explanation criteria are verified and discussed with respect to the Explanation
Service described in Section 4.

Fidelity. Fidelity stands for accuracy of the explanation representation. The Explana-
tion Service gives explanations for reasoning processes, for completion rules, and for
received result sets. The explanations of reasoning processes base on the similarity as-
sessment that are composed of local similarity measures, which are acquired by domain
experts, and of weightings, which are modifiable by the user. For the Result Case Ex-
plainer the reasoning trace is reconstructed with respect to the selected IP and to the
user query. Because of the unambiguity of the similarity measures and the weighting
the reconstruction is also unambiguous. The explanations of the completion rules are
automatically generated from the complex rule system, and also emphasise the expla-
nation fidelity.

Understandability. The criterion understandability testifies whether the content and
the context is understandable to users. Therefore, it is crucial to determine the user
target group of the application. Here, it is assumed that the people using the IP Broker
are domain experts about IPs, but are no experts in CBR-based applications. According
to that, users have to be given rather an understanding of the reasoning process than an
understanding of the domain knowledge.

Particularly, the understandability depends on terminology, the grammatical verbali-
sation, and the interdependency of different kinds of explanation. First, the terminology
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is adapted to a general style without using technical terms of CBR. Second, the text
generations include techniques for considering grammatical rules and correct linguis-
tic usage. This is emphasised by the utilisation of text patterns and phrases that only
are grammatically modulated. Third, the Result Set Explainer and the Result Case Ex-
plainer complement each another in representing the results and partial results of the
CBR-based retrieval. Additionally, the results of the Result Case Explainer provide an
understanding of the reasoning process. Moreover, the explainers give comments that
act as guidelines how to use the full capacity of the CBR technique. For example, the
Explanation Service includes a call for modifying the user query in order to improve
the result set.

Sufficiency. Sufficiency signifies the sufficient amount and quality of knowledge for
providing explanations. But it is debatable how much knowledge should form the basis
of an explanation service. Richards [8] details this knowledge in knowledge about the
system’s behavior, justification, user preferences, domain explanations, and terminol-
ogy definitions. First, in the Explanation Service the system’s behavior is covered by
comments acting as guidelines that are represented to users. Second, justification in the
actual sense is not included by the Explanation Service but transparency and under-
standability are parts of this notion and are aspired by explaining the reasoning process.
Third, user preferences are partly integrated into the application by the users weight
model but it would be an enrichment if the Explanation Service would support every
single user according to his/her knowledge level. Fourth, the Explanation Service con-
tains domain explanation because of representing, e. g., completion rules. But at least,
the Explanation Service does not contain information about local similarity measures
that will be a challenge for future work as well as the integration of terminology defini-
tions. Furthermore, the search for conflicting attributes is sometimes cancelling because
of the long computation time. This can result in a loss of explanation knowledge but it
is still sufficient because the serious conflicts are presented in any case.

Low Construction Overhead. Construction overhead identifies the time consuming
and the degree of difficulty to generate the explanations. Most of the explanations are
generated automatically, which can be done without precalculations. Only the determi-
nation of the most decisive unspecified attributes includes a small preprocessing step
and, therefore, causes some construction overhead.

Efficiency. Efficiency of the Explanation Service regards the response time in which
explanations are presented. Again, the Result Case Explainer works efficient in generat-
ing explanations, but the Result Set Explainer utilises approaches that normally belong
to problems whose costs exponentially grow when the input becomes more complex.
Here, the approaches are simplified and partially canceled. The data, which has been ex-
tracted till then, are utilised for explaining, and an arguable and comfortable response
time is achieved.

6 Summary and Outlook

For highly complex domains, such as electronic designs with more than 200 hierarchi-
cally ordered attributes and complex similarity functions, the presentation of an ordered



Explanation Service for Complex CBR Applications 315

list of retrieval results is not sufficient. Users have a demand for additional information
and explanations making the proposed results more transparent.

The presented Explanation Service combines several techniques producing addi-
tional explanations that increase the confidence in the result set so that possible de-
ficiencies can be revealed and corrected. If the coverage of attributes specified in the
query and in the case is low, a deficiency in the case base is indicated, which is traced
back to conflicting attributes posed in the query. For aiding the users to improve and
refine the query, these attributes or attribute combinations are analysed and presented.

But also the query can have deficiencies, which is the case if a high number of suit-
able matching cases are retrieved. Here, appropriate analysis techniques determine the
most decisive unspecified attributes in order to propose a refinement of the query. Alter-
natively, a modified COBWEB algorithm is used to cluster the result set hierarchically
to facilitate the IP user’s navigation through the set.

Generating a report for each proposed IP with respect to the user’s query is a fun-
damental demand for explanation support. Graphical rendering of the attributes with
highest impact on the assessment and textual explanations aid the user in getting a
quick overview of the product.

A couple of open questions have already been raised in this paper. Additionally, the
handling of generalised cases and the explanation of their constraints is still open. They
are currently under investigation or will be investigated in the near future.
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Abstract. We begin by examining the limitations of precedent-based explana-
tions of the predicted outcome in case-based reasoning (CBR) approaches to 
classification and diagnosis. By failing to distinguish between features that 
support and oppose the predicted outcome, we argue, such explanations are not 
only less informative than might be expected, but also potentially misleading. 
To address this issue, we present an evidential approach to explanation in 
which a key role is played by techniques for the discovery of features that sup-
port or oppose the predicted outcome. Often in assessing the evidence provided 
by a continuous attribute, the problem is where to “draw the line” between val-
ues that support and oppose the predicted outcome. Our approach to the selec-
tion of such an evidence threshold is based on the weights of evidence provided 
by values above and below the threshold. Examples used to illustrate our evi-
dential approach to explanation include a prototype CBR system for predicting 
whether or not a person is over the legal blood alcohol limit for driving based 
on attributes such as units of alcohol consumed.  

1   Introduction 

It is widely recognised that users are more likely to accept intelligent systems if they 
can see for themselves the arguments or reasoning steps on which their conclusions 
are based. In many problem-solving situations, the solution is not clear-cut, and it is 
reasonable for users to expect an intelligent system to explain the pros and cons of a 
suggested course of action [1-3]. In domains such as fault diagnosis, it is also reason-
able for users to expect the system to explain the relevance of test results they are 
asked to provide, for example in the case of tests that carry high risk or cost [4-6]. 
Explanation is also a topic of increasing importance in areas such as intelligent tutor-
ing and product recommendation [7-8]. However, we confine our attention in this 
paper to explanation of conclusions in CBR systems for classification and diagnosis.  

While rule-based approaches to explanation remain an important legacy from ex-
pert systems research, a view shared by many CBR researchers is that explanations 
based on previous experience may be more convincing than explanations based on 
rules [9-10]. Recent research by Cunningham et al. [9] provides empirical evidence to 
support this hypothesis. In experiments involving human subjects, simply showing 
the user the most similar case in a classification task was found to be a more convinc-
ing explanation of the predicted outcome than a rule-based explanation generated 
from a decision tree. But what does it mean for an explanation to be convincing? In 
the case of a decision that is not clear-cut, trying to convince the user that the pre-
dicted outcome is correct does not make sense. Instead, the challenge is to convince 
the user that the predicted outcome is justified in spite of the evidence that opposes it. 
However, we argue that failure to distinguish between positive and negative evidence 
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limits the usefulness of precedent-based explanations as a basis for showing how a 
predicted outcome is justified by the available evidence.  

We do not suggest that there is no value in showing the user the case on which the 
predicted outcome is based. An obvious advantage is that the user can assess for her-
self how closely it matches the problem description. But attempting to justify the 
predicted outcome simply by showing the user the most similar case ignores the pos-
sibility that some of the features it shares with the target problem may actually op-
pose rather than support the predicted outcome [2]. The result is that the explanation 
is not only less informative than might be expected, but also potentially misleading. 
In the absence of guidance to the contrary, any feature that the target problem shares 
with the most similar case may be interpreted by the user as evidence in favour of the 
predicted outcome even if it has the opposite effect.  

Unfortunately, the chances of precedent-based explanations being open to misin-
terpretation in this way are far from remote. Given that similarity measures reward 
matching features whether or not they support the predicted outcome, it is not 
unlikely that one or more of the features that the most similar case has in common 
with the target problem actually provide evidence against the predicted outcome. It is 
worth noting that the problems we have identified are not specific to precedent-based 
explanations. In fact, rule-based explanations also fail to distinguish between positive 
and negative evidence, and as we show in Section 2, can also be misleading.  

To address the need for more informative explanations, we present an evidential 
approach to explanation in which the user is shown the evidence, if any, that opposes 
the predicted outcome as well as the evidence that supports it. As in previous work 
[2], a key role in our approach is played by techniques for the discovery of features 
that support and oppose the predicted outcome. However, our initial approach was 
limited to assessing the evidence provided by nominal or discrete attributes. Here we 
present new techniques for explaining the pros and cons of a predicted outcome in 
terms of the evidence provided by continuous attributes, a requirement we consider 
essential to provide a realistic basis for explanation in CBR. Often in the case of a 
continuous attribute, the problem is where to “draw the line” between values that 
support and oppose the predicted outcome. Our approach to the selection of such an 
evidence threshold, which currently focuses on binary classification tasks, is based on 
the weights of evidence provided by values above and below the threshold.  

In Section 2, we examine the limitations of approaches to explanation in which the 
user is simply shown the case or rule on which a conclusion is based. In Section 3, we 
describe the techniques for discovery of features that support and oppose a predicted 
outcome used in our evidential approach to explanation, and our approach to assess-
ing the evidence provided by continuous attributes. In Section 4, an example case 
library based on Cunningham et al.’s [9] breathalyser dataset is used to illustrate our 
evidential approach to explanation as implemented in a prototype CBR system called 
ProCon-2. Related work is discussed in Section 5 and our conclusions are presented 
in Section 6. 

2   Limitations of Existing Approaches  

In this section, we examine more closely the limitations of precedent-based and rule-
based explanations that motivate our evidential approach to explaining the pros and 
cons of the conclusions reached by a CBR system.  
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2.1   Rule-Based Explanations  

In problem-solving based on decision trees, the standard approach to explaining how 
a conclusion was reached is to show the user all features on the path from the root 
node to the leaf node at which the conclusion was reached [5,9]. A similar approach 
is possible in CBR systems in which a decision tree is used to guide the retrieval 
process. Because any solution path in a decision tree can be regarded as a rule, the 
resulting explanation is often referred to as a rule-based explanation. In fact, explain-
ing conclusions in this way is very similar to the standard expert systems technique of 
showing the user the rule on which the conclusion is based [6].  

However, one of the problems associated with rule-based explanations is that some 
of the evidence that the user is shown may not support the conclusion [5]. Even 
worse, it is possible that some of the evidence presented actually opposes the conclu-
sion. The example we use to illustrate this problem is based on Cendrowska’s contact 
lenses dataset [11]. This well-known dataset is based on a simplified version of the 
optician’s real-world problem of selecting a suitable type of contact lenses (none, 
soft, or hard) for an adult spectacle wearer.  

Fig. 1 shows part of a decision tree induced from the contact lenses dataset with 
Quinlan’s information gain measure [12] as the splitting criterion. The following 
explanation for a conclusion of no contact lenses was generated from the contact 
lenses decision tree. 

 if tear production rate = normal  
 and astigmatism = absent 
 and age = presbyopic 
 and spectacle prescription = myope 
 then conclusion = no contact lenses 

However, it is clear from the contact lenses decision tree that a normal tear produc-
tion rate cannot be regarded as evidence in favour of no contact lenses, since a re-
duced tear production rate is enough evidence on its own to reach the same conclu-
sion. So the first condition in the explanation that the user is shown is not only 
redundant but also potentially misleading.  

Another problem associated with decision trees is that the user may be asked for 
the results of tests that are not strictly necessary to reach a conclusion [11]. In recent 
work, we presented a mixed-initiative approach to classification based on decision 
trees in which the system does not insist on asking the questions and is capable of 
eliminating redundant conditions from the explanations it generates [5]. However, 
even if a rule-based explanation contains no redundant or opposing conditions, it 
remains open to the criticism of presenting only positive evidence in favour of the 
conclusion. The user has no way of telling whether evidence that is not mentioned in 
the explanation has a positive or negative effect on the conclusion.  

2.2   Precedent-Based Explanations  

Typically in CBR approaches to classification and diagnosis, the predicted outcome is 
explained by showing the user the case that is most similar to the target problem 
[9,13,14]. The example we use to illustrate the limitations of precedent-based expla-
nations is based on Cunningham et al.’s [9] breathalyser dataset for predicting 
whether or not a person is over the legal blood alcohol limit for driving in Ireland. 
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Attributes in the dataset are the weight and sex of the subject, duration of drinking in 
minutes, meal consumed, and units of alcohol consumed. The outcomes to be pre-
dicted in this binary classification task are over-limit and not-over-limit. 

 

 

Fig. 1. Partial decision tree based on the contact lenses dataset 

___________________________________________________________________________ 
 

 Target problem:  Most similar case:  

 weight = 79  weight = 79 
 duration = 90 duration = 240 
 sex = male sex = male 
 meal = full meal = full  
 units =10.1 units = 9.6 

 predicted outcome: over-limit outcome: over-limit 
___________________________________________________________________________ 

Fig. 2. A precedent-based explanation of the predicted outcome for a target problem in the 
breathalyser domain  

A target problem and the outcome predicted by a CBR system based on the 
breathalyser dataset are shown in Fig. 2. The most similar case on which the pre-
dicted outcome is based in our system is also shown. The target problem and most 
similar case are the same as those used in [9] to illustrate a typical precedent-based 
explanation in the breathalyser domain.  

Given that the most similar case exactly matches the target problem on three of its 
five features, it is not surprising that its similarity to the target problem is very high 
(0.97). But this is not the same as saying that there is strong evidence in favour of the 
predicted outcome. In fact, as we show in Section 3, none of the three features that 
the most similar case shares with the target problem supports the predicted outcome.  

So how useful is showing the user the most similar case likely to be as an explana-
tion of the predicted outcome in this example? One problem is that the user could be 
forgiven for thinking that the matching features sex = male, meal = full, and weight = 
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79 are evidence in favour of the subject being over the limit when in fact they oppose 
the predicted outcome. The explanation also fails to comment on the much shorter 
duration of drinking in the target problem or how this should affect our confidence in 
the predicted outcome.  

An important message that the explanation fails to convey is that the predicted 
outcome, though perhaps justifiable on the basis of the number of units consumed, is 
far from being a clear-cut decision. As described in the following sections, showing 
the user the evidence that opposes the predicted outcome as well as the evidence that 
supports it is one of the ways in which we propose to provide more informative ex-
planations in CBR approaches to classification and diagnosis.  

3   The Pros and Cons of a Predicted Outcome  

In classification and diagnosis, it is seldom the case that all the reported evidence 
supports the conclusion reached by an intelligent system, or indeed by a human ex-
pert. More typically in practice, some features of the target problem will provide 
evidence in favour of the conclusion while others provide evidence against it. In a 
CBR system, it is equally unlikely that all the features in the most similar case sup-
port the outcome recorded for that case. Our evidential approach to explanation in 
CBR aims to address the limitations of precedent-based explanations highlighted in 
Section 2 by showing the user the evidence, if any, that opposes the predicted out-
come as well as the supporting evidence.  

3.1   Criteria for Support and Opposition 

An important point to be considered in assessing the evidence for and against a pre-
dicted outcome is that certain features (or test results) may sometimes increase and 
sometimes decrease the probability of a given outcome class, depending on the evi-
dence provided by other features [15,16]. However, it has been shown to follow from 
the independence (or Naïve) version of Bayes’ theorem that a given feature always 
increases the probability of an outcome class if it is more likely in that outcome class 
than in any competing outcome class [15]. We will refer to such a feature as a sup-
porter of the outcome class. Conversely, a feature always decreases the probability of 
an outcome class if it is less likely in that outcome class than in any competing out-
come class. We will refer to such a feature as an opposer of the outcome class. A 
feature that is neither a supporter nor an opposer of an outcome class may sometimes 
provide evidence in favour of the outcome class, and sometimes provide evidence 
against it. 

Below we define the criteria for support and opposition of a given outcome class 
on which our evidential approach to explanation is based.  

The Support Criterion. A feature E is a supporter of an outcome class H1 if there is 
at least one competing outcome class H2 such that p(E | H1) > p(E | H2) but no com-
peting outcome class H2 such that p(E | H1) < p(E | H2). 

The Opposition Criterion. A feature E is an opposer of an outcome class H1 if there 
is at least one competing outcome class H2 such that p(E | H1) < p(E | H2) but no com-
peting outcome class H2 such that p(E | H1) > p(E | H2). 
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In our approach to explaining the pros and cons of a predicted outcome, a feature 
may be the observed value of an attribute, such as age = young in the contact lenses 
dataset, or a condition defined in terms of a continuous attribute, such as units ≥ 6 in 
the breathalyser dataset. In practice, though, the reliability of the evidence provided 
by a given feature is likely to depend on whether it occurs with sufficient frequency 
in the dataset for its conditional probability in each outcome class to be estimated 
with reasonable precision.  

Our criteria for support and opposition of an outcome class can be expressed in 
simpler terms when applied to a binary classification task.  

Proposition 1. In a classification task with two possible outcomes H1 and H2, a given 
feature E is a supporter of H1 if p(E | H1) > p(E | H2) and an opposer of H1 if p(E | H1) 
< p(E | H2). 

It can also be seen from Proposition 1 that in a classification task with only two 
possible outcomes, a given feature must either support or oppose a given outcome 
class except in the unlikely event that its conditional probability is the same in both 
outcome classes. As we shall see, however, this is not the case in datasets in which 
there are more than two outcome classes. 

3.2   Nominal and Discrete Attributes 

Values of a nominal or discrete attribute that support and oppose the outcome classes 
in a given case library can easily be identified from the conditional probabilities of 
the attribute’s values. Table 1 shows the conditional probabilities for two of the at-
tributes, age and tear production rate, in the contact lenses dataset. For example, it 
can be seen that: 

 p(age = young | none) = 0.27 
 p(age = young | soft) = 0.40 
 p(age = young | hard) = 0.50 

So according to our criteria for support and opposition, age = young is a supporter 
of hard contact lenses and an opposer of no contact lenses. On the other hand, age = 
young is neither a supporter nor an opposer of soft contact lenses.  

Table 1. Conditional probabilities for two of the attributes in the contact lenses dataset 

____________________________________________________________________________ 
Type of contact lenses: None  Soft  Hard 

____________________________________________________________________ 

Age:  
 young   0.27  0.40  0.50 
 pre-presbyopic  0.33  0.40  0.25 
 presbyopic   0.40  0.20  0.25 
Tear production rate:  
 normal   0.20  1.00  1.00 

 reduced   0.80  0.00  0.00 
____________________________________________________________________ 

It can also be seen from Table 1 that tear production rate = normal is an opposer of 
no contact lenses, a finding that is consistent with our impression from the contact 
lenses decision tree in Fig. 1.  
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Table 2 shows the conditional probabilities for sex and meal consumed in the 
breathalyser dataset [9]. According to our criteria for support and opposition, sex = 
female is a supporter of over-limit as it is more likely in this outcome class than in the 
only competing outcome class. Interestingly, meal = full is a supporter of not-over-
limit while meal = lunch is a supporter of over-limit. The estimated conditional prob-
abilities for meal = snack and meal = none should perhaps be regarded more cau-
tiously as neither of these values is well represented in the dataset.  

Table 2. Conditional probabilities for two of the attributes in the breathalyser dataset 

____________________________________________________________________________ 
  over-limit not-over-limit 

____________________________________________________________________ 
 Sex: female 0.23 0.19 
  male 0.77 0.81 

 Meal: full  0.33 0.51  
  lunch 0.43 0.19  

  snack 0.10 0.14 
  none 0.13 0.16  

____________________________________________________________________ 

3.3   Explanation in ProCon 

In previous work we presented a CBR system for classification and diagnosis called 
ProCon that can explain the pros and cons of a predicted outcome in terms of the 
evidence provided by nominal or discrete attributes [2]. As often in practice, the pre-
dicted outcome for a target problem in ProCon is the outcome associated with the 
most similar case. An example case library based on the contact lenses dataset was 
used in [2] to illustrate ProCon’s ability to construct a structured explanation of a 
predicted outcome in which the user is shown any evidence that opposes the conclu-
sion as well as the evidence that supports it. When explaining a predicted outcome of 
no contact lenses, for example, ProCon recognises a normal tear production rate, if 
reported by the user, as evidence against the predicted outcome.  

In the case of a feature that is neither a supporter nor an opposer of the predicted 
outcome, ProCon abstains from commenting on the impact of this feature in its ex-
planation of the predicted outcome. When explaining a predicted outcome of soft 
contact lenses, for example, ProCon would abstain from commenting on age = young 
while recognising age = pre-presbyopic as evidence in favour of the predicted out-
come and age = presbyopic as evidence against it.  

In Section 4 we present a new version of ProCon called ProCon-2 that can also ex-
plain the pros and cons of a predicted outcome in terms of the evidence provided by 
continuous attributes such as units of alcohol in the breathalyser dataset.  

3.4   Continuous Attributes 

Focusing now on classification tasks in which there are only two possible outcomes, 
we present the techniques used in ProCon-2 to explain the pros and cons of a pre-
dicted outcome in terms of the evidence provided by continuous attributes. Often in 
assessing the evidence provided by a continuous attribute, the problem is where to 
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“draw the line” between values that support the predicted outcome and values that 
oppose it. Choosing a realistic evidence threshold for a continuous attribute can be 
more difficult than it might seem at first sight. In the case of units of alcohol in the 
breathalyser dataset, the problem is that for any value x of units apart from the mini-
mum value in the dataset:  

p(units ≥ x | over-limit) > p(units ≥ x | not-over-limit) 

Thus according to our criteria for opposition and support, units ≥ x is a supporter 
of over-limit for any value x of units apart from the minimum value in the dataset. If 
we choose a high value of units such as 15 as the evidence threshold, it is intuitive 
that values above the threshold will provide strong evidence in favour of over-limit. 
However, it is equally intuitive that values below the threshold will provide little 
evidence against over-limit. A system that attempts to justify a conclusion that the 
subject is not over the limit on the basis that units < 15 is unlikely to inspire user 
confidence in its explanation capabilities.  

Similarly, if we choose a low value of units as the evidence threshold, then values 
below the threshold will provide strong evidence in favour of not-over-limit, whereas 
values above the threshold will provide only weak evidence in favour of over-limit. 
Our solution to this dilemma is based on the concept of weights of evidence 
[4,15,17].  

Definition 1. If H1 and H2 are the possible outcomes in a binary classification task, 
then for any feature E such that 0 < p(E | H2) ≤ p(E | H1) ≤ 1, we define the weight of 
evidence of E in favour of H1 to be:  

we(E, H1) = 
)|(

)|(

2

1

HEp

HEp
 

For example, a weight of evidence of two in favour of H1 means that E is twice as 
likely in H1 as it is in H2. The usefulness of weight of evidence as a measure of the 
impact of reported evidence on the probabilities of the competing outcome classes 
can be seen from the following proposition, which follows easily from the independ-
ence (or Naïve) form of Bayes’ theorem [15]. 

Proposition 2. If H1 and H2 are the possible outcomes in a binary classification task, 
then for any feature E such that 0 < p(E | H2) ≤ p(E | H1) ≤ 1,  
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Our intuitions regarding the trade-off associated with 15 as an evidence threshold 
for units consumed are borne out by the following calculations based on the breatha-
lyser dataset [9].  

p(units ≥ 15 | over-limit) = 0.33  p(units < 15 | over-limit) = 0.67 
p(units ≥ 15 | not-over-limit) = 0.07 p(units < 15 | not-over-limit) = 0.93 
 

we(units ≥ 15, over-limit) = 
07.0

33.0
= 4.7 we(units < 15, not-over-limit) = 

67.0

93.0
= 1.4 

As might be expected, we(units ≥ 15, over-limit) is relatively high whereas 
we(units < 15, not-over-limit) is close to its minimum possible value.  
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In the case of units, our approach to the selection of a realistic evidence threshold 
is to select the threshold x that maximises the minimum of the weights of evidence 
that units ≥ x provides in favour of over-limit and units < x provides in favour of not-
over-limit. That is, we choose the value x of units that maximises: 

MIN(we(units ≥ x, over-limit), we(units < x, not-over-limit))  

In general for a continuous attribute, the evidence threshold selected in our ap-
proach is the value that maximises the minimum of the weights of evidence provided 
by values above and below the threshold.  

3.5   Experimental Results 

Fig. 3 shows the results of an empirical evaluation of possible evidence thresholds for 
units consumed in the breathalyser dataset [9]. We confine our attention here to val-
ues x of units for which we(units ≥ x, over-limit) and we(units < x, not-over-limit) are 
both defined. For example, we exclude units ≥ 17 because p(units ≥ 17 | not-over-
limit) = 0.  

 
Fig. 3. Weights of evidence for units of alcohol consumed in the breathalyser dataset 

Two of the possible thresholds, 8 and 9, can be seen to maximise the minimum of 
the weights of evidence in favour of over-limit and not-over-limit. For example, 
we(units ≥ 8, over-limit) = 3.6 and we(units < 8, not-over-limit) = 7.5. The fact that 
the weights of evidence are the same for units = 8 and units = 9 can be explained by 
the fact that there are no cases in the dataset with values of units between 8 and 8.9. 
On this basis, a reasonable choice of evidence threshold would be 8 or 9 (though of 
course it is possible for a person who has consumed much less than 8 units to be over 
the limit). In practice, the selected evidence threshold is based in our approach on 
actual values that occur in the dataset rather than equally spaced values as in this 
analysis. The threshold selected by ProCon-2, based on a minimum weight of evi-
dence of 4.0 in favour of over-limit, is 9.1.  

Fig. 4 shows the results of a similar evaluation of evidence thresholds for duration 
of drinking in the breathalyser dataset. In this case the choice is more clear-cut. The 
evidence threshold that maximises the minimum weight of evidence is duration ≥ 
150. The evidence threshold selected by ProCon-2 from the actual values that occur 
in the dataset is also duration ≥ 150.  
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Fig. 4. Weights of evidence for duration of drinking in the breathalyser dataset 

 

Fig. 5. Weights of evidence for weight in kgs in the breathalyser dataset 

Finally, Fig. 5 shows the results of an evaluation of evidence thresholds for weight 
in the breathalyser dataset. This attribute differs from units and duration in that values 
below a given threshold tend to support the conclusion that the subject is over the 
limit. The evidence threshold that maximises the minimum weight of evidence in this 
case is weight ≥ 70. The threshold selected by ProCon-2 from the actual values that 
occur in the dataset is weight ≥ 73. 

Table 3. Evidence thresholds in the breathalyser dataset selected by two different strategies 
and their minimum weights of evidence (WE) 

____________________________________________________________________________ 
  Units (WE) Duration (WE)  Weight (WE) 
____________________________________________________________________ 

 Mid-Point  16.2  (1.3) 220 (1.9) 74 (1.3) 
 Max-Min  9.1  (4.0) 150 (3.4) 73 (1.5) 

____________________________________________________________________ 
 
In Table 3 we summarise the results of an empirical comparison of our “Max-Min” 

strategy of maximising the minimum weight of evidence with an alternative “Mid-
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Point” strategy of selecting the mid-point of the attribute’s range of values in the 
dataset as the evidence threshold. For each continuous attribute in the breathalyser 
dataset, the evidence threshold selected in each strategy is shown together with the 
minimum of the weights of evidence provided by values above and below the thresh-
old. While the evidence thresholds selected in the two strategies differ only slightly in 
the case of weight, there are marked differences in the evidence thresholds selected 
for units and duration. In the case of units, the evidence threshold selected by our 
Max-Min strategy can be seen to treble the minimum weight of evidence provided by 
the mid-point value. In the case of duration, the minimum weight of evidence is in-
creased by nearly 80% from 1.9 to 3.4.  

4   Explanation in ProCon-2 

We now present an implementation of our evidential approach to explanation in Pro-
Con-2, a CBR system for classification and diagnosis in which the predicted outcome 
is based on nearest-neighbour retrieval. Initially on entering the description of a target 
problem, the user is shown the three most similar cases and the predicted outcome 
from the most similar case. If the outcome for the three most similar cases is the 
same, this may help to increase the user’s confidence in the predicted outcome. On 
requesting an explanation of the predicted outcome, the user is also shown: 

• Features in the target problem that support and oppose the predicted outcome 
• Features in the most similar case, if any, that oppose the predicted outcome 

Showing the user features in the most similar case that oppose the predicted out-
come may help to convince the user that the predicted outcome is justified if one or 
more of the opposing features are also present in the target problem. Thus the fact 
that the predicted outcome was the correct outcome for the most similar case, in spite 
of any opposing evidence it shares with the target problem, is used in our approach as 
additional justification of the predicted outcome.   

The example dialogue in Fig. 6 is based on the breathalyser dataset [9]. Attributes 
in the case library and weights assigned to them in ProCon-2 are weight (3), duration 
(2), sex (2), meal (3) and units (4). The similarity of each case to the target problem is 
shown in brackets.  

The example dialogue shows how ProCon-2 attempts to justify the predicted out-
come in terms of the features that support and oppose the predicted outcome. When 
the user asks for an explanation, she is shown one feature in the target problem that 
supports the predicted outcome and three features that oppose the predicted outcome. 
ProCon-2 also shows the user the most similar case and points out that the outcome in 
that case was over-limit in spite of three opposing features that it shares with the 
target problem. However, it should be obvious to the user from the evidence pre-
sented that the decision is not clear-cut. The fact that the outcome in the second and 
third most similar cases differs from the predicted outcome may also help to convey 
this important point. 

Discovery of the supporters and opposers of the predicted outcome is demand 
driven in ProCon-2. The selection of evidence thresholds for continuous attributes is 
also based on the available cases at problem-solving time. In the example dialogue, 
the user is not shown the evidence thresholds used by ProCon-2 to assess the evi-
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dence provided by continuous attributes. The possible benefit of providing this addi-
tional information is one of the issues to be addressed by further research. 
___________________________________________________________________________ 

ProCon-2: Please describe the target problem.  

User: weight = 79, duration = 90, sex = male, meal = full, units =10.1  

ProCon-2: The 3 most similar cases are: 

  Case 13: 79, 240, male, full, 9.6, over-limit (0.97) 
  Case 26: 73, 120, male, full, 9, not-over-limit (0.96) 
  Case 56: 79, 120, male, full, 7.2, not-over-limit (0.96) 

 The predicted outcome is: over-limit. 

User: why 

ProCon-2: Features of the target problem that SUPPORT the prediction: 

  units = 10.1 

 Features of the target problem that OPPOSE the prediction: 

  weight = 79 
   duration = 90 
  sex = male 
  meal = full 

 The most similar case is: 

  Case 13: 79, 240, male, full, 9.6, over-limit 

 The outcome in this case was over-limit in spite of the opposing 
evidence that: 

  weight = 79 
   sex = male 
   meal = full 

___________________________________________________________________________ 

Fig. 6. Example ProCon-2 dialogue based on the breathalyser dataset 

5   Related Work  

Existing approaches to explaining the pros and cons of a suggested action or hypothe-
sis in CBR tend to be more knowledge intensive than our approach. Murdock et al. 
[3] describe an interpretive CBR approach to assisting intelligence analysts in the 
evaluation of hypothesised asymmetric threats such as an attempt by an organised 
crime group to take over a commercial industry. Given such an hypothesis, their sys-
tem generates a structured summary of the arguments for and against the hypothesis 
by comparing the available evidence with the retrieved model that most closely 
matches the hypothesised activity. Currently, the decision as to whether or not the 
hypothesis is valid given the evidence presented is left to the user.  

Brüninghaus and Ashley [1] describe an approach to predicting the outcome of le-
gal cases in which the predicted outcome is accompanied by an annotated, issue-
based analysis of factors that favour the defendant and factors that favour the plain-
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tiff. Relying on a weak domain model to identify issues raised in a case, the system 
also uses cases to reason about conflicting evidence related to each issue.  

An interesting example of an approach to explanation in which precedent-based 
and rule-based explanations play complementary roles is Evans-Romaine and Mar-
ling’s [13] prototype system for teaching students in sports medicine to prescribe 
exercise regimes for patients with cardiac or pulmonary diseases. On entering the 
description of a patient in terms of attributes such as age, sex, weight and diagnosis, 
students are shown both a recommendation based on rules and a possibly conflicting 
solution based on CBR. The former solution is supported by a rule-based explanation, 
and the latter by showing the student the most similar case. In this way, it is argued, 
students learn not only to apply the standard rules but also how experienced prescrib-
ers look beyond the rules to the needs of individual patients.  

6   Conclusions  

Our evidential approach to explaining the pros and cons of conclusions in CBR aims 
to address the limitations of approaches to explanation in which the user is simply 
shown the case (or rule) on which a predicted outcome is based. An important role in 
our approach is played by techniques for the discovery of features that support or 
oppose the outcome predicted by the system. We have also presented a principled 
approach to the selection of evidence thresholds for assessing the evidence provided 
by continuous attributes. Initial results suggest that our strategy of maximising the 
minimum of the weights of evidence provided by values above and below the thresh-
old produces more realistic evidence thresholds than simply selecting the mid-point 
of the attribute’s range of values in the dataset. Finally, we have presented an imple-
mentation of our evidential approach to explanation in a CBR system called ProCon-
2 and demonstrated its ability to provide explanations that are more informative than 
is possible by simply showing the user the most similar case.  

Currently our approach is best suited to binary classification tasks. One reason is 
that our techniques for assessing the evidence provided by continuous attributes are 
currently limited to binary classification tasks. Another is that in a dataset with sev-
eral outcome classes, some of the features in the target problem may be neither sup-
porters nor opposers of the predicted outcome according to our criteria for support 
and opposition. A possible approach to addressing both issues that we propose to 
investigate in future research is to treat the problem as a binary classification task for 
the purpose of explaining the predicted outcome.  

An interesting question is whether it is possible to explain the pros and cons of the 
conclusions reached by a CBR system without relying on probabilistic criteria for 
support and opposition. We are currently investigating an approach to explanation 
that closely resembles our evidential approach but in which the criteria for support 
and opposition of an outcome class are defined in terms of the underlying similarity 
measure on which retrieval is based rather than in probabilistic terms. 

Acknowledgements. The author would like to thank Pádraig Cunningham, Dónal 
Doyle and John Loughrey for providing the breathalyser dataset used here to illustrate 
our evidential approach to explanation in CBR.  
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Abstract. Increasingly in case-based reasoning (CBR) approaches to product 
recommendation, some or all of the user’s requirements are treated, at least ini-
tially, as constraints that the retrieved cases must satisfy. We present a mixed-
initiative approach to recovery from the retrieval failures that occur when there 
is no case that satisfies all the user’s requirements. The recovery process begins 
with an explanation of the retrieval failure in which the user’s attention is 
drawn to combinations of constraints in her query for which there are no 
matching cases. The user is then guided in the selection of the most useful at-
tribute, and associated constraint,  to be eliminated from her query at each stage 
of an incremental relaxation process. If not prepared to compromise on the at-
tribute suggested for elimination at any stage, the user can select another attrib-
ute to be eliminated. On successful completion of the recovery process, the re-
trieved cases involve only compromises that the user has chosen, in principle, 
to accept.  

1   Introduction 

Increasingly in CBR approaches to product recommendation, some or all of the user’s 
requirements are treated, at least initially, as constraints that the retrieved cases must 
satisfy [1-3]. Typically these approaches rely on query relaxation to recover from the 
retrieval failures that occur when none of the available cases satisfies all the user’s 
requirements. We focus here on approaches in which relaxing a query means elimi-
nating one or more constraints from the query rather than requiring the user to revise 
individual constraints, for example as in Bridge’s Sermo [1]. In Thompson et al.’s 
Adaptive Place Advisor [2], retrieval failures trigger a recovery process in which the 
selection of a constraint to be eliminated from the unsuccessful query is based on the 
system’s current understanding of the user’s personal priorities. In Ricci et al.’s Intel-
ligent Travel Recommender [3] the user is told how many results she will get, if any, 
by eliminating each of the constraints in her query.  

The assistance that the user is given in these approaches is a significant improve-
ment on traditional database approaches that force the user to adopt a trial-and-error 
approach to revising her query when there is no product that satisfies all her require-
ments [4]. However, a limitation of existing techniques is that recovery may not be 
possible by eliminating a single constraint [5]. Of course if queries are incrementally 
elicited as in Adaptive Place Advisor, then recovery is always possible by eliminating 
the most recently elicited constraint. But often queries are not elicited incrementally, 
and even if recovery is possible by eliminating a single constraint, this may be a com-
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promise that the user is not prepared to accept. In this paper, we present a mixed-
initiative approach to recovery in which queries need not be incrementally elicited 
and there is no assumption that recovery is possible by eliminating a single constraint. 
The recovery process begins with an explanation of the retrieval failure in which the 
user’s attention is drawn to combinations of constraints in her query for which there 
are no matching cases. As well as highlighting areas of the product space in which the 
case library may be lacking in coverage, the explanation provided may reveal mis-
conceptions on the part of the user, such as the price she expects to pay for the prod-
uct she is seeking.  

The user is then guided in the selection of the most useful attribute to be elimi-
nated from her query, with its associated constraint, at each stage of an incremental 
relaxation process. The aim of the attribute-selection strategy in our approach is to 
minimise the number of  compromises required to recover from the retrieval failure. 
However, if not prepared to compromise on the attribute suggested for elimination at 
any stage, the user can select another attribute to be eliminated. In this respect, our 
approach resembles the test selection process in mixed-initiative CBR tools for fault 
diagnosis such as NaCoDAE [6]. On successful completion of the recovery process, 
the retrieved cases involve only compromises that the user has chosen, in principle, to 
accept.  

In Sections 2 and 3, we describe our approaches to explanation of retrieval failure 
and recovery from retrieval failure. In Section 4, we present an implementation of the 
proposed techniques in a recommender system prototype called ShowMe. Our ex-
perimental results and conclusions are presented in Sections 5 and 6. 

2   Explanation of Retrieval Failure 

In previous work, we have argued that a natural approach to explanation of retrieval 
failure in product recommendation is to draw the user’s attention to sub-queries of 
her query for which there are no matching cases [5]. Our approach is also influenced 
by research aimed at providing more “co-operative” responses to failing database 
queries [7-11]. For example, if a computer salesperson is asked for a laptop computer 
with a 19 inch screen made by Dell, she is likely to point out that there is no such 
thing as a laptop with a 19 inch screen. Implicitly, she is also telling the customer that 
there is no problem getting a Dell laptop, or a Dell computer with a 19 inch screen. 
While a CBR system that has no knowledge of what products are available elsewhere 
cannot say for certain that there is no such thing as a laptop with a 19 inch screen, it 
can tell the user that there is no such product in the case library.  

We assume that the user’s query Q, over a subset atts(Q) of the case attributes, is 
represented as a set of constraints that the retrieved cases are required to satisfy. De-
pending on the attribute type, the constraint ca(Q) associated with a given attribute  a 

∈ atts(Q) may be expressed, for example, in terms of a required value, a maximum or 
minimum value, or a range of acceptable values. We will refer to |atts(Q)| as the 
length of the query. 

Definition 1. A given query Q1 is a sub-query of another query Q2 if atts(Q1) ⊆ 

atts(Q2) and ca(Q1) = ca(Q2) for all a ∈ atts(Q1). If atts(Q1) ⊂ atts(Q2), we say that 
Q1 is a proper sub-query of Q2.  
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Lemma 1. If a given query Q1 is a sub-query of another query Q2, and Q1 is an un-
successful query, then Q2 is also an unsuccessful query. 

Given a query for which a retrieval failure has occurred, our aim is to construct an 
explanation of the shortest possible length that will enable the user to avoid further 
retrieval failures that can be predicted from the current failure. To illustrate our ap-
proach, Fig. 1 shows all sub-queries of a query Q1234 involving attributes a1, a2, a3, 
and a4. We denote by Q134 the sub-query involving only a1, a3, and a4, and by Q34 the 
sub-query involving only a3 and a4. We use a similar notation for each of the other 

sub-queries apart from the empty query ∅. We will assume in this example that all 
sub-queries of Q1234 are successful queries except those that are marked ‘×’ in Fig. 1.  

 

 

Fig. 1. Sub-queries of an example query involving four attributes 

As any query is a sub-query of itself, Q1234 can be seen to have six failing sub-
queries. An obvious candidate to be included in our explanation of retrieval failure is 
Q12 as its failure also accounts for the failure of three other sub-queries. If there is no 
matching case for Q12, then by Lemma 1 there can be no matching cases for Q123, 
Q124, or Q1234. The only remaining candidates among the failing sub-queries of Q1234 
are Q23 and Q234. If our explanation fails to mention at least one of these sub-queries, 
the user might be tempted to try Q234 as her next query, only to be faced with another 
retrieval failure. But provided the user is informed that there is no matching case for 
Q23, there is no need to include Q234 in our explanation.   

The failing sub-queries Q12 and Q23 that we have identified as being most useful 
for explaining why there is no matching case for the user’s query are in fact the 
minimally failing sub-queries of Q1234 in the sense of the following definition.  

Definition 2. A failing sub-query Q* of a given query Q is a minimally failing sub-
query of Q if no proper sub-query of Q* is a failing query.  
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For example, Q123 is a failing sub-query of Q1234 but not a minimally failing sub-
query since its proper sub-queries Q12 and Q23

 are also failing queries.  

Definition 3. Given any query Q, we will denote by mfs(Q) the set of all minimally 
failing sub-queries of Q. 

For the example query in Fig. 1, mfs(Q1234) = {Q12, Q23}. In general, a retrieval 
failure is explained in our approach by showing the user the minimally failing sub-
queries of her unsuccessful query. As we show in the following theorem, whether or 
not a given sub-query of a failing query Q is successful can be inferred from the 
minimally failing sub-queries of Q. This is an important result as it confirms the suf-
ficiency of minimally failing sub-queries as a basis for explanation of retrieval failure.  

Lemma 2. If Q1, Q2, and Q3 are any queries such that Q1 is a sub-query of Q2 and  
Q2 is a sub-query of Q3, then Q1 is a sub-query of Q3. 

Theorem 1. A sub-query Q* of a failing query Q is also a failing query if and only if 
there exists Q° ∈ mfs(Q) such that Q° is a sub-query of Q*. 

Proof. If there exists Q° ∈ mfs(Q) such that Q° is a sub-query of Q*, then Q* is a 
failing query by Lemma 1. Suppose now that Q* is a failing sub-query of Q, and let 
Q° be a failing sub-query of minimum length among the failing sub-queries of Q* 
(including Q* itself). Clearly Q° is a minimally failing sub-query of Q* and therefore 
a minimally failing sub-query of Q by Lemma 2. We have established as required the 
existence of Q° ∈ mfs(Q) such that Q° is a sub-query of Q*. 

For example, given only the minimally failing sub-queries Q12 and Q23 of Q1234, 
we can infer that Q134 must be a successful query as neither Q12 nor Q23

 is a sub-
query of Q134. In the domain of personal computers, suppose that Q1234 is the query:  
 price ≤ 700, type = laptop,  screen size = 19, make = Dell 

and that its failing sub-queries are as shown in Fig. 1. In this instance, the user would 
be informed that there are no matching cases for the following combinations of con-
straints in her query:  

 price ≤ 700, type = laptop  (Q12) 
 type = laptop, screen size = 19 (Q23)  

By Theorem 1, the user would be entitled to infer that the following sub-query of 
her initial query is bound to succeed: 

 price ≤ 700, screen size = 19, make = Dell (Q134) 

Of course, this might not be a trivial step for users with little experience of query 
formulation. In Section 3, we present an approach to recovery from retrieval failure 
that does not rely on the user’s ability to make such inferences. 

Our algorithm for finding all minimally failing sub-queries of a given query, called 
Explainer, is shown in Fig. 2. SubQueries is a list of all sub-queries, in order of in-
creasing query length, of a query Q for which a retrieval failure has occurred. For 
each sub-query Q1 for which there is no matching case in the case library, Explainer 
adds Q1 to the list of minimally failing sub-queries and deletes any sub-query Q2 that 
includes Q1 as a sub-query from the remaining list of candidate sub-queries. 
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algorithm Explainer(Q, SubQueries) 
begin 
   MFSubQueries  ← φ 
   while |SubQueries| > 0 do 
   begin 
       Q1  ← first(SubQueries) 

       Deletions  ← {Q1}                     

       if there is no matching case for Q1  

       then begin  
                    MFSubQueries  ← MFSubQueries  ∪ {Q1}     

                    for all Q2
 ∈ rest(SubQueries) do  

                    begin 
                          if Q1 is a sub-query of Q2 

                          then Deletions  ←  Deletions  ∪ {Q2} 

                    end 
                end  
       SubQueries  ← SubQueries - Deletions   
   end 
   return MFSubQueries 
end  

Fig. 2. Algorithm for finding all minimally failing sub-queries of a given query 

3   Recovery from Retrieval Failure 

A major role in our mixed-initiative approach to recovery from retrieval failure is 
played by the minimally failing sub-queries that also provide the basis of our ap-
proach to explanation of retrieval failure. Following a brief discussion of how mini-
mally failing sub-queries can inform the recovery process, we present the algorithm 
for incremental relaxation of an unsuccessful query on which our mixed-initiative 
approach to recovery is based. Finally, we describe how our algorithm for incre-
mental relaxation has been adapted to support mixed-initiative interaction in Show 
Me, our recommender system prototype.  

3.1   First Steps to Recovery 

We have already seen that the success or failure of any sub-query of an unsuccessful 
query Q can be inferred from the minimally failing sub-queries of Q. As we now 
show, minimally failing sub-queries also provide other important clues that can help 
to guide the process of recovery from retrieval failure. 

Theorem 2. A sub-query Q* of a failing query Q is a successful query if and only if 
for each Q° ∈ mfs(Q) there exists a ∈ atts(Q°) such that a ∉ atts(Q*). 

Proof. Immediate from Theorem 1. 

It follows from Theorem 2 that to recover from a retrieval failure by eliminating 
constraints, it is necessary (and sufficient) to eliminate one of the constraints in each 
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of the minimally failing sub-queries of the unsuccessful query. However, as some of 
the minimally failing sub-queries may have constraints in common, the number of 
constraints that need to be eliminated is often less than the number of minimally fail-
ing sub-queries. In fact, it is often possible to recover from a retrieval failure by 
eliminating a single constraint. That is, one or more of the immediate sub-queries of a 
failing query, in the sense of the following definition, may be a successful query.  

Definition 4. For any query Q and  a ∈ atts(Q), we denote by Ra(Q) the immediate 
sub-query of Q that results from the elimination of a and its associated constraint  
from Q. 

As we show in the following theorem, the minimally failing sub-queries of an im-
mediate sub-query can be identified from those of the parent query. 

Theorem 3. For any unsuccessful query Q and a ∈ atts(Q), mfs(Ra(Q)) = {Q° ∈ 

mfs(Q) : a ∉ atts(Q°)} 

Proof. It is clear from Lemma 2 that any minimally failing sub-query Q° of Ra(Q) is 
also a minimally failing sub-query of Q. By the definition of Ra(Q), we also know 

that a ∉ atts(Q°), and so mfs(Ra(Q)) ⊆ {Q° ∈ mfs(Q) : a ∉ atts(Q°)}. It remains only 

to observe that any minimally failing sub-query Q° of Q such that a ∉ atts(Q°) is also 
a minimally failing sub-query of Ra(Q).  

An important point to note is that any proper sub-query of an unsuccessful query 
can be reached via a sequence of sub-queries in which each sub-query (except the 
first) is an immediate sub-query of its predecessor. Thus by repeated application of 
Theorem 3, we can identify the minimally failing sub-queries of any sub-query of an 
unsuccessful query. Also, it can be seen from the following theorem that recovery 
from retrieval failure amounts to finding a sub-query of the unsuccessful query that 
has no minimally failing sub-queries.  

Theorem 4. A given query Q is successful if and only if mfs(Q) = ∅.  

Proof. If  mfs(Q) ≠ ∅ then Q has at least one failing sub-query and so Q cannot be 
successful by Lemma 1. Suppose now that Q is an unsuccessful query, and let Q* be 
a sub-query of minimum length among the failing sub-queries of Q (including Q 
itself). Clearly Q* is a minimally failing sub-query of Q and so mfs(Q) ≠ ∅.  

3.2   Recovery by Incremental Relaxation  

Given an unsuccessful query Q, the aim of our algorithm for incremental relaxation is 
to find a sequence Q1, Q2, ..., Qr of sub-queries of  Q such that: 

• Q1 = Q 

• Qi+1 is an immediate sub-query of Qi for 1 ≤ i ≤ r - 1  

• Qr is a successful query 

For the example query in Fig. 1, one such sequence of sub-queries is Q1234, Q234, 
Q23, Q3. A shorter sequence of sub-queries that also has the required properties is 
Q1234, Q134. The first sequence involves three compromises, whereas only a single 
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compromise is needed to recover from the retrieval failure in the second sequence. 
Thus to minimise the number of compromises required to recover from retrieval fail-
ure, some method is needed to guide the selection of an attribute to be eliminated at 
each stage of the relaxation process. Below we examine a possible approach in which 
a key role is played by the concept of coverage that we now define. 

Definition 5. For any unsuccessful query Q and a ∈ atts(Q), coverage(a) = {Q° ∈ 
mfs(Q) : a ∈ atts(Q°)}. 

The importance of coverage in this sense can be seen from Theorem 3. For any un-
successful query Q and a ∈ atts(Q) it follows from Theorem 3 that:  

mfs(Ra(Q)) = mfs(Q) - coverage(a) 

Thus by choosing the attribute a ∈ atts(Q) for which |coverage(a)| is maximum, 
we can minimise the number of minimally failing queries that survive following the 
elimination of a from Q.  

Our algorithm for incremental relaxation, which we call Recover, is outlined in 
Fig. 3. MFS is the set of all minimally failing sub-queries of an unsuccessful query Q, 
for example as identified by our Explainer algorithm from Section 2. At each stage in 
the recovery process, Recover eliminates the most promising of the remaining attrib-
utes in the query on the basis of its coverage of the minimally failing sub-queries that 
survive the elimination of any previous attributes. The process continues until a suc-
cessful sub-query of the original query is found. Only the final sub-query generated in 
the recovery process is returned by Recover. 

__________________________________________________________________________ 
 

algorithm Recover(Q, MFS) 
begin 
    a* ← first(atts(Q)) 
    coverage(a*) ← {Q° ∈ MFS : a* ∈ atts(Q°)} 
    for all a ∈ rest(atts(Q)) do 
    begin 
          coverage(a) ← {Q° ∈ MFS : a ∈ atts(Q°)} 
          if |coverage(a)| > |coverage(a*)|  
          then a* ← a 
    end 
    Q* ← Ra*(Q) 

    MFS* ← MFS - coverage(a*) 
    if MFS* = ∅ 
    then return Q* 
    else Recover(Q*, MFS*) 
end  

 ___________________________________________________________________________ 

Fig. 3. Algorithm for incremental relaxation of an unsuccessful query 

An important point to note is that Recover takes as input only the unsuccessful 
query and its minimally failing sub-queries. No further testing of sub-queries is re-
quired in the recovery process. Although Recover never fails to recognise when re-
covery is possible by eliminating a single constraint, its greedy approach to attribute 
selection is not guaranteed to find a successful sub-query that involves the fewest 
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possible compromises. A more serious limitation of Recover is that elimination of the 
most promising constraints may involve compromises that the user is not prepared to 
accept. As we now show, however, Recover can easily be modified to support a 
mixed-initiative approach to recovery that does take account of the user’s willingness, 
or otherwise, to compromise.  

3.3  Recovery by Mixed-Initiative Relaxation 

We are now in a position to describe our mixed-initiative approach to recovery from 
retrieval failure as implemented in ShowMe, our recommender system prototype. 
When a retrieval failure occurs in ShowMe, the user is shown one or more “combina-
tions of constraints” in her query for which there are no matching cases and informed 
that she needs to “relax” (that is, eliminate) one of the constraints in each of the un-
matched combinations. As described in Section 2, the combinations of constraints 
that the user is shown are the minimally failing sub-queries of her query. The mixed-
initiative recovery process that follows in ShowMe is based on Recover, our algo-
rithm for incremental relaxation, modified to support mixed-initiative interaction as 
described below.  

• On each cycle of the recovery process, ShowMe shows the user the most promising 
attribute to be eliminated from her query. The user can either accept ShowMe’s 
suggestion or select another attribute to be eliminated.  

• ShowMe keeps track of previous suggestions that the user has declined to avoid 
repeating the same suggestions in future cycles 

• Following the elimination of the attribute that the user selects on each cycle, the 
user is shown any minimally failing sub-queries that remain to be addressed 

As in Recover, the most promising attribute to be eliminated is selected in ShowMe  
on the basis of its coverage of minimally-failing sub-queries that remain after the 
elimination of any previous attributes. If two or more attributes are equally promising 
in terms of coverage, ShowMe uses the importance weights typically assigned to 
query attributes in a CBR system as a secondary selection criterion. That is, it selects 
the least important of the equally promising attributes. Also as in Recover, the incre-
mental relaxation process continues until a successful sub-query is reached. For our 
example query in the domain of personal computers, the user would be informed as in 
Section 2 that there are no matches for the following combinations of constraints in 
her query:  

 price ≤ 700, type = laptop  
  type = laptop, screen size = 19 

Now she would also be informed that by relaxing her type constraint she can 
eliminate both of the unmatched combinations of constraints. If not prepared to com-
promise on type, the user might instead choose to compromise on screen size. In this 
case, she would be informed that she also needs to relax one of the constraints in the 
unmatched combination: 

 price ≤ 700, type = laptop 

If still not prepared to compromise on type, the user can see that her only option, 
apart from abandoning her query, is to compromise on price as well as screen size. 
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The approach to product recommendation on which ShowMe is based is described 
more fully in the following section. 

4   Recommendation in ShowMe 

Initially in ShowMe, the user’s requirements are treated as constraints that the re-
trieved cases must satisfy. Recovery from retrieval failure is based on our mixed-
initiative approach to identifying compromises, if any, that the user is prepared to 
accept. On successful completion of the recovery process, the cases retrieved by 
ShowMe involve only compromises that the user has chosen, in principle, to accept. 
The case recommended by ShowMe is the most similar of the retrieved cases with 
respect to all attributes in the user’s initial query, including those on which she has 
chosen to compromise.  

Of course, it cannot be guaranteed that the recommended case will be acceptable to 
the user. Though involving only compromises that the user has chosen to accept in 
principle, it may not be acceptable because of the extent of the compromises it in-
volves. For example, it is unlikely that a user who chooses to compromise on price 
would be willing to pay double the amount she initially intended. However, the fact 
that the recommended case is also selected on the basis of its similarity to the user’s 
initial query helps to reduce the likelihood of such extreme compromises. Ultimately, 
of course, ShowMe’s ability to balance the trade-offs involved depends on its similar-
ity knowledge and the available cases.  

4.1  Example Dialogue 

The example dialogue in Fig. 4 is  based on the Travel case library (www.ai-cbr.org), 
a standard benchmark containing the descriptions of over 1,000 holidays. Attributes 
in the case library and weights assigned to them in our experiments are price (8), 
month (7), region (6), persons (5), duration (4), type (3), accommodation (2), and 
transport (1). Minor editing of the example dialogue in the interest of clarity includes 
the format of the user’s query. 

Our example dialogue is based on a full-length query that fails for several reasons. 
Some of the “unmatched combinations of constraints” mentioned in ShowMe’s ex-
planation of the retrieval failure may reflect misconceptions on the part of the user, 
for example about the availability of skiing holidays in Ireland. Others, such as the 
absence of a holiday for two in Ireland, can obviously be attributed to lack of cover-
age in the case library. However, our approach to recovery from retrieval failure is 
the same regardless of the etiology. 

In the first cycle of the recovery process, the user agrees to relax her transport con-
straint as suggested by ShowMe. However, she is not prepared to compromise on 
holiday type as suggested by ShowMe in the second cycle and chooses instead to 
relax her region constraint. Although type is involved in both unmatched combina-
tions of constraints that survive in the next cycle, ShowMe does not repeat a sugges-
tion that the user has chosen not to accept in a previous cycle.  
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ShowMe: Please enter your query:  

User: price ≤ 1000,  month = august, region = ireland,  persons = 2, duration = 14,  
type = skiing, accom = flat, transport = plane 

ShowMe: There are no matches for the following combinations of constraints in your 
query: 

   price ≤ 1000, region = ireland 
  month = august, type = skiing 
   region = ireland, persons = 2 
   region = ireland, type = skiing 
   region = ireland, transport = plane 
   type = skiing, transport = plane 
   accom = flat, transport = plane 
   price ≤ 1000, month = august, transport = plane 
  price ≤ 1000, persons = 2, transport = plane 
   price ≤ 1000, duration = 14, transport = plane 
   price ≤ 1000, duration = 14, type = skiing, accom  = flat 

 To solve this problem, you need to relax one of the constraints in each of the 
unmatched combinations 

 By  relaxing transport you can eliminate 6 of the unmatched combinations 

 User: relax transport 

 ShowMe: There are no matches for the following combinations of constraints: 

   price ≤ 1000, region = ireland 
   month = august, type = skiing 
   region = ireland, persons = 2 
   region = ireland, type = skiing 
   price = 1000, duration = 14, type = skiing, accom = flat 

 By relaxing type you can eliminate 3 of the unmatched combinations  

 User: relax region 

 ShowMe: There are no matches for the following combinations of constraints: 

   month = august, type = skiing 
   price ≤ 1000, duration = 14, type = skiing, accom  = flat 

 User: relax accom 

 ShowMe: There is no match for  the following combination of constraints: 

   month = august, type = skiing 

User: relax month 

ShowMe: The following case is recommended: 

  Case 930: 604, december, erzgerbirge,  2, 14, skiing, 3 star, car (0.55) 
____________________________________________________________________ 

Fig. 4. Example recommendation dialogue in ShowMe 

In the last two cycles of the recovery process, the user chooses to relax her ac-
commodation and month constraints. Now that the recovery process has been suc-
cessfully completed, ShowMe recommends the most similar case involving only 
compromises that the user has chosen, at least in principle, to accept. The similarity 
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of the recommended case to the user’s initial query is 0.55, with the change in timing 
of the holiday being perhaps the most extreme of the compromises that the user faces. 
A feature of ShowMe not shown in the example dialogue is that the user can ask to 
see other cases, if any, that also involve only compromises she has chosen to accept. 

4.2   Discussion and Related Work  

A distinctive feature of our approach to product recommendation in ShowMe is that a 
retrieval failure is not merely regarded as a problem to be solved, but as an opportu-
nity to identify compromises that the user is prepared to accept. In future research, we 
propose to investigate the potential benefits of the approach in comparison with exist-
ing recommendation strategies. It is worth noting that the case ranked highest by 
similarity-based retrieval in response to our example query would be a wandering 
holiday. Given that she was unwilling to compromise on holiday type, it seems 
unlikely that this case would be acceptable to our hypothetical user. In fact, none of 
the 20 most similar cases offers skiing as the holiday type, and the most similar case 
that does satisfy this constraint fails to satisfy the price constraint.  

A known weakness of similarity-based retrieval is that the most similar cases also 
tend to be very similar to each other, and not sufficiently representative of compro-
mises that the user may be prepared to accept [12,13]. Compromise-driven retrieval 
[13] is a special case of coverage-optimised retrieval [14,15] that aims to address this 
issue by ensuring that all possible compromises are represented in the retrieval set. 
However, a trade-off in the approach is that the size of the retrieval set required to 
cover all possible compromises cannot be predicted in advance, which means that the 
user may be faced with a difficult choice between several cases that involve different 
compromises. 

5   Experimental Results 

Following an evaluation of our approach to explanation of retrieval failure in terms of 
cognitive load, we examine the performance of our approach to recovery from re-
trieval failure on the Travel case library. 

5.1   Explanation Length 

We will refer to the number of failing sub-queries that the user is shown in our ap-
proach to explanation of retrieval failure as the length of the explanation. While 
showing the user only the minimally failing sub-queries of her query helps to reduce 
cognitive load, explanation length can still be expected to increase as query length 
increases. Our experimental method is based on a leave-one-out approach in which 
we temporarily remove each case from the Travel case library, generate all possible 
queries of length from 1 to 8 from its description, and present each query to ShowMe, 
our recommender system prototype. For each unsuccessful query, we observe the 
length of the explanation generated by ShowMe. For queries ranging in length from 1 
to 8, Fig. 5 shows the maximum, average and minimum length of ShowMe’s explana-
tions of retrieval failure. 
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Fig. 5. Explanation lengths for queries of increasing length on the Travel case library 

A detail not shown in Fig. 5 is that the likelihood of retrieval failure increases from 
less than 1% for queries involving only a single attribute to 97% for full-length que-
ries. Though increasing as expected with query length, average explanation length 
remains below 2 until query length reaches 6. For full-queries involving all eight 
attributes in the case library, average explanation length is 6.7. Though reaching a 
maximum of 20 for two of the 996 full-length queries that were unsuccessful, expla-
nation length is more than 10 in only 13% of full-length queries. Thus even for full-
length queries involving all eight attributes in the case library, explanation lengths are 
within reasonable limits for the majority of unsuccessful queries.  

5.2  Attribute-Selection Strategy 

An important role in our mixed-initiative approach to recovery from retrieval failure 
is played by the strategy used to select the most useful attribute to be eliminated at 
each stage of the recovery process. As described in Section 3.3, ShowMe gives prior-
ity to the attribute that is most promising on the basis of its coverage of minimally 
failing sub-queries that remain after the elimination of any previous attributes. It also 
uses attribute importance as a secondary selection criterion in the event of a tie on the 
basis of coverage. Our evaluation of this strategy, which we will refer to here as Most 
Coverage, focuses on the number of compromises that the user faces when accepting 
the system’s suggestions at each stage of the recovery process.  

Two other approaches to attribute selection included in our evaluation are:   

Least Important. Select the least important of the attributes that appear in the mini-
mally failing sub-queries that remain following the elimination of any previous at-
tributes.  

Random. Randomly select one of the attributes that appear in the minimally failing 
sub-queries that remain following the elimination of any previous attributes. 

We also include in our evaluation a non-incremental approach to recovery from re-
trieval failure called Fewest Compromises. Our Explainer algorithm from Section 2 
can easily be modified to identify a successful sub-query of maximum length among 
the successful sub-queries it encounters in its search for minimally failing sub-
queries. A successful sub-query identified in this way provides a benchmark for the 
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performance of the three incremental strategies in our evaluation as it represents the 
smallest possible number of compromises required to recover from retrieval failure.  

Once again, we temporarily remove each case from the Travel case library, now 
presenting its description as a full-length query to a recommender system using each 
of the four recovery strategies in our evaluation. For each unsuccessful query, we 
record the number of compromises required to recover from retrieval failure in each 
strategy. We also record the number of unsuccessful queries for which recovery is 
possible by eliminating a single constraint. The maximum, average, and minimum 
numbers of compromises in each strategy are shown in Fig. 6.  

 

 
Fig. 6. Number of compromises required to recover from retrieval failure in four recovery 
strategies for full-length queries on the Travel case library 

Apart from a very slight difference in the average number of compromises, the re-
sults for Most Coverage and Fewest Compromises are indistinguishable, suggesting 
that the performance of Most Coverage is close to optimal on the Travel case library. 

As shown by the results for Fewest Compromises, the smallest number of com-
promises required for recovery may be as many as 4, though this was the case in only 
one of the 996 queries that were unsuccessful. Relative to Fewest Compromises, 
Least Important increases the average number of compromises required for recovery 
by more than 100% from 1.6  to 3.3. In Least Important, as many as 7 compromises 
may be required for recovery. The fact that Random appears to require fewer com-
promises on average than Least Important is perhaps unsurprising given that an at-
tribute’s usefulness, in terms of minimising the number of compromises, is unrelated 
to its importance. 

A detail not shown in Fig. 6 is that recovery is possible by eliminating a single 
constraint in only 48% of unsuccessful queries.  

6   Conclusions 

We have presented a mixed-initiative approach to recovery from retrieval failure in 
which the user is guided in the selection of the most useful attribute (and constraint) 
to be eliminated from her query at each stage of an incremental relaxation process. 
Queries need not be elicited incrementally and there is no assumption that recovery is 
possible by eliminating a single constraint. An important role in our approach is 
played by the strategy used to select the most useful attribute to be eliminated at each 
stage of the recovery process. In terms of minimising the number of compromises 
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required for recovery, our results suggest that its performance is close to optimal on 
the Travel case library.  

However, if not prepared to compromise on the attribute suggested for elimination 
at any stage, the user can select another attribute to be eliminated, in which case the 
trade-off is likely to be an increase in the number of compromises required for recov-
ery. An important benefit of our mixed-initiative approach is that the cases retrieved 
on successful completion of the recovery process involve only compromises that the 
user has chosen, in principle, to accept.  

We have also presented an approach to explanation of retrieval failure in which the 
user’s attention is drawn to sub-queries of her query for which there are no matching 
cases. Showing the user only the minimally failing sub-queries of her query, a tech-
nique we have adapted from database research [7-11], helps to reduce cognitive load 
in our approach. Our results suggest that explanation length tends to remain within 
reasonable limits even for full-length queries involving all eight attributes in the 
Travel case library.   

Our mixed-initiative approach to identifying compromises that the user is prepared 
to accept when faced with retrieval failure provides a novel solution to a problem that 
is often regarded as a major drawback of approaches to retrieval in which the user’s 
requirements are initially treated as constraints that must be satisfied [4,16,17]. In 
future research we will investigate the potential benefits of an approach to product 
recommendation in which identifying acceptable compromises is recognised as an 
essential part of the recommendation process.  
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Abstract. A CBR system needs a good case retention strategy to de-
cide which cases to incorporate into the case base in order to maximize
the performance of the system. In this work we present a collaborative
case retention strategy, designed for multiagent CBR systems, called the
Collaborative Case Bargaining strategy. The CCB strategy is a bargain-
ing mechanism in which each CBR agent tries to maximize the utility
of the cases it retains. We will present a case utility measure called the
Justification-based Case Utility (JCU) based upon the ability of the in-
dividual CBR agents to provide justifications of their own results. An
empirical evaluation of the CCB strategy shows the benefits for CBR
agents to use this strategy: individual and collective accuracy are in-
creased while the size of the case bases is decreased.

1 Introduction

Obtaining a good case base is a main problem in Case Based Reasoning. The
performance of any CBR system depends mainly in the contents of the case base.
Therefore, maintaining compact and competent case base has become a main
topic of CBR research. Empirical results have shown that storing every available
case in the case base does not automatically improve the accuracy of a CBR
system [7]. Therefore any CBR system needs a good case retention strategy to
decide which cases to incorporate into the case base in order to maximize the
performance of the system.

Our work focuses on multiagent CBR systems (MAC) [6] where the agents
are able to solve problems individually using CBR methods and where only local
case bases are accessible to each individual agent. Problems to be solved by an
agent can be sent by an external user or by another agent. The main issue is to
find good collaboration strategies among CBR agents that can help improving
classification accuracy both individually and collectively. In a previous work [4]
we presented several strategies for collaborative case retention among groups of
CBR agents that try to take advantage of being in a multiagent scenario. In this
work we will present a new collaborative retention strategy called Collaborative
Case Bargaining (CCB) and a case utility measure called Justification-based
Case Utility (JCU).
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The main difference between the new CCB strategy and the retention strate-
gies in [4] is that we now present, a new measure for assessing the utility of
retaining a case. A case has a high utility value for a CBR agent if it can prevent
the agent in making errors in the future, and a case has a low utility value if it
will not contribute in reducing the number of errors that the agent will make
in the future. Moreover, we also present a new way in which the CBR agents
negotiate among them: the CCB strategy is a bargaining mechanism in which
each agent tries to maximize the utility of the individually retained cases.

The Justification-based Case Utility (JCU) is based upon the ability of the
individual CBR agents to provide justifications of their own results, i.e. that CBR
agents are able to explain why they have classified a problem in a specific solution
class. If a CBR agent is able to provide a justification for an incorrectly solved
problem, this justification can be examined and try to prevent that the same
error is made in the future. The Justification-based Case Utility does exactly
this, and uses justifications to detect which cases can prevent a CBR agent to
repeat an error in the future and assigns them higher utility values.

The structure of the paper is as follows. Section 2 gives the basic notions
of multiagent CBR systems. Then, Section 3 introduces the concept of justi-
fications in CBR systems. Section 4 explains in detail the Collaborative Case
Bargaining retention strategy, including an illustrative example and discussion.
Finally, Section 5 presents an empirical evaluation of the CCB strategy com-
pared against some other case retention strategies. The paper closes with the
conclusions section.

2 Multiagent CBR Systems

Formally, a MAC system M = {(Ai, Ci)}i=1...n is composed on n agents, where
each agent Ai has a case base Ci. In this framework we restrict ourselves to
analytical tasks, i.e. tasks (like classification) where the solution is achieved by
selecting from an enumerated set of solutions K = {S1 . . . SK}. A case base
Ci = {(Pj , Sk)}j=1...N is a collection of problem/solution pairs. Each agent Ai

is autonomous and has learning capabilities, i.e. each agent is able to collect
autonomously new cases that can be incorporated to its local case base.

Moreover, since we focus on analytical tasks, there is no obvious decomposi-
tion of the problem in subtasks. When an agent Ai asks another agent Aj help to
solve a problem the interaction protocol is as follows. First, Ai sends a problem
description P to Aj . Second, after Aj has tried to solve P using its case base
Cj , it sends back a message with a solution endorsement record.

Definition: A solution endorsement record (SER) is a record 〈{(Sk, Ej
k)}, P, Aj〉,

where the collection of endorsing pairs (Sk, Ej
k) mean that the agent Aj has

found Ej
k cases in case base Cj endorsing solution Sk—i.e. there are a number

Ej
k of cases that are relevant (similar) for endorsing Sk as a solution for P. Each

agent Aj is free to send one or more endorsing pairs in a SER record.
In our framework, collaboration among agents is done by using collaboration

strategies. A collaboration strategy defines the way a group of agents can cooper-
ate to jointly solve some task. In our framework, a collaboration strategy consist
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in an interaction protocol and a set of individual policies that the agents follow.
The interaction protocol determines the set of possible actions an agent can take
in each moment. Each agent uses his individual policies to autonomously choose
which of the possible actions to take at each moment is the best according to its
individual goals and preferences.

The next section presents the Committee collaboration strategy, that the
agents use in order to solve problems.

2.1 Committee Collaboration Strategy
In this collaboration strategy the agent members of a MAC system M are
viewed as a committee. An agent Ai that has to solve a problem P sends it to
all the other agents in M. Each agent Aj that has received P sends a solution
endorsement record 〈{(Sk, Ej

k)}, P, Aj〉 to Ai. The initiating agent Ai uses a
voting scheme above upon all SERs, i.e. its own SER and the SERs of all the
other agents in the multiagent system. The problem’s solution is the class with
maximum number of votes.

Since all the agents in a MAC system are autonomous CBR agents, they
will not have the same problem solving experience (in general, the cases in their
case bases will not be the same). This makes it likely that the errors that each
agent make in the solution of problems will not be very correlated, i.e. each
agent will not err in the same problems. It is known in machine learning that
the combination of the predictions made by several classifiers with uncorrelated
errors improves over the individual accuracies of those classifiers [3] (“ensemble
effect”). Thus, using the committee collaboration strategy an agent can increase
its problem solving accuracy.

The principle behind the voting scheme is that the agents vote for solution
classes depending on the number of cases they found endorsing those classes.
However, we want to prevent an agent having an unbounded number of votes.
Thus, we will define a normalization function so that each agent has one vote
that can be for a unique solution class or fractionally assigned to a number of
classes depending on the number of endorsing cases.

Formally, let At the set of agents that have submitted their SERs to the agent
Ai for problem P . We will consider that Ai ∈ At and the result of Ai trying
to solve P is also reified as a SER. The vote of an agent Aj ∈ At for class Sk

is V ote(Sk, Aj) = Ej
k

c+
∑

r=1...K Ej
r

where c is a constant that on our experiments
is set to 1. It is easy to see that an agent can cast a fractional vote that is
always less than 1. Aggregating the votes from different agents for a class Sk we
have ballot for Sk as Ballott(Sk,At) =

∑
Aj∈At V ote(Sk, Aj) and therefore the

winning solution class is the class with more votes in total.

3 Justifications in Multiagent Systems

Many expert systems and CBR applications have an explanation component [9].
The explanation component is in charge of justifying why the system has pro-
vided a specific answer to the user. The line of reasoning of the system can then
be examined by a human expert, thus increasing the reliability of the system.
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Fig. 1. Simbolic justification returned by LID.

All the existing work on explanation generation focuses on generating expla-
nations to be provided to the user. However, in our approach we will use ex-
planations (or justifications) as a tool for improving coordination among agents.
Allowing the agents to give a justification of their individual results is crucial
in multiagent systems since in an environment where one’s conclusions may de-
pend on knowledge provided by third parties, justifications of these conclusions
become of prime importance [8]. In our work, we focus on individual agents that
can provide justifications of their answers, and that can communicate those jus-
tifications to other agents. A CBR agent that receives a justification can then
autonomously examine this justification in order to obtain information about the
agent that created the justification. Moreover, we take benefit from the ability
of some machine learning methods to provide more information than just the
solution class, i.e. the ability to provide justifications.
Definition: A justification J built by a CBR method to solve a problem P that
has been classified into a solution class Sk is a record that contains the relevant
information that the problem P and the retrieved cases C1, ..., Cn (all belonging
to class Sk have in common.

In our work, we use LID [2], a CBR method capable of building symbolic jus-
tifications. LID uses the feature term formalism to represent cases. Feature Terms
(or ψ-terms) are a generalization of the first order terms. The main difference
is that in first order terms (e.g. person(barbara, john, dianne)) the parameters
of the terms are identified by position, while in a feature term the parameters
(called features) are identified by name (e.g. person[name

.= barbara, father
.=

john, mother
.= dianne] ). Another difference is that feature terms have a sort,

for instance, the previous example belongs to the sort person. These sorts can
have subsorts (e.g. man and woman are subsorts of person ). Feature terms
have an informational order relation (�) among them called subsumption, where
ψ � ψ′ means all the information contained in ψ is also contained in ψ′ (we say
that ψ subsumes ψ′). When a feature term has no features (or all of its features
are equal to ⊥) it is called a leaf.

Figure 1 shows a symbolic justification returned by LID, represented as a
feature term. Each box in the figure represents a node. On the top of a box
the sort of the node is shown, and on the lower part, all the features with a
known value are shown. The arrows mean that the feature on the left part of the
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arrow takes the node on the right as value. When LID returns this justification
J for having classified a problem P in a specific solution class Sk, the meaning
is that all the retrieved cases C1, ..., Cn by LID relevant for solving the problem
P belong to the solution class Sk. The content of the justification J should be
considered as a symbolic description of similarity, i.e. a description of what is
common among C1, ..., Cn and P . Moreover, the symbolic similarity J contains
the most relevant attributes of the problem P .

When an agent solves a problem the result is reified as a justification endors-
ing record (JER):
Definition: A justified endorsing record (JER) J = 〈P, S, J, A〉 is a tuple con-
taining the problem P , the solution class S found by the agent A for the problem
P , and the justification J for that problem. (To refer to the elements of a JER,
we will use the dot notation, i.e. we will use J.J to refer to the justification J
contained in the JER J).

Justifications can have many uses for CBR systems: in a previous work [5]
we applied justifications in order to improve the classification accuracy of the
committee collaboration strategy. In this paper, we are going to use justifica-
tions to compute the expected utility of individual cases in order to create case
retention strategies.

4 Collaborative Case Bargaining Retention Strategy

When an agent has access to a new case, a Case Retention strategy is needed
to decide whether to incorporate this new case into the agent’s case base or not.
In this section we are going to present a collaborative retention strategy called
Cooperative Case Bargaining (CCB).

The CCB strategy is a collaborative case retention strategy that tries to
maximize the utility of the cases retained in the individual agents’ cases bases.
The basic idea of the CCB strategy is the following: each agent has an individual
case utility estimation policy with which the agent can estimate the utility of
retaining a given case (i.e. how much the new case will contribute to the agent’s
performance if retained). Moreover, different agents may assign different utility
values to to same case, and a case that has a low utility for an agent may have a
high utility for another agent. Using the CCB strategy, agents that receive cases
with low utility values can give them to other agents if the case has a higher
utility for them (expecting to be reciprocated in the future).

As all the collaboration strategies in MAC systems, we will define the CCB
strategy as an interaction protocol and a set of individual agent policies. In this
section we will present the Cooperative Case Bargaining (CCB) protocol, and
the Justification-based Case Utility (JCU) policy, an utility function based on
justifications is used to estimate the utility of a given case for an agent.

4.1 Cooperative Case Bargaining Protocol

In this section, we are going to explain the Cooperative Case Bargaining (CCB)
protocol, designed to perform case retention among a group of agents. The CCB
protocol is based in four principles:
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– Utility assessment: the individual agents are able to assess an utility value
to estimate how much a new case will contribute to the agent’s performance
if retained in its individual case base.

– Delayed retention: when an agent Ai receives new cases, they are stored in
a pool of delayed retention cases Bi instead of being retained directly into
Ai’s case base. These individual pools have a limited size m.

– Bargaining of cases: all the agents in the system compute the utility value
for any case ck in a pool of delayed retention cases, and then bargain for
those cases with maximum utility for them.

– Small competent case bases: the protocol assumes that the goal of the agents
is to achieve competent cases bases with a minimum number of cases neces-
sary for a good performance to be maintained.

In the following we will first informally describe some aspects of the CCB
protocol, and at the end of the section, the CCB protocol is formally presented.

When an agent Ai uses the CCB protocol all the new cases received go to
Bi (the pool of Ai). When the pool Bi is full, Ai sends a message to the rest
of agents stating that Ai wants to start the CCB protocol. The agent Ai that
initiates the CCB protocol is called the convener agent. During the CCB protocol
all the cases in the pools of the agents (including the cases in the pool of the
convener agent Ai) will be bargained for by the agents.

Before the bargaining starts, every agent should notify the rest of agents
about the contents of its local pool of delayed retention cases (so that every
agent knows which are the cases that are going to be bargained). We will call
B =

⋃
j Bj to the union of the pools of delayed retention cases.

The bargaining among the agents for the cases in B is performed in a series
of rounds. At each round t an agent will retain a case. Therefore at each round t
we can define the set Bt ⊆ B as the set of cases that still haven’t been retained
by any agent. In the first round, t = 0 and Bt = B.

At each round t every agent Aj computes an utility record U for each case
ck ∈ Bt. An utility record U = 〈A, C, V 〉 is a record containing the utility
value V computed by the agent A for the case C. For each case ck ∈ Bt, an
agent Aj will compute the utility record U = 〈Aj , ck, uj(ck)〉. We will note by
Uj = {〈Aj , ck, uj(ck)〉|ck ∈ Bt} to the set of all the utility records computed
by an agent Aj in a round t. When all the agents have computed these utility
records, they are sent to the convener agent. In a second step, the convener agent
examines all the utility records for each case in Bt, and selects the record Ut

with the highest utility value. Finally, the agent Ut.A receives the case Ut.C and
retains it. This finishes one round, and in the next round the agents will continue
bargaining for the cases still not retained by any agent. The bargain ends when
no agent is interested in any of the remaining cases (when an agent Aj sends an
utility equal to zero for a case ck, we say that Aj is not interested in the case ck)
or when there are no more cases to bargain (i.e. Bt = ∅). When the bargaining
ends because no agent is interested in any of the remaining cases, the cases in
Bt are discarded (of course, the agents cannot be sure that the discarded cases
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will not become interesting in the future, but they are discarded to save space
in the pools of cases, expecting to receive more interesting cases in the future).

Notice that when an agent Aj retains a case ck ∈ B the individual utility
values of Aj must be recomputed (since the case base Cj of Aj has changed).
Moreover, in the case of a tie (i.e. more than one agent have given the same
maximum utility for some case), the winner is chosen randomly (but any other
more informed criterion can be used). Notice also that in order to use the CCB
protocol, the agents should have agreed before in some parameters of the protocol
(such as the size of the pools, etc.) in the following, we will assume that all the
agents have previously agreed in such parameters.

Specifically, the CCB protocol for a set of agents A is defined as follows:

1. An agent Ai ∈ A decides to initiate the CCB protocol because its pool of
delayed retention cases Bi is full, and sends an initiating message to the rest
of agents in A. Ai will be called the convener agent.

2. The other agents in A send an acknowledgment message to the convener
agent Ai meaning that they are ready to start the CCB protocol.

3. Ai broadcasts the cases contained in its pool Bi to the rest of agents.
4. In response to Ai, the rest of agents also broadcast the cases in their pools

to the other agents.
5. When an agent Aj receives all the cases from the pools of the rest of agents,

an acknowledgment message is sent back to Ai.
6. When Ai has received the acknowledgments from the rest of agents, every

agent can compute the set B =
⋃

j Bj . The first round t = 0 starts with
Bt = B, and Ai broadcasts a message requesting for the individual utility
records.

7. Every agent Aj computes the set of utility records Uj = {〈Aj , ck, uj(ck)〉|ck ∈
Bt} (computed using its own utility function. In our experiments, using the
JCU policy), and sends them to the convener agent.

8. When Ai has received the utility records Uj from every agent Aj (and has
computed its own utility values Ui), the record with the highest utility Ut ∈⋃

j Uj is selected.
– If Ut.V > 0, Ai sends the case Ut.C to Ut.A, and also sends a message

to the rest of agents telling the the agent Ut.A has received the case
Ut.C. The protocol moves to state 9.

– Otherwise (Ut.V = 0), Ai sends a message to the rest of agents telling
that the protocol is over and the remaining cases are discarded. The
protocol ends.

9. All the agents send a message to Ai acknowledging that the round is over.
10. Ai computes the set of remaining cases for the next round Bt+1 = Bt −

{Ut.C}. If Bt+1 �= ∅, Ai sends a message to the rest of agents requesting
their new utility records for the remaining cases in Bt+1. A new round t + 1
starts and the protocol moves to state 7. Otherwise, Ai sends a message to
the rest of agents telling that the protocol is over. The protocol ends.

Delayed retention allows the agents to have a pool of cases to compute the
utility from (using the JCU policy), and bargaining cases ensures that a good
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distribution of cases among the agents is achieved. The next section explains the
Justification-based Case Utility policy used to assess case utility.

4.2 Justification-Based Case Utility Policy

The Justification-based Case Utility (JCU) policy uses justifications in order to
estimate the utility of adding a case ck to the case base of an agent. The basic
idea of the JCU policy is to determine if a case ck will prevent a CBR agent
to perform classification errors in the future. Therefore, the JCU policy favors
cases that increase the classification accuracy of the system without taking into
account the size of the case base.

Let agent Aj have access to a set of cases B = {(P1, SP1), ..., (Pm, SPm)}.
None of cases in B is present in the agent’s case base, therefore they are all can-
didates to be retained. However, before retaining any case, Aj wants to compute
an utility function to decide which of them are worth retaining in the case base.
For this purpose we define the set E = {Pj |(Pj , SPj ) ∈ B} as the set of all the
problems contained in the cases in B.

To estimate the case utility values using the JCU policy, an agent Aj has to
individually solve each one of the problems in E. After the agent has solved each
problem in E, a justified endorsing record is build for each case. We will note
JE = {J|J.P ∈ E} as the set of JERs build by Aj for all the problems in the set
E. Notice that the agent knows the correct solution for each of those problems,
therefore the agent can test for each individual problem P ∈ E whether P has
been solved correctly or not. Thus, the agent can define J−

E = {J|J ∈ JE∧J.S �=
SJ.P } as the set of JERs of the problems in E that Aj has solved incorrectly
(where SJ.P is the correct solution class for the problem J.P ).

We can say that a case ck = (Pk, Sk) is a counterexample of an incorrect
JER J ∈ J−

E if ck is subsumed by the incorrect justification J and ck belongs to
a different solution class than the predicted one, i.e. J.J � Pk and Sk �= J.S.
Moreover, we can define also a valid counterexample of an incorrect justification
as a counterexample ck that belongs to the correct solution class of the problem
P for which the justification J was created. i.e. a counterexample such that
Sk = SJ.P . Notice that the condition Sk = SJ.P implies that Sk �= J.S if J is
an incorrect JER. With the notion of valid counterexample, we can define the
refutation set:
Definition: The refutation set RB

J drawn from a pool of cases B for an incorrect
JER J is defined as the set of cases from B that are valid counterexamples of
that JER. Formally: RB

J = {(Pk, SPk
) ∈ B|J.J � Pk ∧ SPk

= SJ.P }.
Notice that the cases in a refutation set RB

J are the cases from B that can
potentially prevent Aj from making the same error in the future (since they
are valid counterexamples of the justification provided by Aj). We will call
R = {RB

J |J ∈ J−
Bp} the collection of all the refutation sets for all the incor-

rect justifications J−
E .

We can now define the utility ui(ck) of a case ck in terms of the number of
errors that it will fix for an agent Aj . If a case ck ∈ B is not present in any
refutation set in R, that case cannot fix any of the errors made by Aj while
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solving the problems in E. However, if a case ck ∈ B is present in some of the
refutation sets in R, ck can fix some of the errors made by the agent. We will
use the number of refutation sets RB

J where a case ck is present as as utility
measure, that will be called Justification-based Case Utility (JCU):

ui(ck) = #({RB
J ∈ R|ck ∈ RB

J })

Notice that the utility estimation for a case ck depends on two factors: the
case base Ci of the agent (the better the case base is, the less the errors made in
the set E, and the less the utility of new cases will be), and of the set of cases B.
The larger (and more representative) the set B is, the more accurate the utility
values assessment will be. This is the reason for delayed retention in the CCB
protocol: the larger the agents’ pools, the larger the set of cases B will be and
the more accurate the utility values assessment will be.

In JCU, justifications help to identify which cases can help avoiding errors
in solving the problems in E. Notice also that an utility equal to 0 means that
an agent is not interested in that case.

We can summarize the process of determining the utility of a set of cases B
for an agent Aj as follows:

1. Let E = {Pj |(Pj , SPj ) ∈ B} be the set with the problems in B.
2. Let JE = {J|J.P ∈ E} be the set of JERs for the problems in E.
3. Let J−

E = {J|J ∈ JE ∧ J.S �= SP } be the set of incorrect JERs.
4. Let R = {RB

J |J ∈ J−
Bp} be the collection of refutation sets.

5. Compute ui(ck) = #({RB
J ∈ R|ck ∈ RB

J }) for each ck ∈ B.

The JCU values could be normalized between 0 and 1 dividing by the size of
the set B, but for simplicity no normalization is applied. Next section presents
an example of the execution of the BCC protocol and of the JCU policy.

4.3 Example

Let us illustrate the behavior of the CCB protocol with an example. Consider
a system composed of 3 agents {A1, A2 and A3}, that have individual pools of
delayed retention cases B1, B2 and B3 that can store 3 cases each. At a given
time, the pools of the three agents contain the following cases: B1 = {c1, c2, c3},
B2 = {c4} and B3 = {c5}, where c1 = (P1, S1), c2 = (P2, S2), etc.

When the pool B1 of agent A1 is full the agent A1 initiates the CCB protocol.
Both A2 and A3 broadcast the cases in their pools so that all the agents have
access to the set of all delayed retention cases B = {c1, c2, c3, c4, c5}.

When the first round t = 0 starts, all the agents apply the JCU policy to
compute the utility records of the cases in B0 = B. Let us focus on how agent
A1 uses the JCU policy: first, A1 takes the set E = {P1, ..., P5} and builds a JER
for each problem in E. Assume that A1 fails to correctly solve three problems,
P2, P3 and P5, and therefore the set J−

E = {J2,J3,J5} has three JERs. A1 builds
then the refutation sets for those three JERs: RB

J2
= {c2, c3}, RB

J3
= {c3} and
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Table 1. Evolution of the utility values, for 3 agents A1, A2 and A3 and a set B =
{c1, c2, c3, c4, c5} of 5 cases in the CCB protocol.

a)

Round 1

c1 c2 c3 c4 c5

A1 0 2 3 0 1

A2 2 0 2 0 0

A3 0 0 0 1 2

b)

Round 2

c1 c2 c3 c4 c5

A1 0 0 - 0 0

A2 2 0 - 0 0

A3 0 0 - 1 2

c)

Round 3

c1 c2 c3 c4 c5

A2 - 0 - 0 0

A1 - 0 - 0 0

A3 - 0 - 1 2

d)

Round 4

c1 c2 c3 c4 c5

A1 - 0 - 0 -

A2 - 0 - 0 -

A3 - 0 - 0 -

RB
J5

= {c2, c3, c5}. With these refutation sets R = {RB
J2

, RB
J3

, RB
J5
} the JCU

value of the 5 cases in B for the agent A1 can now be computed:

u1(c1) = #(∅) = 0
u1(c2) = #({RB

J2
, RB

J5
}) = 2

u1(c3) = #({RB
J2

, RB
J3

, RB
J5
}) = 3

u1(c4) = #(∅) = 0
u1(c5) = #({RB

J5
}) = 1

In the same way, A2 and A3 compute their JCU values. All the agents send
their utility records to A1, that can now examine the utility records to determine
the winner. Table 1.a shows the utility values for all the agents: the winner is
the agent A1, since the utility u1(c3) is the highest. Therefore, A1 retains the
case c3, the case is not available any more, and the rest of agents are notified.

When A2 and A3 answer with an acknowledgment to A1, A1 sends again a
message to A2 and A3 requesting for the utility records of the remaining cases
B1 = {c1, c2, c4, c5} for the second round of the protocol. A1 has to recompute
its own JCU values since has retained a new case, and the new JCU values are
shown in Table 1.b. This time there is a tie between A2 and A3 that is resolved
randomly: the winner is A2, that receives the case c1 to be retained.

The JCU values in the third round for the cases B2 = {c2, c4, c5} can be seen
in Table 1.c, where the winner is A3 that receives the case c5.

In the fourth round, no agent wants any case in B3 = {c2, c4}, as shown in
Table 1.d where all the JCU values are zero. A1 sends a message to A2 and A3

telling that the CCB protocol is over, the cases c2 and c4 are discarded, and the
pools of the three agents are cleared.

One may think that, if every agent has access to all the cases during the CCB
protocol, why isn’t it the best policy to allow each agent to retain every case?
In fact, allowing each agent to retain every case is not the best policy (as we are
going to show in the experiments section), since the resulting system would be
equivalent to a single agent (since as each agent would have all the cases). In the
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experiments section we will show how a group of agents using the CCB protocol
can outperform a single agent that has all the cases.

The CCB protocol may appear to be a complex way to distribute the cases
among the agents. However, it is designed in this way since the order in which
the cases are bargained does matter. A simpler protocol that would consider the
cases one at a time could lead to suboptimal results.

5 Experimental Results

This section evaluates the performance of the CCB strategy and of the JCU
policy. For that purpose, we are going to compare the performance of groups of
agents using the CCB strategy against groups of agents using other retention
strategies. The presented results will be related to classification accuracy and
case base sizes of the agents.

We use the marine sponge classification problem as our test bed. We have de-
signed an experimental suite with a case base of 280 marine sponges pertaining
to three different orders of the Demospongiae class (Astrophorida, Hadromerida
and Axinellida). The goal of the agents is to identify the correct biological or-
der given the description of a new sponge. In each experimental run the whole
collection of cases is divided in two sets, a training set (containing a 90% of the
cases), and a test set (containing a 10% of the cases). The cases in the training
set are sent to the agents incrementally, i.e. each problem in the training set
arrives randomly to one agent in the MAC. The agent receiving the case will
apply a retention strategy to decide whether to retain the case or not. Each time
that a 10% of the training set is sent to the agents, the test set is also sent to
them to evaluate their classification accuracy at that moment in time. Thus, the
test set is sent to the agents 11 times (one at the beginning, and 10 as each 10%
of the training set is sent) to obtain the evolution of the classification accuracy
of the agents as they retain cases from the training set. Both, the accuracy of
the committee and the individual accuracy of the agents will be measured. The
results presented in this section are the average of the accuracies obtained for
the test sets in 5 10-fold cross validation runs. All the agents use the LID CBR
method to solve problems.

These experiments evaluate the effectiveness of the collaborative learning
policies, so it is important that the agents really have an incentive to collaborate.
If every agent receives a representative (not biased) sample of the data, they will
have a lower incentive to ask for cases to other agents since they already have
a good sample. For this reason, for experimentation purposes, the agents do
not receive the problems randomly. We force biased case bases in every agent
by increasing the probability of each agent to receive cases of some classes and
decreasing the probability to receive cases of some other classes. Therefore, each
agent will have a biased view of the data. This will lead to a poor individual
performance, as we will see when we present the individual accuracy results, and
an incentive to collaborate. However, we will also give some experimental results
on the non biased scenario.
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We will compare the performance of 4 different retention strategies:

– Cooperative Case Bargaining (CCB) strategy: This is the strategy presented
in this paper, where the agents store cases in their pools of delayed retention
cases, and when the pools are full the CCB protocol is engaged.

– Always Retain (AR) strategy: In this strategy, an agent simply retains all
the cases individually received.

– On Failure Retain (OFR) strategy: In this strategy, an agent tries to solve a
case before retaining it. If the agent fails to solve the problem correctly, the
case is retained (this strategy is essentially that of IB2 [1] for instance based
learners).

– Individual Justification Case Utility (IJCU) strategy: In this strategy, the
agents store cases in their pools, but when the pools are full, the agents
simply apply the JCU policy to decide which cases to retain from their indi-
vidual pool without sharing cases with other agents. The cases not wanted
by the agents are discarded. Since this strategy avoids collaboration, it is a
valid retention strategy for individual CBR systems as well.

Figure 2 shows the evolution of the classification accuracy for a 5 agents
MAC where the agents use the committee collaboration strategy to solve prob-
lems. Four different lines are shown, one per each retention strategy tested. The
horizontal axis shows the percentage of cases from the training set that the agents
have received. Notice that each problem of the training set is only received by a
single agent. Therefore, each agent receives only a fifth of the total training set
(since there are 5 agents in our experiments).

Figure 2 shows that the agents using the CCB retention strategy obtain
the highest accuracies, reaching an accuracy of 91.5%. Agents using the AR
(retaining every case they receive) are behind the agents using CCB, reaching
an accuracy of 88.14%. Finally, OFR and IJCU reach similar accuracies: 83.78%
and 84.57% respectively, but with IJCU winning for a slight difference. Notice
that the IJCU curve grows a little slower at the beginning than OFR (due to
the delayed retention), but this effect is very soon compensated.

For comparison purposes, notice that the classification accuracy of a single
agent owning all the cases in the training set (i.e. the accuracy of a central-
ized approach) is of 88.20% (lower than the accuracy of 91.5% obtained by the
committee using the CCB strategy). Moreover, the accuracy obtained by the
committee using a unbiased distribution of cases among the 5 agents (i.e. using
AR without bias) is of 88.36%, still lower than the accuracy obtained by CCB.
Therefore, we can conclude that CCB obtains a better distribution of cases than
a random unbiased distribution or a centralized approach.

We can also compare the different retention strategies concerning the sizes
of the case bases of the CBR agents at the end of the experiments shown in
Table 2. The strategy that obtains larger case bases is the AR strategy (since
the agents always retain every case they receive), with an average size of 50.4
cases. Agents using the CCB strategy retain only 27.6 cases in average, about
a 55% of the cases retained by the AR strategy. The OFR strategy retains less
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Fig. 2. Comparison of the evolution of classification accuracy for the committee using
different retention strategies.

Table 2. Average case base sizes of the individual agents after having received all the
cases o the training set.

CCB AR OFR IJCU

27.6 50.4 19.0 16.6

cases, obtaining an average of 19.0 cases per agent. Finally, the strategy that
obtains smaller case bases is the IJCU strategy (where the agents use the IJUC
policy, but only with the cases in their local pools).

Taking into account both the results in classification accuracy and the case
base size we can conclude that CCB is clearly better than AR, since retains
less cases and achieves higher accuracies. IJCU is also clearly better than OFR,
since IJCU achieves slightly higher accuracies and with smaller case bases. We
can also see that CCB is clearly better than IJCU and OFR, since there is a large
increase on accuracy of CCB with respect to IJCU and OFR. The cases that CCB
retains (and OFR or IJCU do not) are the reason for the increased classification
accuracy. Moreover, since CCB is equivalent to adding collaboration to IJCU,
we can conclude that collaboration is beneficial for the CBR agents.

Finally, we also present results of individual classification accuracy. Figure
3 shows the evolution of classification accuracy for a 5 agents MAC where the
agents solve problems individually. This time, the increment in classification
accuracy of CCB with respect to the rest of strategies is increased: agents using
CCB obtain a 82.88% of individual accuracy, agents using AR obtain a 73.11%
of classification accuracy, agents using OFR a 66.34% and agents using IJCU a
66.88%. The increase in the committee accuracy obtained by CCB with respect
to the other retention strategies is mostly due to the increase of accuracy of the
individual CBR agents, from 73.11% to 82.88%. Moreover, the increase from the
individual accuracy to the committee accuracy is due to the ensemble effect, from



Justification-Based Case Retention 359

35

40

45

50

55

60

65

70

75

80

85

0 10 20 30 40 50 60 70 80 90 100

Percentage of Cases from the Training Set Seen

A
c
c
u

r
a
c
y CCB

AR

OFR

IJCU

Fig. 3. Comparison of the evolution of agents’ individual classification accuracy using
different retention strategies.

82.88% to 91.5% with the CCB strategy. Notice that the ensemble effect requires
that the errors made by the individual agents are not correlated. Therefore, we
can conclude that the CCB strategy is able to keep the error correlation among
the agents low so that they can still benefit from the ensemble effect.

6 Conclusions

This paper has presented the Collaborative Case Bargaining (CCB) strategy for
case retention, in which individual agents collaborate in order to select which
cases to retain. We have introduced the concept of justification. A justification
contains information concerning why a CBR agent has classified a problem into
a specific solution class. We have presented the Justification-based Case Utility
(JCU) policy, that is able to compute an utility measure of the cases to be
retained using justifications. Justifications allow JCU to determine which cases
can avoid making errors in the future, and give higher utility values to those cases
that can avoid the higher number of errors in the future. Therefore, justifications
have proven to be a useful tool in CBR systems. We have also shown that using
the CCB strategy in combination with the committee collaboration strategy,
agents can obtain better results than a centralized approach (where a single case
base would contain all the available cases).

Moreover, we have introduced the concept of delayed retention. By using
delayed retention, a CBR agent does not decide whether to retain a case until
a pool of delayed retention cases is full. This allows the CBR agents to better
decide which are the cases to retain in the case base. Moreover, delayed retention
requires a certain amount of cases to perform good estimation of the utility of the
cases. In our experiments, the size of the individual agents’ pools is 5. However,
we plan to make experiments with different pool sizes. A larger pool size implies
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a better utility assessment, but at the cost of delaying the learning process,
so some tradeoff is needed. Notice also that delayed retention and the JCU
policy can be also applied to centralized CBR systems, since no collaboration is
needed. For instance, a CBR system with all the cases using the JCU policy has
an accuracy of 86.42% while retaining only 61.1 cases in average (a 24.24% of
the total number of cases).

The distribution of retained cases among the CBR agents plays a main role
in the final classification accuracy obtained by the committee of CBR agents.
We have seen that the CCB strategy allows the CBR agents to obtain good
distributions of cases. As a future work we plan to develop further strategies to
improve the distribution of cases among CBR agents. CCB selects good cases
for retention, but once an agent has retained a case, no other agent can retain
it, and it will be never moved to another agent’s case base. We plan to develop
strategies for case redistribution among individual agents’ case bases to improve
the individual and collective performance.
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6. E. Plaza and S. Ontañón. Ensemble case-based reasoning: Collaboration policies
for multiagent cooperative cbr. In I. Watson and Q. Yang, editors, ICCBR-2001,
number 2080 in LNAI, pages 437–451. Springer-Verlag, 2001.

7. B. Smyth. The utility problem analysed: A case-based reasoning persepctive. In
EWCBR-96, LNAI, pages 234–248. Springer Verlag, 1996.

8. Frank van Harmelen. How the semantic web will change KR. The Knowledge Engi-
neering Review, 17(1):93–96, 2002.

9. Bruce A. Wooley. Explanation component of software systems. ACM Crossroads,
1998.



Case Retrieval
Using Nonlinear Feature-Space Transformation

Rong Pan1, Qiang Yang2, and Lei Li1

1 Software Engineering Institute
Zhngshan University
Guangzhou, China

gzpanrong@etang.com,lncsri07@cs.zsu.edu.cn
2 Department of Computer Science

Hong Kong University of Science and Technology
Clearwater Bay, Kowloon Hong Kong, China

qyang@cs.ust.hk

Abstract. Good similarity functions are at the heart of effective case-based rea-
soning. However, the similarity functions that have been designed so far have
been mostly linear, weighted-sum in nature. In this paper, we explore how to
handle case retrieval when the case base is nonlinear in similarity measurement,
in which situation the linear similarity functions will result in the wrong solu-
tions. Our approach is to first transform the case base into a feature space using
kernel computation. We perform correlation analysis with maximum correlation
criterion(MCC) in the feature space to find the most important features through
which we construct a feature-space case base. We then solve the new case in the
feature space using the traditional similarity-based retrieval. We show that for
nonlinear case bases, our method results in a performance gain by a large mar-
gin. We show the theoretical foundation and empirical evaluation to support our
observations.

Keywords: Similarity, Case Base Transformation, Nonlinear Case Bases.
Paper type: Research.

1 Introduction

Case-based reasoning (CBR) is a problem-solving strategy that uses previous cases to
solve new problems ([5], [6]). Over the years, CBR has enjoyed tremendous success
as a technique for solving problems related to knowledge reuse. Several practical sys-
tems and applications [15] highlight the use of similarity based functions to find rele-
vant cases from case bases. In building a case base, important descriptors of the case,
which distinguish between the cases, are singled out and represented as features. The
features are typically combined in some numerical computation for similarity. When a
new problem is input, its features will be extracted to compute its similarity measure to
other cases in the case base. The cases with the most similar measure will be retrieved
for further analysis and adaptation ([5], [6]).

The quality of the retrieved case in a CBR system depends heavily on how to use
the features to compute similarity measures. Various methods have been proposed to
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compute the similarity ([2], [1], [6], [12], [13], [14]), where most approaches rely on
linear combination of features to perform this function. However, when the nature of
the case base is nonlinear, where similar cases cannot be found by a linear combination
of the features, such a method will fail to deliver the most relevant cases. In this paper,
we present a solution to solving this problem.

As an example, suppose that in a problem domain there are N different features.
If the similarity in the domain is based on a high-order polynomial function of the
features’ values, then the similarity of the features cannot be explained by a simple
weighted sum of the input features alone. A real world example of this nature is when
we define the similarity of two boxes by their weight. Suppose the input features given
are the boxes’ three dimensions x1, x2 and x3 and the density d of the material that
makes up the boxes. Then the computation of the boxes’ weight which defines the
similarity function is not a linear weighted sum of the three dimensions; instead, it
involves the multiplication of the four features x1, x2 ,x3 and d.

One can argue that in the above example, one can input the nonlinear features such
as x1 ∗ x2 ∗ x3 directly as part of an input feature, but we cannot expect the designer
of case bases to have this insight for every domain that he encounters. We would rather
have the system find out these nonlinear features directly using an automatic method.
This issue is the focus of our paper.

In this paper, we present a kernel-based method by which we transform a case base
from the original space to a feature space with the kernel trick. For a nonlinear target
case base, we propose nonlinear feature-extraction methods with a Maximum Correla-
tion Criterion(MCC). With this criterion, one can find in feature space those features
that have the highest correlation to target solution. We call this method the Kernel Case
Correlation Analysis (KCCA). Our empirical results show that for many nonlinear do-
mains, our KCCA method outperforms the traditional linear similarity functions applied
in the original case space.

2 Transformation of a Case Base to Feature Case Space

In this paper, we focus on a dot-product formulation of the similarity computation.
Consider a given case base D = {(xi, yi), i = 1, . . . , M, xi ∈ RN , yi ∈ R}, where R
is the real domain, xi is a vector of input attributes (features), and yi is the case-solution
which corresponds to a target variable. For generality, we assume that the target variable
is a continuous variable; discrete variables that are ordinal can also be converted to
continuous ones. Then a popular method for computing the similarity between two
cases is as follows: for an input problem−→c , the similarity between a case−→x in the case
base and the input case is computed as the S function:

S(−→c ,−→x ) =
−→w · (−→c −−→x )

|−→w |

where −→w is a weight vector. Then, the cases with the largest value of the above simi-
larity function are chosen as a candidate case. These cases are adapted to obtain a new
solution. In this paper, we consider a simplified situation where we choose a highest
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ranked case by the similarity function and use the target value of that case as a recom-
mended solution for the input case. This corresponds to using a 1-NN method for case
retrieval. Our work can be easily extended to k-NN computations. In cases where the
case solution is a compound structure, such as in the case of planning [3], our solution
corresponds to predicting a solution index for the corresponding target case.

Given a case base D, we now consider how to transform the cases to the feature
space. Our intuition is illustrated by the following example.

Consider a problem domain where the target z = x2 + 2y2, where x, y are the
attributes. In the original space (R2), we cannot find a direction which correlates well
with z, where the correlation coefficient is defined in [−1, 1]. Thus, if we use an 1-NN
in the original space, we are not going to get good result.

Now consider the case in a nonlinear space induced by a 2-degree polynomial kernel
[10]. The corresponding nonlinear map of the kernel is:

φ : ([x], [y]) !→ ([x]2, [y]2, [x][y], [y][x]
)

With this kernel function, there exists u = [x]2 +2[y]2, which is a linear transformation
in the nonlinear feature space. We can see that u completely correlates to the target z.
We can now solve the nonlinear case-base retrieval problem better by considering the
correlation in a nonlinear feature space.

We now consider the general case. Let φ(x) be the nonlinear function which maps
the input data into feature space, F . Then in F , we can define a matrix, in terms of a
dot product in that space i.e. K(i, j) = 〈φ(xi), φ(xj)〉. Typically we select the matrix
K based on our knowledge of the properties of the matrix rather than any knowledge of
the function φ(). The kernel trick allows us to define every operation in feature space in
terms of the kernel matrix rather than the nonlinear function, φ().

Much research has been done in machine learning on feature selection and fea-
ture transformation in nonlinear feature space; some examples are Principal Compo-
nent Analysis(PCA), single value decomposition(SVD)([4]), Kernel PCA, Sparse Ker-
nel Feature Analysis, Kernel Projection Pursuit ([9], [10], [11]). However, in case-based
reasoning, it is important to relate between the input and target variables and these
works do not address this issue directly. In order to draw this relationship, we turn to
Kernel Fisher Discriminant Analysis (KFDA)([7], [8]) which takes the class label of
target into consideration. However, KFDA restricts the target to be of discrete values.
In this paper, we present a novel nonlinear feature transformation method, by which
we consider the correlation of input features with a continuous valued target variable
in the feature space. Our questions are: first, for a given case base, how do we tell if a
transformation to a feature space will give better result? Second, how do we perform
feature selection in the feature space to result in maximal retrieval accuracy?

3 Kernel Correlation Analysis in the Feature Space

3.1 Review of Correlation Coefficient

In multivariate statistics, the correlation coefficient is used to measure the linear de-
pendency between two random variables. Suppose that Y1 and Y2 are random variables
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with means μ1 and μ2 and with standard deviations σ1 and σ2, the correlation coeffi-
cient between Y1 and Y2 is defined as

ρ =
∑M

1 (Y1 − μ1) (Y2 − μ2)
σ1σ2

(1)

It is easy to prove that the value of correlation coefficient ranges from −1 to 1. The
larger the absolute value of ρ, the greater the linear dependence between Y1 and Y2.
Positive values indicate that Y1 increases with Y2 ; negative values indicate that Y1

decreases with Y2 . A zero value indicates that there is no linear dependency between
Y1 and Y2. (see Fig.1.) If we normalize Y1 and Y2 as

Y ′
1 =

Y1 − μ1

σ1

and

Y ′
2 =

Y2 − μ2

σ2

and define two vectors as follows

x1 = (Y ′
11, Y

′
12, . . . , Y

′
1M ) (2)

and
x2 = (Y ′

21, Y
′
22, . . . , Y

′
2M ) (3)

then, x1, x2 are identity vectors (whose 2-norms are equal to one) and the correlation
coefficient is the inner product of x1, x2

ρ = 〈x1,x2〉

(see the right one of fig.1) On the left of the figure are two sets of scatter points(circles

Y2

Y1 +

+

-

-

x1

x2

Fig. 1. Illustration of the correlation coefficient.

and dots) corresponding to Y1 and Y2 as they center around the mean point (μ1, μ2).
If the scatter points mainly distribute in the 1-st and 3-rd quadrants(circle points), the
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correlation coefficient is positive; if the scatter points mainly distribute in the 2-nd and
4-th quadrants, the correlation coefficient is negative(dots). If the scatter points equally
distribute in the four quadrants, the correlation coefficient trends to zero. On the right of
the figure are two vectors x1 and x2 as defined in (2) and (3), where θ is their angle. The
correlation coefficient equals cos θ, where θ = 0 means that they positively correlate,
θ = π means that they completely negatively correlate, and θ = π/2 means that they
do not correlate.

3.2 Correlation Analysis on Input Case Base

We now propose a new feature extraction method similar to Fisher Linear Discriminant
Analysis (FDA), extended to handle continuous target values. First, we consider the
case in the input case space. Given an original case base with M cases:

D = {(xi, yi), i = 1, . . . , M, xi ∈ RN , yi ∈ R}
We assume that the attributes are centered around the origin and yi is also normalized
(assuming continuous attributes):

M∑
i=1

xi = 0 ,

M∑
i=1

yi = 0 ,

M∑
i=1

y2
i = 1 (4)

The correlation coefficient between the j-th coordinate x(j) and y is defined as fol-
lows:

cor
(
x(j), y

)
=

∑M
i=1 x

(j)
i yi√∑M

i=1

(
x

(j)
i

)2√∑M
i=1 y2

i

=
∑M

i=1 x
(j)
i yi√∑M

i=1

(
x

(j)
i

)2

We now consider how to find features that best describe the correlation between at-
tributes and the target. For many problems, there does not exist an independent variable
whose correlation coefficient with the target variable is either 1 or−1. In such cases, we
wish to find a new direction w in which the correlation coefficient between the projec-
tion of all cases on this direction and the target variable is maximized (absolute value
maximizing). This new direction will serve as a new feature in the feature space and
be used for computing case similarities. Suppose that zw is the coordinate on the new
direction w when a case x is projected on w,

zw = 〈w,x〉 = wτx

Then the correlation coefficient of z and the target variable y is:

cor (zw, y) =
∑M

i=1 〈w,xi〉 yi√∑M
i=1 〈w,xi〉2

√∑M
i=1 y2

i

=
∑M

i=1 〈w, yixi〉√∑M
i=1 〈w,xi〉2

To increase the correlation between zw and y is equivalent to maximizing the abso-
lute value of the correlation coefficient between zw and y. We know the following:

arg max
w

|cor (zw, y)| = argmax
w

(cor (zw, y))2



366 Rong Pan, Qiang Yang, and Lei Li

Thus, we can get

(cor (zw, y))2 = (∑M
i=1 〈w,xi〉yi)2∑

M
i=1 〈w,xi〉2

= 〈w,
∑M

i=1 yixi〉2∑
M
i=1 wτxixτ

i w

=
wτ(∑M

i=1 yixi)(
∑M

i=1 yixi)τ
w

wτ (∑M
i=1 xixτ

i )w

If we define μ =
∑

yixi, C =
∑

xixτ
i , we can get a new Rayleigh coefficient:

J(w) =
(wτμ)2

wτCw

Finally, to obtain the important directions which mostly correlate with the target
variable and be used as the new feature, we compute argmax

w
J(w). We call this the

Maximum Correlation Criterion(abr. MCC).
To provide some intuition on how Correlation Analysis generates new feature, we

show an experiment with an artificial 3-d linear target-function case base in Fig. 2. In
this example, the input variables’ x, y-values are elliptically distributed as the righthand
figure shows. The target z-values are generated from z = x− 2y + ξ, where ξ is the
white noise with a standard deviation of 0.2. The lefthand figure shows the 3-d coor-
dinate of the case base. The right hand figure is the projection on the x − y plane and
illustrates the Principle Component Analysis (PCA) and Correlation Analysis for this
case base. PCA does not consider the target variable and simply returns the direction
of statistical maximum variance as the first eigenvector. Correlation Analysis, on the
other hand, returns a direction (1,−2) that correlate to the continuous target variable
the most.

X

3210-1-2-3

Y

3

2

1

0

-1

-2

-3

WCORR

WPCA

Z = x - 2y

Fig. 2. 2-dimension input and 1-dimension target artificial example, with 500 cases generated.
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3.3 Transformation of Case Base by KCCA

In a nonlinear target domain, it is often difficult to find one or several directions that cor-
relates well with the target variable. With the “kernel trick”, we now consider projecting
a case base into a nonlinear feature space. Then, we attempt to transpose the linear cor-
relation analysis to the nonlinear case base also with MCC. We call this method Kernel
Case Correlation Analysis (abr. KCCA). In the next subsection, we give some examples
of an artificial domain to demonstrate the merit of KCCA with 1-NN.

Given an original case base with M centered observations, the new case base can
be obtained in a feature space FS by:

Φ(D) = {(φ(xi), yi), i = 1, . . . , M, xi ∈ RN , yi ∈ R}

where φ(x) and yi are centered on the origin:

M∑
i=1

φ(xi) = 0 ,

M∑
i=1

yi = 0 ,

M∑
i=1

y2
i = 1

We project our input case in the new direction w in the feature space. Like the Kernel
PCA [9], we assume that zw is a new coordinate:

w =
∑

i

αiφ(xi) and zw = 〈w, φ(x)〉

Then the correlation coefficient of zw and y is:

(cor(zw, y)) =
∑

i 〈w,yiφ(xi)〉√∑
i 〈w,φ(xi)〉2

=
∑

i

∑
j αj〈φ(xi),φ(xj)〉yi√∑

i (
∑

j αj〈φ(xj),φ(xi)〉)2

= ατ Ky√∑
i (ατ Ki)2

= ατ Ky√
ατ
∑

i (KiKτ
i )α

= ατ Ky√
ατ KKτ α

where K is the Kernel Matrix, and α = (α1, . . . , αM )τ .
Next, we consider the Rayleigh coefficient

J (α) = (cor (z, y))2 =
(ατKy)2

ατKKτα

where K is the kernel matrix and y = (y1, . . . , yM )τ . Let μ = Ky, M = μμτ , and
N = KKτ . Finally we obtain an expression for

J (α) =
(ατμ)2

ατNα
=

ατ Mα

ατNα
(5)

[10] presents several equivalent ways of the similar problems of maximizing Equa-
tion (5). One method is to solve the generalized eigenvalue problem and then selecting
eigenvectors α with maximal eigenvalues λ, as follows:

Mα = λNα (6)
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Like Kernel PCA, we can compute the projection on the eigenvectors wk in the
feature space as follows:(

wk, φ (x)
)

=
∑

αk
i (φ (xi) , φ (x)) =

∑
αk

i K (xi, x) (7)

Each eigenvector then corresponds to an attribute that we can select in the feature
space for defining the cases. Let < X1, X2, . . . , Xn > be the selected attributes in the
feature space, where the target value remains the same. We can then build a feature-
space case base for case based reasoning. In particular, our feature-space case-based
reasoning algorithm is shown as follows:

Algorithm Kernel Case Correlation Analysis(KCCA)
Step1. Transform the case base by solving the Eq.(6) and computing the

selected attributes for the case base with Eq.(7).
Step2. For an input case c, transform c to the feature space using the Eq.(7).

The weight is determined by the correlation coefficient between the
nonlinear feature and the target.

Step3. Compute the weighted similarity between c and every case in the Case Base
Step4. Select the case xi with the largest similarity value.
Step5. Return the target value y of xi as the solution.

The KCCA algorithm is based on an 1-NN computation in the feature space. How-
ever, it would be straightforward for us to extend it to a k-NN algorithm.

3.4 An Example for KCCA

To give some intuition on how KCCA generates new case base and the merit of KCCA,
we show in Fig. 3 an experiment on an artificial case base with two input dimensions
and one target dimension using a polynomial kernel of degree two.

In this example, we have 500 data randomly generated cases in the following way:
the input variable’s (x,y) values are distributed in a circle, and the target z-values are
generated from z = 100x2 + 200y2 + ξ, where ξ is the white noise with a standard
deviation 0.2. The top left figure shows the 3-d coordinate of the case base. The top
right one is the result of our KCCA on this case base. V1, V2 are the first two directions
with which the linear regression plane (the hexagonal plane) is a good fit for the actual
values. The table at the bottom shows the result of a segment with 6 cases in 500 cases
before and after applying KCCA. The case numbers are also marked in the top figures.
In this table, we can find that the overall MAE (Mean Absolute Error) of 1-NN with
KCCA is about 40% lower than the overall MAE of 1-NN with original case base.
Moreover, we can find that the nearest neighbors in the original case base of case no.
148 and case no. 348 are no. 204 and no. 149. The errors are respectively 108.03 and
50.289. In contrast, KCCA put these cases (symmetrical in original case base) together,
so that the errors reduce to 7.139.

4 Experimental Analysis

We claim that KCCA benefits from superior efficiency and performance in terms of
retrieval accuracy. We test our algorithms on a number of case bases. Our experiments
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Z = 100x 2  + 200y 2

z

300

-300

200

-200
-400

-600

z

Fig. 3. A 2-dimension input and 1-dimension target artificial example.

are performed on an artificial case base and several publicly available case bases; in
this paper, the case bases are: Wine Recognition, Boston House, bank, travel and comp-
activ1. For each application domain, we validate our KCCA with linear regression and
1-NN respectively.

We first used an artificial domain where there are three attributes and a numerical
target value. This domain is designed to be a nonlinear one, and is aimed at showing the
validity of our KCCA algorithm to show that for nonlinear domains where the linear
regression technique cannot produce good results, our KCCA method can indeed make
a dramatic improvement. For each system the retrieval similarity criterion is based on a
cosine-similarity threshold; an input problem was successfully solved if the similarity
between the problem and the retrieved case exceeded the threshold.

4.1 Testing KCCA

Artificial Domain Experiments. We now conduct experiments to test the effect of
KCCA in several domains, to demonstrate how effective the new algorithm is. The first

1 The Wine and Boston domains are available in
http://www.ics.uci.edu/∼mlearn/MLSummary.html. The bank and comp-activ domains are
available in http://www.cs.utoronto.ca/∼delve/data/datasets.html. For the Travel domain, we
thank Lorraine McGinty and Barry Smyth for the data.
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experiment is concerned with evaluating the KCCA method in an artificially generated
domain(same domain of fig.3). The common feature of these problem domains is that
they all exhibit nonlinear nature in terms of feature descriptions. To demonstrate this
point, we first show, in Figures (4) and (5), the result of linear regression, 1-NN and 1-
NN with KCCA in these problem domains. “Actual” means the true value of the target
function. Thus, the closer a method is to the actual value, the better the method is. As
we can see, linear regression performs poorly in these domains.
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Fig. 4. Comparison of KCCA with linear regression and 1-NN in the original space.
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Fig. 5. The retrieval result of 6 cases from the artificial data set, when compared with Linear
Regression and 1-NN in the original space and 1-NN with KCCA.

To test the efficiency of the KCCA method, we plotted the mean absolute error of
KCCA as a function of the number of features. The result is shown in Figure (6). As we
can see, the first several eigenvectors found by KCCA are in fact much better features
than the rest in the feature space. This gives us confidence as to the use of KCCA in
case-based reasoning.

Public Domain Experiments. We used the Bank domain, the com-activ domain and
the Wine domain (available from the UCI Machine Learning Repository). The result is
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The Error Trend of 1-NN with KCCA
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Fig. 6. The trend of average error as a function of different number of features computed by
KCCA.
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Fig. 7. Test KCCA on the Bank Base. The figure shows the average error as a function of different
sizes of the case base.

shown in Figure (7), where we compare the mean absolute error KCCA and 1-NN in the
original space as a function of different case-base size. As can be seen, using the KCCA
uniformly outperforms 1-NN in terms of the MAE, and the difference in the error rate
is the largest when the case base size reaches 512. Figure (8) shows the test result on
the Travel database used often in case-based reasoning testing [14], where the objective
is defined on the Price attribute, and Figure (9) shows the result of the com-activ base.
As can be seen from both bases, the KCCA method outperforms 1-NN in the original
space.

Table (1) shows a similar comparison with different kernels for the KCCA. As we
can see, the MAE for the 1-NN method in the original space is as large as 172.944,
whereas for the Gaussian kernel with the appropriately chosen parameters the MAE
can be made smaller. One interesting fact is that the polynomial kernel in fact results in
larger MAE error; this indicates to us that the Wine domain is in fact a linear domain,
and thus 1-NN in the original space will perform just fine. It also indicated to us that
the performance of the KCCA method is sometimes sensitive to the choice of kernel
functions.
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Fig. 8. Test KCCA on the Travel Database. The figure shows the average error as a function of
different sizes of the case base.
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Fig. 9. Test KCCA on the Computer Database. The figure shows the average error as a function
of different sizes of the case base.

We also noted that the time for the KCCA computation involves building the feature
space case base and case correlation analysis. This is a one time cost. Once done, we
can use the result to measure the similarity of each new case. This latter computation
has the same time complexity as the original case based retrieval cost.

5 Conclusions and Future Work

In this paper we proposed a new solution to case base retrieval using a new nonlinear
similarity function, when the nature of the problem domain is nonlinear. We used an
FDA for finding the best attributes to compute a new case base in the feature space.
We noted that the FDA cannot handle the continuous target case. We then proposed
a new correlation analysis in the feature space, where we designed a new case based
reasoning algorithm we call KCCA. Our approach is to first transform the case base
into a feature space using kernel computation. We perform correlation analysis with
maximum correlation criterion(MCC) in the feature space to find the most important
features through which we construct a feature-space case base. We solve the new case
in the feature space using the traditional similarity-based retrieval. We then empirically
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Table 1. Test KCCA on the Wine data set. We compare the Mean Absolute Error with different
kernels.

MAE

degree 2 3 4 5 6 7
MAE 217.96 165.6 217.9 179.8 267.5 191

Gamma 0.05 0.1 0.2 0.3 0.4 0.5
MAE 166.48 178.1 167.3 163.8 168.9 176

KCCA with Gaussian kernels of different parameters

KCCA with polynomial kernels of different parameters
172.944

Original Space

tested the KCCA for artificially generated data and for UCI data sets. Our result sup-
ports our initial claim that in nonlinear domains the KCCA will be more appropriate
measure of similarity.

In the future we wish to extend this work to other methods for the construction
of case bases. One important subject is to design kernel functions for the purpose of
selecting cases from raw datasets, so that the CBR solution can be carried out. Another
direction is to apply the kernel computation to more sophisticated kinds of target values,
instead of just a single real value.
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Abstract. Model-based object recognition is a well-known task in Computer 
Vision. Usually, one object that can be generalized by a model should be de-
tected in an image based on this model. Biomedical applications have the spe-
cial quality that one object can have a great variation in appearance. Therefore 
the appearance of this object cannot be generalized by one model. A set of cases 
of the appearance of this object (sometimes 50 cases or more) is necessary to 
detect this object in an image. The recognition method is rather a case-based 
object recognition than a model-based object recognition. Case-based object 
recognition is a challenging task. It puts special requirements to the similarity 
measure and needs a matching algorithm that can work fast on a large number 
of cases. In this paper we describe the chosen case representation, the similarity 
measure and the recent matching algorithm. Finally, we give results on the per-
formance of the system. 

1   Introduction 

Case-based object recognition is used to detect objects of interest on a complex back-
ground where thresholding-based image segmentation methods fail. The basis for 
such a recognition method is a set of cases of the appearance of the object that should 
be recognized. A case is comprised of a set of contour points of an object and the 
object name. The recognition is done by retrieving similar cases from the case base 
and successively matching these cases against the images. Objects whose pixel points 
match the case points give a high recognition score and they are marked in the actual 
image.  

In this respect case-based object recognition differs from model-based object rec-
ognition [1][2]. Model-based object recognition is a well-known task in Computer 
Vision. Usually, one object that can be generalized by a model should be detected in 
an image based on this model. Biomedical applications have the special quality that 
one object can have a great variation in appearance. Therefore the appearance of this 
object cannot be generalized by one model. A set of cases of the appearance of this 
object (sometimes 50 cases or more) is necessary to detect this object in an image.  

Case-based object recognition is a challenging task. It puts special requirements to 
the similarity measure and needs a matching algorithm that can work fast on a large 
number of cases. In this paper we describe the basic architecture of a case-based ob-
ject recognition system (Section 2). The chosen case and case representation are pre-
sented in Section 3. Similarity measures and our similarity measure are discussed in 
Section 4. The overview about the recent matching algorithm is given in Section 5. 
This matcher was tested on a set of images, see Section 6. Finally, we give results on 
the performance of the system in Section 7 and discuss implementation details. Con-
clusions and an outlook to further research is given in Section 8. 
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2   Case-Based Object Recognition 

The heart of our case-based object recognition system is a case base of shapes. These 
shapes are represented as contour chains. Therefore a case is comprised of a set of 
contour points { }ncyxsS oocc ≤≤= 1);,(  where each contour point has the grey 
value 1 and a class label for the shape. Based on this information we can transform 
the shape from the contour point list into a 2-D image matrix, further called case im-
age. The case base is filled up for the actual application by shapes that we learnt based 
on our tool for information gathering, case acquisition and case mining CACM [3]. 
An index over the case base should allow us to find the closest case among the nu-
merous cases in short time. A case image is matched against the image by construct-
ing an image pyramid from the actual image and the case image. This allows us to 
reduce the computation time while matching. Beginning with the highest level of the 
image pyramid the scores are calculated and the areas of interest are marked. The area 
of interest is the area where an object can be detected. This area is recursively used 
for further matching by going downward the levels of the image pyramid. Finally the 
closest match is given to the output. Depending on the actual value of the similarity 
measure the next level of the index structure is selected and the process repeats until a 
final node is reached.  

The construction of this index is not part of this paper. It is left for further work. In 
this paper we want to describe the image representation, the image similarity and the 
implementation of the system as well as matching results. The architecture of our 
case-based object recognition system is shown in Fig. 1. 
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Fig. 1. Architecture of a Case-Based Object Recognition System 

3   Data Representation 

3.1   Image Representation 

Images can be represented by their original 2-D grey level matrix. But in most appli-
cations this simple description of the image content is not expressive enough and 
therefore some low level features are calculated. One such low level feature can be 
the gradient of the pixels. The gradient represents the maximum grey value change 
between neighbouring pixels. Grey value changes are high where edges appear in the 
image. The boundary between an object and the background is usually an area of high 
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grey level change. Therefore it is useful to highlight these features by representing the 
image by its gradients.  

In order to determine the gradient, firstly the direction vector ( ) ( )T
yx yxz ΔΔ= ,,

�
 of a 

pixel at the position ( )yx,  is calculated from the grey level matrix. The direction 
vector indicates the change of the grey value in vertical and horizontal direction re-
spectively. The length of this vector is equal to the gradient and it is commonly de-
termined from the direction vector through the following formula: 

( ) ( ) ( )22
, yxz yx Δ+Δ=�

 (1) 

Due to the discreteness of the grey level matrix which represents the grey value 
function only in some well-chosen points, the direction vectors cannot be calculated 
by the known analytic derivation formula. Therefore many operators were developed 
that allow us to determine the direction vectors from the grey level matrix, for exam-
ple the Sobel operator. The corresponding edge image is obtained by applying such an 
operator to the grey level image. After that the pixels represent the gradient instead of 
the grey level value. Besides that the direction vectors for each pixel are stored. 

The direction vectors along an ideal edge are perpendicular to the edge while the 
pixels inside a textured area have random directions. Therefore comparing two edges 
based on the direction vectors will give a good similarity value while two textured 
areas will have a low similarity value because of the randomness of the direction 
vectors.  

3.2   Case Representation 

In general, we can distinguish between three different case representations according 
to the pixels that are used for matching: 

1. Region of Interest (ROI): A region of interest ROI (see Fig. 2b) is obtained by 
taking a cut-out from the original image (see Fig. 2a). All pixels of the obtained 
image matrix are used as case pixels regardless if they are object or background 
pixels. 

2. Object case: In the image matrix shown in Fig. 2b are only used those pixels as 
case points that lie inside and at the contour of the object (see Fig. 2c). In this case 
the shape and the inner structure of the object are taken into consideration. 

3. Contour case: Only pixels that lie on the contour of an object are taken as case 
points (see Fig. 2d). Thus only the shape of the object of interest is matched.  

The case that should be matched against the search image must have the same im-
age representation as the image. Therefore the case is transformed into a gradient 
image (see Fig. 2e-2h). 

Note that an object might appear in an image with different size and under a differ-
ent rotation angle and on various locations in an image. But it is still the same object. 
It makes no sense to store all these identical but different sized and rotated objects in 
the case base. Rather there should be stored a unit object with the origin coordinates x0 
and y0 that can be translated, resized and rotated during the matching process.  

4   Similarity Measure 

Remember, that model-based object recognition is used if the object can be general-
ized by one template and that case-based object recognition is applied if several tem-
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plates describe the different appearances of the object. Due to the close relation of the 
model-based and the case-based approach the similarity measures which are known 
from model-based object recognition can also be applied to case-based object recogni-
tion. In this Section we want to review some known similarity measures and we pre-
sent the similarity measure that we use in our case-based object recognition system. 

4.1   Basics 

Common similarity measures for model-based object recognition are the normalized 
sum of squared differences [4] (NSSD) and the normalized cross correlation [4] 
(NCC). The measure NSSD calculates the difference between each normalized point 
of the model and each normalized point in the image. Then the difference is squared 
and summed up. The measure NCC calculates the sum of the product between each 
point of the model and the corresponding point of the image and normalizes this value 
to the second order moment of the image and the model points. 

The normalized cross correlation and the normalized sum of squared differences 
are invariant to linear brightness changes but they are very sensitive to non-linear 
brightness changes. But if the sum of squared differences is not normalized then it is 
also sensitive to linear brightness changes. 

It can be shown that both measures behave similar. The realization of the SSD 
measure is simpler than the correlation measure which was of advantage in times 
where computers were not so powerful. In general the SSD measure is also more 
intuitive than the normalized cross correlation because the meaning of the difference 
of two values is easier to understand for a human than the meaning of the product. 

Another commonly used measure is the Hausdorff distance [5]. It is a measure for 
comparing binary features. A binary feature in an image can be produced by thresh-
olding. The image pixels that go over a given threshold are set to one otherwise they 
are set to zero. In our case the model points are given the value one and the back-
ground pixels are set to zero. 

Let A be the set of the model pixels and let B be the set of the image pixels with the 
value of one. The directed Hausdorff h(A,B) distance ranks each point in A based on 
its closeness to a point in B. It takes the value of the most mis-matched point of A. In 
general h(A,B) is unequal to h(B,A). The Hausdorff distance H(A,B) of the model and 
the image is the maximum of the both directed Hausdorff distances. If the model and 

a. Original Image b. ROI Case c. Object Case d. Contour Case 
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Fig. 2. Different Case Representations 
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the image are identical then the score takes on the value of zero. The similarity of the 
model and the image decreases as much as the score increases; but there is no distinct 
value of inequality. 

The disadvantage of the Hausdorff distance is its sensibility to occlusion and clut-
ter: The score increases if some of the model pixels are missing in the image (this 
means occlusion) as well as if the image contains more pixels than the model (this 
means clutter). In order to overcome this weakness, in Huttenlocher et al. [5] is pre-
sented a modified Hausdorff distance which calculates the maximum of the k-th larg-
est distance between the image and the model pixels and the maximum of the l-th 
largest distance between the model and the image pixels, respectively. If the number n 
of model pixels and the number m of image pixels are known then the modified 
Hausdorff distance is robust against %/100 nk occlusion and %/100 ml clutter. 

Olson and Huttenlocher [6] extend the Hausdorff distance to oriented edge pixels.  
An oriented edge pixel is described by the three dimensional vector ( )oyx pppp ,,= . 

The Hausdorff distance is adapted to handle also oriented edge pixels. Olson and 
Huttenlocher point out that the recognition process is faster, if the orientation is con-
sidered. 

However, another disadvantage of the Hausdorff distance is that we have to search 
for each pixel in the set A the closest pixel of the set B. This process may be very 
time-consuming. Olsen and Huttenlocher [6] improve the performance by restricting 
the set of image pixels so that the distance between any image pixel to the next model 
pixel is lower than a predefined valueδ. 

The similarity measure which is introduced in Latecki and Lakämper [7] is based 
on the contour of an object which is represented by a polygon. This polygon is subdi-
vided into a set of consecutive line segments and the corresponding tangent function 
is determined. The similarity of a model and an object is defined as the distance of 
their tangent functions. Since this distance is normalized with the lengths of the line 
segments, the similarity measure is invariant against scale differences of the model 
and the object. 

4.2   Similarity Measure Based on the Dot Product 

As we have pointed out above the calculation of the Hausdorff distance is more costly 
than the calculation of the cross correlation. While we have to search for correspon-
dences between model and image pixels in case of using the Hausdorff distance, we 
evaluate the image pixels that coincidence with the model pixels by using the cross 
correlation. On the other hand we are interested in matching oriented edge pixels 
which Olson and Huttenlocher [6] described for the Hausdorff distance. Therefore we 
propose a similarity measure based on the cross correlation and by using the direction 
vectors of an image. This approach requires the calculation of the dot product be-

tween each direction vector of the model ( )T
kkk wvm ,=

�
and the corresponding image 

vector ( )T
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We assume that the model consists of nk ,,1…=  pixels. 
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The similarity measure of Equation (2) is influenced by the length of the vector. 
That means that s1 is influenced by the contrast in the image and the model. In order 
to remove the contrast, the direction vectors are normalized to the length one by di-
viding them through their gradient: 
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(3) 

In this respect the similarity measure differs from the normalized cross correlation 
(NCC). The NCC normalizes each pixel value by the expected mean of all values of 
the considered pixels. Therefore the normalized cross correlation is sensitive to 
nonlinear illumination changes while our method is not because it takes only into 
account the angle between two corresponding direction vectors. 

4.3   Invariance Discussion 

As described in Section 4.2 the similarity measure s2 is invariant against illumination 
changes. The value of 2arccos s indicates the mean angle between the model vectors 
and the image vectors. 

 
a.  Model b. Object with  

identical Contrast 
c.  Object with glob-
ally inversed Contrast 

d. Object with locally 
inversed Contrast 

    
s2 1 -1 0 
s3 1 1 0 
s4 1 1 1 

Fig. 3. The Effect of Contrast Changes to the Scores of the Similarity Measures 

The values of s2 can range from -1 to 1 (see Fig. 3). In case of s2 = 1 and s2 = -1 the 
model and the image object are identical. If s2 is equal to one then all vectors in the 
model and the corresponding image vectors have the same direction (see Fig. 3a and 
Fig. 3b). If s2 is equal to “-1” then all the image vectors have exactly opposite direc-
tions as the model vectors. This means that only the contrast between the model and 
the image is changed (see Fig. 3a and Fig. 3c). The similarity values for these image 
constellations are also shown in Fig. 3. 

The above described global contrast changes can be excluded by computing the ab-
solute value of s2: 
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(4) 

Sometimes the contrast is not inversed in all but only in some image pixels (see 
Fig. 3d). That means that the contrast between the model and the image is inversed 
locally. If the absolute value of each normalized dot product is determined before 
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summing up the single values then the similarity measure is also invariant against 
local contrast changes: 
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(5) 

4.4   Discussion of the Measures 

The advantage of the similarity measures in equation (3) to (5) is their invariance 
against illumination and contrast changes. This is achieved by normalizing the direc-
tion vectors to the length of one. But what happens to homogeneous or almost homo-
geneous areas? 

Pixels in homogeneous areas have no direction vectors because there are no 
changes in grey values. Normalizing a zero vector is not possible because the length 
of this vector is zero and the division by zero is not defined. We can overcome this 
problem if we define that the dot product of a zero vector and any other vector is also 
zero. This definition can be extended to almost homogeneous areas if all direction 
vectors with a gradient less than the threshold l min are equalized to zero vectors: 
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If l min = 0 then we will consider any small variation in the gradient. Otherwise we 
neglect small variation in the gradient of the image up to l min. 

We like to note that our assumption is that for identity we want to get the similarity 
value “1” and for diversity we want to get the similarity value “0”. 

In case we considered homogeneous areas in the model then for these pixels the 
gradient will be zero. If we sum up over these pixels with the value of zero and divide 
the resulting sum by n the final similarity value will never reach the value “1”. The 
similarity value will differ from the value “1” depending on the number of the values 
of zero in the model. That means that we have to ensure that our model never includes 
homogenous or nearly homogenous areas. 

4.5   Occlusion and Touching of Objects 

Note that the similarity measure also indicates the amount of occlusion: If some parts 
of an object are occluded then the direction vectors of the model and the image will 
differ. This leads to a less value of the dot product. Thus the similarity score decreases 
as much as the model instance in the image is occluded. For example, if there is no 
noise in the image and an object in the image is occluded by 30% the similarity score 
cannot exceed the value of “0.7”. Otherwise, if the image is noisy, the similarity 
score will approximately be “0.7”. 

In case, two objects in the image touch each other, either the contrast of the model 
and the image objects can be inversed in the corresponding regions or there are no 
edges which match with model edges. In the first case we can apply the similarity 
measure s4, which ignores local contrast changes. The second case can be treated as if 
the objects are occluded. 
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4.6   Scaling and Rotation 

In almost all practical tasks the model will differ from the scale and rotation of the 

objects in the image. Therefore the model pixels ( )T
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�
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have to be transformed with a matrix A to: 
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If  denotes the angle of rotation and r the scaling factor the matrix may look like 
the following: 
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5   Implementation in the Software Package CaseRec 

We developed the case-based object recognition system CaseRec which is based on 
the similarity measure described in Section 4. The following subsections present an 
overview of how the case-based object recognition was realized if a contour case and 
an image are given. The case base is filled up with cases obtained by our program 
CACM [3]. Note that the case description is only comprised of the contour point co-
ordinates, the case ID and that the grey values of the contour points are fixed to the 
value one. 

5.1   Determining the Low Level Feature Representations 

For the image and the case pixels have to be calculated the direction vectors. We use 
the Sobel-operator to transform the image and the case into the necessary representa-
tion. Since the calculation is based on the 8-neighboorhood of a pixel we exclude the 
margin pixels and set their directions to the zero vector. 

Each case is a data file which contains the case ID and the coordinates of the con-
tour pixels. In order to determine the corresponding direction vectors we create a 
binary case image based on this set of pixels. The case image consists of black back-
ground and white object pixels. The object pixels are defined as all pixels of the area 
inside the contour and the contour pixels itself. Note that also the area inside the ob-
ject has white object pixels. Since our matching is only based on the contour we only 
calculate the direction vectors along the given object contour. Because the underlying 
image is binary there is no noise in the direction vector and therefore the vectors are 
really orthogonal to the edge.  

5.2   Translation of the Case 

Usually the area which includes the contour is small compared to the image matrix. 
Therefore, we only consider a part of the image, called matching window, which has 
the size of the surrounding box of the contour area. The similarity measure S is calcu-
lated between the contour and the corresponding image pixels inside this matching 
window. 
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During the matching process the matching window is pixelwise shifted over the 
whole image. Let the center of the contour be the origin of the contour, then q = (x, y) 
denotes the image pixel, which is equal to the origin of the contour. In each Transla-
tion q the similarity measure S(q) between the case and the matching window is 
calculated. Note, that there will be a border effect where the case can only be partially 
matched against the image. In the recent version of our program we match the case 
only on that image positions where the window fully fits to the image.  

5.3   Speed up the Computation Time 

The object recognition process includes three different transformations of the case 
image against the input image: translation, rotation and scaling. Given the range of 
rotation and scaling we have to determine the similarity at each pixel on each possible 
rotation and scale. This requires much time and therefore we included two procedures 
into our matching process to speed up the computation time. The current method of 
choice is to use image pyramids and to introduce a minimal value of similarity. 

5.3.1  Image Pyramids 
Image pyramids are applied for various tasks in image processing [8]. Each pyramid 
level concludes the information of the next lowest level, beginning with the original 
image on the bottom. The image generation in each level combines a decimation filter 
to reduce the image extensions with a function that assigns the grey values to the 
pixels. In general the image width and the image length are halved level by level. 
Thus the image of the new level only contains a quarter of the pixels of the image it is 
generated from. The corresponding pixel to (x,y) in the generated level is defined as 
the pixel (2x,2y) in the basic image. 

In Gaussian pyramids the weighted average of a 5x5 window around the pixels in 
the basic level is taken [8]. The nearer a pixel to the center of the 5x5-window is, the 
more its grey value influences the new grey value. The Laplacian Pyramid [8] is 
based on the Gaussian pyramid: The images of two adjacent levels are subtracted after 
the image of the higher level is expanded to the size of the image of the lower level. 

We implemented a simple and fast pyramid generation method to our system: The 
image is separated into 2x2-sized blocks. Each block represents a pixel in the next 
resolution level and the corresponding grey value is determined by averaging all grey 
values of the block. 

The number of levels is restricted by the demand that the main image contents in 
the different pyramid levels must remain. The matching procedure will be as faster as 
lower the image size is. Note that you can only match cases and images with the same 
resolution, i.e. the same pyramid level. After matching the case against the image in 
the highest pyramid level the approximate position, scale and orientation of each 
object in the image will be known. So in the next levels the search is focussed on the 
regions around these objects. 

5.3.2 Minimal Value of Similarity 
To speed up the calculation time for the whole image we introduce a termination 
criterion for each iteratively carried out matching process. We demand that the simi-
larity between the model and the image in the actual matching window must reach a 



384      Petra Perner and Angela Bühring 

predefined minimal value smin after having inspected j case points. If this is not the case 
the matching process is terminated in the actual matching window. 
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5.4   Rotation and Scaling 

With the equations (7) and (8) we presented a possibility to scale and rotate a given 
case. Applying these formulas to the pixel positions of the case lead to floating point 
coordinates. Since rounding of the coordinates sums up to a high error in pixel posi-
tions, we divided the transformation procedure into two parts: First we determine the 
new pixel positions by selecting some representative contour pixels from the whole 
set. After transforming these representatives with the Equation (7), we interpolate 
between the pixels by using a first order polynom. In the second part the correspond-
ing direction vectors are created as described in Section 5.1.  

5.5   Summary 

Finally we can say: 

1. As more objects are included, the evaluation will take more time. 
2. Matching in lower resolution levels will be faster than in high resolution levels. 
3. As higher the threshold of minimal similarity (smin) is as faster the evaluation will 

be. 
4. The range of scaling and rotation parameters influences the evaluation time as well 

as the number of steps in scaling and rotation. 

Note that the parameters should be chosen to ensure that useful results will still be 
obtained even when the evaluation takes more time 

6   Test of the Algorithm 

6.1   Material 

Our program was tested against known synthetic shapes. We obtained the expected 
results for similarity and dissimilarity of objects as described in Section 4. 

Here we want to report more comprehensive results about case quality and recogni-
tion performance of CaseRec. Therefore we used the test image shown in Fig. 4a for 
our study. For presentation purposes we gave each object a number. The tag ub6 
means that this is an object of the type ulocaldium botrytis and the number 6 means 
that it is sixth object in the image (see Fig. 4b). 

6.2   Cases 

With the help of our program CACM [3] the 16 shapes were extracted and the respec-
tive prototypes were learnt. In Fig. 5 we can see the similarity relation between the 16 
shapes in form of a dendrogram. We intuitively chose two clusters from the dendro-
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gram for our evaluation. Fig. 5 shows the prototypes generated by the program 
CACM [3] and the names of the objects that are in the clusters. 

In order to test the case quality and the recognition performance we matched these 
prototypes against the objects of the corresponding clusters. 

 
a. Test Image of Ulocladium Botrytis b. Test Image with Object Numbers 

  

Fig. 4. Image with the Test Objects, Object Numbers 

 
prototype_1 

 

 
prototype_2 

  

 

 
Group Members: 

ub3, ub5, ub6, ub7, 
ub11, ub12, ub14 

 
Group Members: 

ub1, ub10 

Fig. 5. Dendrogram, resulting Prototypes and Group Members 

7   Results 

7.1   Discussion of Prototype_1 

The prototype_1 (see Fig. 5) was constructed based on the shapes of seven objects. 
We matched this prototype against the original image using all rotations from 0° to 
360° in steps of 1°. The scaling factor ranged from 0.7 to 1.1 using steps of 0.01. We 
applied the similarity measure s3 that is only invariant to global contrast changes. Fig. 
6 shows the best matches we reached for each object that was used to create the proto-
type_1. We obtained scores between 0.7619 and 0.9231. This is a rather wide range in 
the recognition score since the original shapes show high similarity (see the dendro-
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gram in Fig. 5) and since it also seems that the Prototype_1 matches the objects well 
(see Fig. 6a to 6g). Nevertheless, from Fig. 6 we can see that the objects with low 
scores often touch other objects. Remember that in the touched regions the contrast 
between the prototype and the object may be inversed (see Section 4.5). Since the 
similarity measure s3 is sensitive to local contrast changes the wide range of scores is 
explainable. 

 
 a. ub03 b. ub05 c. ub06 d. ub07 
 

    
s3 0.7619 0.7908 0.9148 0.8355 

s4 0.8396 0.8788 0.9164 0.8897 

 e. ub11 f. ub12 g. ub14  
 

   

 

s3 0.7830 0.7907 0.9231  
s4 0.8576 0.8816 0.9274  

Fig. 6. Results of Matching the Prototype_1 

We repeated the test by using the similarity measure s4 that is also invariant to local 
contrast changes in order to verify our presumption that we will obtain better results. 
From Fig. 6 we can see that the scores range from 0.839 to 0.9274 now. As we ex-
pected, these results are more reasonable. Therefore we can conclude that we should 
prefer the similarity measure s4. 

7.2   Discussion of Prototype_2 

Looking at the original image of ulocladium botrytis (Fig. 5) the shapes of the objects 
ub1 and ub10 seem to have similar appearance. The question we want to answer in 
this subsection is: Can we verify this human feeling with our procedures? 

From the objective viewpoint of the dendrogram in Fig. 5 it appears as our human 
feeling misleads us in this matter, since these two shapes get linked together at a high 
dissimilarity value. Therefore we carried out two experiments. First, we created a 
prototype_2 of these two shapes (see Fig. 7a) and matched this prototype_2 against 
the two objects. Second we took the original shapes of the two objects as prototypes 
(see Fig. 7a and 7b) and matched with them. 

The result in Fig. 8a and 8b show that the prototype_2 matches the object ub1 with 
a score of 0.8432 and object ub10 with a score of 0.6844. By matching the objects 
against themselves we obtained a score of 0.8432 for the object ub1 and a score of 
0.8020 for the object ub10. 
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a. prototype_2 b. Shape of ub1 c. Shape of ub10 

   

Fig. 7. Prototype_2 and the shapes he is generated from. 

Matching with Prototype_2 Matching with the Object Shape 
a. ub01 b. ub10 c. ub01 d. ub10 

    
s3=0.8432 s3=0.6844 s3=0.8904 s3=0.8020 

s4=0.8919 s4=0.8425 s4=0.9302 s4=0.9199 

Fig. 8. Experimental Results 

8   Conclusions 

In this paper we have proposed a case-based object recognition system. Such a system 
is necessary when objects of interest should be detected on a complex background, 
objects are overlapping or touching and thresholding-based image segmentation 
methods are not useful. There are many applications in biotechnology where a single 
case for an object is not enough for the recognition process instead of there is a set of 
cases describing the various appearances of an object required.  

We have described our study to similarity measures for case-based object recogni-
tion that can work under illumination invariances, occlusion and clutter. The first 
implementation of the matcher has been presented and tested on a test data set. Im-
plementation details were given as well as results of the matching process.  

Further work will be done to improve the similarity measure. It is necessary that 
the similarity measure can give information about the different types of situations 
such as occlusion, touching objects or objects fragments. Furthermore we will de-
velop an index structure which allows to further speed up the matching process. 
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Abstract. By design, Case-Based Reasoning (CBR) systems do not
need deep general knowledge. In contrast to (rule-based) expert systems,
CBR systems can already be used with just some initial knowledge. Fur-
ther knowledge can then be added manually or learned over time. CBR
systems are not addressing a special group of users. Expert systems, on
the other hand, are intended to solve problems similar to human ex-
perts. Because of the complexity and difficulty of building and using
expert systems, research in this area addressed generating explanations
right from the beginning. But for knowledge-intensive CBR applications,
the demand for explanations is also growing. This paper is a first pass
on examining issues concerning explanations produced by CBR systems
from the knowledge containers perspective. It discusses what naturally
can be explained by each of the four knowledge containers (vocabulary,
similarity measures, adaptation knowledge, and case base) in relation to
scientific, conceptual, and cognitive explanations.

1 Introduction

Case-Based Reasoning (CBR) systems, especially in today’s commercial con-
texts, do not have deep general knowledge. One of the strengths of CBR is that
it is best applicable when there is no model available or a model is too hard to
acquire and when cases are available or easy to generate. The downside is that,
obviously, model-based explanations are just not possible to give. But this does
not necessarily mean that a CBR system cannot provide good explanations.

In his book ‘Visual Explanations’ [31], Edward Tufte invites the reader to
‘enter the cognitive paradise of explanation, a sparkling and exuberant world,
intensely relevant to the design of information.’ The author addresses the human
reader. But – because Artificial Intelligence (AI) is all about simulating human
intelligence, and Case-Based Reasoning is all about simulating a major aspect of
human problem solving ability – we as AI researchers should take Tufte’s words
especially to heart.

In AI, we are striving (not only but also) for the goal that AI systems discover
explanations themselves and that they represent them appropriately in order to

P. Funk and P.A. González Calero (Eds.): ECCBR 2004, LNAI 3155, pp. 389–403, 2004.
c© Springer-Verlag Berlin Heidelberg 2004
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communicate with their users. Until that goal is reached, we should at least
provide such a system with pre-formulated explanation and representation tem-
plates, to support human users in their interaction with the system. In contrast
to commercial expert systems in the 1980s, commercial Case-Based Reasoning
systems were never marketed as potential replacement to human experts [17],
although case-based expert systems exist. CBR tools such as CBRWorks and
empolis orenge1, or Kaidara Advisor2 were designed as parts of interactive
decision support systems. Their explanation capabilities are rudimentary, yes,
but do CBR systems per se need as much explanation capabilities as expert
systems?

Looking at all the efforts, already invested in explanation research, I think,
we have just rattled at the gates of the above mentioned cognitive paradise.
This paper tries to get a glimpse of what is behind those gates and shed some
light on explanations in Case-Based Reasoning. It addresses foundational issues
of explanations that CBR systems principally can provide, on the basis of the
knowledge containers metaphor. The notion of knowledge containers, introduced
by Richter [18] in 1995, is widely acknowledged and of great use in CBR system
development, application, and maintenance [3, 21]. It helps to ask questions on
how to structure available knowledge in order to ‘feed’ a case-based reasoner
properly with knowledge.

In the next section, we will have a look at explanations in Philosophy of
Science and revisit some of Roger Schank’s work on explanation in AI. Section 3
recapitulates categories of explanations and major quality criteria for explana-
tions. In Section 4, the knowledge containers are examined with respect to their
explanatory power, before the explanation categories of Section 3 are related to
the knowledge containers in Section 5.

2 What Is an Explanation?

In Philosophy of Science, the main kind of explanation discussed are scientific
explanations. Scientific explanations answer why-questions [24]: Can some fact
E (the explanandum) be derived from other facts A with the help of general
laws L (the explanans L ∪A)?

There is an ongoing debate on the definition and semantics of scientific ex-
planations which goes well beyond the scope of this paper. It is certainly domain
dependent, how relevant explanations are that answer why-questions on the ba-
sis of laws of nature. One should also be aware of the distinction between (cause
giving) explanations and (reason giving) justifications [24]. Explanation-seeking
why-questions ask why an explanandum event occurred, i.e., for its cause or
reason for being (‘Seinsgrund’). Reason-seeking why-questions ask why it is rea-
sonable to believe that the explanandum event has occurred or will occur. They
seek the reason for believing (‘Vernunftgrund’). Whatever kind of why-question

1 http://www.empolis.com
2 http://www.kaidara.com
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is to be answered in a knowledge-based system depends in the end on the goals
of the respective system and its application domain.

In real world situations, explanations are often literally false due to moral,
pedagogical, and other context-dependent reasons [7]. Such explanations are
designed to satisfy the questioner (at least temporarily). Nevertheless, they do
not necessarily fulfill the purpose the questioner expects them to. For example,
imagine the situation where a child asks her parents about where babies come
from. The explanation most probably will not answer the question, it will just
make the questioner stop asking. The adequacy of explanations as well as of
justifications is dependent on pragmatically given background knowledge. What
counts as a good explanation in a certain situation is determined by context-
dependent criteria [7]. In Section 3, we will have a closer look at such quality
criteria.

According to Roger Schank, a famous cognitive psychologist and computer
scientist who considerably contributed to the early phase of Case-Based Rea-
soning research, explanations are considered the most common method used by
humans to support decisions [23]. Their main purpose is to explain a solution
and the path that led to the solution, and to explain how the respective system
works as well as how to handle the system. Explanations, therefore, must be
inclusive as well as instructive.

As soon as a system explains its own actions not only to those who inquire
about how the system works, but also to itself, the system becomes an under-
standing system according to Schank’s spectrum of understanding. The spectrum
ranges from making sense over cognitive understanding to complete empathy [23].
In this spectrum, work on computer understanding can only reasonably claim
the left half of the spectrum, i.e., from making sense to cognitive understanding,
as its proper domain. I think this is still true today and will not change in the
near future, if ever.

Schank distinguishes three classes of things that humans explain [22]: the
physical world, the social world, and individual patterns of behavior. The three
classes together with the above mentioned spectrum of understanding can help
deciding what reasonably can be explained by a computer. Most explanations
certainly can be given with respect to the physical world, providing scientific ex-
planations. In a world of software agents, recognizing, identifying, and explaining
individual patterns of agent behavior becomes more and more important.

But the purpose of explaining is not only a technical one. The (human)
user is also interested in how much trust he or she can have in a system. An
obvious approach to increasing the confidence in a system’s result is to output
explanations as part of the result [15]. Belief in a system can be increased not
only by the quality of its output but, more importantly, by evidence of how
it was derived [29]. In recent work, Doyle et al. [8] address not only the point
of credibility, they also demand that knowledge-based systems, such as expert
systems and Case-Based Reasoning systems, need to justify and be accountable
for their predictions, giving the user a sense of control over the system [30].
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3 Explanation in Expert Systems

Expert Systems are programs designed to solve problems similar to a human
expert in a particular, well-defined domain. The ability to explain the solution
and the reasoning process that led to the solution is another characteristic of
so-called First-Generation expert systems. It is seen as an important activity for
any knowledge-based system as it satisfies the user’s need to decide whether to
accept or reject a recommendation.

The explanations of First-Generation expert systems were often found un-
satisfactory and the dialogues unnatural [17], i.e., explanations often were noth-
ing more than (badly) paraphrased rules, important aspects were missing, or
too much information was given. In order to improve on dialogues, Second-
Generation expert systems focused on context, goals and actions, methods and
justifications to support explanations, together with an even richer knowledge
representation. But what kinds of explanations are of interest and what makes
an explanation good?

3.1 Useful Kinds of Explanation

According to Spieker [27], there are five useful kinds of explanations in the
context of expert systems:

– Conceptual Explanations are of the form ‘What is . . . ?’ or ‘What is the
meaning of . . . ?’. The goal of this kind of explanation is to map unknown
concepts to known ones.

– Why-explanations describe the cause or the justifications for a fact or the
occurence of an event. Again, one has to clearly distinguish between causes
and justifications. Whereas the first concept is causal in nature and not
symmetric, the latter only provides evidence for what has been asked for.

– How-explanations are a special case of why-explanations, describing pro-
cesses that lead to an event by providing a causal chain. How-questions ask
for an explanation of the function of a device.

– The goal of Purpose-explanations is to describe the purpose of a fact or
object. Typical questions are of the form ‘What is . . . for?’ or ‘What is the
purpose of . . . ?’.

– Cognitive Explanations are also a special case of why-explanations. Cognitive
explanations explain or predict the behavior of ‘intelligent systems’ on the
basis of known goals, beliefs, constraints, and rationality assumptions.

The first four categories of explanations describe variations of scientific expla-
nations, which answer questions based on laws of nature, thus explaining the
physical world. Expert systems answer such questions by using the knowledge
contained in their (static) knowledge base. Cognitive explanations, on the other
hand, reflect a system-related view. They deal with the processing of the system.
In a way, cognitive explanations explain the social world and individual patterns
of behavior. We will come back to these kinds of explanations in Section 5.
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3.2 Aspects of Good Explanations

Five aspects of good explanation in a knowledge-based system are deemed im-
portant and fall into three classes [30]. The first requirement is concerned with
how the explanations are generated. The second and third are requirements on
the explanations themselves. The fourth and fifth concern the effect of an expla-
nation facility on the construction and execution of an expert system.

– Fidelity. The explanation must be an accurate representation of what the
expert system does. Therefore, the explanations must be based on the same
knowledge that the system uses for reasoning.

– Understandability. The generated explanations must be understandable, i.e.,
conceptually as well as regarding its content. According to Spieker [27], they
also should be innovative with respect to the knowledge of the user. Expla-
nations, generally, should not contain already known information apart from
knowledge required for argumentation. They must be relevant with respect
to the goals and intentions of the users at an appropriate level of abstraction.
And last, but not least, explanations must be convincing, i.e., explanations
which are based on assumptions accepted by the user should be preferred.
Swartout and Moore [30] call those factors involved in understandability
terminology, user sensitivity, abstraction, and summarization. They further
identfied the factors perspectives, feedback, and linguistic competence. The
system should be able to explain its knowledge from different perspectives
and should allow for follow-up questions if the user indicates that he or
she does not understand (part of) an explanation. The explanations should
sound ‘natural’ and adhere to linguistic principles and constraints.

– Sufficiency. The system has to know what it is talking about. Enough knowl-
edge must be represented in the system to answer the questions users have.

– Low construction overhead. Explanation must either impose a light load on
the construction of an expert system, or any load that is imposed should be
rewarded, for example, by easing some other phase of the expert system’s
life cycle.

– Efficiency. The explanation facility should not degrade the run time effi-
ciency of the expert system.

Studies indicate that novice users prefer higher-level explanations mixed with
background information and low level explanations, whereas experts tend to
prefer low-level explanations [8]. Novice users also tend to prefer explanations
that justify results (why-explanations), while experts are more interested in
anomalies and tend to prefer explanations that explain the reasoning trace (how-
explanations). But, according to Cawsey [6], there is no simple relation between
the level of user expertise and the level of detail described, and appropriate
user models are hard to develop. Therefore, Swartout and Moore [30] suggest
to use stereotypical user models where the level of detail is customized to each
stereotype.
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4 Explanations in Case-Based Reasoning Systems

Doyle et al. recently reviewed CBR systems with respect to their explanation
capabilities [8]. All reviewed systems contain rich background knowledge. But
what, in principle, can CBR systems explain with respect to the knowledge
containers?

Artificial Neural Network systems cannot explain their decisions because
knowledge is not available explicitly. Knowledge is compiled into the structure of
the neural net. Rule-based systems, e.g. expert systems, can refer to their rules.
But even experienced users often have problems following those explanations. In
contrast to expert systems, case-based reasoners can present cases to the user
to provide compelling support for the system’s conclusions, as pointed out by
Leake [10]. But cases are not the only source of knowledge in a CBR system and
cases cannot provide provide information about how they were selected, i.e., they
cannot give cognitive explanations.

Case base

Vocabulary

Similarity
measures

Adaptation
knowledge VocabularyV

oc
ab

ul
ar

y

Fig. 1. The four knowledge containers of a CBR system

4.1 The Knowledge Containers Revisited

Knowledge-based systems store knowledge explicitly to use it for problem-solving.
Part of the knowledge is represented directly and another part can be derived us-
ing methods of inference. For CBR systems, Richter [18] introduced the notion of
knowledge containers that contain and structure the knowledge of a case-based
reasoner. A knowledge container is a collection of knowledge that is relevant to
many tasks rather than to one. Prominent knowledge containers in rule-based
systems, for instance, are facts and rules. For CBR systems, Richter describes
four such knowledge containers: vocabulary, similarity measures, solution trans-
formation (also called adaptation knowledge), and case base. They are depicted
in Fig. 1.

The vocabulary knowledge container covers everything that defines the sys-
tem, e.g., attributes, predicates, and the structure of the domain schema. Thus
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the vocabulary forms the basis for all of the other three containers. The knowl-
edge that defines how the most useful case is retrieved and by what means the
similarity is calculated, is held by the similarity measures container. The adap-
tation knowledge container covers the knowledge for translating a prior solution
to fit a given query and the case base stores the experience of the CBR system
in the form of cases.

The structure of the knowledge of CBR systems is a major advantage of
CBR compared with expert systems [11]. It reduces the knowledge acquisition
bottleneck to a large degree by forcing attention to issues on the relation be-
tween cases, the level of abstractions to encode them, how to generalize them
to new problems, etc. Cases are acquired relatively easily in contrast to general
knowledge.

Another advantage is that each knowledge container can be changed locally.
Changes in one container have little effect on the other containers. For example,
adding new cases to the case base does not change the similarity measures. This
property helps in maintaining the knowledge of case-based reasoners [21]. Of
course, changing one knowledge container will have some impact on the other
knowledge containers, but the knowledge containers view helps keeping changes
local.

The flexibility to decide pragmatically which container holds which knowl-
edge, is a third advantage, because, in principle, each container can carry almost
all available knowledge, but that does not mean that it is advisable [18]. For
instance, when the case base contains all potential cases, neither a similarity
measure (the identity function would suffice) nor adaptation knowledge would
be needed. In fact, a traditional database could be used. The other extreme
would be to have a complete model of adaptation. Starting with some arbitrary
case and adapting it to solve the current problem, no case base – better, a case
base containing only one arbitrary case – and no similarity measure would be
needed. In fact, this resembles a model-based reasoner.

Based on the knowledge container view, I will now try to show what a CBR
system can explain quite naturally. In the following, I assume an attribute-value
representation as is found most commonly in commercial as well as in research
CBR shells.

4.2 The Case Base: The Main Source for Explanations?

Cases often are said to be self-explaining. This is probably true if we look at
help-desk applications (e.g., [26],[25], or [9]) or hotline scenarios (e.g., [12] or [21])
where prior experience is reused and cases contain problem as well as solution
descriptions. But if we look at e-commerce scenarios where complex products
are sold such as Electronic Designs [28], the statement is highly questionable.
Here, more complex explanation strategies are needed [13].

The two scenarios show two types of cases which, according to Richter [19],
are called cases of rule-type and cases of constraint-type. For cases of rule-type it
is known a priori which of the attributes are the problem attributes and which of
them are the solution attributes. This distinction is determined at design time of
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the CBR system. In contrast, cases of constraint-type have no subdivision into
problem and solution attributes. Which of the attributes describe the problem
situation and which of them describe the solution is determined at run time of
the application. Here, the subdivision into problem description and solution is
only known a posteriori.

Watson [32] adds two other dimensions of case types: homogeneous vs. het-
erogeneous and episodic vs. prototypical cases. Homogeneous cases all have the
same attributes that are easily determined. The set of attributes remains fixed.
Real estate is a good example domain. In contrast, heterogeneous cases have
different attributes but may share some (e.g., patient cases from a hospital or
cases of a help-desk support system). A full set of attributes is hard to elicit.
Such applications may have to learn new attributes throughout their lifetime.

The other important distinction is the source of the cases. Episodic cases
are records of events such as insurance claims, equipment faults, or patient files.
These kinds of cases may easily be converted from existing data in a bottom-up
approach. In Textual Case-Based Reasoning [12], documents are transformed
into structured cases. This transformation process reduces, in general, the rich-
ness of the semantic structure of a document, resulting in an index, the case,
that represents the document. Here, the document is the explanation of the
corresponding case. Prototypical cases are designed as examples of events, for
instance, typical symptoms, or a typical tax fraud. They are designed top-down
by experts and require knowledge elicitation.

All of the case types have an impact on what explanations are possible to be
constructed. Finding the optimal case, i.e., the case that solves a user’s problem,
is the goal of the reasoning process. Thus, the resulting case cannot answer
explicitly why it was selected or how. Those explanations can only be provided
by the other three knowledge containers.

4.3 The Vocabulary: What Is the CBR System Talking About?

Commercial CBR system shells such as empolis orenge or those available from
Kaidara employ an object-oriented or frame-like approach in order to capture
necessary domain knowledge in a domain model or domain schema. The entities
of the model, often called concepts, represent objects or facts about objects of
the real world. Specialization of concepts is described by the is-a relation (e.g., a
car is a vehicle). Properties of a super-concept are inherited by its sub-concept.
The other important relation is the has-part/part-of relation, which decomposes
a complex object into its simpler parts (e.g., a car has wheels/wheels are part of
a car).

The two structuring techniques, inheritance and decomposition, allow for
answering such questions as ‘What is the structure of a case?’, ‘Where is the
case’s class situated in the domain schema?’, ‘What other classes could I ask
for?’, ‘Tell me about the parts of the case?’, and ‘Which parts of the case are
specific to the case’s class, and which of the parts are inherited?’.

Each attribute (slot, facet) of a concept can only contain values of a certain
class limited by type constraints or range restrictions. The values may be of
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simple or complex type. Simple types are, for example, strings or numerical val-
ues, whereas complex types themselves are decomposable. This property allows
for explanations in response to questions such as ‘What are allowed values for
this slot?’ and, thus, for ‘What could I have entered instead?’. For simple types,
such questions are often answered in advance by providing drop down menus,
where the user just selects the desired values from a certain range of values. For
complex types, more elaborate selection and explanation processes are required.

In general, the domain model should be enriched with comments about the
model’s structure and about design decisions. Those could be posed to users
who want to understand the intentions behind a given domain model. In many
domains, the user knows about the values that he or she may enter or select to
fill a slot, but in knowledge-intensive scenarios, the user often is at a loss. In
those situations the user does not know enough to choose between alternatives,
e.g., between two graphics cards for a new PC. In general, it surely holds that
the more elaborate a model is, the more explanatory power it has.

The vocabulary can be further divided into subcontainers [20]: input, output,
and retrieval attributes. Input attributes are used to trigger completion rules,
which set the values of dependent retrieval attributes. Those attributes are used
by the retrieval process. Output attributes contain the result values. Each at-
tribute can play one or all of the three roles at once. Again, the substructure can
help to structure our thinking about the knowledge contained in the vocabulary.

Exploring the vocabulary using such standards as Topic Maps3 with an ap-
propriate browser can help make the user more familiar with the application
domain addressed by a given CBR system. Topic Maps are used to organize
and visualize topics and associations (relationships) between them. They are
optimized to support the navigation in an information space.

4.4 Similarity Measures: Domain and Utility Knowledge

The similarity measures knowledge container provides the means to determine
the degree of similarity between a query and a case. In [20], Richter describes
two subcontainers, the local measures and the amalgamation function. Each
local measure compares one attribute of a case. Local measures contain domain
knowledge (e.g., similarity of car colors) while the amalgamation function is
task oriented and contains utility knowledge (relevances for the task, e.g., the
importance of the attribute car color vs. the attributes manufacturer and horse
power in a used car trading scenario).

A local measure can be used to explain how the values of one attribute are
related to each other. It can explain relations between portions of the vocabulary.
An amalgamation function, e.g., the weighted sum of local similarity values, can
then explain the importance or relevance of an attribute based on the weight
vector.

Dependencies between attributes are often expressed using completion rules,
which are filling in missing attribute values depending on the values of other

3 See [16] for an introduction.
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attributes. For example, in an apartment recommendation system, the attribute
‘area’ depends on the width and length of the respective apartment. A comple-
tion rule could easily compute the missing values.

The local-global principle [20] can not only be employed as a guideline for
comparing or contrasting cases in order to develop appropriate similarity mea-
sures. With the local-global principle, one naturally can derive explanations re-
lated to the decomposition hierarchy, dealing with detailed attribute explana-
tions as well as with higher level explanations.

Similarity measures with their inherent utility knowledge are useful for jus-
tifying how and why the CBR system derived a particular list of results.

4.5 Adaptation Knowledge: The More the Better!

Solutions obtained from the case base using similarity measures may not be
sufficient. This can be due to ill-formed similarity measures or to simply the
fact that no better solution is in the case base. In this situation, the solution is
adapted to better fit the user’s demands.

Adaptation knowledge, often represented by rules, requires the most thor-
ough understanding of the domain to be available and it requires the most formal
representation to be applicable. Hence, as soon as adaptation knowledge is avail-
able, obviously, a lot more can be explained by the CBR system. In commercial
scenarios, adaptation rules play only a tangential role. But, ‘there is little known
about a systematic improvement of adaptation rules’ [20].

Table 1. Knowledge containers and their contribution to supporting explanations

Knowledge container contributes to

Vocabulary conceptual explanations,
why-explanations,
how-explanations, and
purpose explanations

Similarity measures why-explanations,
how-explanations,
purpose explanations, and
cognitive explanations

Adaptation knowledge why-explanations,
how-explanations, and
cognitive explanations

Case base (provides context for explanations)

5 Relating Knowledge Containers to Explanations

In Section 3, we briefly described five categories of explanations. In the following,
I will discuss which kind of questions could be answered by using primarily the
knowledge of a particular knowledge container. Table 1 briefly summarizes to
which kind of explanation each knowledge container contributes mainly.
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Generally, a question can either address the CBR application (i.e., how to
use the system), or it can be related to its content (i.e., its knowledge). Ques-
tions regarding the CBR application are beyond the scope of this paper. They
commonly are answered by means of documentation, frequently asked questions,
and user communities.

Case-Based Reasoning approaches usually are classified using three cate-
gories: Conversational, Structural, and Textual Case-Based Reasoning [3]. Con-
versational CBR is a form of interactive Case-Based Reasoning. This approach
is very useful in domains with many simple problems that must repeatedly be
solved. Conversational CBR systems, in general, contain little domain knowledge
(in machine processible form). Thus, I will not regard it in the following.

Structural CBR relies on cases described with attributes and corresponding
values. Structural CBR systems organize attributes in different ways, e.g., as flat
attribute lists, as relational tables, or in an object-oriented way. The structural
approach is useful in domains where additional knowledge such as complex simi-
larity measures must be used in order to get good results, and where the domain
model is easy to acquire.

Textual Case-Based Reasoning systems aim at managing information con-
tained in semi-structured documents and providing means for content-oriented
retrieval. A domain model determines the structure of the cases, and a pre-
processor fills the cases from the texts. Hence, Textual CBR is Structural CBR
at its core where semi-structured texts are transformed into a structured repre-
sentation. The textual approach is useful in domains where large collections of
know-how documents already exist and the intended user is able to immediately
make use of the knowledge contained in the respective documents.

5.1 Conceptual Explanations

Conceptual explanations answer questions regarding the semantics of concepts.
They mainly address the vocabulary knowledge container. In Structural CBR
systems, often object-oriented modeling is employed. The class structure with
its inheritance relation and its decomposition structure provide further concep-
tual explanations. In systems such as CREEK [1, 2], where general (domain-
dependent) knowledge is represented as semantic network, much more detailed
conceptual explanations can be given4.

In Textual CBR, as mentioned above, well written documents are to some de-
gree self-explaining, giving at least clues where to look also for more information
on the topics described by this document. Due to the fact that Textual CBR is
Structural CBR at its core, there is a lot of additional knowledge available that
is necessary for transforming a text into a case structure. In order to identify the
concepts of the domain model, for example, synonyms and antonyms, different
ways of writing, abbreviations, etc. are modelled. They map words or phrases

4 In CREEK, explanations are generated to explain reasoning steps or to justify con-
clusions to the user, and, more important, for the internal use of the reasoner.
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to concepts of the domain schema5. Thus, explanations of concepts could be
supported by providing contextual information using the transformation infor-
mation.

5.2 Why-, How-, and Purpose-Explanations

Why-explanations as well as how- and purpose-explanations are scientific expla-
nations (as described in Section 3). Questions expecting those kinds of answers,
in general, can only be answered by systems that have an elaborate model of
reality, i.e., that have a detailed domain model, rich in classes, attributes, and
predicates. Hence, the vocabulary knowledge container with its static knowledge
provides most of the knowledge for scientific explanations.

The similarity knowledge container contributes additional domain and utility
knowledge. Utility knowledge may help to select the correct level of detail because
it contains knowledge about the relevance of attributes. Even more explanatory
value can be provided by the adaptation knowledge because, in order to adapt
a prior solution to a new situation, complex knowledge is necessary.

The case base can only provide indirect or contextual knowledge. It may be
used to enrich model-based explanations.

5.3 Cognitive Explanations

In my opinion and from my experience with the development and maintenance
of (commercial) CBR applications, cognitive explanations are the most impor-
tant kind of explanations. Most users ask such questions as ‘Why did the CBR
system suggest these results?’. Explanations provided, for example, by empolis
orenge use coloring schemes in order to markup concepts identified in the query
and the case together with the degree of matching (cf. [28]). But there is more
to explain. The similarity measures knowledge container, including completion
rules, provide the starting point to explain the match between query and case
on different levels of granularity. Together with available adaptation knowledge,
the relations between result cases can be explored along different dimensions.
This could help the user in developing a mental image of the competence of the
CBR system and, thus, building up trust in the CBR system.

6 Conclusions and Future Research Directions

The four knowledge containers provide the major portion of knowledge necessary
for CBR systems for constructing explanations. But it may be helpful to add
an additional knowledge container for explanatory knowledge, as the knowledge
required for reasoning need not be the same as for explaining (even though
explanations should be based on the knowledge used for reasoning, as stated

5 In empolis orenge, such knowledge is provided by the analysis model, a part of
the domain model (see Appendix A of [21] for further information).
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earlier by the ‘fidelity principle’ of good explanations). Remember that to have
understandable explanations one needs to use the users’ own terms. Using two
knowledge bases is one of the main architectures found in second-generation
expert system explanation [30]. Such an additional knowledge container may
lessen the burden of explanation generation and could improve the explanation
capabilities of a CBR system.

Improving explanation capabilities of knowledge-intensive Case-Based Rea-
soning systems currently is an important research direction. In domains where
the user easily gets lost in the information space, he or she must have trust in
the application that is intended to support his or her decisions – a point that
was emphasized several times in this paper.

The issue of trustworthiness and trust, credibility, and confidence in computer
systems, in general, is also an important issue in the upcoming Semantic Web [4],
an extension of the current web in which information is given well-defined mean-
ing, better enabling computers and people to work in cooperation [5]. The Seman-
tic Web currently is not an application, it is an infrastructure on which many
different applications will be developed. There are already initiatives on increas-
ing trust by exchanging proofs/explanations in standardized formats between
(logic-based) inference engines [14], but what about CBR systems. How could
CBR systems be integrated in such a ‘Web of Trust’? What does a ‘CBR proof’
look like?

There is currently also revived interest in the development and research of ex-
planations produced by expert systems. For example, Wollny [33] examined the
problem of explaining solutions found by cooperating expert systems. An expla-
nation comment is attached to each partial solution of the distributed problem
solving process and submitted to the expert system, which is interacting with the
user. This system then provides an explanation for the whole solution. Perhaps,
some of the research results could be transferred to CBR.

This paper is, as stated at the beginning, just a first pass on foundational
issues regarding explanations from a knowledge container perspective. The pre-
sented ideas will be elaborated in future work.
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8. Dónal Doyle, Alexey Tsymbal, and Pádraig Cunningham. A review of explana-

tion and explanation in case-based reasoning. Technical Report TCD-CS-2003-41,
Trinity College Dublin, 2003.
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Abstract. The concept of generalized cases has been proven useful when
searching for configurable and flexible products, for instance, reusable
components in the area of electronic design automation. This paper ad-
dresses the similarity assessment and retrieval problem for case bases con-
sisting of traditional and generalized cases. While approaches presented
earlier were restricted to continuous domains, this paper addresses gen-
eralized cases defined over mixed, continuous and discrete, domains. It
extends the view on the similarity assessment as a nonlinear optimization
problem (NLP) towards a mixed integer nonlinear optimization problem
(MINLP), which is an actual research topic in mathematical optimiza-
tion. This is an important step because most real world applications re-
quire mixed domains for the case description. Furthermore, we introduce
two optimization-based retrieval methods that operate on a previously
created index structure, which restricts the retrieval response time sig-
nificantly.

Keywords: generalized cases, mixed integer nonlinear programming,
kd-trees

1 Introduction

The smallest experience item in Case-Based Reasoning (CBR) is called a case.
When applying the structural CBR approach, each case is described by a finite
and structured set of attribute-value pairs that characterize the problem and the
solution. Hence, a single case can be considered as a point in the space defined
by the Cartesian product of the problem space P and solution space S. Newer
applications of CBR motivated a new concept called generalized cases [1], [2]. In
contrast to a traditional case, a generalized case does not cover only a point of
the case space but a whole subspace. This allows the representation of complex
and configurable products, for instance, reusable electronic design components,
in a very natural and efficient way. Generalized cases provide a set of solutions to
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a set of closely related problems and can be viewed as an implicit representation
of a (possibly infinite) set of traditional point cases.

The concept of generalized cases implies the extension of similarity measures
as well. In [2] the similarity between a query and a generalized case has been
defined as the similarity between the query and the most similar point-case
contained in the generalized case.

Previous work, e.g. [3], focuses on generalized cases defined over continuous
attribute domains by considering the similarity assessment problem as a kind of
Nonlinear Programm (NLP), which is well known in mathematical optimization.
In contrast to these approaches, the work presented here addresses the similarity
assessment and retrieval problem for generalized cases defined over mixed, dis-
crete and continuous, attribute domains, which are typical for most real world
applications.

The concepts presented here were developed in the context of the project
IPQ: IP Qualification for Efficient Design Reuse1 founded by the German Min-
istry of Education and Research (BMBF), which aims at the improvement of
electronic design processes by reusing already existing design components called
Intellectual Properties (IPs) [4]. Nowadays, IPs are offered by specialized vendors
via the Internet. For such large IP assets, we developed a CBR-based retrieval
solution [5]. Physically, IPs are descriptions that can be later synthesized to hard-
ware. They are usually configurable to some degree, e.g. IPs with flexible bus
width or frequency, and recommend themselves to be represented as generalized
cases.

In section 2 we introduce an optimization-based approach to solve the simi-
larity assessment problem. In section 3 we present two index-based approaches
to improve the retrieval for generalized cases and point cases defined over mixed,
continuous and discrete, domains.

2 Optimization Based Similarity Assessment

In this section we characterize a relationship between the similarity assessment
problem for generalized cases and the optimization problem in mathematics.
Furthermore, we describe how to solve the similarity assessment problem for
generalized cases defined over continuous domains. Afterwards, we present a
new approach to solve the similarity assessment problem for generalized cases
defined over mixed domains.

2.1 Similarity Assessment as Optimization Problem

For the retrieval of generalized cases, the similarity between a problem and a
generalized case must be determined. A natural way is to extend a traditional
similarity measure as follows [6]:
1 IPQ Project(12/2000-11/2003). Partners: AMD, Frauenhofer Institute for Integrated

Circuits, FZI Karlsruhe, Infineon Technologies, Siemens, Sciworx, Empolis, Thomson
Multi Media, TU Chemniz, University of Hildesheim, University of Kaiserslautern,
and University of Padeborn. See www.ip-qualifikation.de
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sim∗(q, GC) := max{sim(q, c)|c ∈ GC} (1)

According to this definition, the value of the extended similarity function
sim∗(q, GC) is equal to the similarity sim(q, c) between a query q and the most
similar point case c contained in the generalized case GC.

Due to the fact that the similarity assessment problem can be viewed as a
specific optimization problem, we describe the relationship between both prob-
lems as in [6]. An optimization problem is the maximization or minimization of
some objective function, often under restrictions given through equalities and
inequalities. In general, optimization problems are defined as follows:

max
x

f(x)

s.t. x ∈ F
(2)

with f an objective function and F a set of feasible solutions (feasible set),
implicit defined through constraints.

By defining an objective function f(x) := sim(q, x) and the feasible set
F := GC we transform a similarity assessment problem to a specific optimization
problem.

In mathematical optimization several classes of optimization problems are
known. They differ in computational complexity, problem solution methods and
problem formulation. Therefore, it is important to find out the class and for-
mulation of an optimization problem by deriving it from a similarity assessment
problem. These classes and formulations differ for generalized cases defined over
continuous domains and for generalized cases defined over mixed domains. This
will be further elaborated in the following two sections.

2.2 Similarity Assessment for Continuous Domains

Generalized cases defined over continuous domains are restricted to connected
sets in the case space spanned by continuous attributes. A single generalized case
can be represented through equality and inequality constraints. The general form
is:

GC = {x ∈ Rn|c1(x) ≥ 0 ∧ . . . ∧ ck(x) ≥ 0
∧ck+1(x) = 0 ∧ . . . ∧ cl(x) = 0} (3)

The constraint functions ci are not restricted to be linear, they can also be
nonlinear.

For refining the similarity assessment as an optimization problem, we re-
gard a similarity function sim. Although the aggregation function is commonly
a weighted average, which is a linear function, the local similarities are mostly
nonlinear. Consequently, the global similarity function sim is nonlinear as well.
Nonlinearity of the similarity function together with the nonlinearity of the gen-
eralized cases determine the class of optimization problems we are going to de-
rive. It is a nonlinear optimization problem (NLP) [7] having a general form as
follows:
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max
x

f(x)

s.t. c1(x) ≥ 0,
· · ·
ck(x) ≥ 0,
ck+1(x) = 0,
· · ·
cl(x) = 0,
x ∈ Rn

(4)

This optimization problem has a nonlinear objective function and nonlinear con-
straints. By replacing the objective function f with sim(q, x) (with constant q),
we receive the desired representation of the similarity assessment problem as
optimization problem. The constraint set can be taken directly from the speci-
fication of the generalized case itself.

2.3 Similarity Assessment for Mixed Domains

For mixed domains, the formulation of an optimization problem is much more
complex. The most difficult issue is handling discrete attributes. In this section
we explain mixed integer nonlinear optimization problem (MINLP) and present
a formulation of similarity assessment as MINLP problem.

Example from the IPQ Project. For illustrating the concepts presented in
this paper, we will use an example from the design of electronic circuits (see
above). The discrete cosine transformation IP (DCT IP) is a frequently reused
design component because it implements an algorithm widely used for MPEG-2
encoders/decoders. The parameters of this IP are clock frequency, chip area,
bus width, and subword size. There are dependencies between these parameters
defining the feasible design space. For simplification and without loss of gener-
ality, we can restrict the description of DCT IPs to the attributes shown in the
following table:

Table 1. Selected parameters of the example IP

parameter description

frequency f The clock frequency that can be applied to the IP. (continuous)
area a The chip area the synthesized IP will fit on. (continuous)
width w Number of bits per input/output word. Determines the accuracy of the

DCT. Allowed values are 6, 7, ..., 16. (discrete)
subword s Number of bits calculated per clock tick. Changing this design space

parameter may have a positive influence on one quality of the design
while having a negative impact on another. Allowed values are 1, 2, 4,
8 and no-pipe. (discrete)
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The dependencies between the parameters follow:

f ≤

⎧⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎩

−0.66w + 115 if s = 1
−1.94w + 118 if s = 2
−1.74w + 88 if s = 4
−0.96w + 54 if s = 8
−2.76w + 57 if s = no− pipe

(5)

a ≥

⎧⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎩

1081w2 + 2885w + 10064 if s = 1
692w2 + 2436w + 4367 if s = 2
532w2 + 1676w + 2794 if s = 4
416w2 + 1594w + 2413 if s = 8
194w2 + 2076w + 278 if s = no− pipe

(6)

This IP can be viewed as a single generalized case with parameterized attributes
f, a, w, and s.

Mixed Integer Nonlinear Optimization Problem. The formulation of the
assessment problem for generalized cases defined over mixed discrete and contin-
uous domain is beyond the scope of NLP. The reason is a combinatorial character
of the assessment problem which is not covered through an NLP. Therefore we
need to use a generalization of NLP called mixed integer nonlinear program
(MINLP) [8], which covers nonlinear and integer programming. A general for-
mulation of this problem follows:

min
x,y

f(x, y)

s.t. c1(x, y) ≥ 0,
· · ·
ck(x, y) ≥ 0,
ck+1(x, y) = 0,
· · ·
cl(x, y) = 0,
x ∈ Rm, y ∈ Zn

(7)

The main difference to NLP is that for the objective function f and the con-
straints a continuous part x and an integer part y is distinguished.

MINLP is harder than NLP since it has, additionally, a combinatorial char-
acter. The handling of this problem is one of the actual research topics in math-
ematical optimization [9]. However, since few years there are several industrial
solvers available handling MINLPs.

Similarity Assessment for Generalized Cases with Mixed Integer and
Continuous Domains as MINLP. Now we are going to explain a formulation
of MINLP for the example of the DCT-IP. In general, the formulation consists
of two parts: from modelling of a feasible set and from modelling of the objective
function. We start with the first one.
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Since a feasible set of MINLP is defined through equalities and inequalities
the following dependencies must be transformed:

f ≤ −0.66w + 115 if s = 1
f ≤ −1.94w + 118 if s = 2
· · ·

(8)

We define in place of the variable s with a domain T (s) = {1, 2, 4, 8, no− pipe}
|T (s)| new variables:

s1, s2, s4, s8, sno−pipe ∈ Z

and a set of constraints:

s1 ≥ 0, s1 ≤ 1, s2 ≥ 0, s2 ≤ 1, . . . (9)

Each new variable represents a single attribute value of the variable s. So, if some
new variable sv = 1 it implies that s = v and contrary if s = v then sv = 1.
Since the variable s can have only one value at a given time, a new additional
constraint should be defined:

s1 + s2 + s4 + s8 + sno−pipe = 1 (10)

Every valid assignment of variables s1...sno−pipe implies a single value for the
variable s and every assignment of variable s implies a valid assignment of vari-
ables s1...sno−pipe. Example:

s = 4⇔

⎛
⎜⎜⎜⎜⎝

s1

s2

s4

s8

sno−pipe

⎞
⎟⎟⎟⎟⎠ =

⎛
⎜⎜⎜⎜⎝

0
0
1
0
0

⎞
⎟⎟⎟⎟⎠ (11)

Now, it is simple to formulate the dependencies (8) as inequalities:

s1(−0.66w + 115− f) ≥ 0
s2(−1.94w + 118− f) ≥ 0
· · ·

(12)

For s1 = 1 the first inequality is “switched on” and the other inequalities are
“switched off”, since s2 = s4 = s8 = 0.

The feasible set of MINLP is given through the set of constraints (12), (9),
(10) and additional constraints depending on the attribute a (chip area):
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s1(−0.66w + 115− f) ≥ 0
s2(−1.94w + 118− f) ≥ 0
...
s1(−1081w2 − 2885w− 10064 + a) ≥ 0
s2(−692w2 − 2436w− 4367 + a) ≥ 0
...
s1 ≥ 0
−s1 ≥ −1
s2 ≥ 0
−s2 ≥ −1
...
s1 + s2 + s4 + s8 + sno−pipe = 1
w ≥ 6
w ≤ 16

(13)

f, a ∈ R and w, s1, s2, s4, s8, sno−pipe ∈ Z

We proceed with the objective function f . Because of the introduction of new
binary variables the formulation of the function f becomes more complex. To
define the objective function we first define the similarity function given by local
similarities and an aggregation function Φ:

sim(q, c) := Φ(simf (qf , cf ), simw(qw, cw), sima(qa, ca), sims(qs, cs))

Consequently, the objective function can be defined as follows:

fq(f, w, a, s1, . . . , sno−pipe) := Φ

(
simf(qf , f), simw(qw , w),

sima(qa, a),
(
s1sims(qs, 1) + s2sims(qs, 2) + s4sims(qs, 4)

+s8sims(qs, 8) + sno−pipesims(qs, no− pipe)
)) (14)

The idea, here, is based on the following fact:

sims(qs, cs) =
(
s1sims(qs, 1) + s2sims(qs, 2) + s4sims(qs, 4)

+s8sims(qs, 8) + sno−pipesims(qs, no− pipe)
)

Revisiting the example (11) again and assuming that s1 = 0, s2 = 0, s4 = 1, s8 =
0 and sno−pipe = 0 is part of some valid assignment according to the constraint
set (13):(
s1sims(qs, 1) + s2sims(qs, 2) + s4sims(qs, 4)

+s8sims(qs, 8) + sno−pipesims(qs, no− pipe)
)

=
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(
0sims(qs, 1) + 0sims(qs, 2) + 1sims(qs, 4)

+0sims(qs, 8) + 0sims(qs, no− pipe)
)

= sims(qs, 4)

The objective function (14) together with the feasible set (13) define the MINLP,
its solution provides the similarity between the query q and the example gener-
alized case.

Normally, MINLP problems are not solved exactly but approximately.
There are several commercial solver on the market for MINLP problems, e.g.

GAMS/Baron [9], Xpress-SLP, and MINLP.

3 Retrieval

Because of the high calculation complexity of the assessment problem for gen-
eralized cases it is very important to develop index-based retrieval approaches.
The overall strategy is to build an index structure in advance, which is later
used for improving the response time of the retrieval. The step when building
the index structure will be denoted as offline phase, the retrieval step as online
phase. Hence, most of the calculation complexity is shifted from the online to the
offline phase. For building and integrating index structures, we developed two
new methods, a similarity based method presented in section 3.1 and a kd-tree
based method, which will be introduced in section 3.2.

3.1 Similarity Based Retrieval Method

Because of the high complexity of the assessment problem for generalized cases
we developed a retrieval method that is based on a fix similarity measure for
building an index structure.

A main step of this approach, is partitioning of a problem space P into some
simple subspaces. An example of a such simple subspace is a hyperrectangle that
has faces parallel to the coordinate planes. Queries are points of exactly one of
the subspaces, but it is unknown which one and where exactly.

Furthermore, we define for a subspace Sub and a generalized case GC two
similarity bounds:

Similaritymin(Sub, GC) := (15)
min

s∈Sub
sim∗(s, GC) = min

s∈Sub
max
g∈GC

sim(s, g)

and

Similaritymax(Sub, GC) := (16)
max
s∈Sub

sim∗(s, GC) = max
s∈Sub

max
g∈GC

sim(s, g)

Consider the subspace Sub and the generalize case gc5 in figure 1. The query
q′ belonging to the subspace Sub has a lowest similarity to generalized case gc5
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Fig. 1. Similarity bounds

from all queries of this subspace. Exactly this similarity value is provided by the
function Similaritymin(Sub, gc5). The query q′′ belonging to the subspace Sub
has a highest similarity to generalized case gc5 from all queries of this subspace.
This similarity value is provided by the function Similaritymax(Sub, gc57). If
these bounds are known and some query is inside the subspace Sub in the online
phase we can guarantee that its similarity to the generalized case gc5 lies within
the bounds Similaritymin(Sub, gc5) and Similaritymax(Sub, gc5).

Based on this fact, a retrieval approach can be simply constructed. The first
idea is to calculate, in the offline phase, similarity bounds for all subspaces
and all generalized cases. Furthermore, it is necessary to derive a partial order
on generalized cases in terms of similarity for every single subspace and all
generalized cases. The partial order is defined as follows:∧

gc1,gc2∈CB,
Sub∈P

gc1 < gc2 ⇔ Similaritymax(Sub, gc1) < Similaritymin(Sub, gc2)

sim

0

1

gen. cases1 2 3 4 5

1

2 3

5

4

Fig. 2. Similarity intervals and partial order

Figure 2 illustrates the calculated similarity bounds for a single subspace and the
generalized cases gc1 to gc5. Furthermore, Figure 2 shows the resulting partial
order. For every query of the online phase, we only need to check to which
subspace it belongs to. After this check we know immediately the partial order
and the similarity bounds for all generalized cases. When searching for the n
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best nearest neighbours, we can exclude all cases having n or more successors
because it is guaranteed that at least n cases are more similar. Finally we have
to perform linear retrieval on the rest of the cases.

This method can be significantly improved if we bound the size of the retrieval
set before building the index structure. The customer is normally interested in at
most 10−20 cases in a retrieval set. Consequently, for a single subspace we have
only to remember all generalized cases with fewer predecessors than the desired
maximum size of the retrieval set. This improvement reduces significantly the
size of information, which should be saved with every single subspace. Therefore,
we can produce a much more detailed partition of the problem space and reduce
the online complexity. The reason for this significant improvement is the fact
that the cardinality-bound of a retrieval set is usually much lower than the size
of the case base.

A further improvement can be achieved by using the technique of decision
trees. The problem space can be partitioned recursively by choosing attributes
and attribute values and building new subspaces with borders on the chosen
values. For every gained subspace similarity bounds to all generalized cases and
a partial order can be calculated. Based on this data the termination criterion
can be specified (e.g. size of non dropped cases, degree of deviation of partial
order from linear order and so forth). The main algorithm schema for building
an index structure is as follows:

INPUT: Case Base CB, similarity measure sim,
maximum size of a retrieval set

OUTPUT: A Retrieval Tree

1. create a root node R,
assign a whole problem space P to it,
assign all general cases CB to it.

2. select a leaf L with assigned subspace Sub
and assigned subset SubCB ⊆ CB of cases,
STOP if termination criterion is valid.

3. select some attribute A of the subspace Sub.
4. determine a cutting point p on selected attribute A

Condition: there is some point t ∈ Sub
having attribute value tA = p.

5. create two constraints A ≤ p and A > p.
6. create two new leafs L1 and L2,

assign Sub1 = {t ∈ Sub|tA ≤ p} to L1

and Sub2 = {t ∈ Sub|tA > p} to L2.
7. calculate ∀GC ∈ SubCB:

Similaritymin(Sub1, GC),
Similaritymax(Sub1, GC),
Similaritymin(Sub2, GC),
Similaritymax(Sub2, GC).
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8. based on the similarity bounds calculate the partial order
O1 and O2 on generalized cases with respect to
Sub1 and Sub2.

9. for Sub1 (Sub2): drop all cases having equal or more
successors as the maximum size of a retrieval set,
the rest of generalized cases becomes SubCB1 (SubCB2).

10. assign SubCB1, O1 to L1 and SubCB2, O2 to L2,
delete the assignment of SubCB to L.

11. set a node L as a predecessor of L1 and L2.
(L is no longer a leaf, now).

12. GOTO 2

The result of this algorithm is a tree with leaves having assigned significant cases
and partial orders on them.

For every query in the online phase the subspace where the query belongs
to, can be effectively determined. We have to start with a root node and then
follow the path of subspaces including the query. The rest is an execution of
linear retrieval of cases assigned to the leaf determined.

Computation of MAX/MAX and MIN/MAX-Problems. In the descrip-
tion of this approach we didn’t discuss a computation of max/max and min/max
problems. In contrast to max/max problems, min/max problems are complex.
Hence we start with the simple case first.

Consider the definition of upper similarity bound (16), the max/max problem
was given as follows:

max
s∈Sub

max
g∈GC

sim(s, g) (17)

A subspace Sub and a generalized case GC are both located in the problem space
P , i.e. Sub ⊆ P and GC ⊆ P . Regard a space P ×P . Furthermore, imagine that
the subspace Sub is located in the first space of a Cartesian product and the
generalized case GC in the second space of a Cartesian product. The following
optimization problem in general form is then equivalent to the max/max problem
(17):

max
x

sim((x1, . . . , xn), (xn+1, . . . , x2n))

s.t. (x1, . . . , xn) ∈ Sub,
(xn+1, . . . , x2n) ∈ GC,
x ∈ P2

(18)

The consequence is that the max/max problem can be formulated as a common
max problem in double dimensioned space. Since the max/max problem can be
formulated as NLP or MINLP, we mention again that this kind of problems can
be solved for the majority of cases only approximately. In our approach we have
chosen an upper approximation.

The treatment of the min/max problem is much more complex. We were not
able to find publications tackling this problem in general. Although there is some
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work on handling special min/max problems (e.g. in [10]) these approaches are
not applicable here.Our idea is not to solve this problem exactly but approx-
imately by estimating a lower bound of the objective function. By estimating
upper bound for max/max problem and lower bound for min/max problem the
index structure stays consistent, i.e. no cases are excluded that belong to exact
retrieval set. Figure 3 shows the relaxed similarity bounds. The figure shows that

sim

0

1

gen. cases1 2 3 4 5

1

2 3

5

4

X

X X X

Fig. 3. Relaxation of Similarity Bounds

some intervals that didn’t overlap before are overlapping now. Consequently, the
ordering between the corresponding generalized cases is not valid anymore. Fur-
thermore, this relaxation doesn’t lead to new ordering relationships, so no cases
can be excluded, that wouldn’t be excluded by exact calculation of bounds.

The simplest way to estimate a lower bound for min/max problem is to solve
min/min problem, since:

∀Sub, GC ⊆ P :
min

s∈Sub
min

g∈GC
sim(s, g) < min

s∈Sub
max
g∈GC

sim(s, g) (19)

The handling of the min/min problem is exactly the same as the handling of the
max/max problem. It can be formulated as a common min problem in double
dimensioned space.

The other possibility to estimate a lower bound for the min/max problem by
a known feasible point c in the generalized case is to calculate:

min
s∈Sub

sim(s, c) (20)

Also, here it holds:

∀Sub, GC ⊆ P, c ∈ GC :
min

s∈Sub
sim(s, c) < min

s∈Sub
max
g∈GC

sim(s, g) (21)

In both cases the min problem has to be approximated through the lower bound.
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3.2 Kd-Tree Based Retrieval Method

Another method to reduce the computational complexity of the retrieval adopts
the idea of the kd-trees [11]. The key characteristic of this method is building
the index structure independent from the similarity measure.

The traditional kd-tree based retrieval consists of two major steps - building
a kd-tree in the offline phase and using this tree for searching during the online
phase. For the retrieval of generalized cases these parts will be adapted and
extended.

Building a kd-Tree. The following algorithm [11] builds the kd-tree variant
for common case bases.

While there are no changes in the main flow of the algorithm necessary to
create kd-trees for case bases consisting of generalized cases, two methods have
to be extended. The first extension is made in the function Partition, which
partitions the set of cases into subsets. This function contains a test checking if
a given case belongs to a given subspace of the description space. This check is
quite simple for point cases, but not for generalized cases.

A generalized case belongs to some subspace if and only if their intersection

is not empty. E.g. for generalized case GC represented through GC =
n⋃

i=1

gi

with gi closed connected sets it should be checked if there is some i ∈ [1, n] with
gi ∩ Subspace �= ∅.

The feasibility problem, that is, finding a point in the intersection of finitely
many sets, is discussed in various areas of sciences. It is well researched and for
many cases efficient to solve. Therefore, the test in the function Partition should
be extended to solve a feasibility problem for the given generalized case and the
given subspace.

The function split in the traditional algorithm interrupts the split process if
a current subspace includes fewer cases as a given limit. Since several generalized
cases can overlap, it’s not always possible to achieve the limit, therefore the split
process should be stopped if, after several attempts, no successful split occurs.

Searching Similar Generalized Cases Using a k-d Tree. There are no
major changes necessary for the online phase. Since a case base contains gener-
alized and point cases, sim∗ should be calculated instead of sim in this part of
the method. The search algorithm, BOB and BWB tests remain the same.

4 Related Work and Summary

The idea of generalized cases is not new and has been already discussed in the
area of instance-based learning and in earlier works on CBR [12]. Although not
explicitly mentioned, some CBR-based applications adopt the idea of general-
izing cases and provide proprietary solutions, often restricted to the particular
application domain. For an overview, see [13]. The term generalized case has
been introduced in [1], which provides a formal and systematic view using con-
straints to express the dependencies between several attributes. Based in this, we



MINLP Based Retrieval of Generalized Cases 417

INPUT: Case Base CB

OUTPUT: A kd-tree

1. IF NOT Split?(CB) THEN RETURN MakeBucket(CB)

2. ELSE

3. Discriminator := SelectAttribute(CB)

4. IF OrderedValueRange(Discriminator) THEN

5. Value := SelectValue(CB, Discriminator)

6. RETURN MakeInternalOrderedNode(Discriminator, Value,

CreateTree (Partition<(Discriminator, V alue, CB)),
CreateTree (Partition>(Discriminator, V alue, CB)),
CreateTree (Partition=(Discriminator, V alue, CB)),
CreateTree (Partitionunknown(Discriminator, V alue, CB)))

7. ELSE

8. RETURN MakeInternalUnorderedNode(Discriminator,

CreateTree (Partition1(Discriminator, CB)),...,
CreateTree (Partitionm(Discriminator, CB)),
CreateTree (Partitionunknown(Discriminator, CB)))

9. ENDIF

10. ENDIF

developed the first index based method for generalized cases defined over mixed,
continuous and discrete, domains [14]. The idea of this approach is to transform
generalized cases by sampling them into point cases and using fast traditional
retrieval engines.

In this paper we presented the formulation of the similarity assessment prob-
lem for generalized cases with mixed domains as a special optimization problem
MINLP. Because of the computational complexity, we introduced two optimi-
zation-based retrieval methods that operate on a previously created index struc-
ture. The first retrieval method takes the similarity measure into account, while
the second one is based on kd-trees. First experiments have shown that both op-
timization techniques improve the response time of CBR-based applications with
generalized cases significantly. However, generating the required index-structures
can be time consuming but this is done only once for static case bases.
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Abstract. An application of relational case-based learning to the task
of expressive music performance is presented. We briefly recapitulate the
relational case-based learner DISTALL and empirically show that DIS-
TALL outperforms a straightforward propositional k-NN on the music
task. A set distance measure based on maximal matching - incorporated
in DISTALL - is discussed in more detail and especially the problem as-
sociated with its ‘penalty part’: the distance between a large and a small
set is mainly determined by their difference in cardinality. We introduce
a method for systematically varying the influence of the penalty on the
overall distance measure and experimentally test different variants of it.
Interestingly, it turns out that the variants with high influence of penalty
clearly perform better than the others on our music task.

Keywords: relational case-based learning, case-based reasoning, music

1 Introduction

Case-based learning for expressive performance has been demonstrated before in
the domain of expressive phrasing in jazz [2, 6], where the promise of CBR was
shown, but the evaluation was mostly qualitative and based on relatively small
numbers of phrases. In previous work we presented what to our knowledge is the
first large-scaled quantitative evaluation of case-based learning for expressive
performance (against a high-class concert pianist) [12]. An case-based learning
system was presented which was able to recognize performance patterns at vari-
ous levels of musical abstraction (hierarchically nested phrases) and apply them
to new pieces (phrases) by analogy to known performances. While the experi-
mental results in this difficult domain were far from being truly satisfying, some
of the resulting expressive performances sounded indeed musically sensible1.

One obvious limitation of the presented system was the simple attribute-
value representation used to characterize phrases, which did not permit the
1 A recording of one of the system’s expressive performances won second prize at

the International Computer Piano Performance Rendering Contest (RENCON’02)
in Tokyo in September 2002, behind a rule-based rendering system that had been
carefully tuned by hand.

P. Funk and P.A. González Calero (Eds.): ECCBR 2004, LNAI 3155, pp. 419–433, 2004.
c© Springer-Verlag Berlin Heidelberg 2004
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learner to refer to details of the internal structure of the phrases, nor to their
broader musical context. These problems can be partly overcome by applying
a relational representation for phrase description. We briefly recapitulate the
relational case-based learning algorithm DISTALL [13], and show how it is in-
deed able to outperform the straightforward propositional k-nearest neighbor
on the ‘expressive-performance’ task. In the relational setting, where examples
are mostly represented as sets of facts, the distance measure between two sets
of elements is a crucial part of each case-based learner. DISTALL’s rather in-
tuitive set distance measure based on maximal matching (first proposed in [9])
was shown to work well on a number of tasks [10, 13]. One of the problems with
this set distance measure is that the distance between two sets with (largely)
different cardinalities is mainly determined through a ‘penalty’ - the difference
in cardinalities of both sets. It is thus not clear if the sets should be first scaled
in some way to the approximately same cardinalities, e.g. by weighting their
elements. In this work we present an experimental study of the impact of vary-
ing influence of penalty to the overall results. It turns out that the retention of
a high penalty influence is indeed effective: variants of distance measures with
high penalty influence produced clearly better results on our data set than the
others.

This paper is organized as follows: Section 2 introduces the notion of expres-
sive music performance and its representation via performance curves. We also
show how hierarchically nested musical phrases are represented in first-order
logic, and how complex tempo and dynamics curves can be decomposed into
well-defined training cases for the case-based learning algorithm. Section 2 is a
recapitulation of material already published in [13]. Section 3 briefly describes
our relational case-based learner DISTALL. Experimental results achieved with
DISTALL on the expressive performance learning task and its comparison with
a straightforward propositional k-NN are given in Section 4. Experiments with
various degrees of penalty influence for the set distance measure based on max-
imal matching are reported and discussed in Section 5. Section 6 concludes.

2 Real-World Task: Learning to Play Music Expressively

Expressive music performance is the art of shaping a musical piece by contin-
uously varying important parameters like tempo, loudness, etc. while playing
a piece. Instead of playing a piece of music with constant tempo or loudness,
(skilled) performers rather speed up at some places, slow down at others, stress
certain notes or passages etc. The way this ‘should be’ done is not specified
precisely in the written score2, but at the same time it is absolutely essential
for the music to sound alive. The aim of this work is learning predictive models
of two of the most important expressive parameters: timing (tempo variations)
and dynamics (loudness variations).

The tempo and loudness variations can be represented as curves which quan-
tify the variations of these parameters for each note relative to some reference
2 The score is the music as actually printed.
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Fig. 1. Dynamics curve (relating to melody notes) of performance of Mozart Sonata
KV.279, 1st movement, mm. 31–38, by a Viennese concert pianist.

value (e.g. average loudness or tempo of the same piece). Figure 1 shows a dy-
namics curve of a small part of the Mozart piano Sonata K.279 (C major), 1st
movement, as played by a Viennese concert pianist (computed from recordings
on a Bösendorfer SE290 computer-monitored grand piano3). Each point rep-
resents the relative loudness with which a particular melody note was played
(relative to an average loudness of the piece); a purely mechanical (unexpres-
sive) rendition of the piece would correspond to a flat horizontal line at y = 1.0.
Tempo variations can be represented in an analogous way.

A careful examination of the figure reveals some trends in the dynamics
curve. For instance, one can notice an up-down, crescendo-decrescendo tendency
over the presented part of the piece and relatively consistent smaller up-down
patterns embedded in it. This is not an accident since we chose to show a part of
the piece which is a musically meaningful unit: a high-level phrase. This phrase
contains a number of lower-level phrases, which are apparently also ‘shaped’ by
the performer. The hierarchical, four-level phrase structure of this passage is
indicated by four levels of brackets at the bottom of the figure. The aim of our
work is the automatic induction of tempo and dynamics strategies, at different
levels of the phrase structure, from large amounts of real performances by concert
pianists. The heart of our system, the relational case-based learning algorithm
described below, recognizes similar phrases from the training set and applies
their expressive patterns to a new (test) piece. In this section we will describe
the steps which precede and succeed the actual learning: First we show how
hierarchically nested phrases are represented in first-order logic. We then show
how complex tempo and dynamics curves as measured in real performances can
be decomposed into well-defined training cases for the learner. Finally, we discuss

3 The SE290 is a full concert grand piano with a special mechanism that measures
every key and pedal movement with high precision and stores this information in
a format similar to MIDI. From these measurements, and from a comparison with
the notes in the written score, the tempo and dynamics curves corresponding to the
performances can be computed.



422 Asmir Tobudic and Gerhard Widmer

1 1.5 2 2.5

0.5

1

1.5

score position (bars)

re
l. 

dy
na

m
ic

s

phrCont(p12,A1,A2,...) phrCont(p11,A1,A2,...)

contains(p21,p12) contains(p21,p11) 

contains(p31,p21) 

Level 1 

Level 3 

Level 2 

phrCont(p31,A1,A2,...) 

phrCont(p21,A1,A2,...) 

Fig. 2. Phrase representation used by our relational case-based learning algorithm.

the last step: at prediction time, the shapes predicted by the learner for nested
phrases at different levels must be combined into a final performance curve that
can be used to produce a computer-generated ‘expressive’ performance.

2.1 Representing Musical Phrases in First-Order Logic

Phrases are segments of music heard and interpreted as coherent units; they are
important structural building blocks of music. Phrases are organized hierarchi-
cally: smaller phrases are grouped into higher-level phrases, which are in turn
grouped together, constituting a musical context at a higher level of abstraction
etc. The phrases and relations between them can be naturally represented in
first-order logic.

Consider Figure 2. It shows the dynamics curve corresponding to a small
portion (2.5 bars) of a Mozart sonata performance, along with the piece’s un-
derlying phrase structure. For all scores in our data set phrases are organized at
four hierarchical levels, based on a manual phrase structure analysis. The musical
content of each phrase is encoded in the predicate phrCont(Id, A1, A2, ...). Id is
the phrase identifier and A1,A2,... are attributes that describe very basic phrase
properties like the length of a phrase, melodic intervals between the starting and
ending notes, information about where the highest melodic point (the ‘apex’) of
the phrase is, the harmonic progression between start, apex, and end, etc. Rela-
tions between phrases are specified via the predicate contains(Id1, Id2), which
states that the bigger phrase Id1 contains the smaller one Id2. Note that smaller
phrases (consisting only of a few melody notes) are described in detail by the
predicate phrCont. For the bigger phrases – containing maybe several bars –
the high-level attributes in phrCont are not sufficient for a full description. But
having links to the lower-lever phrases through the contains predicate and their
detailed description in terms of phrCont, we can also obtain detailed insight into
the contents of bigger phrases.

Predicates phrCont and contains encode a partial description of the musical
score. What is still needed in order to learn are the training examples, i.e. for each
phrase in the training set, we need to know how it was played by a musician.



Case-Based Relational Learning of Expressive Phrasing in Classical Music 423

This information is given in the predicate phrShape(Id ,Coeffs), where Coeffs
encode information about the way the phrase was played by a pianist. This is
computed from the tempo and dynamics curves, as described in the following
section.

2.2 Deriving the Training Cases:
Multilevel Decomposition of Performance Curves

Given a complex tempo or dynamics curve (see Figure 1) and the underlying
phrase structure, we need to calculate the most likely contribution of each phrase
to the overall observed expression curve, i.e., we need to decompose the complex
curve into basic expressive phrase ‘shapes’. As approximation functions to repre-
sent these shapes we decided to use the class of second-degree polynomials (i.e.,
functions of the form y = ax2 + bx + c), because there is ample evidence from
research in musicology that high-level tempo and dynamics are well character-
ized by quadratic or parabolic functions [14]. Decomposing a given expression
curve is an iterative process, where each step deals with a specific level of the
phrase structure: for each phrase at a given level, we compute the polynomial
that best fits the part of the curve that corresponds to this phrase, and ‘sub-
tract’ the tempo or dynamics deviations ‘explained’ by the approximation. The
curve that remains after this subtraction is then used in the next level of the
process. We start with the highest given level of phrasing and move to the low-
est. As tempo and dynamics curves are lists of multiplicative factors (relative to
a default tempo), ‘subtracting’ the effects predicted by a fitted curve from an
existing curve simply means dividing the y values on the curve by the respective
values of the approximation curve.

Figure 3 illustrates the result of the decomposition process on the last part
(mm.31–38) of the Mozart Sonata K.279, 1st movement, 1st section. The four-
level phrase structure our music analyst assigned to the piece is indicated by the
four levels of brackets at the bottom of the plot. The elementary phrase shapes
(at four levels of hierarchy) obtained after decomposition are plotted in gray.

We end up with a training example for each phrase in the training set –
a predicate phrShape(Id ,Coeff ), where Coeff = {a, b, c} are the coefficients of
the polynomial fitted to the part of the performance curve associated with the
phrase.

2.3 Combining Multi-level Phrase Predictions

Input to the learning algorithm are the (relational) representation of the musical
scores plus the training examples (i.e. timing and dynamics polynomials), for
each phrase in the training set. Given a test piece the learner assigns the shape
of the most similar phrase from the training set to each phrase in the test piece.
In order to produce final tempo and dynamics curves, the shapes predicted
for phrases at different levels must be combined. This is simply the inverse of
the curve decomposition problem. Given a new piece to produce a performance
for, the system starts with an initial ‘flat’ expression curve (i.e., a list of 1.0
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Fig. 3. Multilevel decomposition of dynamics curve of performance of Mozart Sonata
K.279:1:1, mm.31-38.: original dynamics curve plus the second-order polynomial shapes
giving the best fit at four levels of phrase structure.

values) and then successively multiplies the current value by the multi-level
phrase predictions.

3 DISTALL and Set Distance Measure
Based on Maximal Matching

The following section gives a brief overview of the relational case-based learner
DISTALL. The interested reader is referred to [13] for a more detailed descrip-
tion.

3.1 The Relational Case-Based Learner DISTALL

DISTALL can be regarded as the continuation of the line of research initiated
in [1], where a clustering algorithm together with its similarity measure was
presented. This work was later improved in [5], in the context of the relational
instance-based learning algorithm RIBL. The main idea behind RIBL’s similarity
measure is that the similarity between two objects is determined by the similarity
of their attributes and the similarity of the objects related to them. The similarity
of the related objects depends in turn on their attributes and related objects.
The same idea is employed by DISTALL. Figure 4 depicts the basic principle of
DISTALL (DIstance on SeTs of Appropriate Linkage Level).

In the example, we are interested in the distance between objects Ob1 and
Ob2 . It is calculated as the distance between two sets of FOL-literals: between
the set of all literals from the background knowledge also containing object
identifier Ob1 as one of the arguments, and the set of all literals containing
object identifier Ob2 . Most elements of these two sets will typically be literals
which describe basics properties of objects Ob1 and Ob2 (putting this in the
context of our music example from section 2.1, objects Ob1 and Ob2 would
represent two phrases and literals describing their basic musical properties would
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Fig. 4. Basic principle of DISTALL’s similarity measure.

be predicates phrCont). The distance between such literals can be defined in a
straightforward way, e.g., as the Euclidean or Manhattan distance defined over
the literals’ arguments (or set to 1 if the literals have different functors). But
there may also be literals which state relations of objects Ob1 and Ob2 to some
other objects (these would be contains predicates in our music example). In the
figure 4 these are literals a01, a02, b01 and b03. The distance between such literals
is calculated as the set distance between sets of literals from the background
knowledge which have the same object identifiers as one of the arguments. The
procedure continues recursively, until a user defined depth is reached. At the
lowest level, the distance between objects is calculated as the distance between
discrete values. From the above it is apparent that a distance measure between
sets of elements is essential for our learner. It is discussed in the following.

3.2 Set Distance Based on Maximal Matching

Given a normalized (i.e. in interval [0,1]) distance measure between individual
points, the distance between two sets of points A and B based on maximal
matching is proposed in [9] as:

dm(A, B) = min
r∈MM(A,B)

⎧⎨
⎩
∑

(x,y)∈r

d(x, y) +
|#A−#B|

2

⎫⎬
⎭ (1)
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where MM(A, B) is the set of all possible maximal matchings between A and
B, and d(x, y) are distances between individual matched points.

Stated informally, one wants to maximally match elements from one set with
the elements of the other and achieve the minimal possible distance. A penalty
for each element of one set which does not match to any element of the other
is also added (second term in the formula). In [9] it has been shown that such
a metric satisfies the reflexivity, similarity and triangle inequality relations and
can be calculated in time polynomial in #A and #B 4.

Although rather intuitive, the set distance measure based on maximal match-
ing has two main weaknesses. The first is its computational infeasibility. As
stated above, examples in FOL are describes as sets of facts, where, for typical
learning tasks, it is not uncommon for examples to have fifty or more facts. Com-
puting the distance between such two examples would have a time complexity
of 1003. For IBL and clustering tasks distances between each pair of examples
have to be calculated, with databases typically containing tens of thousands of
examples. For this reason DISTALL does not apply the set distance measure di-
rectly, but splits initial sets into hierarchically nested subsets (see Figure 4). The
computational cost is kept small by applying the distance measure to subsets
only, each having a small number of elements (see [13] for details).

The second problem of the presented distance measure is that the distance
between a large and a small set is largely determined by their difference in
cardinality, i.e. if A >> B, then dm(A, B) ≈ |#A−#B| /2. In order to avoid
that, methods for weighting elements in sets are proposed (see [9] for details):
E.g. one could assign a weight W [A](a) to each element a in smaller set A and
define a size of a set (or virtual cardinality) as: size(A) =

∑
a∈A W [A](a). If

the weights are chosen appropriately, the sets can be scaled to the same virtual
cardinality thus reducing (or eliminating) the penalty part in formula 1. Still
it is not clear if the set distance measure should be more influenced by the
‘point’ distances between already matched set points or by the fact that there
is a number of points in one set which do not match any of the points in the
other set. For example, suppose there are three families A, B1 and B2. Family A
consists of mother, father and a child, the same as family B1. It turns out that
each member of family A is rather dissimilar from corresponding person from
family B1. Family B2 has five children but mother,father and one of the children
from B2 are rather similar to the appropriate members from A. Which family,
B1 or B2 is more similar to family A?

This question is subject of our experiments in section 5. We gradually vary
the influence of the penalty part to the overall distance between two sets (from
0 to the full influence given by equation 1) and test the learning performance of
each variant of the distance measure on our music task.

4 Technically, finding a maximal matching and achieving the minimal possible dis-
tance between A and B is accomplished by finding a solution to the maximum flow
minimal weight problem of adequately constructed transport network (see [7] for
more information on the concept of transport networks) and has complexity cubic
in #A and #B.
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Table 1. Mozart sonata sections used in experiments (to be read as <sonataName>:
<movement>:<section>); notes refers to ‘melody’ notes.

phrases at level
sonata section notes 1 2 3 4

kv279:1:1 fast 4/4 391 50 19 9 5
kv279:1:2 fast 4/4 638 79 36 14 5
kv280:1:1 fast 3/4 406 42 19 12 4
kv280:1:2 fast 3/4 590 65 34 17 6
kv280:2:1 slow 6/8 94 23 12 6 3
kv280:2:2 slow 6/8 154 37 18 8 4
kv280:3:1 fast 3/8 277 28 19 8 4
kv280:3:2 fast 3/8 379 40 29 13 5
kv282:1:1 slow 4/4 165 24 10 5 2
kv282:1:2 slow 4/4 213 29 12 6 3
kv282:1:3 slow 4/4 31 4 2 1 1
kv283:1:1 fast 3/4 379 53 23 10 5
kv283:1:2 fast 3/4 428 59 32 13 6
kv283:3:1 fast 3/8 326 53 30 12 3
kv283:3:2 fast 3/8 558 79 47 19 6
kv332:2 slow 4/4 477 49 23 12 4

Total: 5506 714 365 165 66

4 Experiments: Relational vs. Propositional Learning

In the following we present detailed empirical results achieved with DISTALL
on a complex real-world dataset derived from piano performances of classical
music. We also provide a comparison with a straightforward propositional k-
NN. Note that in the experiments we present in this section we do not intend
to learn performance curves as close to the pianist’s curves as possible (see [12]
for this type of problem). Rather, we want to investigate if employing a richer
relational representation adds some performance gain compared with a simpler
propositional representation.

4.1 The Data

The data used for the experiments was derived from performances of Mozart
piano sonatas by a Viennese concert pianist on a Bösendorfer SE 290 computer-
controlled grand piano. A multi-level phrase structure analysis of the musical
score was carried out manually by a musicologist. Phrase structure was marked
at four hierarchical levels; three of these were finally used in the experiments.
The sonatas are divided into sections, which can be regarded as coherent pieces.
The resulting set of annotated pieces is summarized in Table 1. The pieces and
performances are quite complex and different in character; automatically learn-
ing expressive strategies from them is a challenging task.
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Table 2. Results, by sonata sections, of cross-validation experiment with DISTALL
(k=1). Measures subscripted with D refer to the ‘default’ (mechanical, inexpressive)
performance, those with L to the performance produced by the learner. The cases
where DISTALL is better than the default are printed in bold.

dynamics tempo
MSED MSEL MAED MAEL CorrL MSED MSEL MAED MAEL CorrL

kv279:1:1 .0341 .0173 .1571 .0929 .7093 .0161 .0189 .0879 .0820 .4482
kv279:1:2 .0282 .0314 .1394 .1243 .6162 .0106 .0151 .0720 .0799 .4691
kv280:1:1 .0264 .0143 .1332 .0895 .7289 .0136 .0062 .0802 .0526 .7952
kv280:1:2 .0240 .0380 .1259 .1363 .4394 .0125 .0160 .0793 .0752 .4983
kv280:2:1 .1534 .0655 .3493 .2022 .7569 .0310 .0326 .1128 .1025 .6360
kv280:2:2 .1405 .0534 .3170 .1854 .7951 .0323 .0427 .1269 .1293 .5206
kv280:3:1 .0293 .0125 .1452 .0809 .7575 .0188 .0104 .0953 .0629 .6971
kv280:3:2 .0187 .0274 .1124 .1151 .4816 .0196 .0157 .1033 .0884 .5862
kv282:1:1 .0956 .0297 .2519 .1228 .8367 .0151 .0172 .0905 .0700 .4718
kv282:1:2 .0781 .0397 .2277 .1436 .7839 .0090 .0284 .0741 .0974 .3435
kv282:1:3 .1047 .0520 .2496 .1867 .7134 .0938 .0388 .2236 .1269 .8400
kv283:1:1 .0255 .0236 .1379 .0985 .7377 .0094 .0115 .0664 .0756 .4106
kv283:1:2 .0333 .0183 .1560 .0948 .7506 .0097 .0092 .0691 .0651 .5860
kv283:3:1 .0345 .0099 .1482 .0715 .8818 .0116 .0077 .0696 .0534 .6847
kv283:3:2 .0371 .0192 .1572 .1002 .7358 .0100 .0153 .0745 .0757 .4099
kv332:2 .0845 .0869 .2476 .2398 .4059 .0146 .0492 .0718 .1498 .2582

WMean .0437 .0310 .1664 .1225 .6603 .0141 .0182 .0811 .0823 .5089

4.2 A Quantitative Evaluation of DISTALL

A systematic leave-one-piece-out cross-validation experiment was carried out.
Each of the 16 sections was once set aside as a test piece, while the remaining 15
pieces were used for learning. DISTALL uses one nearest neighbor for prediction.

The expressive shapes for each phrase in a test piece were predicted by DIS-
TALL and then combined into a final tempo and dynamics curve, as described
in section 2.3. The experiment setup is similar to the one already published in
[13]. The evaluation procedure is somewhat different. What was compared in [13]
was the tempo or dynamics curve produced by the learner with the curve cor-
responding to the pianist’s actual performance. This is somewhat unfair, since
the learner was given not the actual performance curves but an approximation,
namely the polynomials fitted to the curve at various phrase levels. Correctly
predicting these is the best the learner could hope to achieve. Thus, in this
work we use the following performance measures: the mean squared error of the
system’s prediction on the piece relative to the approximation curve – i.e., the
curve implied by the three levels of quadratic functions – of the actual expres-
sion curve produced by the pianist. (MSE =

∑n
i=1 (pred(ni)− expr(ni))2/n),

the mean absolute error (MAE =
∑n

i=1 |pred(ni) − expr(ni)|/n), and the cor-
relation between predicted and ‘approximated’ curve. MSE and MAE were also
computed for a default curve that would correspond to a purely mechanical,
unexpressive performance (i.e., an expression curve consisting of all 1’s). That
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allows us to judge if learning is really better than just doing nothing. The results
of the experiment are summarized in table 2, where each row gives the results
obtained on the respective test piece when all others were used for training.
The last row (WMean) shows the weighted mean performance over all pieces
(individual results weighted by the relative length of the pieces).

We are interested in cases where the relative errors (i.e., MSEL/MSED and
MAEL/MAED) are less than 1.0, that is, where the curves predicted by the
learner are closer to the approximation of the pianist’s performance than a purely
mechanical rendition. In the dynamics dimension, this is the case in 12 out of 16
cases for MSE, and in 14 out of 16 for MAE. The results for tempo are worse:
in only 6 cases for MSE and 10 for MAE is learning better than no learning.

On some pieces DISTALL is able to predict expressive curves which are
surprisingly close to the approximations of the pianist’s ones – witness, e.g., the
correlation of 0.88 in kv283:3:1 for dynamics5. On the other hand, DISTALL
performs poorly on some pieces, especially on those that are rather different in
character from all other pieces in the training set (e.g. correlation of 0.26 by
kv332:2 for tempo).

4.3 DISTALL vs. Propositional k-NN

One desirable property of relational learners is performing as well on proposi-
tional data as the ‘native’ propositional learners [4, 5]. Being generalizations of
the propositional k-NN, DISTALL shows this property. It is however interesting
to compare the performance of DISTALL, given the relational data representa-
tion, with the performance of the standard propositional k-NN6, since it has been
shown that a richer relational representation need not always be a guarantee for
better generalization performance [4]. We can represent phrases in propositional
logic by describing each phrase in the data set with the attributes A1, A2, ...
from the predicate phrCont(Id, A1, A2, ...) together with the ‘target’ polyno-
mial coefficients Coeffs from the predicate phrShape(Id ,Coeffs). By doing so
we lose information about hierarchical relations between phrases and obtain an
attribute-value representation which can be used by the k-NN algorithm. Table
3 shows the performance of k-NN on our learning task in terms of weighted mean
errors over all test pieces. The equivalent results for DISTALL are repeated from
table 2 (last row).

DISTALL performs better than propositional k-NN in both domains (reduc-
ing the errors and increasing the correlation), the only exception being MSE for
tempo. Although meaningful, comparing such high-level error measures is some-
what unfair. The actual task for both learner is to predict elementary phrasal
shapes and not the composite performance curves. One mispredicted shape at

5 Such a high correlation between predicted and observed curves is even more surpris-
ing taking into account that kv283:3:1 is a fairly long piece with over 90 hierarchically
nested phrases containing over 320 melody notes.

6 For a detailed study where propositional k-NN is optimized on our learning problem
see [12].
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Table 3. Comparison between standard k-NN and DISTALL. The table shows
weighted mean errors over all test pieces. Measures subscripted with D refer to the
‘default’ (mechanical, inexpressive) performance, those with L to the performance pro-
duced by the learner. The results for DISTALL are repeated from table 2 (last row).

dynamics tempo
MSED MSEL MAED MAEL CorrL MSED MSEL MAED MAEL CorrL

propositional k-NN .0437 .0335 .1664 .1309 .6369 .0141 .0177 .0811 .0878 .4628
DISTALL .0437 .0310 .1664 .1225 .6603 .0141 .0182 .0811 .0823 .5089

Table 4. Comparison between propositional k-NN and DISTALL at the level of
phrases. The table shows absolute numbers and percentages of the phrases where the
predictions of both learners are equal and where one learner is closer to the actual
phrase shape than the other. Both learner use one nearest neighbor for prediction.

dynamics (%) tempo (%)
MSE MAE CORR MSE MAE CORR

equal 697 (56%) 697 (56%) 697 (56%) 697 (56%) 697 (56%) 697 (56%)
prop. closer 240 (19%) 243 (20%) 259 (21%) 249 (20%) 252 (20%) 241 (19%)
DISTALL closer 305 (25%) 302 (24%) 286 (23%) 296 (24%) 293 (24%) 304 (25%)

the highest level can ‘ruin’ the whole composite curve even if all other shapes at
lower levels are predicted perfectly. For this reason it is instructive to compare
the learners’ performance directly at the phrase level.

The following experiment was performed. The leave-one-piece-out cross-vali-
dation procedure stayed the same as in the previous section, but now we compare
predictions of propositional k-NN and DISTALL with the ‘real’ phrase shapes,
i.e. those obtained by decomposing tempo and dynamics curves played by the
pianist. We then check whose prediction was closer to the actual shape (again
in terms of MSE, MAE and correlation). That gives us much more test cases
(1240 phrases instead of 16 pieces) and thus more detailed insight into differences
between the algorithms. The results are given in table 4.

A first look at table 4 reveals that both learners predict the same shapes
in a lot of cases – more than 55% of the test set. For the second half however,
DISTALL predicts shapes which are closer to the pianist’s (i.e., lower MSE and
MAE, higher correlation) in more cases than vice versa.

5 Expreriment: Influence of the Mismatch Penalty
on the Overall Set Distance Measure

In this section we experimentally examine the influence of the penalty part of
the set distance (see section 3.2). We introduce a parameter penalty influence
(penInfl) which allows us to control the influence of the penalty part in the
formula 1 as follows:

The parameter penInfl can be varied in the range [0,1]. Before computing
the set distance, the elements of the smaller set are weighted according to the
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Table 5. Comparison between variants of set distance measure based on maximal
matching with different influences of penalty part (see section 3.2). The table shows
weighted mean errors over all test pieces. Measures subscripted with D refer to the
‘default’ (mechanical, inexpressive) performance, those with L to the performance pro-
duced by the learner.

dynamics tempo
penInfl MSED MSEL MAED MAEL CorrL MSED MSEL MAED MAEL CorrL

0 .0437 .0376 .1664 .1391 .6091 .0141 .0303 .0811 .1186 .3203
0.2 .0437 .0378 .1664 .1374 .6297 .0141 .0286 .0811 .1107 .3313
0.4 .0437 .0347 .1664 .1306 .6481 .0141 .0253 .0811 .1002 .4043
0.6 .0437 .0350 .1664 .1292 .6514 .0141 .0223 .0811 .0936 .4563
0.8 .0437 .0319 .1664 .1226 .6687 .0141 .0200 .0811 .0865 .4736
1 .0437 .0310 .1664 .1225 .6603 .0141 .0182 .0811 .0823 .5089

formula w = R + (1 −R) ∗ penInfl, where R = max(#A, #B)/min(#A, #B).
By setting penInfl = 0 (we want to neglect the penalty part), each element of
the smaller set is assigned a weight w = R. In this case both sets have the same
‘virtual cardinality’ and each matching of the smaller set to one element of the
bigger set is weighted with w = R. In setting penInfl = 1 elements of the smaller
set are weighted w = 1 and formula 1 applies. For values of penInfl between 0
and 1, the weights are linearly spread in the range (R,1) (e.g. if #A = 2, #B = 4
and penInfl = 0.5, each element of A would be weighted w = 1.5 and ‘virtual
cardinality’ of A would be 3).

For each value of penInfl in the range [0,1] with step size 0.2 we repeated
the same leave-one-piece-out cross-validation experiment from section 4.2. The
learning performance of each variant of the distance measure in terms of weighted
mean errors over all test pieces is given in table 5. Interestingly, it turns out that
the variants of the distance measure with high penalty influence perform clearly
better on our learning task than those with reduced influence of penalty. The
learners’ performances in terms of each error measure (lower MSE and MAE,
higher correlation) get monotonically better with increasing values of parameter
penInfl. Although the learning performance increases in both domains, the gain
in the tempo domain is more dramatic (e.g. mean correlation of 0.36 vs. 0.24 for
variants penInfl = 1 and penInfl = 0 respectively). It seems that variants with
high penalty basically ‘filter out’ phrases with different structure (e.g. phrases
with a (largely) different number of smaller phrases) and choose the nearest
phrase based on ‘fine tuning’ from the subset of phrases with approximately the
same structure. Still it is not clear if this strategy is effective on datasets with
even larger differences in cardinalities between examples.

6 Conclusion

We have presented an application of cased-base reasoning on a complex learn-
ing task from the domain of classical music: learning to apply musically ‘sen-
sible’ tempo and dynamics variations to a piece of music at different levels of
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the phrase hierarchy. The problem was modelled as a multi-level decomposition
and prediction task. We showed how hierarchically nested phrases can be natu-
rally described in first-order logic and briefly presented the relational case-based
learner DISTALL which can be seen as a generalization of k-NN learner for data
described in FOL. Experimental analysis showed that our approach is in general
viable. In addition to quantitative evaluations, listening to the performances pro-
duced by the learner provides additional qualitative insight. Some of DISTALL’s
performances - although being the result of purely automated learning with no
additional knowledge about music - sound indeed musically sensible. We hope to
demonstrate some interesting sound examples at the conference. Experimental
results also showed that DISTALL outperforms a straightforward, propositional
k-NN learner on the music task.

The set distance measure based on maximal matching, incorporated in DIS-
TALL, was discussed in more detail. Specially, the problem of high influence of
the penalty by assigning the distance to sets with largely different cardinalities
was discussed. We presented a way to systematically vary the influence of the
penalty part on the overall set distance measure. Interestingly, experimental re-
sults showed that variants of the set distance measure with high penalty influence
perform better than those with reduced influence of penalty. Future experiments
should show if reducing influence of penalty is more effective on datasets with
examples with larger differences in cardinalities than our music dataset.

Future work with DISTALL could also have an impact on musicology. The
rather poor results in the tempo domain (see section 4.2) suggest that other
types of approximation functions may be worth trying, which might lead to
better phrase-level tempo models.
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Abstract. In this paper we propose an architecture for an adaptive workflow 
management system (WFMS) and present the research prototype CBRFlow. 
CBRFlow extends workflow execution with conversational case-based reason-
ing (CCBR) to adapt the predefined workflow model to changing circumstances 
and to provide the WFMS with learning capabilities. Business rules within the 
predefined workflow model are annotated during run-time with context-specific 
information in the form of cases using the CCBR sub-system. When case reuse 
becomes frequent, the cases are manually refactored into rules to foster auto-
matic execution. This feedback supports continuous process improvement, re-
sulting in more manageable and more efficient business processes over time.  

1   Introduction 

Workflow management systems (WFMS) are frequently used to control the execution 
of business processes and to improve their efficiency and productivity. To date, 
WFMS have been applied to fairly static environments in which the execution of 
activities follows a highly predictable path. However, today’s business is character-
ized by ever-changing requirements and unpredictable environments (e.g., due to 
global competition). Traditional WFMS do not address the needs of the majority of 
processes [1] and it is widely recognized that more flexibility is needed to overcome 
these drawbacks [2-5]. 

Due to this limited flexibility companies have often been restricted to respond 
quickly to changing circumstances and thus could not always realize the expected cost 
savings. When WFMS do not allow for changes or handle them in a too rigid manner, 
users are forced to circumvent the system to do their work properly. Bypassing the 
system results in a lack of efficiency and missing traceability. Additionally, the 
knowledge needed to complete the work is lost as it is not recorded in the system and 
therefore cannot be reused efficiently when similar problems arise in the future.  

Due to the significant modeling time needed, workflow models are often obsolete 
right after their specification is “completed”. Not all eventualities and possible devia-
tions can be considered in advance, as requirements change or evolve over time, and 
exceptions or ad-hoc events may arise. In order to efficiently support the management 
of business processes, WFMS must be flexible at run-time so that necessary modifica-
tions can be made when they arise. The need for flexibility and adaptability in WFMS 
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is addressed by adaptive workflow management research (e.g., WIDE [3], ADEPTflex 
[5], METEOR [6]). 

In this paper we present CBRFlow, a research prototype which extends workflow 
execution with CCBR. CCBR is used to adapt the predefined workflow model to 
changing circumstances and to provide the WFMS with incremental learning capabili-
ties. Business rules within the workflow model are annotated with context-specific 
information in the form of cases using the CCBR sub-system. 

After providing a background on workflow management, business rules, hybrid 
CBR, and CCBR in Section 2, we describe the adaptive approach to workflow man-
agement on which CBRFlow is based in Section 3. Section 4 outlines CBRFlow’s 
architecture, related work is discussed in Section 5, followed by conclusions and fur-
ther studies in Section 6. 

2   Background 

2.1   Workflow Management 

Workflow management involves the modeling, the execution and the monitoring of 
workflows [7]. During workflow modeling an abstract representation of a business 
process is created to specify which tasks are executed and in what order. A workflow 
model thus includes functions (i.e., activities), their dependencies, organizational 
entities that execute these functions and business objects which provide the functions 
with data. Workflow execution and control of the automated parts of a business proc-
ess are supported by a WFMS. Each business case is handled by a newly created 
workflow instance. Workflow monitoring provides status information about running 
workflows; it supports the evaluation of business processes and fosters continuous 
process improvement. 

2.2   Business Rules 

Business rules can be defined as statements about how the business is done, i.e., about 
guidelines and restrictions with respect to states and processes in an organization [8]. 
Business rules can be formalized and modeled using ECA (event-condition-action) 
rules [9]. Within workflow management, business rules are used for activity enact-
ment (i.e., to model the control flow), monitoring and exception handling. 

2.3   Conversational Case-Based Reasoning 

A CCBR system can be characterized as an interactive system that, via a mixed-
initiative dialogue, guides users through a question-answering sequence in a case 
retrieval context. CCBR is an extension to the CBR paradigm, in which a user is ac-
tively involved in the inference process [10]. Allen defines a mixed-initiative dialogue 
as follows [11]: “At any one time, one agent might have the initiative – the interaction 
– while the other works to assist it, contributing to the interactions as required. At 
other times, the roles are reversed…”. 

Traditional CBR requires the user to provide a complete a priori specification of 
the problem for retrieval and knowledge about the relevance of each feature for prob-
lem solving. In CCBR, the system assists the user to find relevant cases by presenting 
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a set of questions to assess a situation. The system guides the users, who, however, 
can also supply already known information on their initiative. “The distinguishing 
benefit of conversational case-based reasoning [...] is that users are not required to 
initially provide a complete description of their problem. Instead, users enter text 
partially describing their problem and the system assists in further elaborating the 
problem during a conversation, which ends when the user selects a solution to ap-
ply” [12].  

2.4   Hybrid CBR 

Hybrid CBR is the combination of case-based reasoning with other reasoning tech-
niques like rule-based reasoning (e.g., GREBE [13], CABARET [14]). The combina-
tion of rules and cases is useful for reasoning in a variety of domains because of their 
complementary strengths [15-17]. Rules represent the general knowledge of a do-
main, while cases are able to utilize specific knowledge of previously experienced 
concrete problem situations. In general, rules capture broad trends in a domain, while 
cases are good at covering an underlying rule in more detail and at filling in small 
pockets of exceptions to the rules. The declarative knowledge encoded in rules can be 
adapted to changing environments by cases, without necessarily requiring the rules to 
be rewritten at every new turn of events [18]. 

3   Adaptive Approach to Workflow Management 

CBRFlow builds upon the idea of integrating CCBR and workflow management to 
support run-time modifications to a predefined workflow model and to provide in-
cremental learning capabilities. Figure 1 illustrates the adaptive approach to workflow 
management on which CBRFlow is based. 

During workflow modeling an initial computerized representation of an organiza-
tion’s business processes is created and business rules are used to model the control 
flow between activities.  

At run-time an instance of the workflow model is created and the process is exe-
cuted as specified in the workflow model. Workflows are evaluated during execution 
by the workflow user and when run-time changes to the workflow model become 
necessary due to exceptions or changing requirements, the user annotates the business 
rules within the workflow model with context-specific information in the form of 
cases.  

This recently gained knowledge is immediately available for reuse without explic-
itly changing the workflow model. When the process knowledge encoded in the cases 
becomes well-established, the workflow modeler should abstract these cases to rules, 
thus updating the underlying model explicitly by using the gained knowledge from 
within the CCBR-subsystem. The system and the organization continuously learn how 
to handle new situations in a better way as more and more experience is gained and 
the knowledge is readily available for reuse. This approach supports many of the 
principles and values advocated by Agile and Lean Software Development as dis-
cussed in [19, 20]. 
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Fig. 1. CBRFlow’s adaptive approach to workflow management 

 
In CBRFlow rule-based reasoning has precedence over case-based reasoning. 

CCBR is only used when there is no domain knowledge specified in the form of rules, 
when changes must be performed or when exceptions arise, and to continuously im-
prove the execution of an organization’s business processes.  

The application of such a hybrid CCBR approach offers several advantages for 
business process management compared to a pure rule-based approach. When model-
ing a business process it is not always possible to predefine a workflow in every detail 
as the business environment is continuously changing, as not all information might be 
available or as getting this information is prohibitively costly or time-consuming, thus 
making a pure rule-based approach infeasible. Only those aspects of a business proc-
ess that create clear business benefits and for which enough knowledge is available 
are covered in or added to the initial workflow model. The detailed modeling of a 
business process is delayed until enough knowledge is available and uncertainty can 
be resolved. Cases are then used to deviate from the workflow model during run-time 
in order to adapt to altered circumstances. The knowledge about these modifications 
is collected and stored as cases. In most situations, the cases cannot be reused in a 
fully automated way, because a lot of adaptation knowledge is necessary to execute 
the workflow correctly. The users must therefore actively be involved in the inference 
process. CCBR provides the users with past experiences and supports their decision-
making. If it becomes obvious that a specific change was more than a one-time ad-hoc 
deviation, it might be useful to abstract the information stored in the cases as one or 
more rules in order to allow full automation. 

4   Architecture 

In this section we present the architecture of the research prototype CBRFlow. First, 
the workflow building blocks are described (see Section 4.1), followed by an over-
view of the navigation of the Agent (i.e., representation of a workflow instance) 
through the workflow (see Section 4.2) and an outline of the core components and 
their collaborations (see Section 4.3). Finally, the implementation of the prototype is 
illustrated using an example from the travel domain (see Section 4.4). 
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4.1   Workflow Building Blocks 

Workflow. Within CBRFlow a workflow is described as a set of nodes and the con-
nections between them. It consists of a start node, a finite set of routing nodes, a finite 
set of activity nodes and an end node. Agent Instructions are used for the connections 
between nodes.  

Start Node, End Node and Agent Instructions. Each workflow contains a single 
start node and a single end node. The start node indicates the beginning of a 
workflow. It is the only node without a predecessor and it is always followed by a 
routing node (i.e., containing an Agent Instruction with a reference to the first routing 
node). The end node is the only node without a successor and the predecessor of an 
end node is always a routing node. This provides for a placeholder if cases have to be 
added.  

Agent Instructions are used to connect the nodes and to control the Agents (see 
also Section 4.2). They consist of an operation code, which specifies the class of the 
Agent Instruction and up to two parameters, depending on the Agent Instruction. A 
detailed description of the Agent Instruction Set can be found in [21]. 

 
 

Default Agent Instruction

Rule-Base

Rule m

Default Case-Base

Case 1

...

Case n

...

Rule 1

Case-Base 1

 

Fig. 2. Structure of a routing node 

Routing Node. Routing nodes include the routing information and are responsible for 
routing the Agent from one activity to the next or to the end node. The decision of 
where to route an Agent next is made by using the node’s routing information and the 
data provided by the Agent (see also Section 4.2). A routing node is always followed 
by at least one activity node or by the end node. Each routing node has a Rule-Base, a 
Default Case-Base, and a Default Agent Instruction as illustrated in Figure 2.  

The Rule-Base contains all business rules that are relevant for this routing node. A 
business rule is specified in the form “IF Condition THEN Agent Instruction”. Case-
Bases are used at two locations in the process definition: a Default Case-Base is part 
of a routing node and is used when no rule fires. Additionally, a Case-Base can be 
attached to any business rule to implicitly update this rule. Each case C in the Case-
Base consists of a set of question-answer pairs (QA1..QAn) and a set of actions 
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(A1..An). For each action, an Agent Instruction is specified. The case structure has 
been adapted from NaCoDAE [22]. The internal representation of a case within 
CBRFlow is illustrated in Figure 3. 

 

<CASE ID="c15" TITLE="No hotel needed" DESCRIPTION "No hotel needed because 
private accommodation is available."> 
<QAPAIRS> 

<QAPAIR QUESTION="Private accommodation available?" ANSWER="Yes"/> 
<QAPAIR QUESTION="Distance from conference center?" ANSWER="Very short"/> 

</QAPAIRS> 
<ACTIONSSET> 

<ACTION ID="A1" DESCRIPTION=""> 
<AGENTINSTRUCTION OPCODE="JMP" PARAM1="RN4"/> 

</ACTION> 
</ACTIONSET> 

</CASE>  

Fig. 3. XML-representation of a case 

The Default Agent Instruction specifies what to do when no rule fires and no cases 
are available. 

Activity Nodes. Activity nodes are used to perform tasks such as using interactive 
applications or web services (see [21]). An activity node has an In-Queue to let 
Agents wait until processing can continue. After finishing an activity, the Agent is put 
into the Out-Queue, if the execution was successful, or in case of an error, into the 
Error-Queue and a state object is added to the Agent’s status for further analysis in the 
next routing node(s). 

4.2   Navigation Between Nodes 

The connection between nodes is implemented by Agent Instructions. To move the 
Agent forward from one node to another, each node contains information about its 
successor(s) in the form of a Default Agent Instruction. Only the end node does not 
specify a successor. At each node the Agent is provided with the information needed 
to know where to go next. As the Agent is about to leave a node, the Default Agent 
Instruction is fetched and the action specified by the Default Agent Instruction is 
performed. In general, this is done in the form of a JMP instruction, which contains a 
reference to the next node and can be interpreted as a simplified ECA-rule (Event-
Condition-Action-rule) with an empty condition part. 

The Rule-Base within the routing node facilitates decision-based routing of the 
Agent and enables selecting one out of several possible succeeding nodes. The Rule-
Base contains the relevant business rules for this routing node. If a rule fires during 
workflow execution, the Agent Instruction of the fired rule (i.e., action part) is exe-
cuted.  

In contrast to rules, cases are not applied automatically but require user interaction. 
Cases can be applied by the workflow user when exceptions arise or annotations to 
the predefined workflow model become necessary. CBRFlow applies the standard 
CCBR problem-solving process for case retrieval as described in [22, 23] except for 
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the following deviation. In contrast to standard CCBR, the users do not need to input 
a problem description. As all cases in the case-base could be relevant for the users, the 
system initially presents the questions of the complete set of cases to the users on their 
demand. They can then retrieve similar cases by answering some of the displayed 
questions in any order they prefer, i.e., by submitting a query Q which consists of a 
set of answered questions (QA1..QAm) to the system. Finally, the users can select a 
similar case for reuse. As proposed by [22], similarity is calculated by dividing the 
number of shared observations minus the number of conflicting observations by the 
total number of observations in this case (see Equation 1). 

||
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CQsim
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The Agent Instruction specified in the action part of the case is then executed by the 
Agent. 

When no rule fires or no rule is available, the Agent fetches the Agent Instruction 
from the Default Case-Base or, if that case-base is empty, from the Default Agent 
Instruction.  

4.3   Core Components and Their Collaborations 

Figure 4 shows the main architectural components: the Workflow Enactment Service, 
the CCBR system, the User Portal, the Configuration Tool and the Business Process 
Repository, and the collaborations between them. It further illustrates how the archi-
tecture of CBRFlow can be mapped to the reference model of the Workflow Man-
agement Coalition (see also [21]). 

The Workflow Enactment Service (WES) is responsible for the execution and con-
trol of workflows based on a predefined workflow model. The Conversational Case-
Based Reasoning (CCBR) system is used to implicitly update the workflow model 
during run-time to allow for dynamic changes. The User Portal is a graphical user 
interface and facilitates the interaction of the user with the Workflow Enactment Ser-
vice. During workflow modeling, the Configuration Tool is used to create a comput-
erized model of a business process and stores it in the Business Process Repository 
(BPR).  

The applications and the data persistency (Business Object Repository) are not part 
of CBRFlow, but are provided by external systems. CBRFlow provides a process 
layer, which is built on top of existing applications to support their orchestration and 
underneath the presentation layer, which provides the user interface. The responsibili-
ties of the different layers and their collaborations are detailed below (Figure 5).  

The presentation layer, consisting of the User Portal, provides the user interface 
for the users of the WFMS. The screen display and the user interactions are the only 
components that are handled on the client machine. A To-Do-List metaphor is used in 
the User Portal, listing all pending activities grouped by the users’ roles. 

The process layer separates business logic from presentation, the applications and 
data storage. It is responsible for controlling and executing workflows and includes 
the Workflow Enactment Service, the Business Process Repository and the CCBR 
system.  
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The execution of a workflow is triggered by an external event (e.g., a request for a 
new conference trip) or a message received containing some Business Object(s) to 
work on. Then, the Workflow Enactment Service instantiates the corresponding work-
flow definition from the Business Process Repository by creating an Agent to control 
the execution of the workflow instance. The Agent is set onto the starting point of the 
selected workflow and follows the flow as specified in the workflow definition (see 
Section 4.2). Deviations from the workflow model can be made using CCBR. After 
completing the workflow, the Agent is removed from the workflow enactment service 
and its execution history is kept for future reference, analysis and auditing. 

The process layer interacts with the presentation layer by assigning work to speci-
fied roles (i.e., by updating the presentation layer’s To-Do-Lists of the users holding 
these roles). The process layer communicates with the application layer by invoking 
applications automatically (e.g., by using Web Services) or as requested by the user.  
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Fig. 4. Architectural mapping to the reference model of the Workflow Management Coalition 
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Fig. 5. CBRFlow’s 4-Layer architecture 

The application layer is responsible for providing services and executing applica-
tions. The application layer communicates with the data layer by requesting the Busi-
ness Objects required for the completion of the tasks. The Business Objects are modi-
fied by the services and applications and are finally handed back to the data layer for 
persistency. 

The data layer allows the separation of data management from the applications and 
processes by using a Business Object Repository (BOR), which provides persistency 
to the applications’ data. The data layer can also be used to provide persistency to the 
WFMS, e.g., to workflow models, Agents and the Agent’s history. 

4.4   Example 

Based on the previously elaborated architecture the research prototype CBRFlow has 
been developed to demonstrate how CCBR can be applied to support run-time 
changes to the workflow model to increase flexibility and adaptability. The 
implementation of the research prototype is illustrated by a simplified example from 
the travel domain.  

4.4.1   The Travel Planning Process 
Figure 6 illustrates the travel planning process of ProcessGuru Inc., a fictitious corpo-
ration. It represents how ProcessGuru Inc. does the planning of a trip to a conference. 
The travel planning process consists of the following five tasks: choose destination, 
book a flight, book a hotel, and check public transportation schedules or book a rental 
car. After choosing the destination, a flight is booked, then the hotel is booked and 
finally, depending on the availability of public transportation, the schedules are 
checked, or a rental car is booked.  
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Fig. 6. Travel Planning Process Example 

4.4.2   The Implementation 
During workflow execution, all workflow users communicate with the workflow 
enactment service via their respective User Portal. The User Portal allows them to (1) 
login to the Workflow Enactment Service (2) select an Agent to execute an activity, 
and to (3) perform changes to a workflow instance represented by the selected Agent. 
The execution of the travel planning process is illustrated by observing one workflow 
user at work. 

Login 
The workflow user starts the User Portal on her PC and logs in using her credentials. 
The User Portal opens and all open activities for all of her roles are listed in her To-
Do-List.  

Select an Agent and Execute Activity 
The left panel of the User Portal shows all pending activities grouped by the user’s 
roles (like in Figure 7). Currently, there is only a single open task listed for the “Book 
hotel role”. To execute the “Book hotel” activity the user double-clicks the Agent 
waiting for the “Book hotel” activity and the corresponding application is invoked. 
After completion, the Agent is added to the Out-Queue of the activity node AN3 and 
is routed via RN4 – as no public transportation is available - to the “Book rental car” 
activity.  

Perform Change by Adding a New Case 
When planning a new conference journey the workflow user selects the “Book hotel” 
activity for execution. However, because a friend lives near the conference center, no 
hotel is needed; she wants to skip the activity and stay at the private accommodation. 
Therefore she has to make a change to the workflow and adds a new case to the case-
base (see Figure 7).  

She specifies the problem, enters a set of observations and a solution to the prob-
lem. The problem part of the case details why the predefined workflow model cannot 
be applied. Each observation represents a reason why things should be done differ-
ently than specified in the workflow model and describes a condition under which the 
case is applicable. By adding observations the system is taught the relevant attributes 
for applying this case. In the future, accessing this case again and deciding, if it is an 
effective solution, can help her and the other workflow users when a similar situation 
arises. The solution part specifies the alternate execution path, e.g., the user skips the 
"Book hotel" activity. 

The newly added case is then applied, the “Book hotel” activity is skipped and the 
Agent is forwarded directly to routing node RN4. Knowing that no public transporta-
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tion is available, the user performs the activity “Book rental car” and the travel plan-
ning process is then finalized. 

In a traditional WFMS without support for run-time change, the user would have 
had to circumvent the system. The user could have aborted the running workflow 
instance and handled the situation outside the WFMS. As an alternative, the user 
could have executed the workflow instance following its predefined execution path 
and have made a reservation for the hotel - even though the user is sleeping at a 
friend’s home – and then have cancelled the hotel reservation after completing the 
workflow instance. 

In a WFMS that supports ad-hoc changes, the user could have easily skipped the 
activity “Book hotel”, but as no learning would have taken place, the knowledge 
about the less expensive alternative of sleeping at a friend’s home would have been 
lost and could not have been reused in similar situations in the future. 

Perform a Change by Reusing a Similar Case 
During a later execution of the travel planning process, a new entry is added for the 
“Book hotel” role in the user’s To-Do-List. As cases exist for the previous routing 
node, the Agent is marked with an asterisk and the user examines the case-base by 
single clicking the Agent. A mixed-initiative dialogue is then initiated by the system 
and the user can retrieve similar cases by answering some of the questions in any 
order preferred. Similar cases can then be applied directly without change or after 
case adaptation. 

 

Fig. 7. Perform a change to the workflow model by adding a new case 
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Abstract Cases to Rules 
When the “Book hotel” activity is skipped more often due to the availability of pri-
vate accommodation, the WFMS sends a notification to the workflow modeler to 
perform the suggested case abstraction. The case abstraction itself is currently a man-
ual task and not implemented in CBRFlow. To get an overview of the cases in the 
Case-Base, the workflow modeler examines them and reflects about which rules 
could be abstracted from the retrieved case(s). Cooperating with the domain experts 
and the frontline workers the workflow modeler then defines a set of rules, adds them 
to the Rule-Base and removes the corresponding case(s) from the Case-Base. 

5   Related Work 

This paper is based on the idea of integrating workflow management and case-based 
reasoning. In related work CBR has been applied to support workflow modeling [24, 
25], to the configuration of complex core processes [26], to the handling of exceptions 
[6] and for the composition of Web Services [27]. 

METEOR [6] models organizational processes with justified ECA-rules and sup-
ports the handling of exceptions by using CBR. When no rule fires or any other ex-
ception occurs the WFMS tries to derive a capable exception handler, and, if no han-
dler is found, CBR is used to retrieve similar cases to reuse the information about 
previous exceptions. Human interaction is only necessary if no acceptable solution 
can be automatically derived.  

Our approach uses CBR not only for the handling of exceptions, but empowers the 
user to implicitly update the workflow model to changing requirements at run-time 
without demanding an exception generated by the system. CBR can not only be ap-
plied when no rule fires, but also to annotate a rule with cases in order to make devia-
tions from that rule. The decision whether to reuse a case is not automated, but is 
always left to the user. Therefore, when business processes must be executed in an 
(almost) fully automated way, the application of CCBR might be infeasible. 
CBRFlow requires the users to be problem solvers, not just process followers as they 
are entitled to deviate from the predefined workflow model. 

In WorkBrain [26], CBR is used for the configuration of complex core processes 
using process components. Due to the long configuration time needed this approach is 
most suitable for long-running, complex core processes. WorkBrain does not provide 
support for workflow adaptation, as CBR is only used at entry time. 

DWMSS (document-based workflow modeling support system) uses a CBR ap-
proach to support workflow modeling [24]. Existing know-how about the business 
processes, stored as cases, is reused for the modeling of new workflows. Similarly, 
[25] propose the application of CBR for the retrieval and reuse of workflow models. 

CBR has also been applied for the composition of Web Services, i.e., for service 
recovery based on user requirements [27].  

Related work also includes AI planning, adaptive workflow management and Or-
ganizational Memory Information Systems (OMIS). AI planning, especially mixed-
initiative case-based planning (e.g., NaCoDAE/HTN [28], MI-CBP [29], SiN [30] and 
HICAP [31]), can be seen as complementary to our approach as we primarily focus on 
the execution of workflows and not on modeling or planning. 
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Adaptive workflow management research suggests exception handling mecha-
nisms and (ad hoc) run-time modifications to the predefined workflow model in order 
to provide adaptability and flexibility. Expected exceptions are handled by ECA-rules 
[3, 6, 32] while unexpected exceptions are either handled by supporting dynamic (ad-
hoc) modifications to the workflow model [3, 5] or using knowledge-based ap-
proaches [6, 32, 33]. All of these systems rely on a predefined workflow model and 
try to avoid user interactions.  

While adaptive workflows cover both well and low structured parts of business 
processes, Organizational Memory Information Systems (OMIS) are suitable for 
knowledge intensive workflows (weakly structured) and are often used to provide 
additional process information to the users in order to support them during the execu-
tion of activities (e.g., KnowMore [34], DECOR [35], FRODO [36]). 

6   Conclusions and Further Studies 

This paper presents an architecture for an adaptive WFMS. The application of case-
based reasoning to workflow management relaxes the strict separation between build-
time and run-time and supports run-time modifications to the workflow model. This 
immediate feedback resolves uncertainty, and permits rapid incorporation of the re-
sults of the learning processes into subsequent workflow executions. CBRFlow’s 
underlying approach allows the application of many of the values and principles ad-
vocated by agile and lean software development [20]. 

Ongoing work includes an industrial strength implementation of this prototype in 
the logistics domain and research on how to balance the trade-offs between flexibility 
and security. Additionally, clear criteria for the decision when to stop the initial mod-
eling should be defined and guidelines for abstracting frequently reused cases into 
rules should be developed to support both the user and the workflow modeler. In 
order to free the case-base from obsolete knowledge, an aging or MRU (most recently 
used) factor should be implemented into the CCBR sub-system and be evaluated. 
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Abstract. We present in this paper a hybrid neuro-symbolic system
called “CASEP2”, which combines the case-based reasoning with an ade-
quate artificial neural network “M-SOM-ART” for sequence classification
or prediction task. In CASEP2, we present a new case modelling by dy-
namic covariance matrices. This model takes into account the temporal
dynamics contained in the sequences and allows to avoid problems re-
lated to the comparison of different length sequences. In the CBR cycle,
one neural network is used during the retrieval phase for indexing the
case base and another is used during the reuse phase in order to provide
the target case solution.

1 Introduction

This work reports on the problem of sequence classification or prediction and case
base maintenance using hybrid neuro-symbolic systems (case-based reasoning
(CBR) and artificial neural network (ANN)). The classification task associates
one class to each case and the prediction task consists in predicting a future
value of the sequence using its past values.

Our study is motivated by an application, which consists in predicting user
behaviour in an e-commerce Web site. Past experiences are provided from the
site users’ Web log files. This application is characterized by the huge amount
of data; the temporal aspect of these data; the presence of noise and real time
constraints (we must do the sequence processing before the end of the user
navigation in the site). In addition, background knowledge is not available.

The use of case-based reasoning for sequence processing introduces some
aspects that don not exist in the processing of “attribute-value” data.

These aspects concern mainly the case representation. The case can be rep-
resented by a succession of instants (or points) or by relations between temporal
intervals [11]. In addition, the sequences can be very long and with different
lengths. The choice of the case granularity is necessary. The case is represented
by the whole sequence [19] or by a part of the sequence (sub-sequence) [9].

Moreover, the huge amount of data and the presence of noise in these data
associated to the real time constraints make the case base maintenance of the
CBR system necessary. In this paper, we present a hybrid system “CASEP2” for
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sequence classification (or prediction) task. In this system, a new case represen-
tation, which takes into account temporal aspect of the sequences is presented.
A new neural network adapted to sequence processing is used in the retrieval
and the reuse phases of the CBR cycle. In the retrieval phase, the ANN indexes
the case base by dividing it into several parts, which is considered as a form of
case base maintenance. In the reuse phase, the ANN provides the target cases
solutions and preserves learned knowledge from the sub-sequence processing in
the same sequence. The first ANN is also used to provide the solutions without
using the CBR component.

The paper is organized as follows. Section 2 addresses the sequence processing
using CBR and hybrid neuro-CBR systems. Section 3 details CASEP2 system.
Section 4 compares our approach to some related work. Section 5 shows our
experimental results. Section 5 presents the current state of our work and future
work.

2 Related Work

Most of CBR systems consider episodes as distinct in time. However, temporal
relationships may exist between parameters in a case and they are generally
ignored. Some CBR works have addressed sequence processing. We can classify
these works according to the case representation that they have used.

In a first classification, we distinguish the cases that are represented by suc-
cession of instants (or points) from those represented by relations between tem-
poral intervals. The representation based on succession of instants was used in
several fields like the information research field [10] and the forest fire forecast-
ing field [19]. The representation with interval relations is proposed in [11]. It
is a new representation, which is more “rich” than the first one. A case rep-
resents different relations between temporal intervals. These relations use the
Allen temporal logic. The point representation of a case takes into account the
temporal information contained in the case in a simple manner. This represen-
tation was used successfully in several fields. The representation of case with
relations between temporal intervals is a new approach that is not often used.
This approach is certainly more complex than the first one, but makes the rep-
resentation of more precise information in a case possible. The complexity of
case structure can represent some inconvenient, especially when we have huge
amount of data with time constraints, as in our application. However, we think
that this representation is interesting and can be useful in fields where the point
representation of a case can fail.

A second classification distinguishes works where the case represents the
whole sequence from those where the case is a sub-sequence. Several works have
used the representation of a case with the whole sequence, let’s mention the RE-
BECAS system [19] for forest fire forecasting, the Radix system [4], which is a
web navigation advisor and the recommender system PADIM [6]. The represen-
tation of a case with the sub-sequence was introduced in the recommendation
approach BROADWAY [9]. Different applications of this approach use this rep-
resentation; let’s mention the BROADWAYV1 system [10] and the BeCBKB
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system [13], which is a query refiner. The CASEP system [25, 22] used for se-
quence prediction and the COBRA system [17] that predicts the user actions
in a web site, also use this representation. The representation of a case with a
whole sequence allows avoiding an additional storage of more precise knowledge.
However, in the majority of the systems that use this representation, no lesson is
learned from the different reasoning cycles done during the sequence evolution,
as in the REBECAS system, where the addition of the complete sequences to
the case base is the only operation done to update the knowledge of the system.
Moreover, the retrieval of a whole sequence is time consuming. The represen-
tation of a case with sub-sequences can require more memory capacity if the
whole sequences and the cases are kept in the memory. The advantage of this
representation is that, for each reasoning step, useful knowledge is learned by
the system. The different reasoning steps are taken into consideration during the
sequence evolution, as in Broadway [9] and CASEP [25, 22], can allow improving
the system results in order to reduce the source cases retrieval time and to avoid
the preceding failures.

Most of the systems described above do not consider the problems of case
base maintenance in the CBR system1 and the control of the size and the content
of the system memory. In CASEP system [25, 22], maintenance measurements
are associated to the cases in order to take into account the presence of noise in
data and to reduce the case base. This leads to improve CBR system results. But
in this system, cases are represented by sub-sequences with a fixed length. This
presents limitation in several applications. The reduction of the case base is not
important enough to satisfy real time constraints. In order to improve the system
results and efficiency, we propose the hybrid neuro-CBR system CASEP2.

Neuro-symbolic hybrid systems can be classified according to the degree or
the mode of integration of the neural and the symbolic components.

The integration degree represents the degree of communication and the in-
formation flow between the components [18]. The communication can be done
using files (loosely coupled systems); shared memory and data structures (tightly
coupled systems); or functions (total integration). The components integration
mode represents the way in which the symbolic and the neural components are
configured in relation to each other and to the overall system. Four integration
modes are proposed in [18, 8, 7]: chainprocessing, subprocessing, metaprocessing
and coprocessing.

In chainprocessing mode, one of the modules (either symbolic or neural) can
be the main processor while the other takes a charge of pre-processing or post-
processing. In subprocessing mode, one of the two modules is subordinated to
the other, which acts as the main problem solver. In metaprocessing mode, one
module is the base level problem solver and the other plays a metalevel role
(such as monotoring, control, or performance improvement) towards the first.
In coprocessing, the symbolic and the neural modules are equal partners in the
problem solving process.

Many hybrid neuro-CBR systems are proposed in the literature. Among the
systems, which use the subprocessing mode, we can distinguish those in which the

1 A description of the case base maintenance problem can be found in [25].
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main processor is the neural module, like PROBIS system [15, 16] that integrates
a CBR module and an incremental neural network containing prototype (ARN2),
from those in which the main processor is the CBR module. Let’s mention, for
example, the CBR system proposed in [3] that uses a radial bases functions
neural network (RBF) in the reuse phase of the CBR cycle; the CBR system
proposed in [5], which is an extension of the preceding system, uses two different
neural networks: Growing Cell Structure (GCS) for indexing the cases in the
retrieval phase and an RBF network in the reuse phase; and a CBR system
proposed in [12] that uses LVQ3 neural network in the retrieval phase.

Among the systems which use the coprocessing mode, let’s mention the sys-
tem proposed in [20] in which the two modules (ANN and CBR) cooperate to
provide a prediction. When the two predictors give close values, the system re-
turns the predicted value. When the provided results are considerably different,
the system indicates that the decision cannot be made by the system and that
the intervention of experts is necessary for the rejected cases.

These models are used in different real applications like a psychotrope-induced
comas, plastic modelling injection process, ocean temperature prediction, ...etc.
The majority of the described systems do not process the temporal data. In [3,
5], the systems perform the prediction task in a complex field where the data
are temporal sequences, but this temporal aspect of the data was taken into
account only by representing the cases by temporal windows with fixed length.
This could be restrictive in many applications. We propose a hybrid neuro-CBR
system CASEP2 where the temporal aspect of data is taken into account by
using a new case modelling and an adequate ANN. A maintenance strategy
is also proposed in order to process the great amount of data and the noise
contained in these data.

3 CASEP2 Specification

In CASEP2 (see the figure 1), a neural network M-SOM-ART [24, 23] indexes the
cases of the case base and provides some target cases solutions without using the
CBR component. Another ANN performs classifications (or predictions) in the
reuse phase of the CBR component. The case base is divided into several parts.
Each part is indexed by a neuron except one called atypical part [15, 16]. This
one contains cases added to the case base during the use mode of the system.

CASEP2 functions according to two modes:

– Off line construction mode: the neural network is trained. It builds proto-
types and indexes the case base by dividing it into several parts and by
linking each part (except one) to a neuron. A reduction of the case base is
also done.

– On line use mode: when a new target case is presented to the system, a
neuron is activated in the ANN. If the confidence associated to the neuron
class or prediction value (the target case solution) is greater than a threshold
β, this solution is returned by the system and the CBR component is not
used. Else the CBR component is used. If the activated neuron is linked to
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Fig. 1. CASEP2 architecture.

a part of the case base, then a search for similar cases to the target case is
done in this part. Else, the search is done in the atypical part. Cases are
added to the case base during the use mode of the system. These cases are
used for the ANN training during the construction phase.

The CBR cycle phases are described below.

3.1 Artificial Neural Network Description

The neural network used in CASEP2 is the M-SOM-ART [24, 23] network which
has the following properties:

– performs classification (or prediction) and clustering tasks;
– processes temporal sequences;
– has plasticity and stability properties.

This network is a temporal growing neural network which integrates a self-
organizing map (SOM) [14] in an Adaptive Resonance Theory (ART) paradigm
[2]. This paradigm incorporates in SOM stability and plasticity properties. The
stability concerns the preservation of previously learned knowledge and the plas-
ticity concerns the adaptation to any change in the input environment.

The ART paradigm controls the neural network evolution by introducing a
vigilance test, which verifies if the activated neuron is rather close to the input.
The temporal aspect of the data is taken into account by modelling sequences
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using dynamic covariance matrices. Clusters of cases are formed and indexed by
prototypes. M-SOM-ART also performs classification (or prediction) task.

The input sequence X = ( x(i) ∈ Rn) (1 ≤ i ≤ pX) is modelled using its
associated dynamic covariance matrix COVX ∈ Rn ×Rn defined as follows [24,
23]:

COVX =
1

pX
[x(1)x(1)T +

pX∑
i=2

(x(i)− x̄(i))(x(i) − x̄(i))T ]

where x̄(t) = 1
t

∑t
i=1 x(i) (t ≥ 2) is the dynamic mean vector associated to

x(t) ∈ Rn in the sequence and computed using the precedents and the current
vectors {x(i)}, (1 ≤ i ≤ t), and xT represents the transposed vector of x.

This model allows representing the position (because the mean vector is
introduced in the computation of the covariance matrix) and the shape of the
cloud of points representing the sequence. A dynamic mean vector is introduced
in the covariance matrix computation in order to take into account the order of
the vectors in the sequence. All sequences models have the same dimension.

The distance between a covariance matrix COVX = (xij), 1 ≤ i, j ≤ n and
neuron weights Wc = (wc

ij), 1 ≤ i, j ≤ n is the Frobenius matricial distance (fd)
given by:

fd(COVX , Wc) = [tr(COVX − Wc)
T (COVX − Wc)]

1/2 = [
∑

i

∑
j

(xij − wc
ij)

2]1/2

where tr(M) is the trace of the matrix M and XT is the transposed of the
vector X .

The M-SOM-ART learning algorithm is described in Algorithm 3.1.
The choice of this network is based on its properties. It performs sequence

clustering task for indexing the case base and classification (or prediction) task
for providing target cases solutions. The temporal aspect of the data is taken
into account and the stability-plasticity properties are very important for a long
time use of the system.

3.2 General Description

For sake of clarification, we start by introducing some notations used later in
the paper. A sequence q represents an ordered set of states (in our application,
a sequence represents a user’s navigation in a site).

A state Ej
q = (vi), 1 ≤ i ≤ n of the sequence q is characterized by the values

vi (1 ≤ i ≤ n) of n characteristics ci (1 ≤ i ≤ n) and by its position j in the
sequence q (a state is an n-dimensional feature vector). In our application, a
state represents a page.

The presented problem consists in providing the value si of a property S of the
states succeeding the current state of the sequence (this property can represent,
for example, a predicted characteristic of the following sequence states or a
classification of a sequence). In our application, it represents the classification of
the site user in one of the two classes {buyer, non buyer}.
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Algorithm 3.1 M-SOM-ART learning algorithm.
1. Initialise the set A of neurons to contain one unit c1.

Initialise the time parameter t: t = 0.
Initialise the connection set C, C ⊂ A × A to the empty set: C = ∅.

2. Present an input signal X = (x(i)) (1 ≤ i ≤ pX), x(i) ∈ Rn

3. Model the input X by its associated dynamic covariance matrix:

COVX =
1

pX
[x(1)x(1)T +

pX∑
i=2

(x(i) − x̄(i))(x(i) − x̄(i))T ]

Initialise the reference vector Wc1 of the first unit c1 to the dynamic covariance
matrix of the first input signal.

4. Determine the winner s(X) ∈ A by:

s(X) = arg min
c∈A

fd(COVX , Wr)

where fd is the Frobenius distance.
5. Subject the winner s(X) to the vigilance test:

- If ( 1
1+fd(covx,s(X))

≥ ρ) : ρ ∈ [0, 1] is the vigilance parameter , adapt each unit
cr according to:

ΔWr = ε(t)hrs[COVX − Wcr ]

ε(t) is the learning rate, σ is the standard deviation of the Gaussian, σi and hrs

is the neighbourhood function.
- else add a new unit r in the neighbourhood of the closest neuron to the input
in the perimeter of the map, initialise its reference vector Wr by: Wr = COVX .

6. Increase the time parameter t: t = t + 1
7. If (t ≤ tmax), continue with step 2.

If (t = tmax) label each unit using a majority vote on the labels of the inputs
that have activated these units.

Case Structure
In CASEP2, any sequence q(m) = (Ejq), 1 ≤ j ≤ m is modelled by a dynamic
covariance matrix covq given by:

covq(m) =
1
p
[E1qE

T
1q +

m∑
j=2

(Ejq − q̄(j))(Ejq − q̄(j))T ]

Where q̄(j) represents the dynamic mean vector of the sequence’s states and XT

represents the transposed of the vector X .
The problem part of the case is defined by the dynamic covariance matrix

associated to the sequence and the solution part is the sequence class (or the
predicted value).

The target case problem part represents the current sequence2, which is also
modelled by a dynamic covariance matrix.
2 A sequence is formed at each presentation of a new state, the current sequence is a

sub-sequence (a part of the site user navigation) of the whole final sequence.
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This model is given by the M-SOM-ART neural network. It allows repre-
senting each sequence and its sub-sequences by matrices with the same dimen-
sion. This avoids sub-sequences extractions. In addition, in the current sequence
q(m + 1) corresponding to the target case, the new covariance matrix covq(m+1)

can be computed using the previous one covq(m) associated to the same sequence
q(m) at each presentation of a new state as follows:

covq(m+1) =
m

m + 1
covq(m) +

1
m + 1

[(E(m+1)q− q̄(m+1))(E(m+1)q− q̄(m+1))T ]

Memory Organization
CASEP2 contains a simple indexing system that contains two levels of memory
(see figure2):

– Memory that contains prototypical cases (prototypes): it is used during the
retrieval phase as an indexing system in order to decrease retrieval time.
Each prototype is represented by one neuron, which can index a set of cases
(a part of the case base) and can provide target cases solutions. Not all the
neurons are linked to the case base.

– Memory that contains real cases (the case base): It is partitioned into several
parts by the neural network. The cases are organized into parts of similar
cases. Each part, apart one (the atypical part), is linked to a neuron. The
atypical part contains the cases added to the case base during the use mode
of the system.

The use of the neural network improves the retrieval efficiency. The use of the
case base can allow to obtain more precise results than those obtained using only
the neural network, which retains just the representative cases (the prototypes).

3.3 Construction Mode

In this phase, the neural network is trained, the construction of the case base
and its reduction are done.

CASEP2 Initialisation
Initially, the case base is empty. A training dataset is used for adding cases
to the case base and for forming clusters linked to the ANN. This training
base contains a set of sequences. These sequences are modelled using dynamic
covariance matrices. At the last step of the ANN training phase, the case base
is formed. For each presentation of a sequence, one neuron is activated.

Each activated neuron is associated to one part of the case base. Each case
that activates a neuron is added to a part linked to this neuron. Maintenance
measurements [25] are initialised and associated to the cases added to the case
base.

CASEP2 Updating
After the system initialisation, it is used for providing classifications (or predic-
tions) in the use mode. During this mode, cases are added to the atypical part
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Fig. 2. Memory organisation.

of the case base. This allows their use to provide target cases solutions just after
their addition to the system (this makes the system incremental in real time).

When the size of this part is grater than a threshold γ (γ is a system pa-
rameter), the system is updated in the construction mode where a training of
the neural network is done using the cases contained in the atypical part. Some
cases are added to the existing parts and other parts are formed.

Reduction Phase
In this phase, a case base reduction is done in the same way that in CASEP
system [25, 22]. Not useful cases are removed from the case base. This allows
controlling the contents of the case base. The removal of obsolete cases can also
be considered when the system is used for a long time.

3.4 Use Mode

For each presentation of a new state in the current sequence, a new sequence is
formed and modelled by a covariance matrix. One neuron is then activated in
the neural network.

If the solution confidence associated to the activated neuron is greater than
a threshold β, the solution is returned by the system.

Else the CBR component is used. We describe below the CBR cycle in
CASEP2.

Retrieve
Several cases are retrieved from the case base.

– If the activated neuron is linked to a part of the case base, a search is done
in this part.

– Else the search is done in the atypical part of the case base.
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The similarity measurement between two cases modelled by the covariance ma-
trices covq1 and covq2 is inversaly proportional to the Frobenius distance, it is
given by:

similarity(covq1 , covq2) =
1

1 + fd(covq1 , covq2)

The α most similar3 cases to the target case, such that their similarity to the
target case is greater than a similarity threshold, are retrieved. This threshold
is variable and depends on the extent of each case [25]. This allows to take into
account the noise contained in the data.

For the classification task, if one part of the case base contains only cases
belonging to the same class, the search in this part can be avoided and the
solution is given by the ANN.

Reuse
In this phase, another M-SOM-ART neural network is used in order to per-
form classification (or prediction) task. This network use the α retrieved cases
as training dataset. Then a class (or a predicted value) is provided for the target
case. In order to obtain a neural network with reasonable size (this is necessary
for satisfying the real time constraint), M-SOM-ART is initialised for each pre-
sentation of a new sequence (corresponding to a new site user’s navigation in
our application). In the same sequence, the same ANN is used until its end. This
allows reusing learned knowledge from previous processing done in the same
sequence to provide the current case solution.

Learning
In this phase, the cases are added to the system when the solution is not correct4
(or do not satisfy some conditions5). The update of the maintenance measure-
ments associated to the retrieved cases and the initialisation of these measure-
ments for the added cases are done in the same way as in CASEP [25]. The
atypical part contains the learned cases, which can be used in the system just
after their addition to the case base, this makes the system incremental in real
time.

4 Discussion

In CASEP2, modules are tightly integrated since both CBR and ANN modules
communicate using shared memory. Moreover the principal processing is ensured
by the CBR component and the two M-SOM-ART neural networks are subpro-
cessors. The first M-SOM-ART network indexes the case base while the second
one provides the sequences classification (or prediction) in the reuse phase. We

3 If the number of the retrieved cases is less than α, these cases are used in the reuse
phase. If no case is retrieved, the solution is provided by the ANN.

4 In our application the solution is not correct if the provided class is false.
5 These conditions can be the belonging to an interval around the solution.
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can also view the first M-SOM-ART and the CBR component as co-processors
because they both participate to provide the target cases solutions.

In CASEP2, we use the same memory structure as that proposed in PROBIS
system [16], but this one does not process the temporal data and the used neural
network is different from those used in CASEP2. Moreover the addition of cases is
not done in the same manner. In [3, 5], the authors use the neural networks in the
different CBR cycle phases to process temporal data, but this temporal aspect is
taken into account by defining temporal windows with fixed length to represent
the cases. This can limit the systems use in several applications. In CASEP2,
no restriction is imposed for the sequence length in the case representation. The
temporal data processing is done by an adequate neural network that have the
stability and the plasticity properties, which are important for a long-term use
of the system. In addition, this network is used in the cases adaptation and
takes into account the precedent processing done in the same sequence. The
memory organization is not the same as that of CASEP2 (this concerns mainly
the atypical part). The ANN used for the case indexation is the GCS, which is
a growing SOM that do not take into account the temporal aspect of the data
and that do not assure the preservation of old knowledge. In these systems an
RBF neural network is used in the reuse phase but do not take into account the
temporal aspect of data.

Concerning case representation, in CASEP2 the cases are represented by a
succession of instants. They represent sub-sequences with different lengths. We
propose a new model of sequences, which takes into account the points (states)
distribution and their order in the sequence. In CASEP, the cases have a fixed
length and a case base maintenance consists in associating measurements to the
cases and in reducing the case base. In CASEP2, we have also used the same
measurements and we have performed a case base reduction, but we have, in
addition to this, divided the case base into several parts. This leads to improve
the system efficiency.

In CASEP, the reuse task consists in computing a confidence associated to
each class. A more adequate method is used in CASEP2 since we use M-SOM-
ART neural network, which classifies sequences and preserves the preceding pro-
cessing done in the same sequence.

In CASEP2, the CBR system provides training data sets for the two neural
networks; allows the use of the learned cases just after their addition to the case
base (this can not be done if the neural network is used alone); and can provide
more precise results since concrete cases are used for giving the target cases
solutions (in the M-SOM-ART network only prototypes are stored).

5 Experimental Results

We have performed several experiments on log files of an e-commerce Web site,
where approximately 3000 navigations are registered every day. More precisely,
the behaviour of each site user is described by the information about the succes-
sion of pages that he has visited. This succession of pages represents the temporal
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aspect of the data. Since the log file contains noise, different processing are done
before the use of CASEP2 (see figure3).

The data are first filtered in order to remove a part of noise. Then, they
are coded using quasi-behavioural matrices [21]. The principle of this coding
is to calculate for each page its frequency of precedence and succession over
all the other pages and to regroup these frequencies in one matrix. Data are
then processed using SOM network in order to obtain an evolution space. The
navigation pages are then represented by the weights of the map neurons. The
navigation is represented by the succession of these vectors (corresponding to
the succession of pages). Navigation lengths are variable.

The goal of the experiments is to classify the site user in one of the two
classes {buyer, non-buyer} using CASEP2.

In the experiments, we have used two bases. The first one contains 3000
sequences, it is used in the construction mode in order to initialise the case base.
The second one contains 10000 sequences, it is used in the use mode. The buyer
sequences represents less than 10% of all the sequences in the two bases.

In order to evaluate CASEP2 system, we have compared its results in the
use phase to those obtained using CASEP and M-SOM-ART neural network.
In the first experiments, CASEP2 (CASEP2V1 in the tables 1, 2, 3) uses the
CBR module to provide the classifications (the neural network is just used to
index the case base and in the retrieval phase of the CBR system). In the second
ones, CASEP2 uses the M-SOM-ART network for providing target cases solu-
tions without using the CBR component when the confidence associated to the
provided class is greater than a threshold β. If this confidence is lower than β,
the CBR component is used (the values of β are 0.6, 0.7, and 0.8 corresponding
to CASEP2V2(0.6), CASEP2V2(0.7), and CASEP2V2(0.8) in the tables 1, 2,
3). To compare these systems, we have used the following metrics:
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– Recall: represents the ratio of the number of the correct classifications to the
number of queries.

– Precision: represents the ratio of the number of the correct classifications to
the number of all classifications.

– Classification rate: represents the ratio of the number of the classifications
to the number of queries.

Preliminary results are shown in the tables 1, 2, 3. Table 1 shows that CASEP2V2
(CASEP2V2(0.6) and CASEP2V2(0.7)) gives better global results than M-SOM-
ART and CASEP because it uses the neural network and the CBR components
to provide the target cases solutions. The global result increases in CASEP2 with
the increasing of the use of the neural network (when the threshold β increases,
the neural network use frequency decreases). CASEP2 and M-SOM-ART provide
solutions for all target cases, this is not the case for CASEP. Their recall results
are better than those of CASEP.

Table 1. Total results comparison.

CASEP M-SOM-
ART

CASEP2-
V2(0.6)

CASEP2-
V2(0.7)

CASEP2-
V2(0.8)

CASEP2-
V1

Classification
rate

76,62% 100% 100% 100% 100% 100%

Recall 61% 86,49 % 87,3% 86,82% 84,02% 79,8%
Precision 80% 86,49 % 87,3% 86,82% 84,02% 79,8%

Table 2. Buyer class results comparison.

CASEP M-SOM-
ART

CASEP2-
V2(0.6)

CASEP2-
V2(0.7)

CASEP2-
V2(0.8)

CASEP2-
V1

Recall 43,69% 70,73 % 69,05% 70,33% 75,39% 76,87%
Precision 87,62% 80,76 % 84,77% 82,23% 71,57% 62,60%

Table 3. Non-buyer class results comparison.

CASEP M-SOM-
ART

CASEP2-
V2(0.6)

CASEP2-
V2(0.7)

CASEP2-
V2(0.8)

CASEP2-
V1

Recall 70,61% 93,02% 94,86% 93,70% 87,59% 80,97%
Precision 77,24% 88,46% 88,09% 88,40% 89,58% 89,42%

Tables 2 and 3 show that the increasing of the neural network use in CASEP2
increases the detection of the most frequent class (the non-buyer class) and the
increasing of the CBR use improves the rare class (buyer class) detection.

Concerning the system efficiency, CASEP2 processes sequences in less time
than CASEP (because the case base is divided into several parts and there
is no cases extraction) and the neural nework M-SOM-ART is more efficient
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than CASEP2. In CASEP2, the increasing of the neural network frequency use
increases the efficiency of the system.

These results show that the CBR component can recognize the rare class
better than the neural network alone, which better recognizes the most frequent
class. In these experiments, one of the CBR or the neural network is used to
provide target case solutions.

6 Conclusion and Future Work

We have presented a hybrid neuro-CBR system used for a sequence classification
(or prediction) task. A new case model and different interactions between an
adequate neural networks and the CBR system are presented. We have performed
some experiments on an e-commerce web site. More experiments will be done in
different applications and for the prediction task. The similarity measurement
used in CASEP2 is based on the Frobenius matricial distance described above.
More suitable distances can be used to compare covariance matrices. They use
the sphericity measure [1] and are especially conceived for covariance matrices
comparison. In future work, we will use these distances to define new similarity
measurements between cases.
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Josep Llúıs Arcos

IIIA, Artificial Intelligence Research Institute
CSIC, Spanish Council for Scientific Research

Campus UAB, 08193 Bellaterra, Catalonia, Spain
arcos@iiia.csic.es, http://www.iiia.csic.es

Abstract. The development of industrial case-based reasoning systems
that have to operate within a continually evolving environment, is a chal-
lenging problem. Industrial applications require of robust and competent
systems. When the problem domain is evolving, the solutions provided
by the system can easily become wrong. In this paper we present an
algorithm for dealing with real-world domains where case solutions are
evolving along the time. Specifically, the algorithm deals with what we
call the innovation problem: the continuous improvements on the com-
ponents that are part of case solutions. We will show how the use of the
proposed algorithm improves significantly the quality of solutions in a
deployed engineering design system.

1 Introduction

The development of industrial case-based reasoning systems that have to operate
within a continually evolving environment, is a challenging problem. Industrial
applications require of robust and competent systems. When the problem domain
is evolving, the solutions provided by the system can easily become wrong.

In this context, sustained case-based reasoning systems [2] are strongly
needed. The goal of sustained case-based reasoning systems is to learn continu-
ously from the experience of solving problems. As is argued in [1], a sustained
case-based reasoning system requires of an underlying deep knowledge model of
the domain, as well as a problem solving mechanism that has to make use of it.

Two main evolving directions can be identified in problem domains. The
first one is the change on the type of problems: new types of problems may
become important and previously important problems may become irrelevant.
The second one is the change on the type of solutions: the same type of problems
that were previously solved using a specific domain solution may require a new
domain solution to be solved.

Examples of case-based reasoning tasks that have to deal with evolving so-
lutions are design and configuration tasks. Real-world design systems have to
incorporate functionalities for dealing with the use of new design components or
the improvement of previously existing components. We call this design problem
the innovation problem.

P. Funk and P.A. González Calero (Eds.): ECCBR 2004, LNAI 3155, pp. 464–475, 2004.
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A strategy for solving the innovation problem is to incorporate maintenance
processes into the case-based reasoning applications [11, 8, 10]. The most usual
techniques used for catching up the changes in the domain environment are
case maintenance techniques for reorganizing the case base. Deletion polices are
examples of strategies used for dealing with cases with obsolete solutions.

The success of any CBR system is not only motivated by the case base qual-
ity. The success of any CBR system depends also on all its knowledge containers
[9] and, specially, on the similarity or retrieval knowledge and on the adaptation
knowledge. A used policy in design or configuration problems is the improvement
of the adaptation knowledge by incorporating rules for component substitution:
when a new component is introduced in the solution designs substituting a previ-
ous existing component, a new rule is incorporated in the adaptation knowledge.

Nevertheless, not all solution changes can be reduced to the incorporation of
new components. One type of the changes is the improvement of a pre-existing
component. The main problem with these improvements is that the improve-
ments are usually based on problem specific requirements. That is, there are
only experimental evidences of the improvement and not a general theory. Then,
a system that has to deal with this incomplete model, could use a case-based
reasoning approach. This is the motivation of our proposal, dealing with problem-
based improvements for improving the quality of other problem solutions.

In this paper we will present a proposal for dealing with problem domains
with evolving solutions concentrating the efforts on the retrieval and the reuse
steps. Our goal is to develop an innovative aware CBR algorithm, i.e. a CBR
algorithm where the retrieval and reuse phases are not degraded by the periodi-
cal incorporation of innovations in the problem solutions. We will show how the
analysis of solution changes in customary problems – problems that are period-
ically solved by the system – can be used for improving the quality of solutions
in occasional problems – problems that are rarely solved by the system.

We have tested the proposed algorithm in T-Air, a deployed engineering
design system. T-Air is a case-based reasoning application developed for aiding
engineers in the design of gas treatment plants [4]. The main problem in designing
gas treatment plants is that the diversity of possible problems is as high as the
diversity of industrial processes but there are only experimental models for few
of them. The knowledge acquired by engineers with their practical experience
is essential for solving new problems. The innovation problem in T-Air is due
to the continuous improvements on the equipment used in the design of gas
treatment plants. In this paper we will report the significant improvement of
solution quality when using our proposed algorithm.

This paper is organized as follows: In section 2 we present the innovation
problem and propose the innovation aware CBR algorithm. In section 3 we
exemplify the incorporation of the proposed algorithm in a deployed application
an report the results of the experiments performed. The paper ends with a
description of the current status of the work and the planned future work.
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Fig. 1. An Extension of the classical problem and solution CBR spaces for dealing with
time factor.

2 The Innovation Aware Problem

The goal of a sustained CBR system is to not degrade the quality of the solutions
generated taking into account that the domain environment may evolve. A first
naive strategy for solving this problem can be to only use recently solved cases
(for instance, including the case date into the similarity measure). Nevertheless,
as we will see below this naif approach is not enough.

In a given case base, we can classify the cases into two categories: customary
problems and occasional problems. Customary problems are problems that are
periodically solved by the system. Occasional problems are problems that are
rarely solved by the system. In customary problems, the strategy of only focusing
on recent solutions can be appropriate. The main problem rises with occasional
problems: when a new occasional target problem has to be solved, usually only
old solutions can be found in the case base. Then, a CBR inference system that
is just reusing these old solutions may generate solutions with a low quality, i.e.
solutions that may cause the distrust in the system.

Let us illustrate the evolving environment problem using the scheme of the
Figure 1. There is a customary problem P1 that was solved at times T0, T1, T2.
Each time the problem was solved, a small innovation was applied to the solution.
Whenever a new P1 target problem has to be solved, it is clear that we can take,
as a basis for the reuse, the most recent solution stored in the case-base.

Now let us assume that there is an occasional problem P2 that was solved
at T0 (see Figure 1), when a new P2 target problem arises at T2, we have two
alternative cases to consider: S2 solved at T0 or S1 solved at T2. Using as a
criterion the problem similarity, S2 is the solution designed for the closest prob-
lem. Nevertheless, because problems P1 and P2 are very similar and P2 has been
solved recently, it can be more feasible to consider S1 as a candidate for reuse
(i.e using the case date when assessing similarity). Taking the last alternative,
we are imposing a more powerful adaptation mechanism.
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Finally, in the figure, we have another occasional problem P3 that was solved
at T0. P3 is a problem far from the other problems P1 and P2 but that has a
solution S3 close to the other solutions. When a new P3 target problem comes
to the system, P1 and P2 will not be retrieved. Thus, the closest solution is S3.
Nevertheless, taking into account that S3 was designed at T0, the solution we
can reuse from S3 will possibly not include recent innovations. Then, taking into
account similar solutions more recently i.e. solved (solution S1 that has been
solved at T2) we can improve the quality of the solution by tuning the solution
taking into account the innovations introduced in S1.

From these simple examples, it is clear that the innovation problem has to
be dealt in the CBR inference procedure. Below we will present a variant of the
classical CBR inference cycle [3] that incorporates an additional retrieval and
reuse steps on the space of solutions.

An alternative approach to deal with the innovation problem could be by
implementing a learning module able to incorporate new knowledge into the
adaptation model. This approach has the difficulty of managing with the usual
incomplete model of the domain and has not been addressed in this paper.

Moreover, it is important to remark that whether we apply deletion policies
in the case base, the performance for occasional problems could be affected
because we can loose the knowledge about innovation changes. For instance, in
our previous example from Figure 1, if we only keep the solution S1 at time
T2 – deleting the solutions at times T0 and T1 – the relationship between the
solutions S3 and S1 could be not established.

Before describing our innovation aware algorithm for dealing with evolving
solutions, we will introduce some basic notation: a case ci is defined as a tripled
ci = (pi, si, t) where pi is the problem description, si is the solution, and t is
the date when ci was solved. Moreover, we assume that there exists a similarity
measure Simp(pi, pj) between problem descriptions for retrieving and ranking
the cases more similar to a new target problem. We say that two cases ci, cj are
innovation variants when their problems pi, pj are equivalent (Simp(pi, pj) = 1)
and their solutions si, sj are different. Finally, we also assume that exists a
similarity measure Sims(si, sj) between case solutions.

2.1 The Innovation Aware Algorithm

We propose to incorporate an additional retrieval and adaptation step into the
usual CBR inference cycle: after retrieving and reusing the most similar cases
for generating the solution of a new target problem – when the reused cases are
not recent – we propose to refine the solution generated by looking for recentness
paths on the solution space. Our CBR inference algorithm (see Figure 2) is then
divided into four phases:

1. Retrieving similar cases using Simp: given a new problem p, the first phase
uses the Simp similarity measure on problem descriptions for retrieving and
ranking similar cases (noted C). This phase models the usual retrieval step.
Because we are not taking into account the solution date, all the cases with
an equivalent problem description will be grouped with the same similarity.
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Procedure IN-AW( p , t )
(1) C = P-Retrieval(p)
(2) 〈 s , t’ 〉 = Reuse( p , C)

if (t - t’ < δ) then
return s

else
(3) S = S-Retrieval(s, t’)
(4) s’ = Inn-Reuse(s, S)

return s’
end if

Fig. 2. The innovation aware algorithm. A first a retrieval step on the problem space;
then a reuse step on solutions; next a retrieval step on the solution space; and finally
a reuse step on the innovation path.

2. First solution proposal: a first solution s for problem p is constructed by
reusing solutions of previously retrieved cases C. We say that s is a solution
for time context t’, where t’ is calculated from the dates of cases C. When
the most similar cases are recent (we use a fixed δ parameter), the solution
S is proposed as final solution and next phases are skipped. Otherwise,

3. Retrieving similar solutions using Sims: the goal of the third phase is to
retrieve the customary problems S’ with a similar solution to s (using Sims)
solved near t’ (using a fixed threshold γ). Only problems with additional
solutions more recent than t’ are considered–i.e. cases that gather solutions
with innovation variants.

4. Applying innovation variants: the goal of the last phase is to apply innovation
variants to s. This phase requires domain specific policies for identifying the
relevant solution changes.

The threshold parameters δ and γ have to be determined for each domain
problem. In the current implementation of the IN-AW algorithm we have manually
tuned their values for the use in their T-Air application.

3 The Application in an Industrial System

We incorporated the innovation aware CBR algorithm in T-Air, a case-based rea-
soning application developed for aiding engineers in the design of gas treatment
plants[4]. The gas treatment is required in many and diverse industrial processes
such as the control of the atmospheric pollution due to corrosive residual gases
which contain vapours, mists, and dusts of industrial origin. Examples of gas
treatments are the absorption of gases and vapours such as SO2, CLH, or CL2;
the absorption of NOx with recovering of HNO3; the absorption of drops and
fogs such as PO4H3 or ClNH4; dust removal in metallic oxides; and elimination
of odours from organic origin.

The main problem in designing gas treatment plants is that the diversity of
possible problems is as high as the diversity of industrial processes but there are
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Fig. 3. T-Air functional Architecture.

only experimental models for few of them. The knowledge acquired by engineers
with their practical experience is the main tool used for solving new problems.

3.1 General Architecture

The T-Air architecture is based on three knowledge models and three reasoning
modules (see Figure 3). The first knowledge model is the Chemical Model and
is the basis for determining the similarity between a gas composition in a new
problem and those treated previously and stored in the case base. Moreover,
since we are mixing a polluted gas with a washing liquid, we also have modeled
the properties of the washing liquids, the compatibility among gases and liquids,
and some chemical reactions involved.

The second knowledge model is the Equipment Model. The equipment model
describes the components used in gas treatment plants (gas-washing units,
pumps, fans, tanks, and accessories). Each equipment has involved a collec-
tion of working parameters. The relationships among these working parameters
are modeled by means of a collection of equations, a collection of constraints
about their maximum and minimum values, and a collection of safety conditions
expressed as heuristics.

Finally, the last knowledge model holds the Case Base. T-Air uses a highly
structured representation of cases. A case is represented as a complex structure
embodying four different kinds of knowledge: the Input Knowledge, a Chemical
Case-Model, the solution Flow Sheet, and Annotations.

The Input Knowledge embodies data about the customer such as the indus-
trial sector it belongs or the industrial process that originates the polluting gas;
data about the working conditions of the installation such as temperature or
gas flow; data about the composition and concentration of input polluted gas;
and data about the desired concentration in the output emission. The Chemical
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Fig. 4. An example of a simple flow sheet generated by T-Air with two scrubbers. each
of them with a centrifugal pump that sucks the washing liquids from three tanks to
the scrubbers, and one fan at the beginning of the process.

Case-Model embodies a graph structure, generated by T-Air using the chem-
ical model, modeling the main characteristics of the input gas. The chemical
case-model extends the input knowledge and fixes the thresholds for the work-
ing conditions, the main issues to be analyzed, and the kind of gas treatment
required. The Flow Sheet component describes the solution designed for clean-
ing a polluted gas. As shown graphically in Figure 4, the flow sheet specifies
a collection of required equipment (mainly scrubbers, pumps, tanks, and fans),
the design and working parameters for each equipment, and the topology of the
installation (the gas circuit and the liquid circuits). The flow sheet is also rep-
resented as a graph structure. Finally, Annotations are meta-information that,
when an external factor influences the solution, describe the reasons for a given
solution decision – examples of s annotations are the design decisions forced by
the user requirements such as the washing liquid, over-dimensionated parameters
because of security reasons, or spatial requirements.

The inference in T-Air is performed by three modules (see Figure 3): the
Constructive Adaptation module, the Revision module, and the Retention mod-
ule. The main inference is performed by the constructive adaptation module and
will be described in the next subsection.

Because the chemical knowledge required for covering all the potential prob-
lems is extremely huge, the approach followed was to only model the knowledge
related with the initial case base. This design decision had two main conse-
quences: i) the system required a Revision module where the engineers are able
to correct the system solution, and ii) the system required a mechanism for
gradually built up the chemical knowledge when it is required. Moreover, the
engineer have a complete control over the plant parameters (the system only
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prevents safety violations). The approach we have adopted is close to work of
capturing expert design knowledge through “concept mapping” [6]: when the
engineer is analyzing a problem involving a gas not previously covered, the en-
gineer uses the navigation interactive capabilities of T-Air for determining the
possible characteristics of the gas and improves the chemical knowledge of the
system by means of completing the information.

An important issue during the development of the system was to provide
useful navigation tools for inspecting the chemical knowledge and the case base.
This requirement is crucial when the engineer is trying to design the solution for
a problem that is not covered by the knowledge of the system.

The retention module is the responsible of storing all the problems solved
and manages the indexing structure. Cases are stored in an external database
and accessed by SQL queries.

3.2 Inference Process

The T-Air inference process has been implemented using constructive adaptation
[7], a generative technique for reuse in CBR systems. A solution in T-Air is
constructed by combining and adapting several previously solved designs. We
use the input knowledge and chemical knowledge (stored in the chemical case-
models) as the basis for determining the similarity between a new problem and
those treated previously and stored in the case base. The Chemical Model and
the Equipment Model are used in the adaptation stage for assessing the working
parameters of each equipment of the flow-sheet. The design of a solution in T-Air
is organized in four task levels:

a) selecting the class of chemical process to be realized;
b) selecting the major equipments to be used – and their inter-connections;
c) assessing the values for the parameters of each equipment; and
d) adding auxiliary equipment.

Task levels a) and b) are mainly related with retrieval mechanisms. Tasks
levels c) and d) are mainly related with adaptation mechanisms.

The innovation problem in T-Air is due to the continuous improvements on
the equipment used in the design of gas treatment plants. Specifically, the inno-
vation in the scrubbers (the gas washing elements) that are the core elements
in a gas treatment plant. It is not usual to incorporate new models of scrub-
bers. The usual procedure is to apply innovations to the current models. For
instance, an innovation on the scrubber cover can decrease the pressure drop–
i.e. increase the washing efficiency. Moreover, because there are many washing
parameters estimated experimentally, the behavior and the in-site measurements
of the deployed gas treatment plants is also a source of knowledge continuously
incorporated into future designs. In T-Air, the innovation problem decreases the
quality of proposed solutions. Because the T-Air system has a revision step,
the first consequence is that engineers have to spend more efforts in verifying
and correcting the proposed solutions. Moreover, each time the engineer has to
correct a lot of equipment parameters, the trust in the system decreases.
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When designing gas treatment plants two classes of problems can be identi-
fied: customary designs and occasional designs. Customary designs – for instance
the gas treatment inside wastewater treatment plants – are good examples for
tracking the innovations introduced in scrubbers. Solutions for occasional designs
have to be tuned with customary designs. Otherwise, the quality of a solution
for an occasional design may become very low.

The innovation aware algorithm is only relevant for T-Air tasks levels b) and
c): the selection of the major equipments to be used and the assessment of the
values for the parameters of each equipment.

3.3 Maintenance Policies

As it was argued in section 3.1, due to the impossibility of covering all the chem-
ical knowledge, we only modeled the knowledge required by the cases present in
the case base. Thus, the first maintenance component was designed for refining
the similarity knowledge. The maintenance of the chemical similarity hierar-
chy can be performed graphically by adding new leaves or refining intermediate
nodes. Moreover, each node in the hierarchy has associated a set of perspectives
that locally determine the set of ‘important’ input data. Perspectives [5] is a
mechanism developed to describe declarative biases for case retrieval in struc-
tured and complex representations of cases. This mechanism is also very pow-
erful for assessing similarities among case solutions where, as in design tasks,
solutions are also represented as complex and structured representations. T-Air
performs automatic subsumption tests for restricting the incorporation of a new
perspective that can conflict with the pre-existing ones.

The second maintenance policy implemented in the T-Air system was the
deletion of problems with obsolete solutions. Because we had all the designs per-
formed by tecnium from 1989, some of the solutions provided are now obsolete.
The system provides automatic tools for identifying divergent solutions for the
same problems and options for manually eliminate cases (useful for problems
with non-standard solutions). Moreover, the user can mark a new solution as a
‘non-standard solution’ and then, the solved problem will not be considered as
a case.

The third maintenance policy in T-Air was incorporated in the adaptation
knowledge. One of the components of the adaptation knowledge is the list of
obsolete components. The engineers manually introduce the new components and
their corresponding obsoletes. Unfortunately, only auxiliary equipment become
obsolete.

Finally, the innovation aware algorithm was introduced for dealing with the
improvements of gas-washing units. In the next section we will describe the
experiments performed for assessing the use of the innovation aware algorithm
in T-Air.

3.4 Experimentation

The goal of the experimentation was to compare the quality of solutions provided
by T-Air using the innovation aware algorithm regarding the correct solutions
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Table 1. Summay of experimentation results.

Main Equipments Parameter Ass.
Inn. err. Inn. err.

Standard Algorithm 0.0 % 25.0 % 0.0 % 83.3 %

IN-AW Algorithm 21.6 % 8.3 % 75.0 % 18.3 %

and the solutions proposed without the innovation aware algorithm. We say
that the quality of a solution is preserved when the solution proposed by the
innovation aware algorithm prevents the manually revision of the solution.

For testing the performance of the innovation aware algorithm we experi-
mented with a case base of 900 design solutions. These 900 cases are the per-
formed installations since 1997 (the last seven years). Then, the worst situation
for the T-Air system is to propose a new solution for an occasional problem
based on a solution of 7 years old.

From the case base we selected as testing problems 60 occasional designs –
20 from 2001, 20 from 2002, and 20 from 2003. All the testing problems had as
similar cases designs with at least 4 years old. An important remark is that we
tested each problem using only the cases older than the problem – i.e problems
from 2001 were tested only with cases from 1997 to 2001.

We analyzed the quality of the solutions at two different task levels: the
selection of the main plant components and structure (task level b) and the
selection of equipment working parameters (task level c). Errors performed at
task level b) are critical because the system is proposing an inappropriate type
of solution. Errors performed at task level c) are less critical for the chemical
process involved, but they increase the analysis cost because the design has to
be revised by a more qualified engineer.

Performance at ‘Main Equipments’ Task Level. The IN-AW algorithm pro-
posed a different design solution for 13 problems (representing the 21.6 %).
Two of the proposed solutions were not justified by the case base content.
After the experimentation, this situation was easily corrected by refining the
equipment model. Moreover, there were three problems with better solutions
that were not identified (the error percentage representing both situations is
8.3 %). When T-Air is not able to identify the best solution for a given prob-
lem, the inference algorithm behaves like in the standard CBR algorithm.
The improvement of quality of solutions at this level was not high but this
is coherent with the fact that the design improvements occur mainly in the
equipment parameters.

Performance at ‘Parameter Assessment’ Task Level. The important dif-
ference between the IN-AW algorithm and the standard CBR algorithm arisen
in this task level. IN-AW proposed different parameter values in 45 of the test
problems (representing the 75 %). All the proposed parameter values were
correct improvements – comparing with the standard CBR algorithm. The
error of 18.3 % arose when comparing the differences with the real solutions.
The difference is motivated by the conservative policy we chose when reusing
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innovation variants: only those innovation variants with a high confidence
degree are applied. The consequence is that in those cases the solution pro-
posed by the IN-AW algorithm represents an intermediate point between the
solution provided by the standard CBR algorithm and the engineer solu-
tion – i.e. the quality of the solution was improved but the optimal was not
reached.

4 Conclusions

We presented a CBR algorithm for dealing with problem domains with evolving
solutions concentrating the efforts on the retrieval and the reuse steps. The
algorithm has been developed for design and configuration tasks, where a solution
has a complex and structured representation and is usually constructed with the
contribution of different cases. The innovative aware CBR algorithm manages
the periodically incorporation of innovations in the problem solutions avoiding
the decreasing of the system performance. The solution provided incorporates
an additional retrieval and adaptation step into the usual CBR inference cycle
for capturing the innovations performed in customary problems and applying
them to the solutions of occasional problems.

We incorporated the innovation aware algorithm in T-Air, a deployed appli-
cation for aiding engineers in the design of gas treatment plants. The experi-
ments we performed with occasional problems demonstrated the utility of the
algorithm: the quality of the solutions provided by T-Air were improved. This
effect was clearly significant at the ’Parameter Assessment’ task level where the
percentage of solutions improved is the 75 %.

When the performance of the system degrades, the psychological effect on
the users is the lack of trust. An important contribution of the algorithm is that
increased the trust of the users in the T-Air application.

In the current implementation of the IN-AW algorithm we have manually
tuned the values of the recency thresholds δ and γ for their use in the T-Air
application. As a future work we plan to investigate the use of variable recency
thresholds.

Although the use of learning techniques for acquiring adaptation knowledge
is a hard task in incomplete domain models, it can be an interesting complement
to our proposed algorithm. Future research will continue in this direction.
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Abstract. When events such as severe weather or congestion interfere with the 
normal flow of air traffic, air traffic controllers may implement plays that re-
route one or more traffic flows. Currently, plays are assessed and selected based 
on controllers’ experience using the National Playbook, a collection of plays 
that have worked in the past. This paper introduces PlayMaker, a CBR proto-
type that replicates the Playbook and models how controllers select plays. This 
paper describes the PlayMaker design, a model validation, and discusses devel-
opments necessary for a full-scale CBR tool for this application. 

1   Introduction 

The Air Traffic Control System Command Center (ATCSCC) is responsible for estab-
lishing nationwide responses to situations that affect air traffic control (ATC) opera-
tions [1]. Controllers at the ATCSCC develop and communicate plans to local ATC 
facilities for implementation. Over time, the ATCSCC has collected these plans, 
called plays, to standardize them and make them easier to communicate. In this paper, 
we describe the development and performance of PlayMaker, a CBR prototype de-
signed to represent and recommend ATC plays. 

1.1   ATC National Playbook 

Every day, thousands of aircraft follow routes between their departure and arrival 
airports. Routes are roads in the sky that minimize flight time between airports and 
balance overall congestion. For example, not every aircraft flying from the northeast-
ern United States to Florida can fly precisely the same route because of congestion 
and capacity. Instead, there are many routes between cities but some are more direct 
and desirable than others. Controllers at the ATCSCC continually monitor the routes 
and intervene when situations disrupt the normal flow. 

Bad weather and congestion are the most common situations requiring controller 
intervention. Large aircraft can fly safely through nearly any weather, but small air-
craft cannot, and all pilots prefer to avoid bad weather if possible. When bad weather 
interferes with normal routes, controllers reroute traffic to avoid it. They select new 
routes based on where the bad weather is located, the route’s original path, and condi-
tions in areas where the aircraft may be sent. For example, if a storm interferes with 
traffic headed from the northeastern United States to Florida, controllers may reroute 
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traffic to the west over the Appalachian Mountains. However, if the Appalachian 
routes are already congested, controllers may reroute some aircraft over the Atlantic 
Ocean. However, aircraft that are not equipped for flight over water would need to be 
rerouted even farther west or delayed on the ground until the congestion eases or the 
storm weakens. Other situations that may affect flows include military operations, 
equipment outages, and national emergencies. 

Over time, controllers have identified numerous recurring situations and have col-
lected their solutions into plays. A play contains the reroutes that are necessary to 
handle a situation. Figure 1 shows a play called Snowbird 5, which reroutes 
southbound traffic away from the Carolina coast and over the Appalachian Moun-
tains. The reroutes in a play have been selected and negotiated with stakeholders to 
minimize their impact on airlines, airports, and ATC facilities. 

 

 
Fig. 1. A map showing the play known as Snowbird 5. Dark lines show routes of southbound 
traffic heading for western Florida. Note that traffic is avoiding the Carolina coast where an 
event, typically weather, is occurring. From the National Playbook [2] 

When a situation arises that requires reroutes, controllers select and initiate the 
play that they believe is best for the situation and the overall ATC system. Controllers 
then contact system stakeholders such as the airlines, local ATC facilities, and the 
military to inform them which play has been selected. There is some negotiation dur-
ing these discussions but ultimately, the decision regarding which play to implement 
comes from the ATCSCC. Because the plays are published ahead of time, the com-
munication burden is much lower than if controllers had to communicate every re-
route to every stakeholder individually. The ATCSCC has collected their plays into 
the National Playbook, which is available online and updated regularly [2]. 
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1.2   Motivating Problem 

First, the National Playbook is currently maintained manually. As of early 2004, there 
are over 130 plays in the Playbook and many are only subtly different. Controllers 
and other stakeholders must rely on their knowledge of how plays performed in the 
past to identify the best one for the current situation. This requires extensive training 
and experience. A system that could recommend plays could potentially assist less-
experienced personnel and could be used as a training tool. 

Second, many current controllers were hired shortly after the 1981 strike when 
President Ronald Reagan fired more than 11,000 controllers. Because of this, many 
experienced controllers will be eligible to retire starting about 2006. With the 
possibility of such a large number of retirements imminent, there is a need to begin 
capturing the collective knowledge of these experts in a form that could be used by a 
new generation of controllers. 

Third, when a play is selected, it is disseminated to stakeholders such as airlines. 
When a play involves substantial reroutes, which cause delays, annoy customers, and 
cost money, stakeholders increasingly demand explanations and justifications. In 
addition, the ATCSCC is interested in increasing the transparency and accountability 
of its processes. When controllers implement a play, it would be beneficial if a system 
could retrieve concrete examples of occasions when the play worked well to serve as 
justification. 

Finally, novel situations do occasionally arise for which no play exists. A system 
that could process similarities across many previous events might be able to detect 
similarities that humans might not immediately identify. A system that could suggest 
candidate plays could help organize, focus, and expedite the play design process. A 
system that could represent the creative process by which experts design new plays 
would be relevant to cognitive science in general. 

The prototype described in this paper, PlayMaker, addresses the first three of these 
goals; we have intentionally left the process of developing new plays to later versions. 
We selected to implement PlayMaker using CBR because it seemed to fit the proce-
dures and practices already used by controllers. Patterns and regularities between 
situations became apparent over time and controllers recorded them for use later as 
plays. This is very analogous to the CBR cycle [3] and should provide good face 
validity and acceptance from the users. CBR systems can provide explanations by 
analogy which would be required for any operational use of PlayMaker. A more ad-
vanced version of PlayMaker using CBR could be designed to derive new plays and 
thereby meet all the goals. 

1.3   Past Research 

ATC is widely studied in AI because of its complexity, the expertise of its workers, 
and its safety and economic implications. Bonzano and Cunningham [4] and Bon-
zano, Cunningham, and Meckiff [5] have developed several CBR systems to support 
ATC decision making. They focused on identifying and avoiding conflicts, which is a 
critical aspect of tactical ATC. A conflict occurs when two or more trajectories bring 
aircraft closer than allowed. The most important controller tactical task is to identify 
potential conflicts and resolve the situation before safety is jeopardized. Bonzano, 
Cunningham, and Meckiff [5] created a CBR system that was able to provide good 
resolutions to several types of conflicts. 
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However, their system targeted reasoning at a tactical level, not strategic. Strategic 
controllers do not identify or resolve conflicts. They do not work at the individual 
flight level; they work with whole flows of traffic. In tactical ATC, a controller sees a 
conflict and immediately takes action to change one or both trajectories. It is not a 
negotiation; a controller gives commands directly to pilots that are specific to the 
conflict at hand. In strategic ATC, however, all stakeholders know the possible ac-
tions long ahead of time because plays already have been negotiated, validated, and 
disseminated. The task, then, is to identify which known action best applies to the 
current situation and inform others of the decision. The amount of tailoring is inten-
tionally minimized. 

Recent research in the field of highway traffic operations centers, which respond to 
events like accidents and congestion, is related to the strategic ATC task. Logi and 
Ritchie [6] have developed an innovative decision support system for managing 
highway congestion across multiple jurisdictions. In their system, intelligent agents 
develop solutions to problems and then negotiate to develop cooperative overall re-
sponses. 

Logi and Richie’s [6] approach might apply to strategic ATC as well because there 
are many similarities between the domains. But unlike the highway traffic situations, 
the ATCSCC does not truly negotiate plays in real time. Instead, controllers select 
from a collection of pre-determined plays. Some real-time modifications may occur 
but only when absolutely necessary. The plays are designed to minimize impact to 
stakeholders and to be as straightforward as possible to implement. Dissemination is a 
major obstacle for strategic ATC. There may be thousands of flights already in pro-
gress. There are hundreds of ATC facilities that may need to learn about the change. 
Without having a pre-determined Playbook, it may be impossible to reach all stake-
holders with accurate and timely information. The Logi and Ritchie  [6] approach 
may be useful when modeling the play design process but less so when modeling how 
plays are used and implemented. 

We know of no research in the AI literature that examines how controllers assess 
and select strategic plays. Because these strategic decisions may affect hundreds of 
flights and thousands of passengers, the economic importance of these decisions is 
clear. Because of important differences between related literature and our area of 
interest, we believe a different approach is warranted. In particular, we hope to de-
velop an intelligent system that closely matches current strategic ATC practice and 
that has good face validity for the controllers. 

2   PlayMaker Design 

PlayMaker is a feature-vector CBR system that we prototyped using the Esteem CBR 
shell [7]. We conceptualize it as a recommendation system that examines existing 
plays and suggests ones that may be useful for the current situation. It does not gener-
ate new reroutes nor does it attempt, at this point, to adapt existing plays. In this sec-
tion, we describe the features and the similarity metric we used to develop the proto-
type. In section 4, we propose a more complete implementation of PlayMaker and 
discuss the changes that would be necessary to create a system for deployment. 
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2.1   Case Description 

We developed a set of features that describe situations that cause controllers to insti-
tute plays by interviewing a supervisory ATC specialist from Jacksonville Air Route 
Traffic Control Center. Each of these is described in the following paragraphs. 

Location is the most important feature of a strategic ATC situation. Location de-
termines which routes are affected and which must be changed. Location determines 
where rerouted traffic can be sent. It determines which facilities must implement the 
play and it is one factor that determines how bad a situation is. For the purpose of the 
prototype, we have defined Location as two features, East-West and North-South, 
according to a grid of the United States. One unit on the grid represents approximately 
50 nautical miles, with 0, 0 located over northern Kansas. We selected this system to 
avoid the complexities of latitude-longitude geometry. An operational implementation 
of PlayMaker would require proper geometry and a more sophisticated method for 
specifying locations (see section 4). 

Severity describes the level of operational impact of a situation. For the purpose of 
selecting plays, controllers do not need to distinguish between causes of events. A 
thunderstorm that airplanes cannot fly through is the same severity as a military op-
eration that airplanes are not allowed to fly through. The feature Severity, then, de-
scribes a situation in terms of the portion of aircraft that would normally fly through 
an area that cannot because of the event. A low score means that most airplanes that 
normally come through an area still can. For example, if certain navigation beacons 
are out of service, older aircraft might not be able to fly through the area whereas 
newer aircraft would still be able to. In this case, the event is considered low Severity. 
On the other hand, a military operation might require that all civilian aircraft avoid the 
area—a complete roadblock. This would receive a high score because all aircraft must 
be rerouted. As coded in our prototype, each case receives a Severity score between 1 
(almost no aircraft must be rerouted) to 5 (all aircraft must be rerouted). 

Direction of Majority describes the predominant flow through the affected area. 
Plays are usually developed for traffic coming from one general direction. This is 
coded in the prototype according to compass directions: N, NE, E, SE, S, SW, W, 
NW. 

Time of Day describes when the situation is occurring. Controllers may implement 
different plays (or no play at all) depending on when a situation occurs because traffic 
levels change throughout the day. Our domain expert explained that situations occur-
ring during the heavier daytime hours are sometimes handled differently than if the 
same event occurred in the evening or overnight. A play designed for a daytime situa-
tion would not be appropriate for an overnight situation and vice versa. In the proto-
type, we have broken the day into three categories: 0000 to 0659, 0700 to 1859, and 
1900 to 2359. 

Effect on Major Facilities describes how many major facilities are affected by the 
situation. Because of the interdependencies of the ATC system, a situation may have 
effects all over the country but events that affect major facilities deserve special con-
sideration. If two plays could address the same situation equally well, controllers 
would like to select the play with the least effect on major facilities. For the purpose 
of our prototype, we defined major facilities as New York (known to controllers as 
ZNY), Washington (ZDC), and Indianapolis (ZID) as major due to the number of 
large cities that they serve and their high traffic volumes. We focused on these areas 
because our case base focuses on these areas. A full implementation of PlayMaker 
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would require including major facilities from across the country. As coded in the 
prototype, the feature can vary from 0 (no major facilities affected) to 3 (ZNY, ZDC, 
and ZID affected). 

2.2   Similarity Assessment 

The prototype uses a weighted similarity metric based on priorities elicited from our 
domain expert and aimed at the intended use of the system. The most important index 
features, according to our domain expert, are the Direction of Majority and the two 
Location features. If a retrieved case is not a close match on these three features, it 
will very likely not be an appropriate play. The Severity, Time of Day, and Effect on 
Major Facilities features are more useful when selecting among several good candi-
dates. These judgments of operational importance by our expert were used to deter-
mine the weights for the similarity metric. The matching features and weights are 
shown in Table 1. 

The features Location, Severity, and Effect on Major Facilities use the Absolute 
Fuzzy Range numeric matching function provided by Esteem [7], which returns a 
number between 0 and 1 according to the formula MAX (0, ABS(value2-
value1)/Range). This allows the retrieval of cases whose values are close to the origi-
nal. This is especially important for Location because of the imprecision of the 
method we used to specify location. Time of Day uses the Exact text matching func-
tion of Esteem, which returns a 0 or 1 if the text matches precisely. Direction of Ma-
jority uses the Partial, Case Indifferent text matching function of Esteem, which re-
turns a value between 0 and 1, depending on the number of differences in the letters. 
This allows directions “NE” and “N” to be treated more similarly than “S” and “N.” 

Table 1. Features, matching functions, and weights of the playmaker similarity metric 

Feature Type of Feature Matching* Weight 
Location East-West Absolute Fuzzy Range: 3 0.190 

Location North-South Absolute Fuzzy Range: 3 0.190 

Severity Absolute Fuzzy Range: 2 0.095 

Time of Day Exact 0.048 

Direction of Majority Partial (case indifferent) 0.381 

Effect on Major Facilities Absolute Fuzzy Range: 1 0.095 
* The types of feature matching are functions defined in Esteem® [7] 

2.3   Cases 

For our prototype, we selected 20 plays from 135 available in the National Playbook 
[2]. We focused on plays affecting the southeastern United States because our ATC 
domain expert was most knowledgeable about this area and its traffic flows. A full 
implementation of PlayMaker would require input from multiple controllers who 
work in various parts of the country. 

In CBR, a case is a representation of an experience including a situation and a solu-
tion. In ATC, a play is representation of a solution only. To build the cases for Play-
Maker, we interviewed a domain expert about each play to determine the situations to 
which it applied. Our domain expert examined each play and described the situations 
where it is normally used. This process resulted in 32 cases based on 20 plays because 
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several plays could be applied to multiple situations. For example, the Florida to NE 
1 play can only be applied to situations occurring during the day whereas the Florida 
to NE 2 can be applied to situations occurring in the day, evening, or overnight. We 
created cases for each situation to which a play can be applied. We then presented all 
the situations to our expert and asked him to characterize each based on the features. 

Example. Northbound traffic from Florida follows a path that takes them from the 
east coast of Florida, off the coast of Georgia and South Carolina, then over North 
Carolina, Virginia, Maryland and Delaware. Today, however, a strong storm will 
reach North Carolina and Virginia at about 10:00 am, closing the area to traffic. Con-
trollers at the ATCSCC look at the weather forecast and choose a play to address the 
situation. A likely choice is a play called Florida to NE 3 that reroutes this traffic west 
over the Appalachians and Ohio River Valley. This play is quite severe and affects 
hundreds of flights. A representation of this situation as a case in PlayMaker is shown 
in Table 2. 

Table 2. An example problem situation described using the PlayMaker features 

Feature Value Comments 
Location East-West 16 These Location values yield the southeast of Vir-

ginia and the northeast of North Carolina. 
Location North-South -2  
Severity 5 No traffic may come through the area 
Time of Day 0700 to 

1859 
Storm forecast to arrive at 10:00 am 

Direction of Majority N Northbound traffic primarily 
Effect on Major Facili-
ties 

2 New York and Washington are both affected 

3   Prototype Validation 

We performed a validation of the PlayMaker prototype by comparing its responses to 
novel situations to those of an ATC domain expert. Our goal is to assess whether the 
Playmaker model can make recommendations like a human expert.  

3.1   Methodology 

The dataset we used included all the cases we coded in the Playmaker and a set of 6 
new situations (first column Table 3) that we designed to test the prototype. Because 
our case base included only cases in the south and southeastern United States, we 
developed our test situations from this region as well. We constructed six test situa-
tions using the following procedure. First, we identified several general locations that 
were represented in our case base: the Carolinas, the Mid-Atlantic, the Appalachians, 
and Dallas. We identified one or two cases in each location and changed one or more 
features. We developed a verbal description of the situation and presented these to our 
expert. We also developed PlayMaker target cases for each situation and entered these 
in the PlayMaker prototype. 
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Table 3. Test situastions and recommend plays from the domain expert and PlayMaker 

Test Situation Domain Expert PlayMaker: Top 3 
retrievals (with ties) 

Sim. 
Score 

Inland Atlantic Route –
Northbound 

65 

MGM 1 – Morning 62 

Florida to NE3 - Morn-
ing 

58 

1. Hurricane out in the Atlantic Ocean. 
Effects (heavy rain, high winds) will 
start being felt in the Outer Banks of 
North Carolina around 1000 today. 

There is no play in the 
playbook for this 
situation. It would be 
negotiated. 

Florida to NE3 - Eve-
ning 

58 

Florida to NE 1 - Morn-
ing  

65  

Inland Atlantic Route – 
Northbound 

65 

1.1 Move location of Test Situation 1 
to near Wilmington, NC. All other 
features identical. 

Florida to NE 1 

Florida to NE 2 - Morn-
ing 

62 

DFW East 1 – Morning 80 

DFW East 1 – Evening 75 

2. Strong thunderstorms north and 
northeast of Dallas starting around 
1500 today. 

DFW East 1 

Florida to NE 2 - Morn-
ing 

42 

Florida to NE 1 - Morn-
ing 

63  

Inland Atlantic Route – 
Northbound 

60 

3. Moderate storms over southern 
North Carolina and all of South Caro-
lina, affecting north and southbound 
routes, starting around 2000 tonight 
and continuing until 0300 tomorrow. 

Florida to NE 2 

Florida to NE 2 - Eve-
ning 

58 

A761 79 
Inland Atlantic Route – 
Southbound 

79 

No J75 3 73 
No J75 1 73 

4. Two navaids out of service along 
J75 from 0000 tonight until 0600 
tomorrow. 

No J75 1 or No J75 3, 
depending on the level 
of congestion in ZDC. 

No WHITE/No 
WAVEY 

73 

Inland Atlantic Route - 
Northbound  

90 

Snowbird 7 65 

5. Very heavy congestion expected all 
day today along northbound routes in 
ZDC. 

Florida to NE 3 

Florida to NE 3 - Morn-
ing 

58 

Inland Atlantic Route 65 

MGM 1 – Morning 58 

6. Moderate weather affecting all 
Appalachian Mountain areas all day 
today, coupled with heavy congestion 
in ZDC during the day. 

Florida to NE 3 

MGM 1 - Evening 
 

53 

3.2   Results 

The full validation results are presented in Table 3. For four of the six test situations, 
the play recommended by the domain expert was also one of the top three plays re-
trieved by PlayMaker. However, the similarity scores on PlayMaker were low (58-
80% match). This indicates that while our case base and metrics are on the right track, 
more work is needed to increase the similarity scores for the top retrieved cases. In 
particular, because of their importance to the match, small discrepancies or inconsis-
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tencies in the features Location and Direction of Majority have major effects on the 
score. For example, on Test Situation 2, changing Direction of Majority from W to 
SW (which would be another reasonable interpretation of the direction) changes the 
similarity score from 80% to 65%. More precision in specifying these features is 
necessary. 

Mismatches. The two cases where PlayMaker did not match the expert’s recommen-
dations at all reveal two interesting complexities of the system that must be incorpo-
rated in later versions. 

First, Test Situation 1 was unexpectedly difficult for PlayMaker to handle. We un-
intentionally created a situation for which controllers in the field do not use a Play-
book play. In the test situation, controllers at the ATCSCC would develop an ad hoc 
play to precisely address the situation rather than institute a stored play. PlayMaker, 
on the other hand, retrieved several cases that seem to fit. The similarity scores were 
low but were in the range of our other test situations. 

To continue within the validation, we modified Test Situation 1 and moved it sev-
eral units southwest to Wilmington, NC. This modification is listed as Test Situation 
1.1 in Table 3. In this case, the domain expert recommended the same play as Play-
Maker. The most important factor, then, appears to be the location of Test Situation 1. 
When this situation affects the Outer Banks, controllers do not use a Playbook play 
but do when the same situation occurs farther south. For this situation, our Location 
features and similarity metric (which uses a the Fuzzy Range function provided by 
Esteem) are not precise enough to make this distinction easily. Apparently, in some 
locations, small differences are important but in other areas, they are not. 

The best way to make PlayMaker handle Test Situation 1 is to improve the preci-
sion of Location and increase the overall retrieval threshold. Because so many of our 
similarity scores were generally low, we set a low threshold (50%) in order to retrieve 
at least a few cases. However, in situations like Test Situation 1, it appears that small 
differences in Location can be operationally significant. Better representations of 
Location would provide higher match scores and allow us to increase our threshold. 
Because no stored cases would be similar to Test Situation 1, PlayMaker’s retrieved 
cases would fall below the threshold and PlayMaker would essentially respond “No 
Play.” 

The second mismatch, Test Situation 6, was more complex than our set of features 
and similarity metric could handle. We could specify either the location of the storm 
(Appalachian Mountains) or the location of the congestion (ZDC) but not both. As 
such, PlayMaker’s best match avoided the storms in the Appalachians but rerouted the 
traffic directly into ZDC, which would compound an already bad situation there. The 
expert recognized this complexity and selected a play that reroutes some of the traffic 
through the weather in the Appalachians and avoids the most congested areas of ZDC. 
This is allowable because the severity of the weather was moderate. Future versions 
of PlayMaker should provide some way to handle multiple simultaneous situations 
within a single case. 

4   Future Work 

The PlayMaker prototype presents a first step toward developing a CBR system to 
replicate the process of using plays in the ATC National Playbook. While it does not  
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demonstrate the complete concept, it helps demonstrate that the idea is feasible and 
makes clear the areas that need urgent attention. It was not worthwhile to start directly 
developing the system from scratch without before having this first assessment. The 
next steps will consist of the development of a prototype developed from scratch to 
this application including all elements required to demonstrate the feasibility of transi-
tioning the tool for deployment.  

4.1   Improvements to Features 

First, the representation of Location is very crude. We created a two-dimensional grid 
and used it to represent an entire event location. In the actual operation, however, an 
event could be a three-dimensional weather system hundreds of miles long and chang-
ing over time. Characterizing such a complex event using our Location features lacks 
a great deal of information and makes the feature susceptible to error when coding 
cases or presenting them to experts. 

An operational version of PlayMaker would allow users to specify locations as 
polygons, using latitude-longitude geometry, and would contain altitude and move-
ment parameters. This is similar to how controllers define what they call Flow Con-
strained Areas in their automation system. In Figure 2, we illustrate how such a fea-
ture might look. 

 
 

 

Fig. 2. A map showing the play known as Snowbird 5 with a more complex and precise repre-
sentation of Location, shown as a gray polygon 

The next version of PlayMaker should represent this feature with graphs. Conse-
quently, we will need to employ graph matching methods [8] to assess the similarity 
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between these locations. This would allow much more accurate matching of locations 
than the current method which is very subjective and error prone. 

Second, we must similarly add precision to the Direction of the Majority metric. 
Currently, an entire set of complex routes must be distilled to a single direction. This 
is subjective and introduces mistakes. For example, the play known as No WHITE No 
WAVEY is generally southbound but its routes are actually sometimes southbound, 
sometimes southeast, and sometimes southwest bound. 

When the situation is entered into PlayMaker, the user would need to judge how to 
characterize the flows. Because of the importance of the Direction feature, a small 
discrepancy on this feature can have a major effect on the match. A better method is 
to characterize the flows according to categories rather than directions. For example, 
instead of categorizing traffic coming to Florida as southbound, it could be character-
ized as East Coast Florida Arrivals. This more closely matches how controllers talk 
about this feature and it would reduce the chance of discrepancy or error. 

Third, the system must be able to represent complex situations. In particular, it 
must be able to represent situations with multiple event locations. For example, our 
Test Situation 6 had two locations (Appalachian Mountains and ZDC) and PlayMaker 
could not provide a useful recommendation. One way to implement this improvement 
is to specify a list of events (e.g., primary, secondary) events based on their severity. 
For example, in Test Situation 6, the storm would be the primary event because few 
aircraft could use the area. The congestion over ZDC would be a secondary event. 

Finally, current controller automation tools can model traffic flows and can com-
pute which traffic would be affected by a situation in a given three-dimensional loca-
tion. PlayMaker could use these to compute Severity rather than having to ask experts 
to estimate it. Examining our cases, there was not a wide range of responses and it 
seemed that our expert was not confident making the severity judgments. The Sever-
ity feature would still represent the same aspect of the situation. That is, how much of 
the traffic that normally traverses the area will be able to do so when the event oc-
curs?  Severity, in this case, could change from a categorical feature to a proportion. 
Additionally, we may investigate the benefit of incorporating fuzzy labels into this 
representation. Given the presence of uncertainty in the acquisition of the feature, we 
may rely on the use of fuzzy rules as employed by Bandini and Manzoni [9]. Main 
and Dillon [10] have already combined fuzzy and crisp values using a retrieval 
method based on neural networks. We shall examine its extension also to combine 
graph-based features.  

4.2   Improvements to the Case Base 

The PlayMaker case base currently contains only a small portion of the existing cases 
and is focused on the southeastern United States. Expanding the case base to include 
all areas of the country may reveal additional insights about the features and similarity 
assessment. This will involve knowledge elicitation sessions with controllers working 
in numerous different areas. 

In addition, our case base was developed by using the existing plays and asking an 
expert to describe the situations to which the play applies. An alternative method 
might be to use ATCSCC records of real situations. This would significantly increase 
the size of the case base because a play may be used for many situations. By basing 
the case base on real situations rather than typical ones, we might remove some of the 
subjectivity inherent in determining the characteristics of a typical situation. 



PlayMaker: An Application of Case-Based Reasoning to Air Traffic Control Plays      487 

4.3   Adaptation 

PlayMaker currently contains no methods for adaptation but a system that could de-
rive new plays from existing ones likely would be useful. The difficulty is that the 
current method by which plays are designed is extremely complex and not well un-
derstood. By involving experts in the CBR adaptation process itself, we could lever-
age their rich knowledge knowledge of the airspace, existing traffic flows, and politi-
cal and economic implications of different decisions. For example, experts could be 
asked to manually adapt recommended plays in PlayMaker which would help us un-
derstand their process. 

Deriving new plays requires understanding the effects of reroutes on the overall 
system. As it stands, PlayMaker uses only plays that have already been designed and 
agreed upon by controllers and stakeholders. Any recommended play is internally 
sound because it would not exist in PlayMaker otherwise. In this way, PlayMaker 
reflects the knowledge of the experts without explicitly containing it. For derived 
plays, however, no such assurance would exist because the derived plays would not 
exist in the Playbook and would not have undergone the negotiation and validation 
process. To make use of an already successful manual process, PlayMaker could be 
built to derive plays offline without waiting for situations to occur and present the 
derived plays to the controllers and stakeholders. The experts could then negotiate and 
improve the play as needed and enter the final play into PlayMaker. In this way, de-
rived plays would continue to have some assurance of validity without modeling all 
aspects of the play development process. 

4.4   Maintenance 

Watson [11] discusses methods for maintaining CBR systems when they are fielded. 
If PlayMaker were fielded, it could quickly develop a large base of actual cases be-
cause a play is implemented almost every day during the summer. As Watson dis-
cusses, redundant cases will need to be identified and eliminated. In addition, as traf-
fic flows in the ATC system change, plays and their associated cases will become 
obsolete and will require modification or removal. For example, when a new airline 
moves into an airport (or goes out of business), the volume and characteristics of 
routes from that airport change. Affected plays may need to be reviewed and revised 
to reflect the new traffic flows. Once adaptation is included in PlayMaker, adaptation 
rules will also need to be monitored and refined over time as well. 

5   Conclusions 

Though this is an initial study, it suggests that the PlayMaker concept is promising. 
To create a useful system that can recommend plays, next enhancements should focus 
on improving the case base and the index features. Then, enhancements should seek 
to add adaptation functions to move the tool toward supporting the design of new 
plays. 

Finally, PlayMaker highlights some of the complexities associated with converting 
information that is already in a case-like form into a CBR system. The experts who 
designed the plays in the Playbook did not include all their knowledge and experience 
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in the plays. They still hold deep knowledge about the history of individual plays, the 
past success of plays, and the implications of plays that is not captured in the Play-
book itself. Interviewing the experts reveals some of these complexities but others 
remain undocumented, as the mismatches we encountered demonstrate. Perhaps by 
encouraging the experts to document their cases in different ways, future versions of 
PlayMaker can be improved. 
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Abstract. This paper describes P–Truck Curing, a Case Based Rea-
soning system supporting the design of the curing phase for truck tyre
production. The design of this process provides a trade–off between an
optimal curing degree, to avoid imperfections in the final product, and
the reduction of costs, related to thermal energy employed in the curing.
Expert curing process designers store information about past episodes
and exploit it to define new ones, without starting from scratch. A CBR
system is thus a suitable approach to model this problem solving method:
case structure, similarity and adaptation functions and a general system
overview will be described. This work has been developed in the con-
text of the P–Truck project, whose goal is the development of an inte-
grated Knowledge Management (KM) system to support the Business
Unit Truck of Pirelli Tyres in the design and manufacture of truck tyres.

1 Introduction

The work presented in this paper has been developed in the wider context of
the P-Truck project, whose goal is the development of an integrated Knowledge
Management system to support the Business Unit Truck of Pirelli Tyres in the
design and manufacture of truck tyres. In particular this paper will describe a
part of the system supporting the design of the curing process, the last phase of
tyres production process.

A truck tyre is composed of both rubber compounds and metallic reinforce-
ments: the former are responsible for all the thermal and mechanical properties of
the tyre; on the other hand, metallic reinforcements give it the necessary rigidity.
The P–Truck Project goal is to support Pirelli’s experts in their decision making
process related to different phases of the tyre cycle of life, that includes:

– Design of rubber compounds: a rubber compound is a blend of different ingre-
dients, chosen with the goal of achieving required performances (e.g. tensile
strength, resistance to fatigue). The designer determines the composition of
the blend, identifying ingredients to be adopted and their amounts;

– Mixing: ingredients must be mixed in order to obtain a homogeneous blend.
Machineries, timings and many other parameters of this stage must be suit-
ably defined by the mixing process designer;

P. Funk and P.A. González Calero (Eds.): ECCBR 2004, LNAI 3155, pp. 504–517, 2004.
c© Springer-Verlag Berlin Heidelberg 2004
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Fig. 1. A screen–shot of P–Truck Compounding.

– Semi–manufactured production: metallic reinforcements are added to rubber
compounds, in order to obtain the different parts the tyre will be composed
of;

– Assembly: semi–manufactured parts are assembled into a semi–finished prod-
uct, in jargon called green–tyre;

– Curing: the green tyre is “cooked” in order to give it the required thermal–
mechanical features.

Four knowledge–based systems supporting the experts’ decision–making process
in some of those phases have been developed; a screen–shot of the uniform user–
interface is shown in Figure 1. These systems are based on different problem solv-
ing methods (e.g. rule–based, case–based), reflecting experts’ decision–making
process in the main phases of the process above described (i.e. design of rubber
compounds, mixing and curing).

It is important to note that, although the problem solving strategy is typi-
cally diversified, the knowledge–base exploited by different modules is the same.
In fact truck tyre production steps are highly correlated (e.g. most of them are
related to the same rubber compounds). Thus, while the problem–solving strat-
egy is distributed, it has been decided to design and implement a centralized
knowledge–base: each module accesses it in order to create a dynamic view of
knowledge needed to work. This choice, that resulted in the development of
a specific knowledge elicitation tool (KEPT [5]), has allowed to build a com-
plete and consistent knowledge model, devoted to represent complex knowledge
structures concerning both case–based and rule–based modules of P–Truck. In
particular, this paper will describe the design choices adopted in the develop-
ment of P–Truck Curing, a case–based system that supports experts in their
decision making process about the curing of tyres.

Problem analysis began with meetings and interviews with expert curing pro-
cess designers, also referred to as curing technologists. Early stages of knowledge
acquisition made clear that any of these experts uses to store information related
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to curing processes, designed both by himself/herself and by other technologists.
These notes concern incidental problems, adopted solutions, variants of process
and results, both positive and negative, about tyre curing. When a technologist
has to design a new curing process he/she uses these information and his/her
experience to define its details, without starting from scratch or using formally
well–defined rules.

This approach to the design of the right curing process is very similar to Case
Based Reasoning (CBR), that is a problem solving paradigm suitable to deal with
domains whose problem solving methods have not been fully understood and
modelled. Naturally suited to support the preservation and reuse of experiential
and episodic knowledge, intrinsically stored into cases, CBR has been adopted
for many KM systems, in particular for manufacturing applications (e.g. see [3, 4,
8]). Some of these systems concern the process design problem and, among these,
several works concerning chemical processes have been proposed (e.g. see [12,
13, 16, 17]): the aim of these systems is the definition of the process structure
(the flow-sheet of the chemical process, a sequence of phases to be performed).
Another CBR system tackling a curing process design scenario is Clavier [11].
This system supports expert in the decision of autoclave loading for the curing
of graphite–threaded composite materials. Even if the goal of P–Truck Curing
is similar to Clavier (i.e. to obtain optimal curing degree of processed materials
and to minimize costs) the latter is mainly focused on choosing the optimal
placement of parts to be cured inside the autoclave. P–Truck Curing instead
focuses on an optimal definition of curing phases features (e.g. timing, energy),
in a generally fixed process structure.

According to [1], the CBR cycle of P–Truck Curing, given a problem and
a case base of solved problems, can be summarized as follows (see Figure 2):
the system receives a description of the problem to be solved, made up of a list
of performances to be achieved and the type of machinery to be adopted for
the curing process. Then, it retrieves a sequence of past cases with a similar
description, chooses one of them and tries to modify its solution in order to
derive a new curing process.

The following Section will describe the results of the knowledge acquisition
campaign, while Section 3 will show the representation of a case in P–Truck Cur-
ing, highlighting the most significant attributes involved in the decisional process
of a curing technologist. Then, the paper will focus on how the attributes were
used to build a similarity function among cases to be used in the retrieval phase.
In Section 5 a brief explanation of how adaptation has been intended will be sup-
plied. Section 6 will briefly describe system architecture, and finally conclusions
and future works related to P–Truck Curing will be briefly introduced.

2 Curing Process Description

Vulcanization is a chemical process of treating crude rubber or similar plastic
material to give it desired properties, such as elasticity, strength, and stability.
In particular, tyre vulcanization is often referred to as curing, and it is during
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Fig. 2. The P–Truck Curing CBR cycle.

this process that the tread impression, brand, and information on the kind of
tyre are printed on the green–tyre, in order to give it the desired shape and
appearance. The green–tyre is made up of different rubber compounds, steel
reinforcements and other components. During the curing process it undergoes
a thermal treatment that activates reactions between polymers (i.e natural or
synthetic rubber) and sulphur molecules, that bind themselves and create a
lattice. A correct and uniform degree of cure is thus a crucial factor influencing
tyre performances (for instance handling on wet or dry surface, fuel saving,
dimensional stability and mileage, fatigue and abrasion resistance).

The process takes place inside a machinery called curing press; its main
components are the mould, the bladder and a pipe system to supply heating
fluids. A sketch of a curing press is shown in Figure 3. Thermal energy is supplied
to the mould, containing the green–tyre carcass, in a different way according to
the curing press type: it may derive from hot steam surrounding the mould or
from its direct contact with heated platens. The green–tyre must be pressed to
the mould in order to impress the tread and other information on it. An internal
pressure must thus be applied to the carcass, and therefore the bladder must
be inflated during the process. The inflating fluid may also contribute to the
thermal treatment, if it is a good heat conductor.

The curing process thus provides different phases of external or internal heat-
ing, and internal inflation of the green–tyre carcass. To design a curing process
the technologist evaluates the characteristics of the green–tyre, that is the output
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Fig. 3. Curing press sketch: this is a vertical section of a steam–dome curing press,
highlighting mould, bladder and other components.

of the last phase before the curing and the kind of machinery to be used, then, for
every step of the process, he decides starting instant and duration, temperature
and pressure of the involved fluids. Variants to standard procedures can also be
suggested (for instance to slightly modify the typical value of factory dependent
parameters).

Production tests that can be performed are essentially normal curing pro-
cesses, but thermocouples are inserted in the green–tyre to monitor its tem-
perature while it is being vulcanized. By doing so an indication on the curing
degree in different points of the tyre can be obtained. Results of this test are
used by the technologist to guarantee the satisfaction of requirements and con-
straints, give comments on the obtained product or highlight possible anomalies
and imperfections on the tyre.

3 Case Structure

Describing a problem is one of main activities in the definition of a CBR sys-
tem: the choice of significant attributes is essential for the definition of a suitable
similarity function among cases, that is fundamental in order to retrieve past sit-
uations similar to the current one. A problem C is usually viewed as a n–tuple
of features C = {f1, f2, . . . , fn}. This structure may be fixed or variable [6], de-
pending on the complexity of the involved knowledge. P–Truck Curing provides a
fixed structure for case representation, since knowledge acquisition sessions have
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highlighted that curing process technologists do not change the set of significant
attributes from the similarity calculus point of view.

The technologist stores all the information about new processes in a curing
process specification (CPS). Each CPS concerns one and only one process, sum-
marizing all the choices made by the technologist about it. Curing is a crucial
phase: since it is the last one, an error during its execution or an improper design
would cause the failure of the whole production process, and, consequently, loss
of time and money. The task of these experts is very difficult, as they have to
design the curing process in order to obtain an optimal degree of curing, min-
imizing costs and avoiding imperfections in the final product. A short curing
process may not guarantee a good degree of curing, but a long one will be very
expensive, requiring a lot of thermal energy and perhaps could even produce
imperfections in the cured tyre. Moreover the tyre thickness is different in dis-
tinct points (e.g. the tread is quite thicker than the side), but the curing degree
should be as uniform as possible.

At the end of the process, the technologist carries out activities needed to
produce a curing process report (CPR), a document containing information re-
lated to process results.

Product requisites (tyre features) and
process requisites (machinery features)

Description

Curing process specification.
Timing, temperature and pressure must
be specified for every process phase.

Solution

Production report
(production tests, possible anomalies)

Outcome

Fig. 4. Case parts: information related to case description, solution and outcome is
illustrated.

Figure 4 shows high–level P–Truck Curing case composition, built according
to the typical case structure [14]; more precisely:

– case description is made up of the evaluation of final product requisites and
machinery features (type, temperature of fluids and so on) to be used in
order to satisfy them;

– case solution is the CPS;
– case outcome is the CPR.

A tree–structure was adopted for case representation as it is more suitable
to describe complex knowledge structures, given the possibility to model hierar-
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chies. Many concepts described in the previous Section can be linked with is–a
and part–of relations that would be lost in a flat structure. Moreover this is
a modular representation, allowing flexible management of related information
(e.g. in terms of case structure modification) and the definition of composite
and efficient retrieval algorithms (e.g. different case parts, represented by dis-
tinct sub–trees, may be handled in a different way). For more details on this
kind of case representation in the context of P–Truck see [15].

Case

Tyre

Geometry

Dimensions

Axis

Machinery

Press type

ProcessInflating fluid

First inflation Second inflation

Results

Comment

Pruduction report

Compounds

Ratio

General

ThicknessTread

Shoulder Heel

Tread

Cycle type

Bladder
thickness

Pressurization

Thermocouples

Tread

Heel

Temperature

Begin

End

Curing degree

Thickness

Tread

Heel

Discharging Final

Shoulder Heel

Tyre Machinery Case description

Process Case solution

Results Case outcome

Undertread

Fig. 5. Case structure: the diagram shows a partial view of the tree–structure related
to a case.

Figure 5 illustrates a partial view of the tree–structure representing the case
in P–Truck Curing: in particular there are four sub–trees, respectively related
to the description of tyre, machinery, curing process and obtained results. A
tree inner node, named category (i.e. gray filled boxes), represents a collection
of attributes, which are drawn as tree leaves (i.e. white filled boxes). Note that a
category can be made up of other categories too. The tyre is described in terms of
its dimensions (e.g. thickness in specific points of its section, width of the tread),
usage (e.g. tractive axis, drive axis), morphological features and components (i.e.
blends related to its composing parts). The machinery is mainly characterized by
its type and the type of the inflating fluid while the process contains information
related the starting instant, duration and other parameters of various phases of
the curing process. Results contain information related to the tests described in
the previous Section and an evaluation of the expert on the process outcome.
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Fig. 6. Retrieval in P–Truck Curing.

The case structure illustrated in this section is not variable at the present,
so that the classical Nearest Neighbor Algorithm [9] has been adopted to build a
similarity function for the retrieval phase of the system, that will be the subject
of the next section.

4 Similarity and Retrieval

One of the main steps in a CBR system is the retrieval phase, whose result is
a subset of the case–base. Its elements are cases whose problem description is
considered similar to the one concerning the new problem. Designing P–Truck
Curing, it has been introduced a two step retrieval to increase system flexibility,
configurability and maintenance in the system.

In Figure 6 there is a description of the two step retrieval designed for P–
Truck Curing. This approach is very similar to MAC/FAC [10] (Many Are Called,
Few Are Chosen), a psychologically founded model of similarity–based retrieval.
In fact the first phase, named Pre–selection, has been defined to select from
the case base only those cases having a rate of similarity higher than a particu-
lar threshold and whose feature values verify some relations with new problem
ones. Pre–selection phase can be considered something more than a traditional
Indexing because it involves particular relations among features in addition to
equality. In the following phase, named Selection, the system only works on the
set of cases obtained by the Pre–selection, computing their actual similarity to
the current one. Whenever the Pre–selection phase returns cases with different
solutions to the same problem, Selection can choose the best case, basing on the
interpretation and the comparison of reported results (e.g. rates of curing and
tyre dimensions at the end of curing process).

Using two different steps to retrieve analogous cases allows to employ differ-
ent similarity criteria. In fact, even if currently Pre–selection and Selection are
completed following the same approach (i.e. comparison of attribute values and
categories), it would be possible to exploit a structural similarity measurement
in the first phase. In this way, retrieval shows a subset of the case base both as
possible solutions and as possible starting points for the adaptation process.

During the knowledge acquisition campaign, with the help of curing experts,
an order of importance among attributes and categories has been identified.
Nonetheless, for a complete definition of the similarity function, in addition
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Fig. 7. The structure of the configuration.

to weights, for each node of the tree case structure, a function indicating how
to calculate the distance among two analogous nodes in the case–space must
be specified. Thus, the rate of similarity of a past case to the current one is
recursively calculated starting from the root of the structure: for each category
the rate of similarity is obtained aggregating the contribute of each sub–node.
When a sub–node is an attribute, the evaluation of the similarity consists in a
comparison function (e.g. euclidean distance) of attribute values.

Since more than one end-user can access P–Truck Curing and that each of
them may have a different point of view with reference to the similarity function,
it has been decided to allow them to specify a personal configuration of the
similarity function. This means that for each node of the tree case structure the
user can decide weights and functions to be considered when measuring distances
in the case space, for both Pre–selection and Selection phases. Figure 7 shows a
draft of this configuration structure.

Collections of functions have been designed in order to measure the distance
between two feature values. An attribute value can belong to different kind of
sets, that could be non-ordered or ordered, continuous or discrete. For the inter-
pretation and comparison of curing results and for the management of categories
(both in Pre–selection and in Selection), other collections of functions have been
defined.

The number of cases considered in Pre–selection and Selection can be con-
figured by the user (parameters m and k in Figure 6), and these values are
also included in the configuration structure. The level of configurability, ob-
tained with the adoption of these solutions, increases the quality of P–Truck as
a Knowledge Management system: for instance a curing technologist can obtain
an indication of other experts’ point of view on case similarity. Moreover this
configurability allows high level of system maintenance: in fact it is easy to mod-
ify the importance of an attribute or a category, varying the associated weight,
or even changing parts of the similarity function, associated to a node of the
case structure.
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Fig. 8. Couples of past cases representing the current and the retrieved one can be
used to adapt the retrieved solution.

5 Adaptation

The adaptation phase in P–Truck Curing guides the designer towards the deter-
mination of a good solution to curing process design problem (i.e. time scheduling
of curing steps) even if there are no identical problems already solved among the
available cases. The approach that was adopted in order to adapt the solution
of an old case to a new one is influenced by the limited procedural knowledge
that is available with reference to this specific activity. As previously specified,
a green–tyre is a composite object, and even if some basic principles are known
(e.g. thicker parts of a tyre require more energy to reach an optimal curing de-
gree), to compose them in order to obtain a globally optimal process result is a
very complex task. For instance, different tyre parts could require a completely
different process modification (i.e. sidewalls are thinner and thus require less en-
ergy, while shoulders are thicker and require more), and some components have
not a clear influence on the global result (e.g. metallic parts). Nonetheless the
adopted approach aims to supply to the designer an indication of how to adapt
the retrieved solution to the current case according to past experiences.

It has been considered that, as the current case and the retrieved one have
different descriptions, maybe the case base contained other couples of cases pre-
senting the same (or significatively similar) differences among the related de-
scriptions. In other words we may find cases that could act as representatives
respectively for the current case and the retrieved one. The difference between
the related solutions (vector vi) is an indication of how to modify the solution of
the retrieved case Rc in order to adapt it to the situation described in the current
case Cc, that is the v′ vector. The idea behind this choice, in the framework of a
substitutional adaptation (see, e.g., [18]), is that the same difference in problem
descriptions indicates that the solutions of the current case and the retrieved
one should present a difference similar to those related to the representatives
of these cases. Figure 8 shows that this approach provides a passage from the
current couple < Cc, Rc > to couples of past cases < Ccr, Rcr >. The adapta-
tion vector v′ represents the modification that must be applied to the solution
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of case Rc to obtain the solution to the current problem. In this approach vector
v′ is obtained through an aggregation of v1 . . . vn, differences among solutions
related to representatives of the current and retrieved cases; currently an average
of v1 . . . vn weighted according to the related results has been adopted.

This approach provides an adaptation proposal that can be modified or ac-
cepted by the expert. The solution generally undergoes a test whose results can
lead to a different form of adaptation, also referred to as solution correction [7],
that is focused on the continuous improvement of a specific solution. While the
previously described adaptation mechanism can indicate modifications for all
parts of case solution (e.g. timings but also temperatures, pressures, and so on),
this phase only focuses on the duration of various steps of the curing process.
The idea is that, according to the results, these timings can be changed in order
to obtain a better curing process. The modification will be higher for processes
which brought to poor results, while successful processes will not be substan-
tially changed. The direction of these modifications (increase or decrease process
duration) is related to different factors such as costs (i.e. longer processes require
more energy and decrease the tyre production rate) and curing degree (too short
processes do not bring to an optimal curing degree).

Both of these mechanisms are user–configurable: for instance the concept
of representative involves a sort of similarity metric that can be modified by
the user as shown in Section 4. Moreover the modifications to process duration
related to the solution improvement are also configurable.

6 System Overview

The computer system implementing a support for the design of curing processes
is a component of an integrated KM project, shortly described in the introduc-
tion. To introduce such a composite system in an important business unit of
a company like Pirelli, several non–functional requirements must be taken into
account.

System components must coexist and also interact with each other, if needed,
and with the current information system, that contains particular data needed
by those modules. This kind of access should only be performed when necessary,
to keep limited the impact on the existing information system and supported
procedures.

The development of this kind of computer systems requires an active involve-
ment of domain experts, whose time is very valuable. The knowledge acquisition
campaign must thus be carefully planned, in order to be effective and not exces-
sively divert experts from their day–to–day activities. Various phases of analysis,
design and development of different system components have been necessarily
carried out in different times, by various groups, and using disparate approaches
(e.g. rule–based and case–based).

Finally, Pirelli is a multinational corporation and users can be situated in
different locations, and might need to access P–Truck modules through the net-
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Fig. 9. High level system architecture: this is a diagram showing main system compo-
nents and collaborations.

work, possibly using a PC without the chance to install additional programs:
therefore the adoption of a web–based user interface is almost mandatory.

The adopted platform and architecture must thus provide a high degree of
flexibility and extensibility, allowing the integration of heterogeneous compo-
nents, and a separation between business and presentation logic, that must be
web–oriented. The J2EE platform supports the development of heterogeneous
components (Enterprise Java Beans), that can be integrated through the use of
standard technologies (e.g. Remote Method Invocation, CORBA, XML), pro-
viding support for database access and web–based user interface development.
It meets all the previously expressed requirements and was thus adopted for the
development of the P–Truck system.

A diagram showing a high level view of system architecture is shown in Fig-
ure 9. The module implementing the CBR system is separated from the user
interface manager and from the database access component, a module that acts
as a gateway to the case base, physically stored in Pirelli’s enterprise database
and in P–Truck private one. Pieces of information related to cases are already
available in the existing information system, but some specific data is required
by P–Truck system modules. For security and confidentiality reasons it was cho-
sen not to use the existing database management system (DBMS) to store this
data, but to install another one dedicated to the P–Truck system. The Database
Wrapper does not directly offer services to users, but is meant as a support for
other application modules. In particular it is shared by all components requiring
an access to the data storage facilities, and represents a uniform and centralized
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access to the two DBMSs. The user interface module is based on JavaServer
Pages and servlet technology, and thus provides web accessibility to the Curing
module.

7 Conclusion and Future Developments

This paper has presented P–Truck Curing, a CBR system supporting expert
technologists in the design of curing processes for truck tyres. The case is rep-
resented in a hierarchical structure, whose sub–trees are related to tyre and
available machinery (case description), to the curing process (CPS), and to the
obtained results (CPR). The two–phase retrieval and the adaptation mechanism
were described, with reference to the possibility to configure both of these steps
of the CBR cycle. A brief description of the P–Truck Curing system was also
given. The system is currently being installed in order to start a test campaign.
An evaluation of the system on day–to–day problems, performed by curing tech-
nologists, will likely lead to an adjustment of the configurable aspects related to
the retrieval and adaptation phases.

This system will allow a persistent and organized storage of evenly described
cases, shared and accessible by different users. It will be integrated into Pirelli’s
information system, but it will represent a dedicated module specifically devel-
oped taking into account curing technologists’ needs.

One of the main reasons to adopt a CBR approach was the similarity to the
expert problem solving method, but it also seemed suitable because knowledge
on the domain is not exhaustive. A future analysis of the case base, possibly
with the support of data mining techniques (e.g. see [2]), could thus represent
an instrument for a deeper study of relationships between elements of the case
description and process features.

A correct and systematic use of this system will also allow an incremental
learning, typical of a CBR approach. This also means that the system will not
necessarily be able to help experts when a new strategy or technology is intro-
duced in curing process design. Anyway, as long as the case description is valid,
the system is ready to receive manually designed cases, related to those innova-
tions, and allow their reuse. Moreover the flexibility of the adopted tree–structure
for case representation allows to modify it in order to keep it up–to–date with
changes in curing technology.
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Abstract. Traditional search techniques frequently fail the average user
in their quest for online information. Recommender systems attempt to
address this problem by discovering the context in which the search oc-
curs. Though effective, these systems are often hampered by the brevity
of typical user queries. In this paper we describe CASPER, an online
recruitment search engine which combines similarity-based search with a
client-side personalisation technique. In particular we argue that
CASPER’s personalisation strategy is effective in determining retrieval
relevance in the face of incomplete queries.
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1 Introduction

As the Web expands, it’s becoming progressively more difficult for its users to
find the information they want. Most use search engines to cope with the vast
volumes of information currently available. These search engines often rely on
traditional database or information-retrieval inspired strategies to fulfill search
requests. Users often find it difficult to cope with these technologies as most
have little experience in their use and may not be very knowledgeable about the
domain within which they are searching. This often results in short, ambiguous
and incomplete search queries that are lacking in information [19]. All of this
is exacerbated by the limited screen real estate of modern mobile web-enabled
devices and the reluctance of users to venture beyond the first two or three results
presented to them. Recommender systems have emerged as one possible solution
to this problem. By combining ideas from machine learning, user profiling and
case-based reasoning, recommender systems promise more focused, intelligent
and proactive search that is better adapted to the needs of the individual.

In section 2 we review some popular recommendation strategies adopted
by recommender systems. In section 3 we present our own experience with
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CASPER, an online recruitment search engine. CASPER comprises two sub sys-
tems: a content-free Automated Collaborative Filtering (CASPER ACF) [14, 15]
system and a two-stage personalisation client that combines case-based search
with a diversity aware personalisation technique (CASPER PCR). We focus on
this personalisation client, in particular we argue that its personalisation strategy
is effective in determining retrieval relevance in the face of incomplete queries
and benefits from increased privacy compared to other approaches. Section 4
describes a live user trial of the system and the experimental analysis of the
accuracy of the predictions made by CASPER PCR. Finally, we present our
conclusions in section 5.

2 Background

The emergence of recommender systems has heralded an attempt to improve the
quality of search results by determining the context within which the search takes
place. There are two main sources of information available to a recommender
system and hence two main approaches to improving the relevance of search
results in the face of vague queries. Understanding the context of the query
itself can reduce the ambiguity of incomplete queries and allow searches to be
more focussed. Alternatively knowing more about the user can provide us with
valuable preference information.

2.1 Query Context

Contextual information about the query may be obtained explicitly, through
interaction with users, or implicitly, by observing their natural behaviour.

Explicit Context. One way to capture explicit context is to force users to
search within a specific context. For example, category-based search engines
such as Yahoo (http://www.yahoo.com) improve their search by limiting the set
of documents to which a query is compared. These pre-defined categories pro-
vide context for the query but recommendations are necessarily restricted to a
small percentage of the total available due to the tedious nature of authoring
categories. CiteSeer [9] uses a similar approach by limiting its search to scientific
papers. Its document index is built automatically by crawling the web for scien-
tific articles in various formats and by taking advantage of the cross-referencing
common to scientific documents. Categories are used in Inquirius 2 [8] not to re-
strict search but rather to enhance a query. Upon selection of a search category,
a set of words associated with that category are added to the user’s query. For
example choosing the ‘research paper’ category adds terms frequently found in
research papers such as ‘abstract’ and ‘references’. A full search of the web is
then performed with this enhanced query.

Implicit Context. Of course users are loathe to expend time and effort provid-
ing extra information for their searches. In addition differences in knowledge and
vocabulary between users and indexers may prove frustrating. In order for these
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approaches to be successful users must know which category or search engine is
appropriate to their search and must be willing to provide additional informa-
tion. Ideally we would like to infer search context implicitly from user behaviour.
Two popular approaches to implicitly acquiring context focus on individualised
and personalised search techniques.

People often search for information to assist them in some task. Knowing
more about this task would provide a great source of context for the search.
Just-in-time recommenders such as Watson [3] and PIMA [2] continuously build
term-based representations of documents the user is working with in other appli-
cations such as Microsoft Word or Internet Explorer. Documents from the web
with similar representations are then suggested to the user as they work. These
terms may also be used to enhance a user-generated query or in Watson’s case to
retrieve documents with an opposing viewpoint to that expressed in the current
work. The Remembrance Agent(RA) [17] and Margin Notes [16] use word co-
occurrence to retrieve documents related to one being viewed in an Emacs editor
and a web browser respectively. All these approaches produce task-sensitive rec-
ommendations and go some way to dealing with the over specification issues of
more traditional systems. These approaches largely ignore the other main source
of information, namely the user. Users represent a vast repository of information
and preferences which, though generally unstated, vastly effect how recommen-
dations are received. The second approach, personalisation, attempts to divine
these user preferences and produce recommendations relevant to a given user.

2.2 User Relevance

Query context provides valuable information to enhance the accuracy of a query
but it does not necessarily address the relevance of information to the user. Rel-
evance information is really just another type of context, but one that reflects
a user’s personal preferences rather than immediate task requirements. Once
again, relevance information is typically acquired either by explicit questioning
of the user or implicitly by observing user interaction with a system. This in-
formation is used to create a user profile, essentially a set of beliefs about the
user [4].

Explicit Relevance Information. User feedback on recommendations is a
popular source of explicit relevance information. For instance, PTV [20], a TV
program recommender augments an initial keyword-based user profile by allow-
ing users to rate its recommendations as either interesting or uninteresting. This
feedback is used to enhance the user’s profile, ensuring that it grows and adapts
over time to match the user’s changing preferences. Although highly successful,
recommendations are limited to a narrow set of items similar to those already
liked by the user. New items must also be categorised in such a way that they
can be compared to the existing profile elements.

Collaborative recommenders seek to avoid these problems by focussing on
similarities between people rather than items. People with similar sets of likes
and dislikes are selected to act as recommendation partners for each other. It
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is assumed that if two people share many liked items in their profiles then any
unshared items liked by either user should make good recommendations to the
other. This obviates the need for complex profiles since all that needs to be
recorded is an identifier for each profile element. Group Lens [18] used an au-
tomatic technique known as Automated Collaborative Filtering (ACF) to filter
Usenet News. Profiles were built based on which news items a user had read.
Sufficient similarity between profiles identified recommendation partners whose
unshared profile elements could then be used as recommendations for each other.

Collaborative approaches have many benefits but suffer if insufficient rec-
ommendation partners are available. Smart Radio [1], a music recommender,
tackles this sparsity problem by changing the way user profiles are used. Instead
of individual songs, its user profiles are based on collections or programmes of
songs created by other users. Relevance feedback is collected in a similar style
to PTV and programmes of songs are recommended using ACF in a similar
manner to Group Lens. Recommendation partners are identified not just on
the basis of shared music programmes however, but also on shared individual
songs. In this way two users may be found to have similar tastes despite never
having listened to the same music programmes thus increasing the chances of
finding recommendation partners. The weaknesses of both content-based and
content-free approaches can be overcome by using a hybrid of both. PTV uses
collaborative recommendation to compliment its content-based recommendation
strategy by using ACF to identify recommendation partners. TV programs liked
by one partner but not yet discovered by the other can then be used as recom-
mendations.

Implicit Relevance Information. The reluctance of users to provide explicit
preference information has led to various methods of inferring this information
implicitly by monitoring the behaviour of users as they interact with the system.
Since most recommenders are web-based, one of the most obvious sources of
information about user behaviour is the activity logs of the web server. The
PageGather algorithm [13] finds groups of pages that often occur together in
user visits by mining the activity logs of a web server. These groups of pages are
taken to represent coherent topics in the mind of users and web pages based on
these topics are automatically generated and placed in the web site.

Often however it is difficult to extract useful information from these logs.
One of the most common indicators of interest suggested is the length of time
a user spends reading a page. Though some researchers such as Morita and
Shinoda [10] and Konstan [7] found a strong correlation between user interest
and read-time, others had only limited success [6, 5]. One obvious problem is that
although web logs can tell us the length of time between users requesting pages,
they cannot guarantee that the intervening time was actually spent reading the
page. In addition it can be difficult to identify the actions belonging to individual
users unless a web site supports user tracking. Assumptions must therefore be
made about the actual time spent reading a document. Oard and Kim [6] argue
that additional behaviours such as marking or using an item should be used to
supplement basic read time predictions.
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CASPER’s collaborative recommendation component, CASPER ACF, also
infers user preferences from various actions recorded by a web server log. In this
case actions such as saving a job advertisement, applying for a job online, or
even basic measures such as the number of times a user revisited a job were
found to better indicate user interest than the read time data. Recent work
[11] comparing recommendations between two TV programme recommenders:
PTV, and F́ıschlar has shown that implicit ratings can be more accurate than
explicit. O’Sullivan et. al showed that explicit ratings in PTV were less accurate
in predicting user interest than those obtained implicitly from F́ıschlar. One of
the main differences between the two systems was that while PTV provided a
web-based set of results, F́ıschlar actually allowed users to immediately watch
the recommended items. The study concluded that explicit ratings systems that
were disjointed from the act of consuming the info item suffered compared to
implicit systems where user actions were directly linked to consuming the item.

3 System Architecture

CASPER PCR is a two-stage recruitment search engine. It recommends jobs
that are not only similar to the target query, but also relevant to the person
performing the search. User relevance is determined by CASPER PCR based on
a user’s interaction history as shown in Figure 1.

Fig. 1. CASPER PCR architecture.

During the first stage of retrieval, job cases are ranked on the server accord-
ing to their similarity to the query using a standard similarity metric, which
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calculates a similarity score between query features and corresponding job case
features; each case is made up of a fixed set of features such as job type, location,
salary, etc. This means that, unlike traditional search engines, relevant jobs can
be identified even though they share no features with the original user query.
This retrieval algorithm is presented in Table 1. When presented with a target
query t, CasperCB-Recommend treats it as a case and compares it to every other
case cc in its case base C. The global similarity (GlobalSim) for each candidate
case cc to t is calculated and the best n candidate cases are selected as a result
set R. In order to compute GlobalSim each feature f of t is compared to the
corresponding feature f of cc. A variety of local similarity functions (LocalSim)
are employed to compute the similarity between different feature values. Finally
the weight associated with that feature is applied to normalise the LocalSim
result.

Table 1. Similarity-based recommendation in CASPER.

t: target query, C: case base, n: 	results, R: result set, cc: candidate case,
f : case feature, w(f): weight associated with feature f , G: Global Similarity Score
1. define CasperCB-Recommend(t, C, n)
2. begin
3. Loop ∀ cc ∈ C
4. G := getGlobalSim(t,cc)
5. R := insertBest(R, cc, G, n)
6. End Loop
7. return R
8. end

1. define getGlobalSim(t, cc)
2. begin
3. Loop ∀f ∈ cc
4. G := G+ getLocalSim(tf , ccf , w(f))
5. End Loop
6. return G
7. end

As it stands this retrieval approach is still ignorant of the implicit needs of
individual users, and therefore the retrieval results are not personalised. This
motivates the need for a second stage of retrieval capable of personalising the
retrieval results. It reorders the results according to their relevance to the user
by comparing them to the user’s learned search profile. Each profile specifies
the job cases that the user has liked or disliked based on past feedback. Each
stage-one result is associated with a relevance score by comparing it to the most
similar user profile cases. For instance if the result is similar to many positive
profile cases it gets a high relevance score, while if it is similar to negative cases
it gets a low score. Thus, priority is given to jobs that are similar to the target
query and relevant to the user. If a user has previously liked jobs in the Dublin
area, then the second retrieval stage will prioritise job cases from these locations
in the future, even if the user does not specify a location constraint in a query.



524 Keith Bradley and Barry Smyth

Table 2. The two-stage personalisation process - PCR Recommend.

P : profile, t: target query, C: case base, n: # results, k: # profile elements used
in classification, K: set of profile elements nearest to result, R: result set, cci: ith

case of R, pj : jth element of P
1. define PCR-Recommend(P, t, C, n, k)
2. begin
3. R := PCR − Personalise(P,CasperCB − Recommend(t,C, n), k)
4. return R
5. end

1. define PCR-Personalise(P, R, k)
2. begin
3. Loop to |R|
4. PCR-Classify(cci, P, k)
5. end Loop
6. R:= Sort descending classification (R)
7. return R
8. end

1. define PCR-Classify(cci , P, k)
2. begin
3. K := CasperCB − Recommend(t, P, k)
3. Loop ∀ cci ∈ K
4. Loop ∀ pj ∈ P
5. R := getGlobalSim(cci, pj)
6. end Loop
7. end Loop
8. R:= Sort descending classification ∗(R)
9. return R
10. end

We view this personalisation phase as the second stage of the CASPER
recommendation process, a client-side process, emphasising personalised infor-
mation ordering. An overview of the entire recommendation process PCR-Rec-
ommend is shown in Table 2. Results R, obtained from the initial server-side
recommender CasperCB-Recommend are re-ordered in the second stage client
side process PCR-Personalise according to their relevance to the user. This is
achieved by comparing each result cc ∈ R to the user’s learned search profile P .
Each profile specifies the job cases that the user has previously liked or disliked
based on past feedback. Each stage-one result is associated with a relevance score
by comparing it to the k most similar user profile cases K. Since we are compar-
ing job cases with job cases we again use CasperCB-Recommend to select these
profile elements. We have chosen to implement personalisation as the second
stage of our recommender system using the results obtained from the first stage
as our set of candidate cases. However, the personalisation methods described
here are generally applicable and not limited to operating on the results of a
similarity based search. The algorithms described here will personalise any set
of feature-based cases if suitable similarity functions are available. However, this
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approach adds particular value when used as a second stage process since the
first stage algorithm filters un-interesting cases thus allowing the personalisation
process to focus on cases that have a higher likelihood of utility to the user.

4 Evaluation

Crucial to the success of this system is the effectiveness of personalisation in deal-
ing with incomplete queries. Previous trials [12] using simulated users yielded
positive results and will not be discussed further here beyond saying that the
results obtained were in broad agreement with our current evaluation. We now
focus on a user study that compares user interest ratings predicted by our per-
sonalisation algorithm with those obtained from a standard similarity search and
actual user interest ratings.

4.1 Setup

Eleven people were asked to describe their ideal job in terms of 5 features:
salary, key skills, location, required experience and whether it was permanent or
contract. These preferences were used as a query to a standard similarity based
search engine that retrieved 15 jobs similar to the query and 15 jobs least similar
to the query. The similarity scores generated by this search, which ranged from 0
(being a poor match for their query) to 1 (being a perfect match for their query),
are equivalent to predictions of user interest in a particular job. The users were
then asked to rate each of the 30 retrieved jobs again between 0 and 1. These
ratings show the actual level of interest in a particular job or its relevance to the
user and allow us to judge the effectiveness of any predictions made.

In order to simulate incomplete queries each feature of the original search
query was taken in turn to represent an incomplete query with only one feature.
Each candidate job was compared to this target query and a predicted interest
rating generated based solely on its similarity to the query in terms of that
feature. For example Table 3 shows a target query and a job candidate. If salary
was used as an incomplete single-featured query then the candidate job would
be taken to be a perfect match since its salary is identical to the desired target,
regardless of its other features. This process was then repeated for each of the 5
features that make up a job description.

Table 3. A target query and a candidate job.

Feature Target Candidate
Type: Permanent Contract
Salary: 35000 35000
Location: Dublin London
Min Exp: 2 3
Skills: HTML,

Java
COBOL
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Of course incomplete queries may contain more than one feature. We there-
fore repeated the above procedure for all possible combinations of 2, 3 and 4
features (2F,3F and 4F respectively). For example taking Salary and Location
as a possible 2-featured query the candidate in Table 3 would be considered only
50% relevant since although the salaries are identical the locations are vastly
different. These similarity-based incomplete queries provide benchmarks for the
effectiveness of our personalisation strategy.

This process resulted in 5 different sets of prediction scores

1. 1F: relevance predictions made using only one feature in the similarity com-
putation (5 queries with different choices of feature were possible)

2. 2F: relevance predictions made using only two features in the similarity com-
putation (10 queries with different combinations of two features were possi-
ble)

3. 3F: relevance predictions made using only three features in the similarity
computation (10 queries with different combinations of three features were
possible)

4. 4F: relevance predictions made using only four features in the similarity com-
putation (5 queries with different combinations of 4 features were possible)

5. 5F: relevance predictions made using all five features in the similarity com-
putation. This is equivalent to a similarity-based search with a full query. (1
query with a combination of 5 features was possible)

Rather than analysing a variety of methods we focus on the most successful
methods from previous work [12] Specifically we use a weighted similarity (WS)
metric to emphasise candidate jobs similar to those previously liked by the user
and de-emphasise those similar to previously disliked items as represented by
the user profile. Profiles themselves are made up of the three most highly rated
and three least highly rated jobs extracted from the set of candidate cases. The
remaining 24 jobs were then available for use as retrieval candidates.

Each of the remaining 24 jobs was presented to the personalisation algorithm
in effect acting as a queryless recommender. The predicted relevancy score was
then compared to each of the relevancy predictions made by the incomplete
similarity-based queries(1F-4F), the full featured similarity query (5F) and the
actual relevancy figures given by the users(USC). This process was repeated for
all eleven users and the results averaged.

4.2 Prediction Error

Initially we examined the ability of the personalisation client to correctly pre-
dict user interest in all the available candidate cases. Figure 2 shows the mean
absolute error for each approach, averaged across all users. Absolute error is
defined as the absolute difference between the user’s actual rating for a job and
the predicted relevance score generated by the various prediction algorithms.
Errors may vary between 0 and 1 since user ratings are limited to this range.
The mean absolute error for a given user denotes the mean difference between
all predictions made and the actual user rating. This is then averaged across all
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users to give the results shown in Figure 2. The personalisation strategy denoted
by WS achieved an error of only 17% compared to the full feature (5F) search
which had an error of 25%. As the number of features used in the query were
reduced the associated error increased as one would expect until the one feature
(1F) error reached 33%.

The error suffered by each of the incomplete query methods was highly de-
pendant on which features were used in the query. For example the candidate
in Table 3 would be deemed highly relevant if salary alone was used as a query
despite the fact that it is a very poor match for the user’s overall criteria. This
would result in a very high error. If skills alone were used as the basis of a query
then the candidate would have a very low predicted relevance resulting in a low
error. Since we cannot guarantee which feature or combination of features will
be chosen it is worth noting that worst mean absolute error when averaged over
all users using just one feature in a query was 48%.

Fig. 2. Mean absolute error for all predictions averaged over all users.

In addition to looking at the mean absolute error we also analysed the mean
distribution of errors over all the recommendations made by a particular algo-
rithm. These results are again averaged over all eleven users. Figure 3 shows
the mean distribution of all errors made by our personalisation algorithm shown
here as the lighter bars.

The horizontal axis indicates the error of a particular recommendation while
the vertical axis denotes the frequency of occurrence of that error. Errors were
not normalised so as to distinguish between overestimation and underestima-
tion of user ratings. Critical to the success of any recommender is its ability
to correctly identify items the user will feel strongly about. Figure 3 therefore
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Fig. 3. Error distribution for personalisation algorithm averaged across all users.

Fig. 4. Error distribution for a single-featured query averaged across all users.

also shows, as darker shaded bars, the error distribution when dealing with ’ex-
treme’ items which the user rated either greater than 0.6 or less than 0.2. Again
the results show that the personalisation method is equally adept at predicting
extreme ratings.

By contrast the results for single featured queries showed a much flatter curve.
Again the quality of the results obtained varied depending on which feature was
used as a basis for the query. Figure 4 shows the mean distribution of errors for
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one of the single-featured queries. In addition to the more frequent occurrence
of larger errors denoted by the lighter bars, the darker bars indicate that the
worst errors, those furthest from zero occurred for items with extreme ratings. In
other words this approach is more likely to make a bad error when recommending
items the user feels strongly about.

4.3 Relevance of Top 5

Studies have shown that most users rarely look beyond the first few results
presented to them [19]. This is exacerbated by the limited screen display common
to many popular mobile devices. We therefore focused on the relevancy of the
top 5 recommendations made using each prediction method. Figure 5 shows
the mean relevancy of the top 5 recommendations averaged across all users.
The various combinations of features used in the incomplete queries resulted in
multiple sets of top 5 answers.

Fig. 5. Average Relevance of Recommendations in the Top 5.

For example each of the five one-featured queries resulted in a different top
5 set. In Figure 5 1F therefore represents the mean relevancy in each of these
top five sets averaged over all 5 possible sets. Likewise 2F,3F and 4F represent
the mean relevancy of all possible top 5 sets generated by two-featured, three-
featured and four-featured queries averaged over the number of possible sets in
each case. Our personalisation method produced one set of top 5 results shown
here as WS. The actual mean relevance of the user’s preferred top 5 is also shown
here as USC in order to provide a benchmark. Our personalisation method acting
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effectively as a queryless recommender again outperformed the incomplete query
methods with an average relevance of 0.55 although at higher numbers of features
these techniques approached the relevancy of WS with scores of 0.53 and 0.54.

The mean relevancy of the incomplete query methods are again dependant
on which combination of features are used. Depending on which combination
of features are used the resulting relevance can be up to 17% worse than the
WS. Interestingly it is also possible to do up to 3% better than WS using some
combinations of features. Unfortunately there is no guaranteed way to identify
these features in advance nor are they static across users since user preference
and knowledge will determine which features are chosen. By comparison WS
failed to include the most relevant case in its top 5 recommendations for only
3 out of the 11 users tested. We feel that this trade-off is acceptable given the
other benefits of the WS approach.

This mean view of relevancy hides other negative characteristics of incomplete
query methods, namely the worst possible recommendation that can occur in
the top 5. Figure 6 shows the least relevant result that occurred in the top 5
recommendations averaged across all users.

Fig. 6. Least Relevant Recommendation in the Top 5.

The least relevant result in the user’s top 5 ratings is again included as a
benchmark and denoted here by USC. WS maintains a high level of relevancy
with a minimum relevancy of 0.45, while the incomplete query methods allow
extremely poor recommendations to be presented, some as low as 0.1. Even the
standard similarity method (5F) performs poorly, presenting the user with jobs
with as low a relevancy as 0.1.

5 Conclusion

People are much more likely to be antagonised by incorrect or irrelevant results
in their top recommendations particularly where bandwidth and screen size are
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at a premium. We have shown that, when a limited number of recommendations
are required, incomplete or short queries run a high risk of including irrelevant
recommendations. We argue that the guarantee of high relevance provided by
personalisation techniques coupled with their ability to make predictions based
on small queries, provides a better method of identifying relevant information
for our users.

We are currently analysing the effect of result diversity on incomplete queries.
By increasing the diversity of the result set generated with short or incomplete
queries we hope to overcome the poor accuracy characteristics of the incomplete
query methods. We plan to compare this approach with the improvements gained
using personalisation and analyse the effect of combining both personalisation
and diversity into an overall quality metric.
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Abstract. In this paper we present an agent-based application of a wireless 
tourist guide that combines the Beliefs-Desires-Intentions approach with 
learning capabilities of Case Base Reasoning techniques. This application shows 
how to develop adaptive agents with a goal driven design and a decision process 
built on a CBR architecture. The resulting agent architecture has been validated 
by real users who have used the tourist guide application, on a mobile device, 
and can be generalized for the development of other personalized services.  

1   Introduction 

Over the last few years, multi-agent systems (MAS) have emerged as an interesting 
paradigm for constructing distributed and dynamic open systems. MAS have been 
successfully applied in fields such as electronic commerce, medicine, oceanography, 
trading market, electronic auctions, production intelligent control, robotics, 
information retrieval, etc. The telecommunication industry expects a new expansion 
with the development of UMTS and third generation phone systems. The new 
challenges of this field require new technology that facilitate the construction of more 
dynamic, intelligent, flexible and open applications, capable of working in a real time 
environment. MAS solutions intend to cope with the requirements of this kind of 
systems. Although commercial agent technology today is not yet prepared for such 
demand, it is improving continuously and substantially. The proposal presented in this 
paper is an example of its possibilities and how it has been adopted for the 
development of a real application.  

Agents are usually classified depending on the set of capabilities that they support, 
such as autonomy, reactivity, proactivity, social ability, reasoning, learning, and 
mobility, among others [23]. In this work we are mainly interested in the development 
of deliberative agents using case-based reasoning (CBR) systems, as a way to 
implement adaptive systems in open and dynamic environments. Agents in this 
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context must be able to reply to events, take the initiative according to their goals, 
communicate with other agents, interact with users, and make use of past experiences 
to find the best plans to achieve goals.  

Deliberative agents are usually based on a BDI model [20], which considers agents 
as having certain mental attitudes: Beliefs, Desires, and Intentions (BDI). Under this 
model, agents have a mental state that consists of informational, motivational, and 
deliberative states respectively. Beliefs represent the information about the 
environment, the internal state the agent may hold, and the actions it may perform. 
The agent will try to achieve a set of goals, and will respond to certain events. 

A BDI architecture has the advantage that it is intuitive and relatively simple to 
identify the process of decision-making and how to perform it. Furthermore, the 
notions of belief, desire and intention are easy to understand. On the other hand, its 
main drawback lies in finding a mechanism that permits its efficient implementation. 
Most approaches use multi-modal logic for the formalisation and construction of such 
agents, but they are not always completely axiomatised or they are not 
computationally efficient (see, for instance, dMARS [10], PRS [17], JACK [5], JAM 
[14], and AgentSpeak(L) [19]). Rao and Georgeff [20] state that the problem lies in 
the great distance between the powerful logic for BDI systems and practical systems. 
Another problem is that this type of agents have difficulties to implement learning 
capabilities, as these would require constantly adding, modifying or eliminating 
beliefs, desires and intentions. As most agent applications have highly dynamic 
environments, we consider that it would be convenient to have a reasoning mechanism 
that would enable the agent to learn and adapt in real time, while the computer 
program is executing, avoiding the need to recompile such an agent whenever the 
environment changes. 

Taking into account previous works [12, 8], we propose the use of a case-based 
reasoning (CBR) system for the development of deliberative agents. The proposed 
method starts by identifying agent roles and goals, in a similar way as in AAII/BDI 
methodology [20], but the design and implementation of the agent architecture follows 
the form of CBR systems, which facilitates learning and adaptation, and therefore a 
greater degree of autonomy than with a pure BDI architecture. This is made by 
mapping the three mental attitudes of BDI agents into the information manipulated by 
a CBR system. This direct mapping between the agent conceptualisation and its 
implementation is the main difference with respect to other proposals that have also 
tried to combine BDI and CBR [16, 4, 22, 18]. 

The proposed agent architecture has been validated with the implementation of a 
multi-agent system (MAS) that provides tourist guide services through mobile devices. 
This application shows how to develop adaptive agents with a goal driven design and a 
decision process built on a CBR architecture. The system has been validated by users 
who have used it when visiting the city of Salamanca. The system is able to program a 
tourist route, and modify it according to the conditions of the places to visit and the 
available time for the tourist. Because of its design, the services of the tourist guide 
agent can be easily extended (e.g. to recommend restaurants in the area of the tourist 
route), and support a high degree of scalability in the number of users.  
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The rest of the paper is organized as follows. Section 2 describes the wireless 
tourist guide application and its main components, basically three types of agents, one 
of them of deliberative nature, which will be used later to show the application of the 
CBR-BDI agent architecture. This agent architecture is described in Section 3. 
Implementation details are provided in Section 4. Finally, in the conclusions, we 
present some of the evaluation results when using this application. 

2   The Wireless Tourist Guide System 

The tourism industry is one of the major resources of income in Spain and the services 
offer in this sector is continuously updated and improved. This strategic sector has 
attracted the attention of the telecommunication operators, who are investing in new 
tools, services and market research. In this framework, and with the support of a 
telecommunications partner, a Tourist Guide application, called TOURIST GUIDE-
USAL, has been developed as a MAS. With this system we wanted to show the 
feasibility and reliability of this technology, and that fully-functional systems may be 
constructed within the time restrictions imposed by the industry.  

TOURIST GUIDE-USAL agents assist potential tourists in the organization of their 
tourist routes and enable them to modify their schedules on the move using wireless 
communication systems. This system has been constructed using an engineering 
framework developed to design and implement an agent-based tool, as well as 
integrating existing state of the art in order to create an open, flexible, global 
anticipatory system with mobile access for the promotion and management of inland 
and cultural tourism, which will be user-friendly, cost-effective and secure. The 
system has been standardized to run in any mobile device and is interlingua.  

The integrated, multi-platform computer system is composed of a guide agent 
(Planner Agent) that assesses the tourists and help them to identify tourist routes in a 
city with a given visiting period of time and under a number of restrictions related to 
cost, tourist interest, etc. There is one assistant agent for each user of the system, the 
Performer Agents. Each user willing to use the system has to register and solicit one of 
these agents. Finally, there is a third type of agent, the Tracker agent, which maintains 
updated information about the monuments, the restaurants, public transport conditions, 
etc. This agent maintains horizontally and vertically compiled information on hotel 
accommodation, restaurants, the commercial sector and transport, in order to meet the 
needs of the potential visitor on an individually customized basis, and responds to 
requests for information, reservations and purchases in the precise moment that they 
are expressed.  

The user may decide whether to install the corresponding Performer Agent on a 
mobile phone or PDA, or run it on the server and interact with it via its mobile device. 
The first choice supposes a reduction of the cost, since the tourist can interact with his 
agent as much as needed at no cost because it is installed in the wireless device. 
Nevertheless, the agent will have to contact regularly with the Planner Agent.  

Fig. 1 describes the system architecture from a very high abstraction level. Users 
may interact either with their performer agents installed in their wireless devices or in 
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an internet server. The performer agents interact with the planner agent looking for 
plans, and the tracker agent interacts with the planner agent to exchange information. 
The planner agent is the only CBR-BDI agent in this architecture. The performer 
agents can be considered assistant agents and the tracker agent is a reactive agent. The 
focus in this paper is on the planner agent. 

 

 

Fig. 1. CBR/Agent integration diagram 

3   Case-Based Reasoning Systems and Deliberative Agents 

Case-based reasoning (CBR) systems solve new problems by adapting solutions that 
have been used in the past. Fig. 2 shows a classical CBR reasoning cycle that consists 
of four sequential phases: retrieve, reuse, revise, and retain [1]. Very often, an 
additional activity, revision of the expert’s knowledge, is required because the 
memory can change as new cases may appear during this process. Each of these 
activities can be automated, which implies that the whole reasoning process can be 
automated to a certain extent [9]. According to this, agents implemented using CBR 
systems could reason autonomously and therefore adapt themselves to environmental 
changes. 

 

 

Fig. 2. UML activity diagram describing a CBR life-cycle 
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On the other hand, as most agent architectures are based on the BDI model, if we 
are able to establish a relationship between cases, the CBR life-cycle, and the mental 
attitudes of BDI agents, we can provide a model that facilitates the implementation of 
the BDI agents using the reasoning cycle of a CBR system, with all its advantages. 

Our proposal defines a direct mapping from the concept of an agent to the 
reasoning model, paying special attention to two elements. First, how the mapping 
should allow a direct and straightforward implementation of the agent. And second, 
how the agent is able to learn and evolve with the environmental changes. In this 
model, the CBR system is completely integrated into the agents’ architecture, which 
differs with the above-mentioned works, in which the agents see the CBR system as 
just a reasoning tool. Our proposal is also concerned with the agent’s implementation 
and presents a “formalism” which is easy to implement, in which the reasoning 
process is based on the concept of intention. In this model, intentions are cases, which 
have to be retrieved, reused, revised and retained. To achieve both goals, the structure 
of the CBR system has been designed around the concept of a case. A case is made of 
three components: the problem, the solution, and the result obtained when the 
proposed solution is applied. The problem defines the situation of the environment at a 
given moment. The solution is the set of states that are undergone by the environment 
as a consequence of the actions that have been carried out inside it. And the result 
shows the situation of the environment once the problem has been solved. This can be 
expressed as follows [8]: 

Case: <Problem, Solution, Result>  
Problem: initial_state 
Solution: sequence of <action, [intermediate_state]> 
Result: final_state 

BDI agent (beliefs, desires , intentions) 
Belief: state 
Desire: set of <final_state> 
Intention: sequence of <action> 

In a BDI agent, each state is considered as a belief; the objective to be reached may 
also be a belief. The intentions are plans of actions that the agent has to carry out in 
order to achieve its objectives, so an intention is an ordered set of actions; each change 
from state to state is made after carrying out an action (the agent remembers the action 
carried out in the past when it was in a specified state, and the subsequent result). A 
desire will be any of the final states reached in the past (if the agent has to deal with a 
situation, which is similar to a past one, it will try to achieve a similar result to the 
previously obtained result). 

The relationship between CBR systems and BDI agents can be established 
implementing cases as beliefs, intentions and desires which led to the resolution of the 
problem. This relationship is shown in Fig. 3. When the agent starts to solve a new 
problem, with the intention of achieving a goal, it begins a new CBR reasoning cycle, 
which will help to obtain the solution. The retrieval, reuse and revise stages of the 
CBR system facilitate the construction of the agent plan. The agent’s knowledge-base 
is the case-base of the CBR system that stores the cases of past believes, desires and 
intentions. The agents work in dynamic environments and their knowledge-base has to 
be adapted and updated continuously by the retain stage of the CBR system.  

Based on this relationship, agents (conceptual level) can be implemented using 
CBR systems (implementation level). This means, a mapping of agents into CBR 
systems. The advantage of this approach is that a problem can be easily conceptualised 
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in terms of agents and then implemented in the form of a CBR system. So once the 
beliefs, desires and intentions of an agent are identified, they can be mapped into a 
CBR system. 

 

 Agent plans the solution strategy 

Agent stars to solve a new problem 
 

New CBR reasoning cycle 

Agent achieves its goal 
 

CBR solution achieved 

Agent  updates knowledge 
 

Case retain - learning 

Case retrieval Case reuse Case revise 

Agent knowledge-base 
 

Case-base 

 
Believes… 
Desires… 
Intentions… 

Cases 

 

Fig. 3. CBR/Agent integration diagram 

4   CBR-BDI Agent Development: The Planner Agent  

In this paper we are concerned with the design and implementation of deliberative 
agents following the principles described in the previous section. Here we start by 
considering that deliberative agents have already being identified in the system, with 
their roles, responsibilities and services (the basic organization of agents in this system 
was already depicted in section 2). We focus, therefore, on the design of the Planner 
Agent, the only deliberative agent in this system, by using the principles described in 
the previous section.  

To set up an agent using the CBR-BDI agent architecture we need to identify an 
initial set of beliefs, desires and intentions and include them in the case-base of the 
agent in the form of cases. Then, a number of metrics for the retrieval, reuse, revise 
and retain steps has to be defined. Besides, rules that describe the Expert’s knowledge 
must be established, if available. Once the agent has been initialised it starts the 
reasoning process and the four steps of the CBR system are run sequentially and 
continuously until its goal is achieved (or there is enough evidence for a failure 
situation).  

Fig. 4 shows the AUML (Agent Unified Modeling Language) class diagram of the 
Planner Agent (Agent UML is a modelling language that extends UML; more 
information at www.auml.org). In these types of diagrams, the roles and goals of the 
agents are represented as Capabilities that may change with the time. In particular, the 
roles of the Planner Agent are (i) to update the believes and intentions, which are 
stored in the form of cases, (ii) to identify those believes and intentions that can be 
used to generate a plan n, and (iii) to provide adequate plans to the Performer Agent 
given a number of conditions. These roles allow the agent to generate the closest to the 
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optimum plan, which in this case has also to be the most replan-able solution. In this 
context, when the Performer Agent asks for a tourist route, given a number of 
constraints such as the money the tourist is willing to spend, the number of 
monuments to visit, the type of restaurants to eat, the time availability for the holiday, 
etc. the Planner Agent generates a plan that fulfils such conditions. This plan is easy to 
modify at execution time if the user changes of mind. The Planner Agent is a CBR-
BDI agent, where the role (i) is carried out during the Retain stage of the CBR life 
cycle, role (ii) is the Retrieval step, and role (iii) is the Reuse stage.  

The Performer agents, are assistant agents. Each of them is associated to one user 
and contact the Planner Agent to request a plan. These agents may be in waiting mode, 
waiting for a request from the user, may ask to the Planner Agent for a plan, or request 
a modification in a plan (replanning) to the Planner Agent. The Tracker Agent is 
always looking for changes in the visiting conditions of the different sites, and keeps a 
record of them. The Planner Agent regularly contacts the Tracker Agent looking for 
changes in the environment. Fig. 5 shows the collaboration of these agents with a 
sequence diagram. 

4.1   Implementation of the CBR System for the Planner Agent  

The Planner Agent uses a CBR system for reasoning and generating its plans. This 
agent has three roles:  

 

Fig. 4. Planner Agent class diagram in AUML 
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• To identify those believes and intentions that can be used to generate a plan. 
• To provide adequate plans to the Performer Agent given a number of conditions. 
• To update the believes and intentions, which are stored in the form of cases. 

These roles are carried out sequentially and correspond with the retrieval, reuse, 
and retain stages of a CBR system. The reasoning cycle has been constructed using a 
variational calculus based strategy [12]. 

The retrieval stage must be carried out using a method that guarantees the retrieval 
of a reasonably small number of cases that are related to the current problem case. We 
have experimented with a number of different retrieval methods such as Sparse Kernel 
Principal Component Analysis [8] or a K-nearest neighbour algorithm based strategy 
[12]. The best results have been obtained with a variational calculus based strategy, as 
shown below. 

Planning can be defined as the construction of a course of actions to achieve a 
specified set of goals in response to a given situation. The classical generative 
planning process consists mainly of a search through the space of possible operators to 
solve a given problem, but for most practical problems this search is intractable. Given 
that typical planning may require a great deal of effort without achieving very good 
results, several researchers have pursued a more synergistic approach through generat-

AgPerformer / Questioner AgPlanner:VCBP AgPlanner: K-base AgTracker

AgPerformer / Executer

1. Request (Objectives, Resources) 2. <<role change>>

3 : Inform (Base of Posible Solutions)
<<role change>>

4: Inform (Most Replanning-Able
Solution, n steps)

<< role change >>

6 [i:1..n]  Query if (Step i == true)

7.a    [ true ==Believe ] Confirm

7.b [false = Believe]: Disconfirm

7.b.1 New Planning (Replanning ||
Serendipity)

8   Inform (Most Replanning-Able
Solution, m steps)

Planning

Inform-Whenever (Changes on the environment)

Update

Agree

AgTracker

 
Fig. 5. Collaboration among agents in the tourist guide application 
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ive and case-based planning [4]. In this context, case indexation strategy facilitates 
and speeds up the planning process substantially.  

A case in case-based planning consists of a problem (initial situation and set of 
goals) and its plan. Given a new problem, the objective of the retrieval and reuse 
phase is to select a case or a number of cases from the case-base whose problem 
description is most similar to the description of the new problem and to adapt it/them 
to the new situation. In case-based reasoning, two different approaches to reuse can be 
distinguished: transformational and derivational adaptation. Transformational 
adaptation methods usually consist of a set of domain dependent concepts which 
modifies the solution directly obtained in the retrieved case. For derivational 
adaptation, the retrieved solution is not modified directly, but is used to guide the 
planner to find the solution.  

There are different ways to integrate generative and case-based planning: 
PRODIGY [7, 21], PARIS [2, 13], and Variational Calculus Based Planner (VCBP) 
[11], which is the method proposed for the resolution of the case-study. These 
planners may be used in the development of deliberative agent-based systems. In 
PRODIGY and PARIS the workload imposed on the generative planner depends on 
the amount of modification that is required to adapt the retrieved cases. Looking at the 
structure, we can say that PARIS is a domain-independent case-based planner while 
PRODIGY is domain semi-dependent. On the other hand, although VCBP is domain 
dependent, it introduces a new interesting strategy to efficiently deal with the 
adaptation stage.  

Variational Calculus-based Planner (VCBP) guarantees the planning and re-
planning of the intentions in execution time. This planning strategy is divided into two 
steps: 

1. identify cases that are similar to the problem case (retrieval stage), and  
2. adapt them to the problem case (reuse stage), which correspond to the two roles of 

the Planner Agent.  

Variational calculus automates the reasoning cycle of the BDI agents, and 
guarantees the identification of an efficient plan, closed to the optimum. Although 
different types of planning mechanisms can be found in the literature, none of them 
allows the replanning in execution time, and agents inhabit changing environments in 
which replanning in execution time is required if goals are to be achieved successfully 
in real-time.  

Some of the planning techniques developed for case-based reasoning systems to 
select the appropriate solution to a given problem do not have mechanisms to deal 
with the changes in the environment. For instance, Corchado and Laza [8] and 
Knobolock et al. [15] introduce a kind of plan schema that needs to be reprogrammed 
over time, when the planning domain changes. Bergmann and Wilke [3], and 
Camacho et al. [6] propose an architecture that tries to be more flexible, in which, if 
new information has to be introduced from the environment to the system, it is only 
necessary to change the planning domain instead of reprogramming the plan schema 
by hand. This architecture allows building plans that contain steps with no detailed 
information. This is useful because if no specific information is supplied, the solution 
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can handle planning generic operators, plans that are not influenced by unexpected 
changes.  

Now, to find out if the abstract proposed plan is adequate it is necessary to put it 
into practice in a real domain. This operation requires a great amount of computational 
time and resources which may be a disadvantage, in for example, web related 
problems. The flexibility of this approach increases the time spent in applying the 
abstract solution to the real problem, which is a handicap for real time systems. The 
proposed solution, a variational calculus based planner, deals adequately with 
environmental real-time problem changes without applying a reprogramming strategy 
and without the disadvantages shown in the works mentioned before, because the 
technique used can replan in execution time.  

5   Results and Conclusions 

Development times in the telecommunication industry have been drastically reduced. 
In the last decade a standard project used to have a development period of 8 to 15 
months, and now this period has been reduced to 3 to 5 months. This requires an 
experimented development team, the use of a reliable technology, and knowledge of 
the problem domain (or at least the capacity of learning fast). The CBR-BDI agents 
that are proposed in this paper facilitate the construction of distributed wireless system 
for mobile devices and may be adapted for different problem domains, within the 
constrains imposed by the industry. The developed infrastructure includes tools for 
generating CBR-BDI autonomous agents that can reason, learn and communicate with 
the users and with other agents, a simple communication protocol based on the FIPA 
ACL standards, and a number of established processes that facilitate the analysis and 
design of a MAS using AUML. 

The proposed system has been used to improve an agent based system developed 
for guiding tourists around the city of Salamanca (Spain). As mentioned before, the 
tourists may use a mobile device to contact their agents and to indicate their 
preferences (monuments to visit, visits duration, dinner time, amount of money to 
spend, etc.). There are different types of cases. The cases store information about the 
environment, for example the opening and closing times of monument. This type of 
information can be seen as an agent believe, for example, The Museum of 
Contemporary Art opens from 9:00 to 14:00 and from to 16:30 to 20:00. Cases may 
also be previous successful routes (plans), as shown in Fig. 6(a), that includes the 
monuments to visit, the time to spend visiting each monument, information about the 
cost of the visit, the time required for going to one place to another, the characteristics 
of the route (museum route, family route, university route, roman route, gothic route, 
etc.), etc. Once a tourist contacts the system he has to describe his profile, to select the 
type of visit in which he is interested in, to determine how much money he wants to 
spend and for how long, and the type of restaurants he, she or a family like more. This 
information is used to construct the problem case. Then the reasoning mechanism of 
the planning agent generates the plan. This reasoning mechanism is the previously 
mentioned CBR system using VCBP [11, 12]. Fig. 6(b) shows a graphical view of a 
generated plan. 
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(a)       (b) 

Fig. 6. System overview. 

The initial system was tested from the 1st of May to the 15th of September 2003. 
The case base was initially filled with information collected from the 1st of February 
to the 25th of June 2003. Local tourist guides provided the agent with a number of 
standard routes. Three hotels of the City offered the option to their 6217 guests to use 
the help of the agent or a professional tourist guide, 14% of them decided to use the 
agent based system and 23% of them used the help of a tourist guide. The rest of the 
tourists visited the city by themselves. During this period the Planner agent stored in 
its memory 1630 instances of tourist circuits, which covered a wide range of all the 
most common options that offers the City of Salamanca. The system was tested during 
135 days and the results obtained were very encouraging. In this experiment the agent 
intentions were related to a one-day route (a maximum of 12 hours). On the arrival to 
the hotel the tourists were asked to evaluate their visit and the route. Table 1 shows the 
responses given by the tourists after their visit. The tourists that used the help of the 
agent-based tourist guide provided the answer directly to the agent.  

Table 1. Tourists evaluation. 

  % Evaluation - degree of satisfaction 

Tourists that…  8-10 6-8 4-6 0-4 No 
answer 

Used the help of the 
agent  

14% (55,9%) (4,7%) (2,4%) (0,7%) (36,3%) 

Used the help of a 
tourist guide 

23% (62,7%) (19,6%) (8,9%) (1%) (7,8%) 

Did not use any of the 
previous 

63% (16,7%) (8,3%) (1,2%) (0,2%) (78,8%) 

 
Table 1 shows the degree of satisfaction of the tourists. As it can be seen, the 

degree of satisfaction of the tourist that used the help of a professional tourist guide is 
higher that in the other two cases. Nevertheless, the percentage of the tourists whose 
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degree of satisfaction was very high (between 8 and 10) is very similar in the case of 
the tourists that use the help of the agent and in the case of the tourists that use the 
tourist guide. 38% of the tourists that used the agent based system let us know that the 
system did not work successfully due to technical reasons (possibly the server was 
down, there was a lack of coverage, the tourist did not use the wireless system 
adequately, etc.) If we take this into consideration, we can say that most of the tourist 
(92%) that used the help of the agent and did not have technical problems had a high 
or very high degree of satisfaction (6-10). This degree of satisfaction is higher that the 
one of the tourist (82,3%) that used the help of a tourist guides.  

The CBR-BDI architecture solves one of the problems of the BDI (deliberative) 
agent architectures, which is the lack of learning capability. The reasoning cycle of the 
CBR systems helps the agents to solve problems, facilitate its adaptation to changes in 
the environment and to identify new possible solutions. New cases are continuously 
introduced and older ones are eliminated. The CBR component of the architecture 
provides a straight and efficient way for the manipulation of the agents knowledge and 
past experiences. The proposal presented in this paper reduces the gap that exists 
between the formalization and the implementation of BDI agents.  
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Abstract. The ranking of offers is an issue in e-commerce that has received a 
lot of attention in Case-Based Reasoning research. In the absence of a sales as-
sistant, it is important to provide a facility that will bring suitable products and 
services to the attention of the customer. In this paper we present such a facility 
that is part of a Personal Travel Assistant (PTA) for booking flights online. The 
PTA returns a large number of offers (24 on average) and it is important to rank 
them to bring the most suitable to the fore. This ranking is done based on simi-
larity to previously accepted offers. It is a characteristic of this domain that the 
case-base of accepted offers will be small, so the learning of appropriate feature 
weights is a particular challenge. We describe a process for learning personal-
ised feature weights and present an evaluation that shows its effectiveness.  

1   Introduction 

A particular challenge for e-commerce is to provide mechanisms that substitute for the 
ways in which the human sales assistant facilitates the sales process. An important 
component of this is the ability to identify the customer’s preferences and highlight 
products and services that will satisfy the customer’s requirements and preferences. 
This is particularly true in the travel domain. A dialog with a good old-fashioned busi-
ness travel agent would contain phrases like; “I presume you will want to go out on the 
first flight.”, “You will want to return on the Friday evening.”, “You will not want a 
stopover in Heathrow.” Ideally, an online Personal Travel Assistant will learn these 
preferences as well.  

 In this paper we describe such a system that uses CBR to rank offers returned in 
response to a travel request [6]. There are two types of cases in this system; session-
cases and offer-cases. Session-cases represent previous user-interactions or sessions 
with the system and offer-cases represent individual travel offers. Session-cases can be 
viewed as request-offer pairs; the problem component of the case is made up of a 
previous travel request with some additional contextual information; the solution com-
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ponent is a reference to the selected offer (which is an offer-case) in response to that 
request. The idea behind this is that a user’s preferences are encoded implicitly in the 
accepted offers to particular requests and that similar requests will lead to similar 
selections of offers. So the ranking is a two-stage process. The first stage is to find a 
previous session that contains a similar request to the current travel request. This ses-
sion is assumed to be relevant to the user’s current context. In the second stage, the 
current offers are ranked based on their similarity to the offer component of the re-
trieved session-case. This session-based recommendation approach is analogous to 
that used in Ricci et al.’s DieToRecs system [10]. Both systems rank presented items 
based on their similarity to items selected in response to similar queries in the past 
(twofold similarity) [11]. However, DieToRecs differs from our system in that it uses 
a mixed-initiative approach to elicit user preferences whereas we determine these 
preferences implicitly. We incorporate these preferences into the similarity measures 
used in the recommendation process. Some users will be very price conscious, others 
will be adverse to stopovers or long stopover times, and others will have preferences 
on departure times. Rather than ask users to weight the importance of these criteria we 
choose to learn this from past behaviour. There are two reasons for this, first, it places 
less cognitive load on the user. Second, it avoids the problem of asking users to assign 
numeric weights to criteria – a skill at which people are notoriously poor.  

We use techniques along the lines of introspective learning as described in the past 
by Bonzano et al. [2], Branting [4] and Stahl [13, 14]. Introspective learning refers to 
an approach to learning problem solving knowledge by monitoring the run-time pro-
gress of a particular problem solver. The approach used here is failure-driven in the 
sense that an attempt is made to improve feature weights only in the case of a recom-
mendation failure. This is done by decreasing the weights of unmatching features and 
increasing the weights of matching features. This will tend to push down the recom-
mendation scores of offers that are not being taken up and pull up the scores of ones 
that are selected. 

Section 2 discusses a number of feature weighting algorithms where user feedback 
drives learning. Section 3 describes our Personal Travel Assistant application and how 
CBR is used to recommend flights to users. In Section 4 we give a description of our 
feature weight learning algorithm. Section 5 presents results that show that weight 
learning improves recommendation accuracy. We discuss some future work in Section 
6 and draw our conclusions in Section 7. 

2   Feature Weighting Based on User Feedback 

There are a number of systems that use user feedback to assist in problem solving 
episodes. Mixed initiative CBR and conversational CBR systems use feedback to 
direct a search through a problem space, e.g. [5, 9, 12, 11]. Some learners attempt to 
incorporate a level of utility [1] into the similarity measures by looking at case order 
feedback [2, 4, 13, 14]. Utility is indicative of adaptability or usefulness to the current 
problem. We hope that by incorporating utility into the similarity measure in this way 
we will improve and personalise recommendations in our system. 
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Bonzano’s et al ISAC system uses a form of introspective learning to improve its 
retrieval mechanism. Feature weights are updated in order to optimise problem solving 
performance. Stahl [13, 14] describes a similarity teacher that has knowledge of the 
utility function of what the system is trying to learn. This teacher goes through every 
retrieved set of cases and uses its utility function to calculate a similarity error. By 
minimising this error on a feature by feature basis, he attempts to learn the best feature 
weights for the problem-at-hand. Branting describes a method of learning feature 
weights by looking at customer selections from sets of presented items. This method is 
called LCW (learning customer weights), and involves boosting the ranking order of 
selected items by altering the feature weights. These techniques are broadly similar; in 
each of these approaches there is an attempt to learn a utility function by altering fea-
ture weights to improve retrieval accuracy. The learning techniques themselves are 
also similar, using a combination of failure and success-driven approaches. 

Our system uses implicit user feedback – the final selection of an item for purchase 
by the user – to drive the learning process. It is a failure driven approach; if the system 
is making good recommendations there is no attempt to improve the retrieval mecha-
nism. Because we only use the selection of a single item by the user as our retrieval 
mechanism we cannot look at the overall case order feedback as Stahl does, instead 
we use a technique more closely aligned with Branting’s work. We also examine ideas 
from Bonzano’s work with relation to the issue of contextual features. The fundamen-
tal differences between our work and other work in the area are: 

• There is no a priori knowledge about the items being recommended (apart from 
their expected structure) as the items are being retrieved in real time. All that is 
known is that all items will completely satisfy the user’s initial query. 

• Each user of the system acts as her own similarity teacher and the learnt feature 
weights are stored in her personal profile. 

• Learning is attempted on both stages of the recommendation process; session re-
trieval and final offer recommendation. 

These techniques all concern introspective learning of feature weights, but there are 
alternative techniques available which we intend to evaluate with further work, e.g. 
feature selection rather than feature weighting. There has also been work done on the 
problem of learning local similarity measures – the similarity measure for each indi-
vidual feature – e.g. [15], but in this work we have confined ourselves to the learning 
of the feature weights. 

3   Recommending Travel Offers 

The main purpose of the PTA is to take a user’s request for flights, contract with real 
online flights brokers for travel solutions and recommend the best of these to the user. 
Since the flights come in from real, external sources, their details cannot be known in 
advance. For the purposes of a demonstration, consider the plight of a user making a 
request for a holiday trip from Dublin to Rome. On making the request the user is 
faced with choosing flights from a set of forty-nine offers (twenty-four outgoing and 
twenty-five return flights). The following list of feature value possibilities illustrates 
the diversity of the outgoing offers set: 



Improving Recommendation Ranking by Learning Personal Feature Weights      563 

• Two carriers 
• Two destination airports (Ciampino and DaVinci) 
• Price ranging from �52 to �112  
• Departing as early as 06:30 and arriving as late as 23:45 
• Single flight trips and two hop trips. Among the multiple-hop set (of which there 

are twenty-three in this set) there are the following additional choices: 
o Four possible stopover airports 
o Stopover times ranging from two hours up to 12:30 hours 

The size of this set is not atypical of the scenarios encountered by users of the PTA. 
In fact our users have average return-set sizes of more than 24 offers. Some requests 
yield much larger sets, e.g. London to Milan - 79 offers; Dublin to London - 73 offers. 
With this degree of freedom the idea that a single feature would override all others and 
offer the user the ability to manually search the set by sorting by a single feature is 
inadequate. This is why a recommender system is needed to reduce the offer set to a 
more manageable size. The remainder of this section describes the recommendation 
process in the PTA.  

The PTA makes recommendations by looking at interactions the user has had with 
the system in the past. By using the selections the user made in similar sessions in the 
past we hope to make good recommendations in future sessions. To do this we need to 
store information about the user’s habits. After every successful user interaction with 
the PTA (i.e. after the user has selected a flight and is forwarded on to the booking 
page), we record data about the request (e.g. origin, destination, departure date) in the 
form of a session-case. We also store a reference to the offer that was selected by the 
user. In this way, the request features represent the problem, and the selected offer the 
solution of the session-case. We represent offers as cases in the second stage of the 
recommendation process (offer-ranking). This allows us to rank the current set of 
offers based on their similarity to the offer-case referenced in the retrieved session-
case. 

We will illustrate the recommendation process by describing the steps taken in an 
example where a user makes a request for a flight from Dublin to Rome. The user logs 
into the PTA and submits a form containing details of the origin, destination, dates of 
travel and number of tickets required. The PTA decomposes this request into its con-
stituent parts and forwards these on to a number of online travel brokers. It then com-
poses the responses into a number of travel offers. These offers make up the current 
offer case-base. 

At the same time, the PTA searches the user’s session case-base for the session 
with the most similar request to the current one. It then uses the selected offer from 
that session to rank the offers in the current offer case-base. In this example, the re-
trieved session contained a request for a trip to Milan made by the user two months 
earlier. In that previous session, the user selected a cheap two-hop trip via London 
Stansted with a short stopover time. Therefore, the PTA will tend to recommend simi-
lar offers from the current offer case-base, e.g. cheap flights with a short stopover, 
preferably in Stansted. 

Both stages use CBR and as such are dependant on the definition of good similarity 
measures. Traditionally, CBR systems have depended on domain experts to design 



564      Lorcan Coyle and Pádraig Cunningham 

similarity measures. However we have implemented a process whereby our users 
“teach” the system their personal preferences which are incorporated into both the 
session case-base and the similarity measures.  

Unless the user constantly selects offers on the basis of a single feature (which we 
observe not to be true) it is important to gauge the relative importance of feature simi-
larities in order to offer better recommendations. We describe the relative importance 
of features using feature weights in the similarity measure and describe our technique 
to learn them in the following section.  

In summary, the recommendation process follows two stages: 
i. Context-Matching: Finding the session with the most similar request from the 

user’s session case-base and retrieving the selected offer from that session 
ii. Offer-Ranking: Using that offer to rank the offers in the current session. The 

highest ranked offers are then presented to the user 

4   Personalising Recommendations – Learning Feature Weights 

As mentioned in Section 3, the recommendation process involves two similarity meas-
ures. We begin by describing our algorithm for learning feature weights for the second 
stage of recommendation, i.e. offer-ranking. The similarity between a previously se-
lected offer, S and a current offer, C is given by the sum of the similarities of their 
constituent features ( f) multiplied by their respective weights: 

∑
∈
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Ff

ffff cswCSSim ),(),( σ  (1) 

Where F is the set of features that can occur in a case. We infer the relative impor-
tance of features by comparing our predicted recommendations with the actual selec-
tions of the users. When we run the recommendation process on a set of offers, we end 
up with an ordering across the set. By comparing the eventual selection of a preferred 
offer by the user with this ordering we can generate a recommendation error, Erec as 

follows: 
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Where N is the size of the offer set and index is defined as the ranking of the offer 
the user selected. However, if the offer is ranked equally with other offers, index is the 
lowest ranking of the equals (e.g. if the selected offer is ranked equal third with four 
other offers index is six – two higher ranked plus four equal ranked offers). In this 
way, a recommendation error of 0 would indicate that the recommender system rec-
ommended the selected offer above all other offers; this is to encourage the PTA to 
minimize the number of offers it must present to the user. Sessions with return flights 
have two retrieval accuracies, one for the outgoing and one for the return offers. The 
overall retrieval error for a user, Euser is the mean of their recommendation errors.  
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Table 1. Table 1 shows the selected offer from the previous session (S) and two of the offers 
from the current offer set (C1 and C2). C1 was recommended above C2 but the user selected C2. 

Our algorithm should alter the feature weights so that C2 would be ranked above C1 if the re-

commendation process were executed again. 

 S  C1  C2  

Trip Details Dublin->Milan Dublin->Rome Dublin->Rome 
Price �50 �60 �85 
Stopover location London Stansted London Stansted London Stansted 
Stopover Time 125 minutes 240 minutes 150 minutes 
Selected N/A not selected selected 

 
To improve our recommendation accuracy we must alter the feature weights in 

such a way as to ensure that the selected case is ranked higher than the other offers. To 
this end we calculate the local similarity difference, f  for cases ranked lower than 

index. The local similarity difference for the feature of a case (ci) is the difference 

between its local similarity score and that of the selected case. We then find out which 
cases (wlearn(C1) = true) could be ranked lower if we altered the feature weights: 

   0   if  )(   ifilearn CffalseCw ∈∀<=Δ= σ  

),(),(   where ifindexff cscs σσσ −=Δ  

(3) 

(4) 

The local similarities and similarity differences for the example in the last section 
are shown below in Fig 1. We are now faced the decision of which case to use to drive 
learning. We have achieved good results when using the highest ranked learnable case 
(i.e. with wlearn(C1) = true) to drive learning. Returning to our example scenario, we 

can use offer C1 to improve the ranking of C2 with respect to C1. We use the following 

equations to change the weights on price and stopover time:  
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The increment parameter was set to 1.1 in the results presented here. Weights are 
then normalised and the whole process is repeated until the algorithm passes an itera-
tion limit or one of the following stopping criteria is met: 
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(6b) 

Criterion 6a indicates that we have reached the overall optimal solution and that no 
further learning is necessary; criterion 6b indicates that no further improvement is 
possible. As we iterate through the algorithm we check for an improvement (i.e. a 
reduction) in index. If this occurs we save the feature weights as the current best. 
When one of the stopping criteria is met, we save the current best weights for that 
session (session-weights).  

There are two ways we can use these session-weights. The PTA could store a single 
set of weights for each user (user-weights) and could incorporate the session-weights 
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into the user weights after every completed session. Alternatively, it could store a 
reference to these session-weights with the session-case in such a way that the ranking 
preferences are viewed as part of the context of the session. We have performed ex-
periments that confirm that it is better to store session-weights with each session-case 
than to store user-weights for each user (these results are presented in Section 5). This 
reflects the fact that people have different ranking and selection criteria under differ-
ent contexts.  

Learning the Request Similarity Measure 
We use a different similarity measure for finding the most similar previous request. 
We intend to apply the same learning techniques for this similarity measure. However 
there is a fundamental difference in how this learning is driven. As we use a failure 
driven approach, we can only trigger learning on the request similarity measure when 
we are unable to learn an optimal set of feature weights in the offer recommendation 
stage, i.e. when we are unable to find a set of feature weights such that index = 1. 

S
(selected offer from
previous session)

C1
Sim(C1,S)=2.55

(not selected)

125
Minutes

150
Minutes

240
Minutes

London
Stansted

London
Stansted

London
Stansted

Price

Stopover
Location

Stopover
Time

C2
Sim(C2,S)=2.45

(selected)

9.0)60,50( =priceσ

0.1),( =STNSTNSLσ

0=Δ SLσ

15.0=Δ STσ

25.0−=Δ priceσ

65.0)85,50( =priceσ

0.1),( =STNSTNSLσ

65.0)240,125( =STσ 8.0)150,125( =STσ

 

Fig. 1. This figure shows the local similarity scores for the Dublin to Rome example. Details 
are shown for the features price, stopover location and stopover time. In this example the user 
selected the second highest recommended feature so index is 2. The similarity differences for 
case C1 are shown beneath its feature values, i.e. price=-0.25. 
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When this occurs, we believe that the problem is not with the learning algorithm but 
with the most similar request; i.e. that the context of the most similar request was 
different from the context of the current request. We search through the user’s sessions 
to see if there was another session that would have yielded a better recommendation 
and attempt to alter the request feature weights to improve the recommendation score 
of the selected offer. This mechanism is more computationally expensive than simply 
learning feature weights at the offer granularity, and care must be taken to ensure that 
a change in the measure does not affect the accuracy of earlier sessions. We are cur-
rently in the process of implementing this algorithm and so have no results to present 
at this point.  

5   Results 

The PTA has been up and running since December 2003, but due to the nature of the 
domain, there is a dearth of sessions. This is because the average user will only make a 
few requests every year. To overcome this, we created a number of travel scenarios 
and asked people to complete them using the system. One such scenario was to make 
plans for a holiday to one of a list of destinations for any duration between five days 
and fourteen days. These scenarios were chosen to guarantee a large number of possi-
ble solutions with diversity in the offer sets. Each user was given six scenarios to 
complete. 

The emphasis on this evaluation was to make the data as realistic as possible. With 
this in mind, users were given the freedom to choose their own destination and were 
allowed to reject a whole set of offers and make a totally new request if they were not 
happy with any of the offer set. The key point to note is that selected offers were con-
sidered by the user to be the genuinely preferred offer from the presented set. Many 
users had also completed sessions on their own initiative, and purchased real offers. 
These “real” sessions are included in our evaluations.  

We use an offline-technique to evaluate our approach to feature weight learning. 
This involves simulating interactions with the system using the PTA’s history of user-
interactions. In the first evaluation, we go through every session in the history and 
calculate a set of session-weights using the techniques outlined in Section 4. We store 
these weights with the session-case.  

The evaluation proceeds as follows: we use a leave-one-out approach whereby we 
remove one session from the user’s session case-base and treat it as a new (unseen) 
session. This session contains a travel-request and a set of offers that were viewed by 
the user as well as her eventual selection of a preferred offer. We retrieve the most 
similar session-case from the user’s session case-base. With the referenced offer-case 
and the optimal set of session weights that we learnt for that session we can calculate a 
ranking order on the current set of offers. By comparing this ordering with the user’s 
actual selection we calculate a recommendation error for that session. We do this for 
every case in the user’s session case-base and calculate an average recommendation 
error for each user. We plot the recommendation accuracies against a baseline accu-
racy for each user of the system in Fig 2. The baseline is calculated by using the same 
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techniques as above except that we do not use session weights but weight features 
equally in the ranking process. Fig 2 shows that the recommendation process using 
learnt session-weights is significantly more accurate than using equal weights for 
every feature. 
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Fig. 2. A comparison of the baseline recommendation accuracy against the session-weight 
recommendation accuracy for each of the sixteen users. The average accuracies of all users are 
shown in the far right column. The improvement in accuracy is statistically significant at the 
99.99% confidence level. 

Our second evaluation assesses the value of user-weights in the recommendation 
process. User-weights are an amalgamation of session-weights and provide a better 
level of generalization. The user-weights are the average of each user’s session-
weights as calculated in the previous evaluation. A comparison of the recommendation 
accuracies in the previous evaluation (i.e. baseline and session-weight recommenda-
tion accuracies) against user-weights is shown in Fig 3. This shows that session-
weights offer a significant improvement in recommendation accuracy over user-
weights. We see the fact that session-weights are more valuable than user-weights as 
proof of over-generalization and a confirmation of our premise that context is an im-
portant element in this domain. 

Over-Fitting 
It is important at this point to mention the problem of over-fitting. Previous research 
has shown that feature weighting algorithms tend to over-fit the data [8]. We believe 
that over-fitting is unavoidable in this domain due to the lack of data. However, our 
leave-one-out evaluation shows that the learned weights are still better that the starting 
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position of equal weights. As more data is collected, we intend to perform an evalua-
tion of the level of over-fitting that is occurring in our algorithm and to attempt to 
minimise it. 
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Fig. 3. A comparison of the baseline recommendation accuracy, the session-weight recommen-
dation accuracy and the user-weight recommendation accuracy for each of the sixteen users. 
The average accuracies of all users are shown in the far right column. The improvement of 
learning session-weights over user-weights is statistically significant at the 99.99% confidence 
level. 

6   Future Work 

We intend to develop our approach to making good recommendations to users of our 
PTA system. We are currently implementing the mechanism for learning the request 
feature weights and hope to use this to further improve our recommendations. We 
intend to implement further techniques including Collaborative CBR and learning the 
local similarity measure (in the same manner as work done by Stahl [15]). 

Collaborative CBR  
Because of the lack of session information, we intend to investigate collaborative 
techniques to improve our recommendations. When a user makes a request, and the 
retrieved session’s similarity score is below a threshold, we look to the user’s 
neighbours for a better match. If a similar request is found from a neighbour’s session 
case-base we use their experience to recommend offers from the user’s current ses-
sion. This is especially useful for new users.  
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The main issue with this approach is the determination of a user’s neighbours. We 
intend to do this by comparing the feature weights of each of the users and group users 
together by virtue of the similarity between their weights. We will strengthen these 
groupings if collaboration leads to good recommendations and vice versa. This solu-
tion is appropriate for users with a rich history and well learned weights; however we 
are still faced with the problem of determining neighbours for new users. To solve this 
we intend to allow new users access to the collective case-base of the system.  

Altering the Similarity Measure 
The focus of this paper has been on the learning of feature weights, but there is also 
scope to learn local similarity measures. In fact this is also happening in this evalua-
tion to a small extent. The PTA uses a taxonomy difference function to capture the 
relationships between geographical locations (the origin and destination features in the 
offer-cases use this representation). However, due to the configuration of this taxon-
omy there will never be diversity in similarity among the set of current offers, since all 
airports in a city are at the same level in the taxonomy. To allow us to perform learn-
ing at this level, we reorder the taxonomy by boosting the selected feature value above 
its siblings, thus incorporating a measure of utility into the local similarity function.  

This is only one example of how local similarity functions can be altered to incor-
porate utility; another way is to alter the sensitivity to difference. Many of the features 
in this domain use numeric difference as the basis for similarity calculations, by alter-
ing the user’s sensitivity to difference we can implement further personalisation. The 
similarity graph for the price feature is shown in Fig 4; by changing point {200, 0} to 
{100, 0} we would focus the price similarity measure on cases with differences of less 
than �100. A more in depth description of our representation of similarity measures is 
given in [7]. 

7   Conclusions  

This paper described our approach to learning personalized feature weights in an 
online travel recommendation system. The key motivation in developing a good re-
commender system is to combine good recommendations with a low cognitive load on 
the user. We have achieved good recommendation results by implementing personal-
ised profiles, with learning algorithms specific to each user. We minimise cognitive 
load by using implicit feedback to drive this learning. Our recommendation process is 
based on Case-Based Reasoning, and we learn a user’s profile in two ways; by adding 
cases to their case-base with every interaction, and by learning optimal sets of feature 
weights for each interaction.  

Our motivation for learning in this way is that users enter each interaction with a 
different context. In the offer recommendation process, the defining context is the 
request itself, it is clear that a user’s preferences with respect to a long haul flight will 
be quite different than for a short trip, e.g. price may become less important, and com-
fort may be the defining feature. It is these preferences that we are trying to learn. We 
have performed evaluations of our techniques with real users of the system that show a 
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highly significant improvement in recommendation accuracy with our learning algo-
rithms. 
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Fig. 4. Fig 4 shows the relationship between a difference in price between S and C. A difference 
of greater than �200 results in a similarity of zero. 

One interpretation of our techniques is that they are geared towards reducing the re-
turn set size in response to a request. If we present a subset of the total number of 
offers we cannot offer a guarantee that our system will present the most suitable offer 
in the first retrieval. For this reason we see the potential for our techniques to operate 
in parallel with other recommendation strategies such as comparison-based recom-
mendation [9] and diversity boosting [3] in a mature recommendation system.  
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Abstract. Textual case-based reasoning (TCBR) provides the ability to reason 
with domain-specific knowledge when experiences exist in text. Ideally, we 
would like to find an inexpensive way to automatically, efficiently, and accu-
rately represent textual documents as cases. One of the challenges, however, is 
that current automated methods that manipulate text are not always useful be-
cause they are either expensive (based on natural language processing) or they 
do not take into account word order and negation (based on statistics) when in-
terpreting textual sources. Recently, Schenker et al. [1] introduced an algorithm 
to convert textual documents into graphs that conserves and conveys the order 
and structure of the source text in the graph representation. Unfortunately, the 
resulting graphs cannot be used as cases because they do not take domain 
knowledge into consideration. Thus, the goal of this study is to investigate the 
potential benefit, if any, of this new algorithm to TCBR. For this purpose, we 
conducted an experiment to evaluate variations of the algorithm for TCBR. We 
discuss the potential contribution of this algorithm to existing TCBR ap-
proaches.  

1   Introduction 

Textual case-based reasoning (TCBR) extracts cases from textual documents when-
ever knowledge is contained in texts. There are extremely critical tasks and domains 
where tasks could be automated if text presented recognizable patterns and clear 
structure. Some examples of relevant domains include help desks [2], customer sup-
port [3], intelligent tutoring [4] and law [5]. In the legal domain alone, reasoning from 
text provides the ability to, for example: predict the outcome of legal cases [6]; con-
struct legal argumentation [7][8], perform jurisprudence research [9], interpret and 
apply the facts of one case to a new case [8][10], and sentencing [11][12]. 

In fact, finding legal precedents is central to how the legal system in the US oper-
ates. Given the potential issues with acting upon incomplete information (e.g. poorly 
constructed arguments, misinterpretation and application of the law, erroneous deci-
sions), it would be desirable if the methods used for jurisprudence research had high 
recall and precision. Recall is the ratio of useful documents that are retrieved to the 
total number of useful documents that exist [13]. Precision is a ratio of the number of 
useful documents that are retrieved to the total number of documents that are retrieved 
[13]. The most widely used technique for finding similar documents is Information 
Retrieval (IR), which is based on term frequency and measured in terms of recall and 
precision. IR in the legal domain is not adequate because term frequencies do not take 
into account domain-specific knowledge, therefore they only recall approximately 
25% of relevant documents [14].  
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Unlike either IR or clustering methods [15], case-based reasoning (CBR) replicates 
reasoning by analogy to retrieve relevant cases based upon domain-specific knowl-
edge [2][16]. CBR determines similarities between a current event and a past event 
similar to the manner in which people reason by using analogies. Furthermore, when 
using domain-specific knowledge to retrieve useful cases, one would expect that re-
call and precision would improve [9]. One of the challenges in TCBR, however, is 
finding an automated method to manipulate textual knowledge that takes into consid-
eration order and negation [17] when interpreting the text. 

Interestingly, recent developments in Graph Theory relate to text representation 
[1]. Graphs are mathematical representations that consist of vertexes (nodes) and 
edges (arcs), which offer a number of advantages over traditional feature vector ap-
proaches [18] - the most significant is the ability to create rich representations of 
cases [19]. Furthermore, unlike vector representations, the structure and word order of 
the original document can be retained. By definition, graph structures apply to repre-
sentations that capture relationships between any two elements, as well as allowing an 
unlimited number of elements to be added or deleted at will [20]. This flexibility of 
the representation allows CBR cases to capture previously unforeseen information 
without the need to reconfigure the case base. 

When the graphs are unlabeled or their labels are not fixed, the only applicable 
similarity methods are ones that search for identical subgraphs. This is the well-
known subgraph isomorphism problem, which is NP-complete [21]. For this reason 
and for the nature of CBR similarity, we target case graphs that have fixed labels. 
This search is polynomial [1]. Additionally, because the fixed labels embed meaning, 
the similarity assessment is domain-specific. Although being polynomial, graph rep-
resentations do have a significant computational cost. Fortunately, there are a number 
of methods and techniques aimed at reducing this problem [18]. 

There are promising developments in Graph Theory related not only to reduced 
complexity but also to text representation. In Schenker et al. [1], the authors proposed 
an algorithm to automatically convert textual documents (i.e. web pages) into graphs. 
Additionally, they have also demonstrated how to cluster the resulting graphs by us-
ing a variation of the k-means algorithm and by using the maximum common sub-
graph to measure similarity [22]. 

Given the successful use of graphs to represent web documents [1], the purpose of 
this paper is to examine the benefits of the algorithm presented in [1] for representing 
textual documents as case graphs in TCBR. Section 2 presents two algorithms to 
convert textual documents: the one proposed by Schenker et al. [1], to convert textual 
documents into graphs, henceforth referred to as Text-to-Graph (TtG); and our pro-
posed variant that converts textual documents into case graphs, henceforth referred to 
as Text-to-Case-Graph (TtCG). Section 3 presents the experimental study we con-
ducted to compare these algorithms with a feature vector CBR prototype and a human 
expert. We then discuss the potential impact of our findings on related work in Sec-
tion 4. Finally, the conclusion and potential future work are presented in Section 5. 

2   Graphs in Textual Case-Based Reasoning 

Graphs are data structures that allow the easy implementation of algorithms. There-
fore, it would be desirable to have textual content represented in graphs. The chal-
lenge is to determine a method for the conversion that preserves meaning while keep-
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ing graphs at a manageable size. If the goal is to compare graphs by searching for 
isomorphic subgraphs, this search is NP-complete. However, if the purpose is to as-
sess distance by comparing graphs with fixed labels, then this search is polynomial 
[1]. In this section, we present the original algorithm presented in [1], TtG; and our 
proposed variant, TtCG, that represents a first attempt to convert textual documents 
into case graphs. 

2.1   From Textual Documents to Graphs 

In Schenker et al. [1], the authors introduced an algorithm to automatically convert 
textual web documents into graphs, Text-to-Graph (TtG). In the TtG approach, the 
unique words (excluding stop words) that appear in the web document are mapped to 
vertexes on the graph. Each vertex is then labeled with the unique word that it repre-
sents. The directed edges on the graph are drawn from the vertex that represents one 
word to the vertex that represented the word that immediately follows the first word. 
The edges are then labeled with the structural section in which the two words ap-
peared. The TtG approach has several implied benefits to textual case-based reason-
ing. First, the structure and word order of the original document would be retained. 
Additionally, the TtG approach would reduce the amount of time required by knowl-
edge engineers to encode representation of the textual sources. 

Although the TtG approach does retain the word order and structure of the original 
text, it does not take into account negation. Furthermore, according to Aha [23], CBR 
is richer when it considers the relative importance of features; however, the TtG ap-
proach neither identifies features nor their relative importance. The creators of TtG 
[1] used a clustering algorithm to group similar textual documents together. It does 
not indicate the commonalities between the documents within a cluster. The ability to 
identify features and their relevance on a graph would mean that textual sources could 
automatically be converted to cases for CBR without the added expense of the time 
that it would take a knowledge engineer to manually represent a text as a case. 

2.2   From Textual Documents to Case Graphs 

We propose a variant of the TtG, which aims at converting textual documents into 
case graphs. Case graphs are representation formalisms that use graphs to represent 
situated experiences. Given that the essence of case-based reasoning is similarity, case 
graphs must be amenable to have their similarity assessed against other case graphs in 
conformity with the CBR hypotheses. Therefore, similarity is not a domain independ-
ent process, but one whose main goal is to replicate domain-specific similarity. For 
these reasons, our first attempt to create an algorithm to create case graphs from unre-
stricted data makes use of a list of potential domain-dependent indexes, which we call 
signifiers. Signifiers can be single words or expressions that we can guarantee play a 
role in the description of the situated experience. In cases that describe personal injury 
claims, for example, the occurrence of the term chiropractor is a predictive index. 
Consequently, our algorithm differs from the one introduced in Schenker et al. [1] in 
that it preserves the signifiers independent of the level of their occurrence in the 
source text. 
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The use of the signifiers allows for the use of traditional graph distance techniques 
to be used for case-based reasoning. Without the signifiers, we could not use graph 
distance techniques because they are not suitable to replicate similarity assessment. 

2.3   Graph Distance Algorithms 

Several graph distance techniques rely on finding the maximum common subgraph 
(MCS) [22]. The maximum common subgraph of two graphs is the set of all linked 
nodes that the two have in common.  

 

 
Fig. 1. MCS example 

In Figure 1, the nodes of the graphs are labeled A, B, C, etc.; these would be words 
in the graph representation of a document. The arrows indicate word order in the 
original text. For instance, the document represented by graph G1 in the figure has at 
least two occurrences of word A, one of which is followed by word C and the other 
by word E. Note that words B and D appear in both graphs, but they are connected 
differently, so are not part of the MCS.  
Collectively, distance techniques that use MCS are called MCS-based techniques. In 
[22], the authors also refer to one particular distance formula as MCS. In order to 
distinguish MCS-based techniques from this formula, we refer to the formula as BLG 
(Bunke Largest Graph). We use BLG [25] and WGU [26], which require finding the 
maximum common subgraph.  

BLG distance is determined by dividing the size (number of vertexes plus number 
of edges, denoted by |…| in the equations below) of the maximum common subgraph 
by the size of the larger of the two graphs being compared, and then subtracting the 
quotient from 1 as shown in Equation 1. 
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Unlike the BLG distance, WGU (Wallis Graph Union) distance is not sensitive to 
graphs of disparate sizes. The WGU distance is determined by dividing the size of the 
maximum common subgraph by the sum of the sizes of the two graphs being consid-
ered minus the size of the MCS (so those nodes are not counted twice), and then sub-
tracting the quotient from 1, as shown in Equation 2. 
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The range for both the BLG and WGU distances is from 0.0 (identical) to 1.0 (MCS is 
null – the graphs have no nodes in common). For example, referring to the graphs in 
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Figure 1 above, |G1| = 5 vertexes + 6 edges = 11; similarly, |G2| = 12, and |mcs(G1, 
G2)| = 6. The BLG distance between G1 and G2 = 1 - (6/12) = 0.5, but the WGU 
distance is 1 - (6/17) = 0.647. 

3   Experimental Study 

Our hypothesis is that using an algorithm to convert textual documents into graphs is 
beneficial to textual case-based reasoning. We tested our hypothesis using precision 
and recall for four different approaches to manipulate text and retrieve relevant 
documents: domain expert, feature vector CBR, the TtG algorithm and the TtCG 
approach. The domain expert’s assessment was the baseline for the analysis. 

This section describes the methods that were used to manipulate and represent the 
textual documents as well as the techniques that were used to assess the similarity 
between documents; the dataset; and how our chosen metrics, precision and recall, 
were computed. Subsections 3.6 and 3.7 present the results and the discussion, respec-
tively. Table 1 summarizes the methodologies. 

Table 1. Summary of approaches used in the experiment 

 Domain 
Expert (DE) 

Feature 
Vector CBR 

TtG TtCG 

Source Text 
Claim 

summary 
documents 

Claim sum-
mary docu-

ments 

Claim summary 
documents 

Claim summary 
documents 

Representation 
Method DE 

DE chose 
features and 

identified 
their values 

TtG algorithm to 
automatically 

convert texts into 
graphs 

TtCG algorithm to 
automatically 

convert texts into 
graphs 

Representation 
Formalism Mind of DE Feature 

vectors Graphs Graphs 

Similarity  
Assessment 

DE  
judgment 

Inferred and 
weighted 
nearest 
neighbor 

MCS-based  
distance algo-

rithms 

MCS-based  
distance  

algorithms 

3.1   Domain Expert Method 

Text Manipulation/Representation. The domain expert was asked to read a collec-
tion of claim summary documents in order to identify the similar documents in the 
collection. In this case, there was not a formal representation of the documents. 
 
Similarity Assessment. Based upon experience, the domain expert manually assessed 
the similarity between the claim summary documents. This method represents the 
baseline for subsequent analysis. 

3.2   Feature Vector CBR 

Text Manipulation/Representation. The domain expert reviewed the claim sum-
mary documents in order to identify the features that should be used to build the case 
base. Knowledge engineers then used the features that the expert identified in order to 
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represent the documents as cases within the case base. An example of the identified 
features and their values for case 1 is shown in Table 2. Additionally, the knowledge 
engineers worked very closely with the domain expert in order to assign weights to 
each feature in order to capture the relative importance of each feature. This was a 
very challenging effort. 

Table 2. Feature values in case 1 

Question Values 
Was the incident reported? yes 
How soon was the incident reported? same day 
How old is plaintiff? 76 
How many personnel injury lawsuits has the plaintiff filed before this 
complaint? 

0 

Was the plaintiff employed on the day of the incident? no 
Does the plaintiff have a criminal history that includes crimes of false-
hood? 

no 

Did plaintiff have surgery as a result of the (alleged) incident? no 
How much did the plaintiff spend on medical bills? 4595 
Does the plaintiff have pre-existing injuries in the same area as alleged in 
the current lawsuit? 

yes 

Is there a loss of consortium or per quod claim? yes 
Was plaintiff treated exclusively by a chiropractor? no 
Is there a permanent loss claim? no 
Is the injury claimed soft-tissue in nature? yes 
What is the plaintiff’s annual income? not available 
How many days of work did the plaintiff miss due to the incident? not available 
Are there fact witnesses (other than plaintiff)? yes 
Case number 1 
Case file case1 

 
 

Similarity Assessment. For the feature vector CBR, the similarity step was designed 
in a trial-and-error effort. We started by using the feedback feature weighting algo-
rithm gradient descent, but the individual similarities between different values 
changed based on a variety of reasons. For example, a permanent injury is a predic-
tive index only when the plaintiff is below a certain age. Consequently, we had to use 
a number of rules to assign weights whenever conditions changed, and we were lim-
ited by the shell we used.  

3.3   Textual Documents to Graphs 

Text Manipulation/Representation. The TtG method was used to convert the claim 
summary documents into graphs. It was not possible to use the algorithm in its exact 
original form because the claim summary documents did not consistently have three 
structural sections that were common across all documents. We modified the TtG 
method of representing textual documents as graphs for the claim summary docu-
ments by defining two sections – titles and text – instead of TtG’s three (titles, text, 
and hypertext links), but kept other steps as similar as possible (see Section 2). Stop 
words were culled from the document, then the remaining ordered list of words was 
stemmed using Porter’s algorithm [24]. Each unique term in the resulting list was 
added as a vertex in the graph representation, with its occurrence count as an attribute 
of the vertex. Directed edges were created between the vertexes representing words 
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that were adjacent in the document, where adjacency crosses stop words but not nu-
merals or breaking punctuation (period, question mark, exclamation point, colon, 
semicolon, parentheses, brackets, and single and double quotation marks). The edges 
were labeled with the section (title or text) in which the adjacent vertexes appeared. 
As with the vertexes, the count of adjacent occurrences was an attribute. Finally, the 
graphs were pruned to only include vertexes which occurred with a minimum fre-
quency (specified at run-time). 
 

Similarity Assessment. We used the techniques described in Subsection 2.3 to com-
pute the distance between the resulting graphs.  

3.4   Textual Documents to Case Graphs 

Text Manipulation/Representation. As a further test of the potential benefit of a 
graph-based representation to TCBR, we modified the TtG method above to enhance 
the graphs using some domain knowledge. Based on the feature list provided by the 
expert, we identified ten signifier words, which represent expressions that are mean-
ingful in the domain and thus may indicate the similarity between documents. These 
signifier words were never removed from the graph regardless of the frequency with 
which they actually occurred in the document. Dates and other numbers (usually 
monetary values) were also considered important to the expert, so we included month-
names in the list of feature signifiers, and modified the methods that prepare the word 
list not to exclude numbers. This TtCG method was a first step towards adapting the 
graph-based work to textual CBR. We have introduced one aspect only as a prelimi-
nary amendment. Further adjustments remain for future work. 
 

Similarity Assessment. The methods for the similarity assessment for the TtCG ap-
proach were identical to the methods used with the TtG approach. It should be noted, 
however, that unlike the case for the TtG representation, the features were also taken 
into consideration when computing the maximum common subgraph for the TtCG 
representation.  

3.5   Precision and Recall 

The precision was computed by dividing the number of useful (i.e. relevant) docu-
ments by the total number of documents that were retrieved. We did not, therefore, 
explore the ordering of the retrieved documents. The recall was computed by dividing 
the number of useful documents by the total number of relevant documents in the 
collection. The average precision and average recall were then computed by taking 
the averages of individual precision and recall values. It should be noted that the pre-
cision and recall for cases 9, 10 and 23 were not included when computing the aver-
ages because the domain expert stated that there were no similar documents in the 
collection for those specific cases.  

3.6   Dataset 

The data consisted of twenty-six claim summary documents from a law firm handling 
insurance cases. Insurance companies create these documents for insurance claims 
where there are legal questions or where the claimant has retained legal counsel. 
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Cases are usually loosely related because law firms tend to specialize in the types of 
cases they handle. However, we do not know about the specifics of the dataset except 
for what the methods used in the study revealed. The number of words range from 
942 (case 27) to 9192 (case 17) with a mean of 3886.8, a median of 3898 (interpo-
lated), and a standard deviation of 2151.8. Cases are numbered consecutively except 
for 8 and 19, which were missing. Finally, we used the same dataset for each of the 
methodologies discussed in the previous subsection.  

3.7   Results 

With respect to our hypothesis, our preliminary finding is that the use of an algorithm 
to convert textual documents into graphs is potentially beneficial to textual case-based 
reasoning. Table 3 shows the resulting precision and recall for the different ap-
proaches in our study. When comparing the different methods in our study to the 
baseline, we concluded that the TtG method alone can reach levels comparable to the 
alternative approaches tested. Besides, the performance of the TtCG method suggests 
that graph-based approaches can be tailored to domain specific tasks, potentially be-
coming significant to TCBR.  
  

Table 3. Average observed precision and recall 

 DE Feature Vector CBR TtG TtCG 

   BLG WGU BLG WGU 

Precision 100% 16.3% 21.1% 21.4% 21.6% 21.6% 

Recall 100% 33.3% 42.0% 44.2% 42.8% 46.7% 

 
For reference, we compared the precision and recall values in Table 3 with the av-

erage values that could be obtained by random selection of the same number of simi-
lar documents for each cell in Table 5. These average probability values for precision 
and recall are presented in Table 4. 

Table 4. Average probabilities for precision and recall 

 
The generally low values are an indication of the sparseness of the original dataset. 

On average, the domain expert selected 2.2 claim summary documents as being simi-
lar to any given document. When the observed values in Table 3 are compared with 
the random probabilities in Table 4 using paired-samples t tests, the scores for the 
feature vector CBR are not statistically different at p < 0.05, but the scores for all 
graph methods are. This disparity is primarily because the feature vector CBR se-
lected more similar documents than the graph methods – its baseline probabilities 
indicated higher recall and lower precision than the graph methods. 

For the TtG method, the BLG and WGU distance methods produced very similar 
results; for N=235 pairs, Pearson’s r=0.967, p<0.01. For the TtCG approach, the cor-

 DE Feature Vector CBR TtG TtCG 

   BLG WGU BLG WGU 

Precision n/a .082 .089 .08.9 .08.9 .08.9 

Recall n/a .237 .136 .130 .148 .153 
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relation between BLG and WGU distances was also very similar (r=0.970, p<0.01). 
We tested BLG and WGU measures between TtG and TtCG, and found r=0.979 and 
r=0.982, respectively with p<0.01 in both cases. Our results confirmed that the WGU 
distance technique is more accurate than the BLG technique when the sizes of the 
graphs vary widely [26]. 

 

 

Fig. 2. Average recall obtained by the methods 

 
Given the relevance of recall to the legal domain, Figure 2 compares the recall rates 
across the methods in our study. Although there is not a substantial difference among 
the graph-based methods, they performed noticeably better than the feature vector 
CBR. 

Table 5 describes the results of the similarity assessments from the study. The table 
lists case numbers that were considered to be similar to the target case. In the columns 
designated for the graph-based methods, the table includes results from both of the 
distance measures that were used in the study. 
The metrics in our study were precision and recall, which represent measures of re-
trieval accuracy. Ideally, we would like to find a way to automatically and accurately 
represent textual documents as cases. Therefore, we should also consider the potential 
reduction in the knowledge engineering requirements that a graph-based approach 
would facilitate. We did not measure the knowledge engineering effort because of its 
subjectivity. However, this is another implied characteristic that substantiates the 
potential benefit of this approach to TCBR. 

3.8   Discussion 

As expected, the TtCG method yielded an improvement over the original TtG 
method. The improvement, however, was only a slight improvement. We believe that 
the reason that the improvement was not more pronounced was because our prelimi-
nary adjustment to the TtG approach did not account for the relative importance of the 
features. Additionally, a major drawback of the signifier list was that it did not ac-
count for the range of synonyms and other semantic constructs, which an expert can 
interpret but a word-by-word analysis may not detect. This is an area for future re-
search. 
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Table 5. Similar documents found by different methods 

# Domain 
Expert 

Feature Vector 
CBR 

TtG Method TtCG Method 

   BLG WGU BLG MGU 
1 5,17 3,4,5,7,9 3,4,5 3,4,5 3,4,5 3,4,5 

2 3,4 14,15,16,17,18,20 3,4,7, 
9,20 

3,4,7, 
9,20 

4,7,9, 
20 

1,3,4, 
7,9,20 

3 2,4 1,4,5,6,7,9 1,4,5,12 1,2,5,12 1,4,5,12 1,2,5,7,12 

4 2,3 1,3,5,6,7,9,22 1,5 1 1,5 1 

5 1,17 1,3,4,6,7,9,22 1,3,4,10 1,3,4,9 1,3,4,10 1,3,4,9 

6 13 3,4,5,7,9,26 1,2,5,7,9 1,3,5,7,9 1,2,5, 
7,9,26 

1,5,7, 
9,21,26 

7 24,25,26,28 1,3,4,5,6,9, 
10,17,22 

1,2,4, 
12,28 

1,4,11, 
12,28 

1,2,4, 
28 

1,4,11, 
12,28 

9 None 1,3,4,5,6, 
7,10,22 

2,5,6, 
16 

2,4,5, 
6 

2,6,16, 
26 

2,4,5, 
6,16,21,26 

10 None 7,9 1,3,4,5 1,4,5,7,9 1,3,4,5 1,4,5,7,9 

11 12,21,27 12 7,13,21,
28 

7,13,21,
28 

7,13,21,
27,28 

7,13,21, 
27,28 

12 11,21,27 11 1,3,4,5,7 1,3,4,7 1,3,4,5,7 1,3,7,28 

13 6 26 11,21 11,21 11,21 11,21,26, 
27 

14 18 2,15,16,17,18,20, 
23,27 18,25 18,25 18,25 18,25 

15 22 2,14,16,17,18,20,2
3,26,27 

1,5,23, 
24 

5,23,24 1,5,23, 
24 

5,23,24, 
26 

16 20 2,14,15,17,18,20,2
3,24,27 18,20,25 18,20,25 9,18,20,

25 
14,18,20, 

25 

17 1,5 2,7,14,15,16,18, 
20,23,26,27 

1,4,5, 
12 

1,4,5, 
12,23 

1,4,5,12,
15 

1,4,5,12, 
15,23 

18 14 2,14,15,16,17,20,2
3,24,27 

14,25 14,25 14,25 14,25 

20 16 2,14,15,16,17,18,2
3,24,27 

2,16,24 2,16,25 2,16,24 2,16,25 

21 11,12,27 18 13,25 13,16, 
25,26 

11,13, 
25,26 

13,16, 
25,26 

22 15 4,5,7,9 2,7,9, 
20 

9,21 2,7,9, 
20,23 

9,20,23 

23 None 14,15,16,17,18, 
20,24,26,27 

5,15,24,
26 

5,15,26 5,9,15,2
4,26 

5,9,15,26 

24 7,25,26,28 16,18,20,23,26,27 15,20 2,15,16 1,4,5,15,
20 

2,15,26 

25 7,24,26,28 None 14,16, 
18,21 

14,16,18 14,16,18 14,16,18 

26 7,24,25,28 6,13,15,17,18,23,2
4,27,28 

6,9,16, 
21,23 

6,9,21, 
23 

6,9,16, 
21,23 

9,16,21, 
23,27 

27 11,12,21 14,15,16,17,18, 
20,23,24,26 

14,18,21 14,18,21 14,18,21 14,18,21, 
26 

28 7,24,25,26 15,17,23,26 2,7,12 7,11,12 2,7 7,11,12 

 
The results suggest other peculiarities of the legal domain. While feature vector 

systems are commonly used in a variety of tasks, when trying to use this representa-
tion to model the similarities between claim summary documents, we faced several 
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difficulties. In part, the problems stemmed from the limitations of using a shell, but 
more significant were the number of exceptions learned in the knowledge elicitation 
sessions. For example, the features designated for annual income and the number of 
days the plaintiff was out of work become irrelevant when the plaintiff is not em-
ployed. In the legal domain, for example, this could mean finding one additional ju-
risprudence that may change the outcome of a legal case.  

4   Impact of Graph-Based Method on Related Work 

In TCBR, the representation of the text source is key because it is used as the basis for 
computing the similarity between cases, which ultimately determines which cases are 
retrieved. As such, the primary focus within TCBR has been on identifying features 
that can be used to index the cases. Since the first TCBR workshop [27], progress has 
been made to add domain-specific thesaurus [28][29], assign indexing concepts to 
texts [29], add linguistic knowledge in order to deal with negation [5] and use latent 
semantic analysis to extract semantic similarity of words and phrases [30] in order to 
build more meaningful representations. 

Building CBR systems from textual knowledge has involved very expensive and 
manual efforts [7], basic text retrieval using information retrieval (IR) techniques 
[31], Information Extraction (IE) techniques [16], Natural Language Processing 
(NLP) techniques and Machine Learning techniques [32]. Although fast and easy to 
use, the disadvantage of using the IR approach is that feature vectors do not take into 
consideration the word order of the text, the structure of the text, negation, the seman-
tic meaning of words and phrases. Instead, IR is a domain-independent approach that 
is based merely on statistics. IE, on the other hand, involves building templates that 
can be used for meaningful pattern matching [9]. However, developing the extraction 
rules that are used in IE is a very labor-intensive and expensive task that requires 
large training data or domain knowledge. Furthermore, pattern-matching techniques 
are only good for semi-structured texts that have a limited number of phrases [5]. 
NLP is a technique that parses the text based upon grammar. Unfortunately, textual 
documents, particularly technical documents, do not always contain grammatically 
correct sentences [28]. 

A graph-based method could overcome some of the issues with the previously dis-
cussed approaches. The use of graphs in TCBR in the legal domain is not new. For 
example, Branting [33] used graphs to determine case precedents. A graph-based 
approach, however, could contribute to the work of Gupta and Aha [3] by providing 
the ability to automatically identify unknown attributes (i.e. feature value pairs). Ad-
ditionally, the graph-based approach could contribute to the work of Brüninghaus and 
Ashley [32][29][5] by eliminating words that are not a part of the factors used to build 
relationships between features in order to reduce the required knowledge engineering 
efforts. Furthermore, unlike NLP techniques, which are computationally too ineffi-
cient for processing large amounts of data [34], both the graph-based algorithm [22] 
and, in principle, the adapted algorithm are computationally efficient. NLP also re-
quires a complete dictionary of terms a priori, which is not often practical. The 
adapted algorithm, on the other hand, can use a partial list that identifies the relation-
ships between features in computing the similarity between cases. One of the immedi-
ate benefits of the TtG algorithm is that, unlike Weber’s approach [35], the TtCG 
algorithm can be used with unstructured text. This represents a clear advantage over 
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template mining techniques and a potential contribution of the TtG algorithm to 
TCBR. 

5   Conclusions and Future Work 

In this study, we examined one step towards developing an algorithm to convert tex-
tual documents into case graphs. This is a first step in the investigation of the poten-
tial usefulness of graphs for textual case-based reasoning. We compared the precision 
and recall rates that were obtained using different methods. Specifically, our proposed 
variant, the TtCG algorithm, yielded better precision and recall rates when compared 
to the results of both the TtG algorithm and the feature vector CBR. 

Though not explicitly measured, the incorporation of any automated approach to 
the TCBR process impacts its cost because it reduces its required engineering effort. 
Given the expected reduction in engineering requirements in conjunction with a po-
tential improvement in the levels of accuracy, we conclude that there is sufficient 
motivation for continuing to study graph-based approaches to textual CBR.  

Furthermore, our proposed approach does not require source text to be structured. 
This point is particularly important in the legal domain because the structure of the 
legal documents varies from one jurisdiction to another, and even between courts 
within the same jurisdiction. While the preliminary results seem promising, there are, 
however, further additional adjustments that should be made in future work. 

We have also learned from investigating the use of graphs in TCBR that graph dis-
tance techniques from Graph Theory are not suitable for assessing similarity between 
case graphs. This is because they are not designed to incorporate domain specific 
aspects that guide similarity assessment, e.g. representing varying relative importance.  

We used case graphs with fixed labels in order to facilitate similarity assessment 
by using domain specific information. Using fixed labels has the additional benefit of 
reducing complexity given that distance algorithms applied to graphs with fixed labels 
are polynomial and not NP-complete [1].  

Although our TtCG method shows some potential to represent textual documents 
as case graphs, our method does not address negation. Negation, however, is impor-
tant in the legal domain as well as in other domains such as medicine. Moreover, in 
order to conform to the CBR hypotheses, it is desirable to incorporate the relative 
importance of indexes on the graph. Furthermore, graphs have the powerful ability to 
represent concepts that are described in relationships. Therefore, it would be useful to 
capture the domain-specific relationships that exist between features and represent 
them in graphs. All of these abilities would further capture the richness of a domain in 
the representation, which would potentially improve the recall, and represent an inex-
pensive means towards automatically, accurately and efficiently converting textual 
documents into case graphs. Therefore, we intend to incorporate negation, relation-
ships between features, the relative importance of each feature and domain-specific 
rules in a future study. 
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Hector Gómez-Gauch́ıa, Belén Dı́az-Agudo, and Pedro A. González-Calero
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Abstract. Although Case-based Reasoning is supposed to alleviate the
well known knowledge acquisition bottleneck for knowledge-based sys-
tems, case acquisition remains an expensive process. In this paper we
present a semiautomatic methodology for building an ontology-based or-
ganization of the Case Base and to populate it with cases extracted from
structured documents. The methodology is analyzed through the case
study of a help desk system.

1 Introduction

The case study we tackle is the building of a Help-Desk system for the Customer
Service Department of a software company. The feasibility study suggests us
using a case based reasoning (CBR) approach. More specifically, it results to
be useful to complement the specific knowledge contained in the cases with
two ontologies. The first is a lightweight ontology representing the general and
static domain knowledge, and the latter, called CBROnto, has the knowledge to
represent the case structure and the CBR processes (mainly similarity assessment
for retrieval and adaptation).

Knowledge acquisition and, more specifically, building the case base is an
expensive task. This still is a bottleneck in CBR development. Almost all the
current case generation approaches are from databases, where records are clus-
tered to get representative and generalized cases. These approaches apply several
theories,such as rough set, fuzzy logic, genetic algorithms, knowledge discovery
or data mining. Our source of knowledge it is not a database, but text doc-
uments. In [7] we have used IR techniques and structure processing to select
relevant concepts and building the ontology that defines the vocabulary to de-
scribe cases. The next step taken is the automatic acquisition of the case base
from semi-structured text documents in XML format and the vocabulary of the
lightweight ontology.

Our line of work during the last years has been the research of different tech-
niques and approaches to build Knowledge Intensive CBR (KI-CBR) systems:
integrated Knowledge Based Systems that combine case specific knowledge with
models of general terminological domain knowledge [3, 5, 6]. Our environment
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Fig. 1. Problem Domain Scenario. Workflow of questions and answers

COLIBRI (Cases and Ontology Libraries Integration for Building Reasoning In-
frastructures) assists during the design of knowledge intensive CBR (KI-CBR)
systems. Like in previous works we use Description Logic based languages (DLs)
that are commonly used to implement ontologies, and have been proven to be
useful to formalize aspects of representation and reasoning in CBR systems [10,
3, 4]. In this paper we apply our research results to a real case study.

Our solution proposes processing the structure of the documents to define
the case structure, and using the content of the different sections to populate
the case base. This is made in several steps. We describe in this paper the whole
process because all phases are interrelated: the problem domain scenario, the
ontology building, the case generation and the reasoning process.

2 Problem Domain Scenario

The project is for a software company, GoldenSoft in Spain. It needed a computer
support for a very intense human work of the Department of Client Attention,
or Help-Desk. Help desks are groups that provide service support to a company’s
products.

GoldenSoft is one of the main local software companies developing software
for the management of small and medium size companies. It sells five complex
integrated applications for invoicing, accounting, payroll, teller machines and
taxes. The Help-Desk supports the phone calls with questions about these ap-
plications.

One of the keys of its success is the Help-Desk department with ten tech-
nicians that are trained during a year before they are ready to answer calls.
They attend two hundred calls a day about complex problems of several kind
of topics, mainly program errors, application use, legal or computer user related
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issues. Some of these questions take even hours to be solved. In the Fig. 1 are
depicted the main elements of this department and how it relates with the rest of
related elements: development department, the client, the phone operator that
uses the call management program, the kind of topics and the sources of knowl-
edge. There are two levels of problem treatment, when the first one doesn’t solve
the question, it goes into the second level.

As sources of knowledge we have the technicians, the users, the application
developers and several written materials (Fig. 1) that technicians use to solve
the calls:

– phone call logs
– a historic database that records only keywords about the problems and so-

lutions of the solved client calls.
– semi-structured documentation like application help-manuals
– unstructured summaries of their past solved problems

Our first attempt was using as cases, both the call logs and the summaries of
the past solved problems. Although it would be expected that they were relevant
and useful to be used as the cases (like in [11]), there was not the reality in our
case study. The call logs were not relevant for us because they had only business
data of each call received requesting a solution to a problem. Regarding the
informal documentation of the technicians solved problems, it has interesting
information but very limited to a small set of problems. The historic database
keywords are used in a refinement phase of the case base. The on-line Help
Manuals is the main source of knowledge as it has several good characteristics
for our purpose, namely:

– We consider as relevant topics those that are consulted most frequently by
the clients, so they are the concepts. We can say that the whole domain
concepts are in them, because the rest are not considered in the manuals.

– They have sections of the whole functionality of the application that are
almost all the problems that clients consult.

– They have the steps to perform the functionality; these are the solutions to
the problems.

– The experts, developers and clients know all the important terms used in the
manuals in the specialized domains, so we can say that there is a consensus
of the meaning, something very valuable when we are building an ontology.

The application of CBR to help desk applications was already present since
the beginning of CBR ([11]). CBR is appropriate in these domains because prob-
lems recur and when they do so they utilize the same solutions. Our CBR system
is a Help-Desk that give solutions to requests posted by the users of the applica-
tions that the company sells. The users interact with the system in a conversation
until they get a satisfactory solution. The requests are written in natural lan-
guage with a vocabulary restricted by the domain ontology that is described in
the next section.
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3 The Proposed Approach

The case generation is dictated by four issues: the knowledge representation
approach used in the cases, the organization of the domain knowledge ontology,
the kind of reasoning tasks we want to apply and the overall purpose of the
system.

In our project, the cases and the ontology are modeled with DLs. The reason-
ing tasks are related with conversational CBR because they include continuous
interaction with the user, although we use a structured case representation (see
section 4). The overall purpose of the system is a Help-Desk application. These
topics are described briefly before the case generation process is detailed. To
simplify the explanation we separate the cases and the ontology, although they
are interrelated in the DLs representation.

3.1 Description Logics

DLs are considered one of the most important knowledge representation formal-
ism unifying and giving a logical basis to the well known traditions of Frame-
based systems, Semantic Networks and KL-ONE-like languages, Object-Oriented
representations, Semantic data models, and Type systems. They are character-
ized by its expressiveness and clearly defined semantics. DLs capture the meaning
of the data by concentrating on entities (grouped into classes or concepts) re-
lated by relationships. This intuition is shared by formalisms such as semantic
data models, semantic networks or frame systems. More important than the DLs
representational characteristics are its reasoning mechanisms. The most impor-
tant characteristic is the checking of inconsistencies and the organization of the
concepts on a taxonomy that the system automatically builds from the concept
definitions. This is possible because of the clear and precise semantic of concept
definitions that save the user from putting the concepts in the correct place of
the hierarchy (as is the case in frame systems, which provide inheritance but not
classification).

DL reasoning mechanisms are based on subsumption, to determine whether
a description –concept or relation– is more general than another, and instance
recognition, to determine the concepts that an individual satisfies and the rela-
tions that a tuple of individuals satisfies. Subsumption supports classification,
i.e., the ability of automatically classifying a new description within a –semi–
lattice of previously classified descriptions; and instance recognition supports
completion, i.e., the ability of drawing logical consequences of assertions about
individuals, based on those descriptions they are recognized as instances of.
Contradiction detection, both for descriptions and assertions about individuals,
completes the basic set of reasoning mechanisms provided by DLs systems.

3.2 Ontology Construction

The use of an incremental domain model within an ontology, that integrates
the case base prevents of typical problems when dealing with natural language
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texts. For example, we avoid the typical situation where a common language verb
means different actions in different domains (same with nouns). Another example
is that, to obtain a good retrieval quality, the matching must be accurate. To do
this we need synonyms and generic and concrete concepts to cover those used
by the clients and technicians in their usual conversations. It is not possible to
generate automatically these words because they are not always synonyms in
the real natural language, English or Spanish, but only in the user jargon.

To make the ontology of the KI-CBR system we reviewed, in [7], some of
the most representative methodologies to build ontologies and identified good
guidelines that we may apply in the adequate phase of the proposed methodology
as it is shown in Fig. 2. The current methodologies to build ontologies follow a
wide range of theories, approaches and scopes of their application. After doing
the survey of methodologies and starting the conceptualization phase, we found
several problems applying them:

1. The lack of understanding of the domain terms and the lack of experts.
2. The need to facilitate the ontology definition, using a formal representation

language, by domain experts that are not computer experts. In this article
we call them users.

3. The need to structure the whole process of guidelines, tasks and support
materials.

To solve them we, as knowledge engineers, use theoretical paradigms already
tested in other areas of research. We propose the following solutions to face up
these problems:
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1. Obtaining relevant concepts by processing written sources of knowledge, as
a guide for the next phases. We use Information Retrieval and Document
Structure processing techniques.

2. To support human communication through conceptual structures we propose
representing knowledge by means of two layers: a user layer with an easy
graphical language, Conceptual Maps, and an internal layer with a formal
representation language, Description Logics.

3. To define a refinement cycle to build up the ontology in an incremental
manner. The cycle is based on the three main conceptual strategies, top-
down, bottom-up and middle-out, applied in different phases, including a
final phase with a manual task by the user.

In [7] we discuss the first stages of the knowledge engineering approach, i.e.
the conceptualization of the knowledge acquisition and the knowledge represen-
tation of a lightweight ontology. We have defined a pragmatic methodology as
a complement to other methodologies. It has a cycle with five phases. The pro-
posed methodology, shown in Fig. 2, has three main tasks, which group the five
phases. These tasks are repeated in a refinement cycle until all the participants
reach a consensus of the ontology semantics. The tasks are based on the source
of information and its treatment:

1. Interviews, with the clients in a bottom-up style and with the experts in
a top-down style. It includes phase one, the initial conceptualization, and
phase five, the refinement of the ontology obtained in previous phases.

2. Document Processing of the written documentation to extract the most rel-
evant terms, this is the middle-out strategy. Depending on the nature of
documents, a statistical processing, phase two, or a document structure pro-
cessing, phase three, is applied.

3. Simplified Manual Building of the ontology in a two-layered representation
taking as the basis the relevant concepts obtained in the previous tasks.
This is phase four. The selected guidelines of the studied methodologies in
the survey are applied in this task. The user only works with the informal
graphical representation, leaving the formal layer internal to be used by the
KI-CBR system.

We have implemented the domain ontology using the last release of the
PROTEGE-2000 ontology editor that was developed at Stanford University
shown in Fig. 3. Protégé 2.0.1[9] can manage ontologies in OWL[2], a new stan-
dard that has recently reached a high relevance. Reasoning is done by the DLs
inference engine RACER[8] that communicates PROTEGE using a DIG inter-
face[1] in OWL DF version.

3.3 Case Representation

There are different approaches to case representation and, related to that, dif-
ferent techniques for Case Based Reasoning: the textual CBR approach, the
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Fig. 3. Partial ontology with PROTEGE (OWL format)

conversational CBR approach, and the structural CBR approach. In the textual
CBR approach, cases are represented in free-text form. In the conversational
CBR approach, cases are lists of questions and answers. For every case, there
can be different questions. In the structural CBR approach, the developer of the
case-based solution decides ahead of time what features will be relevant when
describing a case and then stores the cases according to them.

We propose structural CBR with conversations during the reasoning tasks.
We represent cases within complex case representation structures instead of lists
of questions and answers as Conversational CBR does.

Our structural CBR approach relies on cases that are described with at-
tributes and values that are pre-defined, and structured in object-oriented man-
ner. This structural CBR approach is useful in domains like the one we are
considering where additional knowledge, beside cases, must be used in order to



594 Hector Gómez-Gauch́ıa, Belén Dı́az-Agudo, and Pedro A. González-Calero

produce good results. The domain ontology insures that new cases are of high
quality and the maintenance effort is low. Within the defined case structures
we deal with texts that are used directly (without adaptation) as the case solu-
tions. This approach eases case acquisition, and allows the user to immediately
make use of the knowledge contained in the respective documents. The use of
structures to describe cases (instead of texts) overcomes the main drawback of
textual CBR systems that retrieve a large number of cases that are irrelevant.

Case Vocabulary. We need to represent three different aspects:

– The case structure, it is the skeleton that supports the rest of the knowledge.
It should be able to represent any kind of structure. We use the CBROnto
[3, 4, 6] that is described in the next section.

– The reasoning tasks need terms that allow the CBR system to perform its
tasks. These are provided by the CBROnto too.

– The knowledge of the cases to describe the situations that they represent.
This is to fill the case structure with the terms from the domain ontology
described in Figure 3.

That way CBR processes will reason with both, domain and CBR terms. The
issue of case representation includes deciding the type and the structure of the
domain knowledge within the cases.

Case Structure. We work with structured case representation where individ-
uals are concept instances and concepts are organized in a hierarchy with inher-
itance. In our approach, cases are linked within a semantic network of domain
knowledge. Cases in the case base won’t have, in general, the same structure.
This way the designer could define different types of cases.

We facilitate the case structure authoring tasks by proposing a framework
to represent cases that is based on the DLs instance definition language and
the CBROnto terminology. Besides, we define a reasoning system, based on
generic CBR Problem Solving Methods, that works with such representations
[6]. CBROnto provides a semantic CBR terminology to define case structures
and expresses domain terminology in CBR terms using classification.

CBROnto provides a primitive concept CASE. We will call case-type concepts
the CASE subconcepts. That way, cases can be represented as instances of the
case-type concepts. Besides, the concrete cases (CASE instances) may add other
proper features to the fixed structure inherited through the case-type concepts.

The designer will define case-type concepts to represent the new types of
cases. The CBROnto vocabulary is used to guide the definition of these concepts
by providing CBR semantically important terms, such as has-description,
has-solution, has-result, similarityMeasure, weight, has-part, goal,
precondition, or description-property, among others.

Figure 4 illustrates how the slots of a case are implemented using the
CBROnto representation framework. The domain specific concepts (like Com-
pany-Chapter, Company-Actions, Duplicate-Concept, and Create-Concept)
are concepts from the domain model (see figure 3) and are obtained from the
documents (as we describe in section 3.4).
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We use, directly or through the subconcept hierarchy, an instance of the
concept CASE-DESCRIPTION to represent the description of a case. The has-des-
cription relation links a CASE instance with the individual representing the
description of this case. It outlines the problem that is solved in this case by
referencing the ontology concepts through the domain slots. This description is
used by the CBR reasoning tasks to index and retrieve the cases. The different
levels of abstraction in the description allows having cases that are part of other
cases. For example, the description of the case c1 is made of individuals c11, c12,
c13, c14 that are cases themselves (subconcepts of case).

The solution of a case is represented as an instance of the CASE-SOLUTION con-
cept. The has-solution relation links a CASE instance with the CASE-SOLUTION
individual representing its solution. As we have described in section 4, in this
application we deal with texts that are used directly, i.e. without adaptation, as
the case solutions. The text indicates what to do to solve the problem.

The domain slot loosely-related-references links a description with other chap-
ters where the description concepts are mentioned as secondary topics in the text
body. It is used to offer related sources of information about the problem.

To finish with the case main parts, the result of a case might include compo-
nents as the success or failure of the case, the explanation of a failure, or links
to other possible solutions.

Our representational framework allows complex structures and does not re-
strict the possible relations among the parts of a case, facilitates the definition of
cases having different structures. The case instances may be related with other
individuals, and in particular with other case instances, i.e. a case can be related
with cases that are cases themselves.

We deal with different levels of abstraction, where there are small and de-
tailed cases that can be grouped using a description to get a more complex and
general case. For example, a very general description like ”a problem with en-
terprises” may relate a whole chapter of the manual that is composed by several
dozens of sections. Each of them maybe composed by several subsections with
several cases each. If, on the contrary, we have a very detailed and specific de-
scription, it relates only a simple case, that is very small, representing just a
subsection of a subsection of a chapter. As we described in Section 3.3 we use
the COLIBRI/CBROnto mechanism that is able to reason with cases in different
level of abstraction.

Reasoning Process. The system interacts with the user through a conversa-
tion. Questions are not stored but they are automatically generated from the
case structure using DLs reasoning mechanisms. The process begins when the
user writes the description of the problem that is analyzed to create a generic
description of a case. Cases with similar descriptions are retrieved. Similarity is
based on the semantics found on the domain ontology. The system searches in
the ontology the relevant terms of the question.

In the example shown in Figure 5 the user poses a very abstract and vague
description (step 2). Enterprise is the only relevant word found in the ontology.
The system relates enterprise with its synonym company(step 3). Then the sys-
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tem retrieves cases that are related with either of these concepts. In our example,
only the company chapter case is retrieved (step 4). The system shows the text of
the slot solution in the retrieved case, that is a brief description of the general
functionality related with companies. In this stage the case is still very abstract
and general. The system detects this situation, because the case has other cases
as its components, and asks the user a more detailed specification in order to
give other useful advise (step 8). As the user explains that her problem is related
with the creation of a new company, the system travel through the ontology to
retrieve the cases related with create. Then, the current case solution (step 13)
is displayed. To refine the solution the system tries again to obtain from the user
a more detailed problem description. The system consults the ontology, and, by
the related concepts with the company concept, finds parameters, that is a part-
of concept. It retrieves the cases under the concepts parameters and company,
and shows the solution (step 18). This solutions satisfies the user (step 20). Be-
fore finishing, the system offers the possibility to get some related information
in other chapters indicated by the slot loosely related references. Afterwards it
retrieves cases of the chapters mentioned in this slot and shows the solution slots
content to the user (step 21). There is still the possibility of giving more infor-
mation by retrieving cases following the slots of more abstract or more specific
concepts of those in the user description of the case, starting the reasoning cycle
again.

In this process we can see one of the advantages of using DL’s: the fact that
cases are linked semantically allows to combine cases in many different manners.
This is done in order to build an original solution to a new problem. Some cases
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Fig. 5. Example of user interaction

of the solution are associated with concepts that has semantic relationships with
the actual problem description concepts. Therefore this new solution was not
part of the knowledge used to generate the case base, but deduced from the
semantics of the descriptions.

3.4 Case Generation Process

Authoring cases is a very expensive task, there have been many projects to
generate them automatically with several well-known problems such as: incom-
pleteness, obtaining cases with a partial coverage of the domain; lack of precision
and efficiency. This last issue refers to facts such as cases that are not represen-
tative of the real stereotyped situations and generation of irrelevant, inaccurate
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or inconsistent cases. We made an effort to overcome these problems in our
approach.

Since CBROnto and the domain ontology contain all the concepts and rela-
tionships or slots that maybe used to build the cases, the case generation will
consist on filling the case structure with the correct knowledge. To perform this
consists on the creation of the right instances of the adequate concepts and their
relationships with other instances.

As we have described in Section 2, from the several written materials available
the useful sources of knowledge have been the on-line help manuals and the
historic database. Each application has its help manual with 27 chapters,each of
them in a separate file in Microsoft Word format. After their study, we delimited
the problem to processing the online manuals because these characteristics:

– The user questions, i.e. our problem domain, about the functionality of the
applications are the 80 % of the call topics.

– The help manual covers the functionality of the applications.
– The description of the problems in the questions is mainly related to the

chapter titles of the manuals or, if it is more detailed, to the section or
subsection titles.

– The content of the chapters and the sections represent the solutions to the
problems.

The overall process has two main tasks:the first one is, for each element in
the document structure -chapter, section, sub section- to find the right place
in the ontology through a semantic navigation process guided by the concepts
in the title of the element. The second one has two subtasks, one is to create
the instances of those concepts and the other is to create the relationships with
related concepts by an assignation of these instances to the roles or slots of the
correct instances of the related concepts. This last subtask needs to know the
roles where to create the relationships that are in the ontologies. It is guided by
the roles or slots defined in the ontologies depending on the type of concept.

We describe this process with an example of the description and solution
slots, whose final result is depicted in the Fig. 4. Although this is an oversimpli-
fication, it gives an overview of the process:

At the beginning of the chapter we get its title that is looked up in the do-
main ontology "concept-synonyms, concept?". It is correct because Company-
Chapter exists. After that, two instances are created: an instance d1 of that title
"add-concept-assertion" and an instance c1of Chapter-Case. Then both are
linked by the Case-Description slot of the latter "(define-primitive-role
define-primitive-attribute)". It is created a Case-Solution of c1 with the
text found following the title until the next section title. This text is considered
the solution of that case at very abstract level.

The process with the section or a subsection is very similar to the chapter
one. The section title is looked up in the domain ontology, Company-Actions
is found. Because the section has subsections, the process continues walking
down the document structure until the first subsection title is found, Duplicated-
concept, it is looked up in the domain ontology. Then, since this case has not
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more subcases, this title is the most detailed description of it and is assigned to
the slot Case-Description of a newly created instance c11 of Section-Case. And
c11 is subcase of d1, so c11 is linked to it using the slot has-part. The Loosely
related References slot is filled when concepts of titles of one chapter or section,
appear in other chapters or sections titles.

There is a preprocess of the documents to transform them to an adequate
XML format, we use the program Doc2net from Logictran. To transverse the
XML document structure we process the tags with a parser JAXP. And the
reasoning tasks of the ontologies are performed with COLIBRI/CBROnto that
calls a DL’s reasoner, Racer. The functions between parenthesis are of Racer.

There is a subsequent refinement phase that takes into account the problem
of precision and efficiency of cases. Using the historic database as a log of real
topics of the users questions, we filter those generated cases that never have been
consulted and put them on a secondary case base. It still maybe used when the
main case base fails.

4 Conclusions and Further Work

In this paper we describe our experience with a real case study: a CBR Help-
Desk system where the specific knowledge in the cases is complemented with
general conceptual structures.

Using IR techniques we have defined a lightweight ontology that is used as the
terminology around which the case base is embedded. In this paper we mainly
tackle the task of the automatic acquisition of the case base from semi-structured
text documents in XML format and the vocabulary of the lightweight domain
ontology.

We have used COLIBRI to assist during the design of the knowledge intensive
CBR system. We have used Protégé 2.0.1 to edit and export ontologies to OWL,
a new standard based on Description Logics, that eases the reasoning tasks,
and have been proven to be useful to formalize aspects of representation and
reasoning in CBR systems.

Our solution proposes processing the structure of the documents to define the
case structure, and using the content of the different sections to populate the case
base. We have made an effort to overcome the main problems associated with
case authoring, mainly incompleteness, obtaining cases with a partial coverage
of the domain; lack of precision and efficiency.

We facilitate the case structure authoring tasks by proposing a framework
to represent cases that is based on the DLs instance definition language and the
CBROnto terminology. Besides, we define a reasoning system that works with
such representations. CBROnto provides a semantic CBR terminology to define
cases structures and expresses (using classification) domain terminology in CBR
terms.

CBROnto and the domain ontology contain all the concepts and relationships
or slots that maybe used to build the cases. The case generation will consist on
filling the case structure with the correct knowledge. To perform this consists on
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the creation of the right instances of the adequate concepts and their relation-
ships with other instances.

DLs reasoning mechanisms helps the system to dynamically define the ques-
tions of a conversation with the user during the CBR processes.

As further work, we first want to include learning in the CBR cycle. This
new process will allow the inclusion of new cases based on the new problems
solved by the system and the conversations with the user. Besides we want to
formally give results about the completeness and precision of the case base, that
have been informally proved by now.

References

1. Bechhofer, S., Moller, R. and Crowther, P. 2003. ”The DIG Description Logic
Interface”, Description Logics 2003, CEUR Workshop Proceedings.

2. Bechhofer, S., van Harmelen, F., Hendler, J., Horrocks, I., McGuinness, D., Patel-
Schneider, P.F., and Stein, A., ”OWL Web Ontology Language Reference”, ”W3C
http://www.w3.org/TR/2004/REC-owl-ref-20040210/”, February 2004.
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Abstract. In this paper, we describe a CBR system for applying musi-
cally acceptable tempo transformations to monophonic audio recordings
of musical performances. Within the tempo transformation process, the
expressivity of the performance is adjusted in such a way that the result
sounds natural for the new tempo. A case base of previously performed
melodies is used to infer the appropriate expressivity. Tempo transfor-
mation is one of the audio post-processing tasks manually done in audio-
labs. Automatizing this process may, therefore, be of industrial interest.

1 Introduction

In this paper we describe a CBR system, TempoExpress, that automatically
performs musically acceptable tempo transformations. This paper significantly
extends previous work [1], that addressed the process of performance annotation,
a basic step to construct the cases needed in the CBR system described now.

The problem of changing the tempo of a musical performance is not as trivial
as it may seem. When a musician performs a musical piece at different tempos,
the performances are not just time-scaled versions of each other, as if the same
performance were played back at different speeds. Together with the changes
of tempo, variations in musical expression are made [3]. Such variations do not
only affect the timing of the notes, but can involve for example the addition or
deletion of ornamentations, or the consolidation/fragmentation of notes. Apart
from the tempo, other domain specific factors seem to play an important role in
the way a melody is performed, such as meter, and phrase structure.

Tempo transformation is one of the audio post-processing tasks manually
done in audio-labs. Automatizing this process may, therefore, be of industrial
interest.

In section 2, we will present the overall structure of TempoExpress. In sec-
tion 3, we briefly explain the processes involved in case and problem repre-
sentation. Section 4 describes the crucial problem solving phases of the CBR
mechanism, retrieval and reuse. In section 5, some initial results are presented.
Conclusions and future work are presented in section 6.

P. Funk and P.A. González Calero (Eds.): ECCBR 2004, LNAI 3155, pp. 601–615, 2004.
c© Springer-Verlag Berlin Heidelberg 2004
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Fig. 1. Overview of the basic TempoExpress components

2 Overview of TempoExpress

TempoExpress consists of three main parts and two additional parts. The main
parts are the melodic description module, the CBR problem solving module,
and the audio transformation module. The additional parts are the performance
annotation module and the musical analysis module (see figure 1). The melodic
description module generates a melodic description of the input recording, that
represents information about the performance on a musical level. This informa-
tion is used together with the score of the performed melody (as a MIDI file),
and the desired tempo of the output performance, to construct an input prob-
lem. CBR is then applied to obtain a solution for the problem in the form of a
melodic description of the new performance. The audio transformation produces
an audio file, based on the original audio and the new melodic description.

Since the main information in the input problem and the cases (the melodic
material of the score and the annotated performance) is of sequential nature,
we apply edit distance techniques in the retrieval step, as a means to assess
similarities between the cases and the input problem. In the reuse step we employ
constructive adaptation [13], a reuse method for synthetic tasks. This method
constructs a solution to a problem by searching the space of partial solutions for
a complete solution that satisfies the solution requirements of the problem.

2.1 Melodic Description and Audio Transformation

The melodic description and audio transformation are not part of the research
reported here. These processes are being implemented within a common research
project by members of the Music Technology Group (MTG) of the Pompeu
Fabra University, using signal spectral modeling techniques (see [6] for a detailed
description). The output of the melodic description process (and input of the
audio transformation process), is a description of the audio in XML format, that
adheres to (and extends) the MPEG7 standard for multimedia description [5].
This description includes information about the starting and ending of notes,
their pitches and amplitudes.
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3 Case/Problem Representation

In this section, we will explain the various aspects of the construction of cases
from available information. To construct a case, a score (in MIDI format) is
needed. This score is represented internally as a sequence of note objects, with
the basic attributes like pitch, duration and temporal position. This score is
analyzed automatically to obtain a more abstract representation of the melody,
called I/R representation. This procedure is explained in subsection 3.1. Further-
more, an input performance at a particular tempo is needed. The performance
is not stored literally, but rather a performance annotation is constructed to
describe how the elements from the performance relate to the elements from
the score. This procedure is explained in detail in [1], and is briefly reminded in
subsection 3.2. The performance annotation is stored as a solution, associated to
a particular input description that applies to the performance (in our case, the
tempo of the performance). Lastly, the desired output tempo is also included as
a part of the problem description, specifying what the solution should be like.

3.1 Music Analysis

To prepare cases, as well as the input problem, music analysis is performed on
the musical score that was provided. The analysis is used in the problem solving
process, for example to segment musical phrases into smaller groups of notes,
and to perform retrieval of cases. The musical analysis is based on a model for
melodic structure, that is explained below.

The Implication/Realization Model. Narmour [11, 12] has proposed a the-
ory of perception and cognition of melodies, the Implication/Realization model,
or I/R model. According to this theory, the perception of a melody continuously
causes listeners to generate expectations of how the melody will continue. The
sources of those expectations are two-fold: both innate and learned. The innate
sources are ‘hard-wired’ into our brain and peripheral nervous system, according
to Narmour, whereas learned factors are due to exposure to music as a cultural
phenomenon, and familiarity with musical styles and pieces in particular. The
innate expectation mechanism is closely related to the gestalt theory for visual
perception [9]. Gestalt theory states that perceptual elements are (in the process
of perception) grouped together to form a single perceived whole (a ‘gestalt’).
This grouping follows certain principles (gestalt principles). The most impor-
tant principles are proximity (two elements are perceived as a whole when they
are perceptually close), similarity (two elements are perceived as a whole when
they have similar perceptual features, e.g. color or form, in visual perception),
and good continuation (two elements are perceived as a whole if one is a ‘good’
or ‘natural’ continuation of the other). Narmour claims that similar principles
hold for the perception of melodic sequences. In his theory, these principles take
the form of implications : Any two consecutively perceived notes constitute a
melodic interval, and if this interval is not conceived as complete, or closed, it is
an implicative interval, an interval that implies a subsequent interval with cer-
tain characteristics. In other words, some notes are more likely to follow the two
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Fig. 2. Top: Eight of the basic structures of the I/R model. Bottom: First measures of
All of Me, annotated with I/R structures

heard notes than others. Two main principles concern registral direction and in-
tervallic difference. The principle of registral direction states that small intervals
imply an interval in the same registral direction (a small upward interval im-
plies another upward interval, and analogous for downward intervals), and large
intervals imply a change in registral direction (a large upward interval implies
a downward interval and analogous for downward intervals). The principle of
intervallic difference states that a small (five semitones or less) interval implies a
similarly-sized interval (plus or minus 2 semitones), and a large intervals (seven
semitones or more) implies a smaller interval. The definitions of ‘small’, ‘large’,
and ‘similarly sized’ intervals are specified by the I/R model [11].

Based on these two principles, melodic patterns can be identified that either
satisfy or violate the implication as predicted by the principles. Such patterns are
called structures and labeled to denote characteristics in terms of registral direc-
tion and intervallic difference. Eight such structures are shown in figure 2(top).
For example, the P structure (‘Process’) is a small interval followed by another
small interval (of similar size), thus satisfying both the registral direction princi-
ple and the intervallic difference principle. Similarly the IP (‘Intervallic Process’)
structure satisfies intervallic difference, but violates registral direction.

Additional principles are assumed to hold, one of which concerns closure,
which states that the implication of an interval is inhibited when a melody
changes in direction, or when a small interval is followed by a large interval.
Other factors also determine closure, like metrical position (strong metrical po-
sitions contribute to closure, rhythm (notes with a long duration contribute to
closure), and harmony (resolution of dissonance into consonance contributes to
closure). The closure in each of these dimensions add up to the total closure.
The occurrence (and degree) of closure at a given point in the melody determines
where the structures start and end. For example, on a note where strong closure
appears (e.g. closure in meter, harmony and rhythm at the same time), the in-
terval between that note and the next will not be perceived as implicative, and
therefore there is no structure describing that interval. When no closure occurs
at all, every interval implies a new interval, and since the structures describe
two subsequent intervals, this causes a chaining, or overlapping of structures.

We have designed an algorithm to automate the annotation of melodies with
their corresponding I/R analyses. The algorithm implements most of the ‘innate’
processes mentioned before. The learned processes, being less well-defined by the
I/R model, are currently not included. Nevertheless, we believe that the resulting
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analysis have a reasonable degree of validity, since the analyses generated for
melodic examples given in [11] were in many cases identical to the analyses
proposed by Narmour. An example analysis is shown in figure 2(bottom). This
example shows various degrees of structure chaining: the first two structures
(P and ID) are not chained, due to strong closure (meter and rhythm); the
second pair of structures (ID and P) are strongly chained (sharing two notes,
one interval), because closure is inhibited by ‘ongoing’ rhythms (like triplets);
the last pair of structures (P and P) are chained by one note, because of weak
closure (only in meter).

3.2 Performance Annotation

In addition to the score and its musical analysis, the cases in the case base, as well
as the problem specification, contain a performance of that score by a musician.
The raw format of the performance is an audio file. Using the melodic description
mechanism described in section 2.1, we obtain a melodic description of the audio,
in XML format. This description contains a sequence of note descriptors, that
describe the features like start and end times, pitch, energy of the notes, as
they were detected in the audio file. In order to be informative, the sequence of
note descriptors is to be mapped to the notes in the score, since this mapping
expresses how the score was performed. For example, it allows us to say that a
particular note was lengthened or shortened, or played early or late.

But the mapping between score notes and performed notes does not neces-
sarily consist of just 1-to-1 mappings. Especially in jazz performances, which is
the area on which we will focus, performers often favor a ‘liberal’ interpreta-
tion of the score. This does not only involve changes in expressive features (like
lengthening/shortening durations) of the score elements as they are performed,
but also omitting or adding notes. Thus, one can normally not assume that the
performance contains a corresponding element for every note of the score, nei-
ther that every element in the performance corresponds to a note of the score.
Taking these performance liberties into account, a description of a musical per-
formance could take the form of a sequence of performance events, that represent
the phenomena like note deletions or additions that occured in the performance.

From this perspective the edit distance [10] is very useful, since performance
events can be mapped in a very natural way to edit operations for sequences of
score and performance elements. A performance annotation can then be obtained
in the form of a sequence of performance events, by constructing the optimal
alignment between a score and a performance, using the edit distance. The set of
performance events/edit operations we use is a slight revision of the set proposed
by Arcos et al. [1]. It includes:

Transformation Representing the reproduction of a score note, possibly with
several kinds of transformations, such as change of pitch, duration and tem-
poral position

Insertion Representing the occurrence of a performance note that does not
correspond to any score note
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Ornamentation A special case of insertion, where the inserted note (or pos-
sibly more than one) has very short duration, and is played as a lead-in to
the next note

Deletion Representing the occurrence of a score note that does not correspond
to any performance note

Fragmentation Representing the reproduction of a score note by playing two
or more shorter notes (adding up to the same total duration)

Consolidation Representing the reproduction of two or more score notes by
playing a single longer note (whose duration equals the sum of the score note
durations)

We defined the costs of these operations as functions of the note attributes
(pitch, duration and onset). However, rather than fixing the relative importance
of the attributes (as in [1]), we parametrized the cost functions to be able to
control the importance of each of the note attributes in each of the cost functions,
and the relative costs of edit operations. This setup enables us to tune the
performance annotation algorithm to produce annotations that correspond to
intuitive human judgment. We have used a genetic algorithm [8] to tune the
parameters of the cost functions, which substantially improved the accuracy of
annotation over untuned settings.

4 Problem Solving

In this section, we will explain the steps taken to transform the performance
presented as input into a performance of the same score at a different tempo.
The first step is the retrieval of relevant cases from the case base. In the second
step, the retrieved cases are selectively used to obtain a new sequence of perfor-
mance events. This sequence can then be used to modify the XML description
of the performance. Based on this modified description, the original audio file is
transformed to obtain the final audio of the performance at the desired tempo.

4.1 Retrieval

The goal of the retrieval step is to form a pool of relevant cases, that can possibly
be used in the reuse step. This done in the following three steps: firstly, cases
that don’t have performances at both the input tempo and output tempo are
filtered out; secondly, those cases are retrieved from the case base that have
phrases that are I/R-similar to the input phrase; lastly, the retrieved phrases are
segmented. The three steps are described below.

Case Filtering by Tempo. In the first step, the case base is searched for cases
that have performances both at the tempo the input performance was played,
and the tempo that was specified in the problem description as the desired output
tempo. The matching of tempos need not be exact, since we assume that there
are no drastic changes in performance due to tempo within small tempo ranges.
For example, a performance played at 127 beats per minute (bpm) may serve as
an example case if we want to construct a performance at 125 bpm.
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I/R Based Retrieval. In the second step, the cases selected in step 1 are as-
sessed for melodic similarity to the score specified in the problem description. In
this step, the primary goal is to rule out the cases that belong to different styles
of music. For example, if the score in the problem description is a ballad, we want
to avoid using a bebop theme as an example case. Note that the classification of
musical style based on just melodic information (or derived representations) is far
from being an established issue. Nevertheless, there is some evidence [7] that the
comparison of melodic material at different levels of abstraction yields different
degrees of discriminatory power. For example comparing on the most concrete
level (comparing individual notes) is a good way to find out which melodies in a
set are nearly identical to a particular target melody. But if the set of melodies
does not contain a melody nearly identical to the target, the similarity values
using this measure are not very informative, since they are highly concentrated
in a single value. On the other hand, comparisons based on more abstract de-
scriptions of the melody (e.g. melodic contour, or I/R analyses), tend to produce
a distribution of similarity values that is spread out through the spectrum more
equally. Thus, these measures tell us in a more informative way how similar two
melodies are (with respect to the other melodies in the set), even if they are
considerably different. As a consequence, a melodic similarity measure based on
an abstract representation of the melody seems a more promising approach to
separate different musical styles.

We use the I/R analysis of the melodies to assess similarities. The measure
used is an edit distance. The edit distance measures the minimal cost of trans-
forming one sequence of objects into another, given a set of edit operations (like
insertion, deletion, and replacement), and associated costs. We have defined edit
operations and their corresponding costs for sequences of I/R structures (see [7]
for more details). The case base is ranked according to similarity with the target
melody, and the subset of cases with similarity values above a certain threshold
are selected. The resulting set of cases will contain phrases that are roughly
similar to the input score.

Segmentation. In this step, the melodies that were retrieved in the second step
are segmented. The motivation for this twofold. Firstly, using complete melodic
phrases as the working unit for adaptation is inconvenient, since a successful
adaptation will then require that the case base contains phrases that are nearly
identical as a whole to the input phrase. Searching for similar phrase segments
will increase the probability of finding a good match. Secondly, the segmentation
is motivated by the intuition that the way a particular note is performed does
not only depend of the attributes of the note in isolation, but also on the musical
context of the note. Therefore, rather than trying to reuse solutions in a note-by-
note fashion, it seems more reasonable to perform the reuse segment by segment.
This implies that the performance of a retrieved note is only reused for a note
of the input phrase if their musical contexts are similar.

Melodic segmentation has been addressed in a number of studies (e.g. [16][2]),
with the aim of detecting smaller musical structures (like motifs) within a phrase.
Many of them take a data driven approach, using information like note interonset
intervals (IOI) and metrical positions to determine the segment boundaries. Our
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Fig. 3. Segmentation of the first phrase of ‘All of Me’, according to I/R structures.
The segments correspond to single I/R structures, or sequences of structures if they
are strongly chained (see subsection 3.1)

method of segmentation is based on the I/R representation of the melodies. This
may seem quite different from the approach mentioned above, but in essence it
is similar. The melodies are split at every point where the overlap of two I/R
structures is less than two notes (see subsection 3.1). This overlap is determined
by the level of closure, which is on its turn determined by factors like metrical
posisiton and IOI. The resulting segments usually correspond to the musical
motifs that constitute the musical phrase, and are used as the units for the
stepwise construction of the output performance. As an example, figure 3 displays
the segmentation of the first phrase of ‘All of Me’ (the complete phrase is shown
in figure 2).

4.2 Reuse

In the reuse step a performance of the input score is constructed at the desired
tempo, based on the input performance and the set of retrieved phrase segments.
This step is realized using constructive adaptation [13], a technique for reuse that
constructs a solution by a best-first search through the space of partial solutions.
In this subsection, we will first explain briefly how the reuse step can in general
be realized as best-first search, and then we will explain how we implemented
the functions necessary to make the search-algorithm operational in the context
of performance transformation.

In constructive adaptation, partial solutions of the problem are represented
as states. Furthermore, a function HG must be defined for generating a set of
successor states for a given state. The state space that emerges from this func-
tion and the state that represents the empty solution (generated by a function
Initial-State), is then searched for a complete solution that satisfies certain
constraints (through a function Goal-Test). The resulting state is transformed
to a real solution by a function SAC. The order of expansion of states is controlled
by a function HO that orders the states in a best-first manner. The search process
is expressed in pseudo code below.

We explain our implementations of the functions Initial-State, HG, HO,
Goal-Test, and SAC below.

Initial-State. The function Initial-State returns a state that is used as the
starting point for the search. It takes the input problem description (the score,
analysis, input-performance, and desired output tempo) as an argument. In our
case, the state contains a sequence of score segments, and a slot for storing
the corresponding performance segments (none of which is filled in the initial
state, obviously). Furthermore, there is a slot that stores the quality of the
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Initialize OS = (list (Initial-State Pi))
Function CA(OS)

Case (null OS) then No-Solution

Case (Goal-Test (first OS)) then (SAC (first OS))
Case else

Let SS = (HG (first OS))
Let OS = (HO (append SS (rest OS)))

(CA OS)

Fig. 4. The search process of constructive adaptation expressed in pseudo code. Func-
tions HG and HO are Hypotheses Generation and Hypotheses Ordering. Variables OS
and SS are the lists of Open States and Successor States. The function SAC maps the
solution state into the configuration of the solution. The function Initial-State maps
the input problem description Pi into a state. From Plaza and Arcos [13]

Fig. 5. Example of an initial state in Constructive Adaptation. Ti is the tempo of the
input performance; To is the desired output tempo

partially constructed performance, as a number. We will explain the derivation
of this number in the next subsection. Figure 5 shows the initial state for a short
musical fragment (containing two segments).

Hypothesis-Generation (HG). The Hypothesis-Generation function takes a
state as an argument and tries to find a sequence performance events for one
of the unprocessed score segments in the state. We will illustrate this procedure
step by step, using the first segment of the initial state in figure 5 as an example.
The steps are presented graphically in figure 7 (at the last page of this paper).

The first step is to find the segment in the pool of retrieved melodic segments
that is most similar to the input score segment. The similarity is assessed by cal-
culating the edit distance between the segments (the edit distance now operates
on notes rather than on I/R structures, to have a finer grained similarity as-
sessment). A mapping between the input score segment and the best matching
retrieved segment is made.

In the second step, the performance annotation events (see subsection 3.2
and [1]) corresponding to the relevant tempos are extracted from the retrieved
segment case and the input problem specification (both the input tempo Ti and
the output tempo To for the retrieved segment case, and just Ti from the input
problem specification).

The third step consists in relating the annotation events of the retrieved
segment to the notes of the input segment, according to the mapping between
the input segment and the retrieved segment, that was constructed in the first
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step. For the notes in the input segment that were mapped to one or more notes
in the retrieved segment, we now obtain the tempo transformation from Ti to
To that was realized for the corresponding notes in the retrieved segment. It is
also possible that some notes of the input segment could not be matched to any
notes of the retrieved segment. For such notes, the retrieved segment can not be
used to obtain annotation events for the output performance. Currently, these
gaps are filled up by directly transforming the annotation events of the input
performance (at tempo Ti) to fit the output tempo To (by scaling the duration
of the events to fit the tempo). In the future, more sophisticated heuristics may
be used.

In the fourth step, the annotation events for the performance of the input
score at tempo To are generated. This is done in a note by note fashion, us-
ing rules that specify which annotation events can be inferred for the output
performance of the input score at To, based on annotation events of the input
performance, and the annotation events of the retrieved performances (at Ti and
To). To illustrate this, let us explain the inference of the Fragmentation event for
the last note of the input score segment (B)in figure 7. This note was matched to
the last two notes (A, A) of the retrieved segment. These two notes were played
at tempo Ti as a single long note (denoted by the Consolidation event), and
played separately at tempo To. The note of the input segment was also played
as a single note at Ti (denoted by a Transformation event rather than a Consol-
idation event, since it corresponds to only one note in the score). To imitate the
effect of the tempo transformation of the retrieved segment (one note at tempo
Ti and two notes at tempo To), the note in the input segment is played as two
shorter notes at tempo To, which is denoted by a Fragmentation event (F).

In this way, adaptation rules were defined, that describe how the tempo
transformation of retrieved elements can be translated to the current case. In
figure 7, two such rules are shown. If the antecedent part matches the constel-
lation of annotation events, the tempo transformation in the consequent part
can be applied. It can occur that the set of rules contains no applicable rule
for a particular constellation, in particular when the performances at Ti of the
retrieved note and the input note are too different. For example, if the score
note is played as a Transformation event, but the retrieved note is deleted in the
performance at Ti, then the performances are too different to make an obvious
translation. In this case, the annotation events from the input performance are
transformed in the same way as in the case where no corresponding note from
the retrieved segment could be found (see the third step of this subsection).

The mismatch between the input segment and the retrieved segment and the
inability to find a matching adaptation rule obstructs the use of case knowledge
to solve the problem and forces TempoExpress to resort to default mechanisms.
This will affect the quality of the solution. To reflect this, the value of the quality
slot of the state (see figure 5) is calculated as the number of input score notes
for which annotation events could be inferred from retrieved cases, divided by
the total number of notes processed so far (that is, the sum of all notes in the
processed input segments, including the current input segment).
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Hypothesis-Ordering (HO). The Hypothesis-Ordering function takes a list
of states (each one with its partial solution) and orders them so that the states
with the most promising partial solutions come first. For this ordering, the qual-
ity value of the states is used. In our current implementation, the quality value
is only determined by one factor, roughly the availability of appropriate cases.
Another factor that should ideally influence the quality of the states is the ‘co-
herence’ of the solution. For example, if the notes at the end of one segment
were anticipated in time (as a possible effect of a Transformation event), then
anticipation of the first notes of the next segment will not have the typical effect
of surprise, since the listener will experience the performance as being shifted
forward in time, instead of hearing a note earlier than expected. We are cur-
rently incorporating the detection and evaluation of such phenomena into the
Hypothesis-Ordering function, so that this functionality will soon be available.

Goal-Test. The Goal-Test function is called on the best state of an ordered
list of states to test if the solution of that state is complete and satisfies the
constraints imposed upon the desired solution. The completeness of the solution
is tested by checking if all segments of the input score have a corresponding
segment in the performance annotation for the output tempo. The constraints
on the solution are imposed by requiring a minimal quality value of the state.
In our case, where the quality value represents the ratio of notes for which
annotation events were obtained using retrieved cases (a value between 0 and
1), the quality value is required to be superior or equal to 0.8.

State-to-Solution (SAC). The State-to-Solution function takes the state that
passed the goal-test and returns a solution to the input problem. This step con-
sists in building a complete performance annotation from the annotation events
for the score segments (basically concatenation of the events). The new perfor-
mance annotation is used to adapt the XML description of the original audio
file, by changing attribute values, and possibly deleting and inserting new note
descriptors. Finally, the audio transformation module (which is under develop-
ment) generates a new audio file, based on the new XML description.

4.3 Retain

When the solution that was generated is satisfying to the listener, and when the
quality of the solution is high (that is, default adaptation operations have been
scarcely used, or not at all), it is retained as a case that includes the input score,
the input performance, and the newly generated performance.

5 Results

Although the TempoExpress is operational, there are some components that need
improvement. In particular, the case base is still of limited size (it contains ten
different phrases from three different songs, played at approximately ten different
tempos). Nevertheless, some good results were obtained for some melodies. We
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Fig. 6. Audio signals of a part of the first phrase of Once I Loved. The upper view
shows original sound file (55 bpm), the middle view shows a tempo transformation by
uniform time stretching, and the lower view shows a tempo transformation using the
CBR system. The vertical lines indicate the positions of the note onsets

have performed a tempo transformation of a phrase from Once I Loved (A.C.
Jobim). The original performance of the phrase was at a tempo of 55 beats per
minute (bpm), and using the CBR system, the performance was transformed to
a tempo of 100 bpm. For comparison, the tempo transformation was also realized
using uniform time stretching of the original sound file (i.e. the durations of all
notes in the original performance are lengthened by a single scaling factor, while
leaving the pitches of the notes unchanged). Figure 6 shows the audio signals of
the original sound, and the two transformations. Notable differences between the
two transformations occur in the notes 3 to 9 (the numbered vertical lines in the
views indicate the start of the notes). Note that in the CBR transformation, the
eighth note is missing, due to a consolidation. Furthermore, those notes have
considerable variations of duration in the CBR transformation, whereas they
are more regularly played in the uniformly time stretched version (as in the
original), making the latter sound somewhat mechanical at the faster tempo.
Slight changes in the dynamics can also be observed, e.g in note 1 and 12. The
sound files from the example are publicly available in mp3 format, through the
world-wide web1.

1 http://www.iiia.csic.es/~maarten/cbr/tempo-transformation



TempoExpress, a CBR Approach to Musical Tempo Transformations 613

F
ig

.
7
.

T
h
e

p
ro

ce
ss

of
h
y
p
ot

h
es

is
ge

n
er

a
ti
on

.
In

st
ep

1
,

a
m

a
p
p
in

g
is

m
a
d
e

b
et

w
ee

n
th

e
in

p
u
t

sc
or

e
se

gm
en

t
a
n
d

th
e

m
os

t
si
m

ila
r

se
gm

en
t

fr
om

th
e

p
oo

l
of

re
tr

ie
v
ed

se
gm

en
ts

.
In

st
ep

2,
th

e
p
er

fo
rm

a
n
ce

a
n
n
ot

a
ti
on

s
fo

r
th

e
te

m
p
os

T
i

a
n
d

T
o

a
re

co
lle

ct
ed

.
In

st
ep

3
,

th
e

p
er

fo
rm

a
n
ce

a
n
n
ot

a
ti
on

ev
en

ts
a
re

gr
ou

p
ed

a
cc

or
d
in

g
to

th
e

m
a
p
p
in

g
b
et

w
ee

n
th

e
in

p
u
t

sc
or

e
a
n
d

re
tr

ie
v
ed

sc
or

e.
In

st
ep

4
,

th
e

a
n
n
ot

a
ti
on

ev
en

ts
a
re

p
ro

ce
ss

ed
th

ro
u
gh

a
se

t
of

ru
le

s
to

ob
ta

in
th

e
a
n
n
ot

a
ti
on

ev
en

ts
fo

r
a

p
er

fo
rm

a
n
ce

a
t

te
m

p
o

T
o

of
th

e
in

p
u
t

sc
or

e
se

gm
en

t
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6 Conclusions and Future Work

In this paper, we have described TempoExpress, an application for applying
musically acceptable tempo transformations to monophonic audio recordings
of musical performances. TempoExpress has a rich description of the musical
expressivity of the performances, that includes not only timing deviations of
performed score notes, but also represents more rigorous kinds of expressivity
such as note ornamentation, and consolidation. Within the tempo transformation
process, the expressivity of the performance is adjusted in such a way that the
result sounds natural for the new tempo. A case base of previously performed
melodies is used to infer the appropriate expressivity.

Future work includes elaborating the reuse step, to put more musical con-
straints on the way in which partial solutions can be combined. Also, we intend
to add more cases to the case base, to broaden the range of problems that can
be satisfyingly solved by the system. Finally, a more thorough evaluation of the
results is necessary. This could be done for example by quantitatively comparing
transformed performances to performances at the final tempo by a musician, or
by a blinded evaluation of performances by a panel.

6.1 Related Work

In the field of expressive music performance generation, Widmer [17] has taken
a data mining approach to discover rules that match expressive phenomena to
musical patterns. Friberg et al. [4] have proposed a set of performance rules that
was constructed with the help of musical experts. Serra et al. [14] have applied a
CBR approach to expressive music performance. They designed SaxEx, a system
for adding expressiveness to inexpressive performances of melodies. Some design
choices in TempoExpress were adapted from this application. Suzuki has recently
presented Kagurame, a CBR system for the expressive performance of a musical
score [15]. All of the above approaches either generate expressive performances
only based on a score, or apply a transformation to an inexpressive performance
(SaxEx ). Thus, as opposed to TempoExpress, they don’t consider any expressive
information as input to the system.
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Abstract. Model-based image recognition requires a general model of the ob-
ject that should be detected in an image. In many applications such models are 
not known a-priori instead of they must be learnt from examples. Real world 
applications such as the recognition of biological objects in images cannot be 
solved by one general model but a lot of different models are necessary in order 
to handle the natural variations of the appearance of the objects of a certain 
class. Therefore we are talking about case-based object recognition. In this pa-
per we describe how the shape of an object can be extracted from images and 
input into a case description. These acquired cases we mine for more general 
shapes so that at the end a case base of shapes can be constructed and applied 
for case-based object recognition.  
 

Keywords: Case Acquisition, Case Mining, Case-Based Object Recognition 

1   Introduction 

Model-based object recognition is used to detect objects of interest on a complex 
background where thresholding-based image segmentation methods fail. The basis for 
such a recognition method is a good model of the object that should be recognized. 
Usually this method is applied to applications where the general appearance of the 
object is known or can be directly extracted from the image content. New applications 
such as biomedical applications require object recognition methods for segmentation 
but the object of interest is of great variation in appearance and cannot be modeled by 
a single model. A set of cases is necessary which describes the variation in appear-
ance of the object on different abstraction levels so that it is possible to detect an ob-
ject with a sufficiently high recognition score. That is the point where case-based 
object recognition comes in charge. Such a method is based on a case base filled up 
with different appearance cases of the objects of one class. A case is comprised of the 
contour points of an object and the case ID. The recognition is done by retrieving 
similar cases from the case base and matching these cases against the image. Objects 
whose pixel points match the case points with a high recognition score are marked in 
the actual image. 

Related work is described in Section 2. The image material used for this study is 
presented in Section 3. We describe how image information can be extracted from an 
image and mapped into a case description in Section 4. In order to learn groups of 
shapes that can be generalized by a more general shape we pair-wise align and rescale 
the shapes and calculate the dissimilarity between the shape instances, see Section 5. 
Based on the pair-wise dissimilarity values we cluster the shape instances into groups 
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(see Section 6) and calculate prototypes for each group (see Section 7). These proto-
types are then stored into the case base of the case-based object recognition system 
[26] and they are used for object recognition in new images. Results on the acquisi-
tion and learning process are given in Section 8. Finally we give conclusions in Sec-
tion 9. The presented methods are implemented in our program named CACM Ver-
sion 1.0. 

2   Related Work 

The acquisition of object shapes from real images is still an essential problem of im-
age segmentation. For automated image segmentation often low-level methods, such 
as edge detection [2] and region growing [3], [4], are used to extract the outline of 
objects from an image. Low-level methods yield good results if the objects have con-
spicuous boundaries and are not occluded. In the case of complex backgrounds and 
occluded or noisy objects, the shape acquisition may result in strong distorted and 
incorrect cases.  

Therefore segmentation is often performed manually at the cost of a very subjec-
tive, time-consuming procedure. Landmark coordinates [5], [6], [7], [8] can be as-
signed by an expert to some biologically significant points of an organism. If there are 
objects with an absence of anatomical landmarks, it is a common procedure to deter-
mine landmark points according to the defined mathematical or geometrical proper-
ties of the objects. However in some applications it is impossible or insufficient to 
describe the shape of an object only by means of these landmarks because important 
characteristics of the shape might be lost. To increase the total of landmarks it is usual 
to trace the complete outline of an object manually and subsequently determine corre-
sponding points on each shape [10]. New semi-automatic approaches were developed 
[11], [12] for interactive image segmentation. These approaches use live-wire seg-
mentation algorithms which are based on a graph search to locate mathematically 
optimal boundaries in the image. If the user moves the mouse cursor in the proximity 
of an object edge, the labeled outline is automatically adjusted to the boundary.  

Based on an acquired set of shape instances it is usually desirable to describe and 
compare deformations and distances between these shapes. The problems of shape 
spaces and distances have been intensively studied by Kendall [5] and Bookstein [6] 
in a statistical theory of shape. All of them assume that point correspondences be-
tween two sets of landmarks are already known. However at the beginning of many 
applications this condition is not hold and various approaches are made to determine 
corresponding points for the automated generation of statistical shape models. Hill et 
al. [10] presented an interesting framework for the automated landmark identification 
on a set of two-dimensional, polygonal shapes. They assume that all acquired shapes 
are similar so that, proportionately, the arc path-lengths between consecutive points 
are equal. Bookstein [13] applied landmark methods to continuous contours repre-
sented as thin-plate splines, but his approach is not completely automatic. The Softas-
sign Procrustes Matching algorithm [15] solves the correspondence problem using 
deterministic annealing. This algorithm works robust with respect to outlier identifica-
tion and noise, but is it also a computationally-expensive procedure. Belongie et al. 
[14] found correspondences between points on the basis of the shape context descrip-
tor. Latecki et al. [17] used a tangent space representation of shapes to determine 
correspondences of visually significant parts and to define a shape similarity measure. 
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Another interesting method was presented by Mokhtarian et al. [18] who calculate a 
similarity measure between two exemplars based on their maxima in the curvature 
scale-space. But especially in cases of noisy or distorted cases the analysis of these 
feature-based shape representations is problematic.  

3   Material Used for This Study 

The materials we used for our study are fungal strains that are naturally 3-D objects 
but that are acquired in a 2-D image. These objects have a great variance in the ap-
pearance of the shape of the object because of their nature and the imaging con-
straints. Six fungal strains representing species with different spore types were used 
for the study. Table 1 shows one of the acquired images for each fungal strain.  

Table 1. Images of Six Different Fungi Strains 

 Alternaria Alternata  Aspergillus Niger  Rhizopus Stolonifer 

 Scopulariopsis 
 Brevicaulis 

 Ulocladium Botrytis  Wallenia Sebi 

 
 
The strains were obtained from the fungal stock collection of the Institute of Mi-

crobiology, University of Jena/ Germany and from the culture collection of JenaBios 
GmbH. All strains were cultured in Petri dishes on 2% malt extract agar (Merck) at 
24°C in an incubation chamber for at least 14 days. For microscopy fungal spores 
were scrapped off from the agar surface and placed on a microscopic slide in a drop 
of lactic acid. Naturally hyaline spores were additionally stained with lactophenol 
cotton blue (Merck). A database of images from the spores of these species was pro-
duced.  

4   Acquisition of Shape Cases 

Case-based object recognition can be done based on the case model or based on the 
case contour. We are considering the contour of an object S  but not the appearance of 
the object inside the contour. Therefore we want to elicit from the real image the ob-
ject shape CS  represented by a set of 

CSn  boundary points ( )y,xsi , 
CSn,,2,1i …= .  
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We obtain the set of boundary pixels by implementing into our program a function 
that allows the user to mark the contour CS  of an object S  by moving the mouse cur-
sor of the computer or by moving an electronic pen over a digitizer tablet. Notice that 
the sampled points are not required to be landmark coordinates or curvature extrema. 
The user starts labeling the contour CS  of object S  at an arbitrary pixel ( )y,xsi , 

CSn,,j,,2,1i ……=  of the contour CS . After having traced the complete object the 

labeling ends at a pixel ( )y,xs j  in the 8-neighbourhood of ( )y,xsi . To obtain the 

complete set CS  of all boundary pixels we need to ensure that the contour is closed 

which means ( )y,xs j  is a direct neighbour of ( )y,xsi . Therefore we insert missing 

boundary pixels using the Bresenham [20] procedure. Figure 1 presents a screenshot 
from our program CACM with three labeled shapes of the strain Ulocladium Botrytis 
with their coordinates on the right side of the screenshot. 

 

 

Fig. 1. Labeled and Approximated Shapes with Coordinates 

It might be very difficult to exactly determine and meet every boundary pixel of an 
object when manually labeling the contour of an object. The quantization of a con-
tinuous image constitutes a reduction in resolution which causes considerable image 
distortion (Moiré effect). Furthermore the contour of an object in a digitized image 
may be blurred which means the contour is extended over a set of pixels with decreas-
ing grey values. In fact image digitization and human imprecision always implies 
small error rates in the object shapes. Therefore in the next step our intention is to 
introduce into the program procedures that help the user to find the right boundary of 
an object and that speed up the labeling process.  

As a result of the labeling process we obtain the set CS  of 
CSn  ordered, connected 

points that describes the boundary of the object S . Having labeled the contour CS  of 

the object S  its boundary pixels are still defined by their absolute position in the 2-D 
matrix of the original image. In order to describe and compare the shapes of objects it 
is useful to specify a common coordinate system that is invariant under translation 
and scale. Therefore we transform the contour such that the centroid is at the origin 
and the maximal distance of the contour points from the origin is one. In a following 
approximation of the contour we reduce this set of pixels to a sufficiently large num-
ber of pixels that will speed up the succeeding computation time of the alignment and 
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clustering process. The number of the pixels in this set will be influenced by the cho-
sen order of the polygon and the allowed approximation error. For the polygonal ap-
proximation we used the approach based on the area/length ratio of Wall and Daniell-
son [21] because it is a very fast and simple algorithm without time-consuming 
mathematic operations. 

5   Shape Alignment and Similarity Calculation 

5.1   Theory of Procrustes Alignment 

The aim of the alignment process is to compare the shapes of two objects in order to 
define a measure of similarity between them. Consider two shape instances P and  O 

defined by the point-sets 2
i Rp ∈ , 1N,...,2,1i =  and 2

j Ro ∈ , 2N,...,2,1j =  respec-

tively. The basic task of aligning two shapes consists of transforming one of them 
(say P) so that it fits in some optimal way the other one (say O). Generally the shape 
instance { }

1N...1ii )y,x(pP ==  is said to be aligned to the shape instance 

( ){ }
2N...1jj y,xoO

=
=  if a distance ( )O,Pdmin  between the two shapes can not be de-

creased by applying a transformation ψ  to P. Various alignment approaches are 
known [16], [24], [2], [25]. They differ in the kind of mapping (similarity [2], rigid 
[9], affine [10]) and the chosen similarity measure [1]. For the similarity measure 
between P and O we use Procrustes distance [22]: 

( ) ( )( )
2N

1i O

Oi

P

Pi
PO o

R
p

)O,P(d ∑
=

−−−=
σ

μθ
σ

μ
 

(1) 

where ( )θR  is the rotation matrix, Pμ  and Oμ  are the centroids of the object P and O 

respectively, Pσ  and Oσ  are the sums of squared distances of each point-set from the 

centroids and PON  is the number of point correspondences between the point-sets P 

and O. Thus the point correspondences are required for calculating the Procrustes 
distance. Generally this method is applied to centered shape instances represented by 
sets of landmark coordinates. Each of these shapes is rescaled so that the sum of 
squared distances of all landmarks to the centroid is identical ( )OP σσ = . Then it is 
possible to compute a similarity transformation based on these centred pre-shapes. 
Finally the Procrustes average shape and Procrustes residuals can be evaluated.  

5.2   Our Approach to Shape Alignment 

We are considering a set of shape instances where differences in the translation and 
the scale were already eliminated. To compare the shape of these two instances we 
still have to eliminate differences in the rotation. The measure of similarity is based 
on the Procrustes distance between all points of P and their correspondences in O. As 
it can be seen from equation (1) the Procrustes distance requires the knowledge of 
point correspondences between the shapes P and O. Therefore we are confronted with 
the following problems: 
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1. In our application we use an approximation of the manually labeled set of contour 
points instead of a predefined number of landmark coordinates. Therefore we can 
not guarantee that all shape instances are defined by an identical number of con-
tour points.  

2. The point correspondences between the two shapes instances P and O are com-
pletely unknown. 

3. We have no information about point outliers. 

The outline of our approach to shape alignment is as follows: For every pair of 
points { } OPo,p ji ×∈  we calculate the similarity transformation ijψ  that aligns these 

two points. The transformation ijψ  is applied to all points in P to obtain the trans-

formed shape instance ’P  which is defined by the point-set 2
k R’p ∈ , 1N,...,2,1k = . 

For every point k’p  we define the nearest neighbour ( )k’pNN  in O  as the point corre-

spondence of k’p . Note that we do not enforce one-to-one point correspondences. One 

point in O can have more than one point correspondences or even not a single point 
correspondence in P. The sum of squared distances ( )O,’Pd  between every pair of 
point correspondents is calculated. In addition to that we define the quantity 

( )O,’Pd
N

1

1

 as the mean alignment error ( )O,’Pε : 

( ) ( )O,’Pd
N

1
O,’P

1

=ε  (2) 

with: 

( ) ( )( )∑
=

−=
1N

1k

2
kk ’pNN’pO,’Pd  (3) 

If the distance ( )O,’Pd  is smaller then all earlier calculated distances ( )O,Pdmin  is 

set to ( )O,’Pd , ( )O,Pminε  is set to ( )O,’Pε  and minψ  is set to ijψ . After having itera-

tively aligned every possible pair of points { } OPo,p ji ×∈  we may estimate the dis-

similarity between the shape instances P and O based on the value of the minimum 
mean alignment error ( )O,Pminε . To ensure that our final measure of dissimilarity 

ranges from 0  to 1  we normalize the measure ( )O,Pminε  to a predefined maximum 

distance T : 

( ) ( )
T

O,P
O,P’ min

min
εε =  (4) 

If ( ) 0O,Pmin =ε  then the shape instance P is identical with the shape instance O. 

With an increasing value of ( )O,Pminε  the shape instance P is less similar to shape 

instance O. If ( ) TOP >,minε  then the term ( )
T

OP,minε  is automatically set to value 

one. 
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It is obvious that the constant T  has a direct influence to the value of the resulting 
score. The parameter T  can be defined by the user in the setting dialog of our pro-
gram CACM. For our calculations we set T  to 35% of the mean distance of all con-
tour points to the centroid. Our investigations showed that this value leads to good 
results. Figure 2 shows pair-wise aligned shape instances and calculated values of the 
dissimilarity measure. It can be seen that in case of identity the shapes are superposed. 
With an increasing value of dissimilarity we can see the increasing deviation of the 
two shapes. 

 

    
( ) 0O,P’min =ε  

[identical] 

( ) 027.0O,P’min =ε
 [nearly identical] 

( ) 199.0O,P’min =ε
 [similar] 

( ) 5.0O,P’min =ε  

[neutral] 

Fig. 2. Aligned Shape Instances of Strain Ulocladium Botrytis with Distances 

6   Clustering 

The alignment of every possible pair of objects in our database leads us to NN ×  pair-
wise dissimilarity measures between N  cases. These distances can be collected in a 
matrix where each row and each column corresponds to an instance of our dataset. 
The dissimilarity measure ( )O,P’minε  between shape instance P and shape instance 

O will be entered into the cell where the row of P and the column of O intersect. This 
results in a squared symmetric matrix with diagonal elements equal to value zero 
since the dissimilarity between an instance and itself is zero.  

This matrix is the input for the hierarchical cluster analysis [23]. It depends on the 
selected clustering method how the instances are merged together into groups. After 
having investigated different hierarchical clustering methods we chose single linkage 
(nearest neighbour) where the linkage is done at the minimum distance between the 
two most similar cases of two different clusters. 

The result of the hierarchical cluster analysis can be graphically represented by a 
dendogram. The dendogram is drawn on a proximity scale to show the clustering and 
the proximities at which the cases are merged together. The merging is done with 
increasing distances until all cases are combined in only one cluster. The distance at 
which two cases are merged in the same cluster is called the cophenetic proximity 
measure [27]. Note that the cophenetic proximity measure )O,P(dC  between two 

cases P and O is not identical with the dissimilarity measure ( )O,P’minε  between 
these two cases.  

Table 2 presents the merging steps and the cophenetic proximity measures for clus-
tering eight instances of strain Ulocladium Botrytis using Single Linkage. 
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Table 2. Merging Steps with Cophenetic Proximity Measure 

Merging Step Case1 Case2 
Cophenetic  

Proximity Measure
 

1 ub_6 ub_7 0,0110 
2 ub_5 ub_7 0,0162 
3 ub_2 ub_4 0,0500 
4 ub_3 ub_6 0,0579 
5 ub_4 ub_5 0,0583 
6 ub_1 ub_8 0,2489 
7 ub_8 ub_2 0,2634 

 
 
The graphical output of this table is presented in the dendogram in Figure 3. 
 

 

Fig. 3. Dendogram of Eight Instances of Strain Ulocladium Botrytis Using Single Linkage 

In the dendogram in Figure 3 we marked two exemplary cut-points at different dis-
tances. A cut-point is a virtual vertical line in the dendogram. The horizontal position 
of this line marks the cophenetic proximity measure at which the cases were split into 
several clusters. The level of the cut-point has a direct influence on the resulting num-
ber of clusters and the number of prototypes. As smaller the level is as more groups 
are created. That means the prototypes are more specialized which will result in 
matches with higher scores. As higher the chosen cophenetic proximity measure of a 
cut-point is as fewer models have to be created. The models are more general and the 
inner-class variance inside a cluster is higher. In general this will result to matches 
with lower scores. 
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7   Prototype Calculation 

We have divided our set of N  shape instances { }N21 P,,P,P …  into k  clusters 

k21 C,,C,C … . Each cluster iC , k,,2,1i …=  consists of a subset of in  shape cases. 

For each cluster we need to compute a prototype μ  that will be the representative of 

the cluster. The full Procrustes estimate [7] of the mean shape is obtained by minimiz-

ing (over μ ) the sum of squared full Procrustes distances 2
fd  from each instance 

jP , in,,2,1j …=  to an unknown unit size mean configuration μ , i.e. 

[ ] ( )²,Pdinfarg
in

1j
jf∑

=

= μμ
μ

 (5) 

We have implemented and tested two different approaches of computing a proto-
type for the cluster. In the first approach we compared the similarity measures of all 
shape instances { }j21 P,...,P,P  included in the same cluster iC , k,,2,1i …= . As the 

prototype we chose the median shape ( )imedian CP  of that cluster that is the shape in-
stance which has the minimum distance to all other shape instances: 

[ ] ( ) ( )²P,PdinfargCP
in

1j
medianjimedian ∑

=

==μ  
(6) 

The main advantage of this solution is that the prototype represents a natural shape 
instance out of that cluster. An example of using a natural shape instance as the proto-
type of a cluster is shown in Figure 5a. 

Another approach for the calculation of the prototype is to calculate the arithmetic 
mean of the shape instances of a cluster. Suppose a cluster iC  including a set of in  

shape instances{ }
in21 P,,P,P … . In the best case every point 2Rp ∈  of a shape in-

stance ij CP ∈  has exactly 1ni −  corresponding points, one point on each single shape 

instance of that cluster. As described before we can not guarantee a one-to-one point 
mapping. We are confronted with one-to- n  correspondences where each point 

2
m Rp ∈ , 1N,,2,1m …=  of jP  can have zero, one or even more then in  point corre-

spondences. In worst cases this may result in strong distortions in the prototype con-
tour (See Figure 4b).  

To improve the results of the calculations for the arithmetic mean of corresponding 
points we reject all contour points as outliers of the prototype where at least 80% of 
all individuals of that cluster do not have a point correspondence. In general this ap-
proach leads to a better representation of the mean contour for all instances in one 
cluster. The comparison of Figure 4b and 4d shows that the sharp edges shown in 
Figure 4b are eliminated after rejecting the outlier. 

Figure 5a shows the median shape and Figure 5b shows the arithmetic mean as two 
different kinds of prototypes representing a cluster which consists of only two shape 
instances. The prototype in Figure 5a is identical with one individual out of that clus-
ter. In comparison the prototype in Figure 5b is not a natural shape instance but it is a 
better representative for both members in that cluster. In addition to that we would 
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favour the mean shape as prototype for the cluster since it appears visually smoother. 
With our program CACM it is possible to calculate both types of prototypes – the 
median of shapes and the arithmetic mean. Each prototype can be exported as an 
image, where the contour pixels are labeled by the grey level one and the background 
pixels are labeled by zero, and as a list of coordinates of the contour points. 

 

    
(a) Alignment of all 
objects in a cluster 

(b) Resulting syn-
thetic mean prototype 

(c) Alignment of all 
objects in a cluster 
after rejecting outlier 

(d) Resulting syn-
thetic mean prototype 
after rejecting outlier 

Fig. 4. Aligned Shapes and Mean Shape of a Single Cluster before and after Rejecting Outlier 

  
(a) Median shape instance as 
prototype 

(b) Using the arithmetic mean as 
prototype 

Fig. 5. Median of Shapes in a Cluster and Arithmetic Mean of the Shapes 

8   Results 

We have tested our approach on six different airborne fungi spores. Some digitized 
sample images for the analyzed spores are presented in Table 1. We have labeled a 
total of 60 objects for each of the six fungi strains. In the following registration proc-
ess we have aligned every single object with all objects of the same strain to calculate 
the pair-wise similarity values. As a result we obtain six similarity matrices, one for 
each analyzed fungi strain. These matrices are the input for the following hierarchical 
cluster analysis. The outcome of this process was a dendogram for each of the six 
fungi strains.  

Now we need to define a cut-point on each dendogram to obtain the groups of the 
shapes. As described earlier the choice of the right position for a cut-point is a central 
issue and it directly influences the recognition rate and performance. Visual the den-
dograms impart only some limited information about the best position of the cut-
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point. This is one of the main disadvantages of classical hierarchical clustering meth-
ods. The algorithms only create clusters but do not explain why they were established. 
It is not possible to draw direct conclusions about the quality of the clusters from the 
classification hierarchy.  

If it is possible to specify the number of clusters in advance we can calculate the 
position of the cut-point wd  by taking the minimal and the maximal distance mind  

and maxd  in each cluster:  

k

dd
d minmax

w
−=  (7) 

where k  is the maximal possible number of clusters. 
In our application we can give no detailed information about the expected number 

of resulting clusters. Therefore we started our investigations at two different cut-
points for each class. Subsequently we calculated the corresponding set of models for 
both cluster partitions. Table 3 presents the resulting number of models for each class 
at these cut-points. 

Table 3. Number of Models on Two Different Cut-Points 

Classes ( )1dw   Number of 
Models 

( )2dw  Number of 
Models 

Alternaria Alternata 0,045 23 0,031 34 
Aspergillus Niger 0,017 5 0,029 3 
Rhizopus Stolonifer 0,027 22 0,037 16 
Scopulariopsis Brevicaulis 0,063 8 0,050 10 
Ulocladium Botrytis 0,025 24 0,020 30 
Wallenia Sebi 0,158 7 0,065 17 

 
Both case bases of models were applied to our case-based object recognition sys-

tem [26]. We decided to split the dendograms at the distances of cut-point (2) because 
it results in the best recognition rates. The models from these clusters were incorpo-
rated as cases into the case base. Figure 6 shows exemplary the resulting case base for 
the class Rhizopus Stolonifer on cut-point (2). 

 

 

Fig. 6. Case Base of Models for Strain Rhizopus Stolonifer Representing the 16 Resulting 
Clusters 

In fact, we know little about the accuracy of these models at the moment. There-
fore in the next step our intention is to introduce into the program procedures that 
improve the information gathering procedure and to develop an incremental clustering 
procedure [23]. 
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9   Conclusions 

The recognition of objects in images can be done based on a model-based recognition 
procedure. That requires a model from the objects which should be recognized. Natu-
ral objects have a great variation in shape that makes it not easy to specify a model by 
hand. Therefore it is necessary to have a computerized procedure that helps to acquire 
the model from the real objects. We have proposed a method for the acquisition of 
contour instances and learning of general shape models. We use Procrustes similarity 
measure for aligning and determining the similarity between different shapes. Based 
on the calculated similarity measure we create clusters of similar shapes by using 
single linkage method. The mean shape or the median of the cluster is calculated and 
taken as prototype of the cluster. The methods are implemented in the program 
CACM Version 1.0 which runs on a Windows PC. Further research will be to improve 
the information gathering procedure and to develop an incremental clustering proce-
dure. 
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Appendix: Notation 

 
S    object in an image  

CS    contour of object S  

CSn    number of pixels defining the contour of object S  

( )y,xsi , 
CSn,,2,1i …=  pixel on the contour of object S   

P , O   shape instances, defined by the point-sets 2
i Rp ∈ , 

1N,...,2,1i =  and 2
j Ro ∈ , 2N,...,2,1j =  respectively 

’P  transformed shape instance, defined by the point-set 
2

k R’p ∈ , 1N,...,2,1k =  
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ψ    similarity transformation function 

( )θR     rotation matrix 

( )y,xPμ     centroid of the shape instance P  

Pσ     sum of squared distances of each point in P  and ( )y,xPμ  

PON     number of point correspondences between P  and O  

( )pNN    nearest neighbour of a point  

( )O,Pε    mean alignment error between P  and O  

( )O,Pminε   minimum mean alignment error between P  and O  

( )O,P’minε    dissimilarity measure between shape instances P  and O  

T    predefined maximum threshold distance between shapes 
N     number of shape instances { }N21 P,,P,P …  

k     number of resulting clusters  

iC , k,,2,1i …=   cluster, comprises a subset of in  shape instances 

iμ     prototype, representative shape instance of the cluster iC  

( )imedian CP   median shape of cluster iC  

( )O,Pd    distance function between two shape instances P  and O  
2

fd    squared full Procrustes distance 

wd    position of the cut-point on the proximity scale 
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Abstract. Most project-based industries such as construction, shipbuilding, and 
software development etc. should generate and manage project network for suc-
cessful project planning. We suggest a set of criteria of good project network 
generator such as network generation efficiency, quality of network, and eco-
nomics of system development. For the efficiency of the planning, the first cri-
terion, we decided to take a CBR approach. However, using only previous cases 
is insufficient to generate a proper network for a new project. By embedding 
rules and constraints in the case-based system, we could improve the quality of 
the project network: the second criterion. The integration of CBR approach and 
the knowledge-based approach makes feasible the development of the project 
network generator and improves the quality of the network by mutual enhance-
ment through crosschecking the knowledge and cases in the development and 
maintenance stages. For some complex project network planning, a single-case 
assumed project network generation methodology is refined into Dynamic Lev-
eled Multiple Case approach. The methodology contributes again the efficiency 
and effectiveness of project network generation and reduces the efforts of the 
system development.  

1   Introduction 

Generation, verification, and modification of construction project schedule networks 
in the PERT-CPM chart are the essential tasks for successful project planning and 
management in the construction industry. Because a project network consists of hun-
dreds of activities and precedence relationships, project planning is a time-consuming 
and knowledge-intensive task. To compete with other companies for a contract, it is 
critical for a construction company to quickly generate a good and consistent project 
plan. 

To generate a project network, much domain knowledge, experience and the con-
trol knowledge are needed. The domain knowledge describes the domain world and 
the available actions to the planner. The control knowledge indicates how the planner 
will achieve its goals; it controls the planner’s search for a plan. In other words, con-
trol knowledge is prescriptive, whereas domain knowledge is descriptive. So the pro-
ject manager responsible for generating project network should have much domain 
                                                          
∗  Corresponding Author 
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knowledge, control knowledge and time. Especially in the construction domain, the 
generation of project network is a time consuming task. It takes a couple of days for 
generating the simplest construction project network such as project network for APT 
(apartment) construction although the 5 years experienced construction manager 
worked. We need the project network generation system to respond to management’s 
requirements quickly and flexibly, to reduce time to generate network, and to improve 
quality of network. The quality of network can be measured by technical soundness, 
satisfaction of due date, and resource efficiency. To achieve these objectives, system 
contains much knowledge. 

In the area of project planning, there had been a lot of research and developments 
on project scheduling methods and management techniques assuming that a project 
network is given to the project manager. However, since the earliest research proto-
type CONSTRUCTION PLANEX [1], there has only been a limited amount of re-
search to automate or support the project network generation using knowledge-based 
techniques, such as GHOST [5], SIPE-2 [2], and HISCHED [6]. To generate a plan 
by these systems, the users have to input a lot of activities’ information since these 
systems are not designed to utilize past cases.  

Most of the previous systems were not designed to use past cases; so, their users 
had the burden of inputting vast amounts of information, or their developers had to 
provide this knowledge for the systems. OARPLAN [7], a model-based planning 
system, does use past cases, but the user has to input the precedence relationships 
between activities. In contrast to these systems, the system that we developed for this 
project doesn’t require the users to input any precedence relationships because the 
system uses past cases containing these precedence constraints and adaptation knowl-
edge. Zhang and Maher [8] used a CBR method for the structural design of buildings. 
They claimed that CBR as a design model is intuitively appealing because much of 
the design knowledge comes through the experience of multiple, individual design 
situations. The same holds true in the construction planning situation.  

To select an approach among these alternatives, we need a set of criteria to evalu-
ate a project network generation system. Therefore, in this paper, we first suggest the 
set of criteria of good project network generator. 

2   Criteria of Good Project Network Generator 

In this section, we discuss about the criteria of good project network generator. Some 
of the criteria are related to the system itself and the other criteria are related to the 
project network. The system relating criteria are classified into the efficiency feature 
and the implementation feature. The efficiency feature can be evaluated by time for 
network generation. The implementation feature can be evaluated by the cost. The 
project network relating criteria can be evaluated by the quality of project network. 
Though there is much variation in the characteristics of project network depending on 
the specific features of the domains such as construction, shipbuilding, and SW de-
velopment etc., we can generalize and define a project network as follows.  

A project networks is a set of activities and their interrelated precedence relation-
ships to start and finish a project. Generating a project network, whether it is done by 
human or computer, is a function of project requirement, project-related domain 
knowledge, and domain-independent commonsense knowledge. The project require-
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ment in other word project specification consists of the function requirement given by 
client and the engineering requirement. The project-related domain knowledge in-
cludes the work breakdown structure, the activity selection knowledge and the prece-
dence knowledge. The domain independent commonsense knowledge means network 
principles kept to compose a sound network structure of the project. This knowledge 
is necessary in project network evaluation as well as generation. 

2.1   Efficiency of Project Network Generation 

The efficiency can be evaluated from two viewpoints. The one is the total generation 
time for project network that can be used in real field. Generally, the project manager 
can understand required activities and their precedence relations with only the project 
network for the project management. So, even if the generated project network has no 
error, the project network generator’s operator has to customize the system generating 
project network in the cognitive view point. Efficiency should therefore be evaluated 
by the total time of the system generation time and the customizing time. 

Another evaluation method is comparing the pure system time of alternatives those 
generate same quality of project network if they have same input.  

2.2   Effectiveness of the Project Network Generator 

Is It the Well-Formed Project Network? 
This question is concerned with the structure of project network. There is the princi-
ple for project network structure. We call the project network as a well-formed project 
network if the project network satisfies the principle. 

One is there should be no isolated part in the project network. Every part in project 
network is necessary to achieve the goal of project. In this viewpoint, it is not difficult 
to conclude that they should be tightly coupled by relationship. If there is any part 
should be isolated, it means the project network contains another project. And it 
should be divided into another project network.  

Another requirement is that there should be no cycled relationship. An example of 
a cycled relationship is that ‘B’ activity has to start after ‘A’ activity, ‘C’ activity has 
to start after ‘B’ activity, but ‘A’ activity has to start after ‘C ‘activity. Even though it 
is a logic error, we can find it without checking and fix it up temporary by removing a 
relationship with heuristic algorithm. 

The other is the optional principle. There should be only one start and end node. It 
is helpful when we analyze project network with CPM method and interpret the re-
sult. Especially in the construction domain, this principle is a strong custom. 

Is It the Valid Network? 
This criterion is interested in the conformity of activity. In other word, this criterion 
evaluate that the project network generator decides correctly about what activities are 
required according to the project specification. If the project network includes only 
the necessary activities, then we call it as a valid project network. The evaluation 
result of this criterion is largely dependent on the degree of detail in the input project 
specification. The issue in this research is how to maximize the conformity of activity 
without detail project specification such as CAD data. 



Criteria of Good Project Network Generator      633 

Is It the Verified Network? 
This criterion is concerned with the relationship between activities. If there is no vio-
lation of critical precedence constraints then we call it the verified project network.  

2.3   Economics of Development of Project Network Generator 

The system development cost is very important evaluation criterion for the project 
network generation system. As we have reviewed, the project network generator is a 
typical knowledge based system generating the proper project network for a new 
project using domain knowledge and the commonsense knowledge. Therefore we can 
evaluate which alternative is better by comparing the development cost in the knowl-
edge based system development perspective. The cost consists of the knowledge ac-
quisition cost and the inference engine development cost.  

3   Case and Knowledge Based Project Network Generator 

Network generation by case and knowledge is inspired by an expert’s generation 
method and adapted for efficiency and effectiveness. The reasons why we adapt case 
approach is currently the expert start with the most similar past network to get a new 
project network quickly and to use the implicit knowledge in the past project network. 
We have understood that if we would use a similar past project network, we could 
generate a new initial project network without much knowledge and time. In other 
words, the case based approach could be very helpful to generating a new project 
network efficiently if we could modify the retrieved past project network by system.  

This is the reason why we have integrated the knowledge approach. Currently most 
of experts finish generating a new project network by modification of the selected 
past project network with their domain knowledge gained from experience. Through 
this process, a new project network is being generated. The project network can be 
represented formally. So we had represented the project network using frames for 
machine understanding and we had identified the required adaptation knowledge. 
And, we have acquired and represented the knowledge by constraints and rules. We 
have comprehended that case based approach helps to generate project network effi-
ciently and the knowledge based modification make the quality of project network 
higher.  

We could get initial project network by past case retrieval. And we use rules to 
analysis the difference between the new project and the selected case. The project 
network generator modifies the initial project network with the set of operators for 
activity modification. Next it uses a set of knowledge that is represented by constraint 
to satisfy the precedence constraints between activities. We call the constraint type 
knowledge as precedence constraint. We have implemented several construction pro-
ject network generators using case and knowledge based methodology.  

3.1   Procedure of Case and Knowledge Based Project Network Generation 

The first step is project specification analysis. In this step, we can reduce the search 
space by the case base filtering with the result of analysis. It needs almost new gener-
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ating effort if we would modify a project network for concrete framed building to a 
project network for still beam framed building. For this reason, we have introduced 
the project specification analysis process with case base filtering function. 

The second step is project network retrieval under the least modification principle.. 
The output of the project network generator is not the project itself but the project 
network for the project. By this viewpoint, we use the amount of modification effort 
as a similarity measure. It means that a project network needs the least modification 
efforts is the most similar project network. An obvious question that arises here is 
how to calculate the amount of modification effort before the adaptation is performed.  

The third step is the project network modification by addition or deletion of activi-
ties. The most of initial project network have discrepancies with the new project. We 
fill the gap. 

The fourth step is activity’s features modification such as activities’ duration and 
assigned resource. 

The fifth step is network analysis and constraint satisfaction. In this step, we have 
the modified project network for the new project. We analyze the project network 
with PERT/CPM. By this task, we can get the earliest start time (ES), the earliest 
finish time (EF), the latest start time (LS) and the latest finish time (LF). We check 
the set of precedence constraints. If there are any violated precedence constraints, 
then we fix up the project network. 

Finally, the network will be executed and customized by the project manager. The 
executed project network will be restored to case base. 

3.2   Case Representation 

A case consists of a design specification and project network. The project network 
consists of hundreds of activities and relationships. We use a frame-based representa-
tion scheme for representing design specification and project network. For this repre-
sentation, we used the expert system tool UNIK-FRAME [3], which was developed 
by KAIST. A project frame has the slots such as the name, address, start date, due 
date, ground type, topography, and construction area. A project can have more than 
one building.  

3.3   Project Network Retrieval Under the Least Modification Principle  

We retrieve the most similar case under the least modification principle. The amount 
of modifications required can be calculated before the adaptation process is performed 
by the following process. If it is different the new projects specification with a past 
case’s, then this discrepancy is added to the discrepancy list. After finished the com-
parison, the system run the forward rule inference to identify what the modifications 
are required to fill gap in between the past project network and the new project net-
work. The result of rule inference is represented by the set of primitive operators for 
modification such as add, delete, replication, add-replication and reduce-replication. 
We can count how many modifying actions will be required for each operator. The 
distance between the new project and the past project is the sum of modifying actions 
counting in the previous process. The past project that has the least distance is the 
most similar case for the new project. 
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Distance = Σdist(XNi , XPi)        
XNi: ith specification for the new project 
XPi: ith specification for the past project in case base 
dist(XNi , XPi): Distance function 

If Xi is the interior finish work and the new project(XNi) is stone finish and the past 
project(XPi)  is no interior, then the distance function calculates the distance value and 
returns through the following step: 

Step1: Identify the Set of Required Primitive Operators 
In this case, the operator set is as following. Operator set = {add interior frame, add 
attach stone} 

Step2: Calculate the Number of Modifying Actions 
For executing the [add interior frame] operator, it should add the interior framing 
activity. To add an activity to project network, it has to create a proper activity and 
give several relationships to the new activity. The relationships can be generated by 
converting the related precedence constraints. If we would count the number of action 
for [add interior frame], it needs one of modifying action for activity creation, and add 
the number of the related precedence constraints to the total number of modifying 
actions. We could formalize the number of modification action for each network 
modification operators as follows.  

ADD
Activity node addition: count(AN

*)
New Relationship addition: count(Con(Ai:AN

*)) + count(Con(AN
*: Aj)) actions 

AN
*: set of newly added activities to the project network 

Ai: set of activities which are predecessor to AN
*

Aj: set of activities which are successor to AN
*

Con(A1, A2): set of precedence constraints which the predecessor is in set A1 and the 
successor is in set A2

count(S): function for counting the number of set S 

DELETE 
Activity node deletion: count(AS

*)
Connected Relationship deletion: count(Con(Ai: AS

*)) + count(Con(AS
*:Aj)) actions 

New Relationship addition: count(Con(Ai: Ai
C)) + count(Con(Aj

C:Aj)) actions 
As*: set of deleting activities from the project network 
Ai: set of activities which are predecessor to AS

*

Aj: set of activities which are successor to AS
*

AC: complementary set of A  
Con(A1, A2): set of precedence constraints which the predecessor is in set A1 and the 
successor is in set A2

count(S): function for counting the number of set S 
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REPLACE 
Activity node addition (1 action) and activity node deletion (1 action) 

ADD_REPLICATION 
Activity node addition (1 action) and relationship addition (1 action) 

REDUCE_REPLICATION 
Activity node deletion (1 action) and relationship deletion (1 action) 

Step3: Repeat Step 2 for Other Operators and Summation the Results 

3.4   Knowledge Based Project Network Modification  

We could get the list of discrepancies between the new project network and the past 
project network when we calculate the modification effort for the project network 
retrieval. And we could get the set of primitive operators for filling gap in between 
the past project network and the new project network by rule based inference. We 
design five primitive operators to modify project network. The first operator is the 
ADD operator. If the retrieved project network is without interior but the new project 
is stone interior then we have to add necessary activities into the retrieved project 
network. The procedure for executing the ADD operator is described as below Figure 
1(a).  

Notation for Procedure of Operators 
acti – activities included in selected project network 
Ai , Aj: set of activities

R(Ai : Aj) – set of relationships between the predecessor is in the set Ai and the succes-

sor is in the set Aj

W(acti) - acti ’s work breakdown structure considered as a class of activities 

FNi - the i th information of new project 

FSi - the i th information of selected project 

WFi – set of work breakdown structure codes related with FNi and FSi

WFSi – set of work breakdown structure codes related with FSi

WFNi – set of work breakdown structure codes related with FNi 

A* - set of activities with WFi  WBS ; {acti | W(acti) ∈ WFi}

AS* - set of activities with WFSi  WBS ; {acti | W(acti) ∈ WFSi}

AN* - set of activities with WFNi  WBS ; {acti | W(acti) ∈ WFNi}

act*FSi - last activity in A*

Con(A1, A2): set of precedence constraints which the predecessor is in set A1 and the 

successor is in set A2

The second operator is DELETE operator. The DELETE operator is needed at the 
situation to the contrary of the ADD’s. The procedure for executing DELETE opera-
tor is described in Figure 1(b).  
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Generate AN* using WFNi, WFSi

Select Con(Ai:AN*) and Con(AN*:Ai)

Convert Con(Ai :AN*) to R (Ai :AN*)

Convert Con(AN*:Ai) to R (AN*:Ai)

Select AS* using WFNi, WFSi

Remove AS*

Remove R(Ai : AS*) and R(AS* : Aj)

Create R(Ai : Aj),  Ai Aj

Select AS* using WFNi, WFSi

Remove AS*

Convert R(AS* : Ai) to R(AN* : Ai)

Convert R(Ai : AS*) to R (Ai : AN*)

Generate AN* using WFNi

    (a)                                              (b)                                          (c) 

Fig. 1. ADD (a), DELETE (b), and REPLACE (c) operator 

The third operator is REPLACE operator. If the retrieved project network with 
aluminum interior but the new project is stone interior then we have to delete unnec-
essary activities and add necessary activities into the retrieved project network. But 
some of these modifications can be finished by replacement. In this case, we don’t 
have to consider relationship modification. So we can reduce the modification efforts. 
The procedure for executing REPLACE operator is described in Figure 1(c). 

The fourth operator is ADD-REPLICATION operator. If the retrieved project net-
work is 18th floor but the new project is 20th floor then we have to add 19th and 20th

activities into the retrieved project network as in Figure 2.  

Fig. 2. ADD-REPLICATION operator 

The last operator is REDUCE-REPLICATION operator. The REDUCE-REPLI-
CATION operator is needed at the situation to the contrary of the ADD-REP-
LICATION’s. The procedure for executing ADD-REPLICATION and REDUCE-
REPLICATION operator is described in Figure 3. 

FNi > FSi

Select A* using WFi

Select act*FSi

Remove act*(FNi +1)  … , act*FSiGenerate act*(FSi +1)  … , act*FNi by copying act*FSi

Generate R(act*i : act*i+1) by copying R(act*(FSi -1) : act*FSi)
i = FSi to (FNi - 1)

Remove R(act*(FNi +1)  … , act*(FSi-1) : acti) and
R(acti : act*(FNi +1)  … , act*(FSi-1))

Convert R(act*FSi : Ai) to R(act*FNi : Ai)
Convert R(acti : A*FSi) to R(acti : A*FNi)

ADD REDUCE

Fig. 3. ADD-REPLICATION and REDUCE-REPLICATION operator 
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3.5   Implementation of FASTRAK-APT 

We have developed the apartment building project network generator FASTRAK-
APT with case and knowledge approach [4] in 1996. First, the system user inputs the 
project specification. Second, the FASTRAK-APT generates a new project network 
and the operator reflects his or her intention by interaction with the FASTRAK-APT. 
Finally, the operator modifies the activities’ row, font, or color with project network 
viewers such as PERTware or Primavera. 

FASTRAK-APT has been proved to reduce the effort required for generating an 
initial project plan from seven person-days to one person-day. The cost of updating a 
plan, which occurs every three months on a project, has been also reduced from 2 
person-days to half a person-day. The running time of the system is about 5 minutes 
for a building from case loading to adaptation (a 20-floor building has about 500 
activities and 700 precedence relationships). 

The plans generated by FASTRAK-APT have been proved by human experts to be 
sound technically and have even satisfied more constraints than the cases prepared by 
domain experts. Therefore, the generated and executed project networks were used for 
enhancing the case base, and the refined case base helped improve the quality of gen-
erated plans.  

The case approach great helps to reduce the development cost. The FASTRAK-
APT had 430 precedence constraints and 50 cases when it had started. If we did not 
use a CBR approach, we would have to gather more precedence constraints, up to 
13,203 (163C2) for FASTRAK-APT theoretically. If we didn’t adopt knowledge based 
adaptation, actually the project network auto generation was impossible. 

4   Dynamic Leveled Multiple Case Approach 

Although the methodology used for FASTRAK-APT satisfies the criteria of good 
project network generator, it has problems to be generalized into other domains. For 
example, in the office building construction, the structures of project networks are 
very much different according to the construction method of each project while in the 
apartment building construction the structures of project networks are similar to each 
other. If we use the adaptation of a single case, we need much knowledge for network 
adaptation or large number of cases for various project network structures, which 
leads to low efficiency and development economy.  

The analysis of the past cases of office building project networks found that the 
project networks can be divided into several subnetworks and each subnetwork also 
can be divided into several lower subnetworks. We could represent a project network 
by a subnetwork hierarchical structure. We also found that if we divide the project 
networks with a proper level then the subnetworks are expected to be modified with a 
small amount of adaptation knowledge. By adding only a new type of knowledge for 
connecting the subnetworks, we can improve the efficiency and economy of the case-
based project network generation. In this section, we explain such a methodology 
which divides a project network into multiple subnetworks, modifies and integrates 
them into a new project network.  
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4.1   Dynamic Leveled Multiple Cases Approach 

For most of large project networks in the domains such as construction and software 
development, a project network is composed of subnetworks that are also composed 
of subnetworks. In such domain, we may have three kinds of strategy for utilizing 
project networks: maximization, minimization, and middle-level strategy. Maximiza-
tion strategy (Figure 4) uses a past case as a whole project and corresponds to the 
single case approach as in FASTRAK-APT. This strategy is inefficient and not eco-
nomical when the shape of the project   network structure is various.  

Office
Project

Foundation
Building

Construction
1-S-C

Excavation Steel
Electric
Work

Piling
Facility
Work

Fig. 4. Maximization strategy 

Minimization strategy (Figure 5) creates a new project networking by retrieving 
subnetworks at most primitive level and synthesizing them into a whole network and 
can be called a static leveled multiple cases approach. Using the primitive level 
subnetworks contribute to the efficiency and economics of project network generator 
by reducing the variety of project network structures. However, in this approach, 
synthesizing many primitive level subnetworks depends on the network synthesis 
knowledge therefore the quality of the project network depends on this knowledge. 
Furthermore, when we create a project network which is almost the same as the 
executed and validated one in the case base, we should retrieve the primitive level 
cases and synthesize them into one network. This approach can be used in generating 
a bridge construction project composed of simple relationships among subnetworks.  

Office
Project

Foundation
Building

Construction
1-S-C

Excavation Steel
Electric
Work

Piling
Facility
Work

Fig. 5. Minimization strategy 
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Middle level strategy (Figure 6) is acquiring the subnetworks in case base at a 
proper level for minimizing the network synthesis and modification efforts and de-
scribed as a dynamic leveled multiple case approach. Using this strategy solves the 
problem of efficiency and economics resulting from the variety of project networks. 
By varying the subnetwork level from the high level to the low level for minimizing 
modification knowledge the strategy removes the flaws of static leveled multiple 
cases approach and reduces the risk that determines the effectiveness of project net-
work generation.  

Office
Project

Foundation
Building

Construction
1-S-C

Excavation Steel
Electric
Work

Piling
Facility
Work

Fig. 6. Middle level strategy 

Network Breakdown Structure  
To implement Dynamic Leveled Multiple Case (DLMC) approach we need informa-
tion on the subnetworks that a specific case has and a Network Breakdown Structure 
for fast retrieval of subnetworks as in Figure 7. Network Breakdown Structure is 
stored in the case base with past project information and project networks and pro-
vides subnetwork information when a project network generator demands subnetwork 
information in case base.  

Fig. 7. Network Breakdown Structure 
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4.2   Procedure for Dynamic Leveled Multiple Cases Approach 

The First Step: The Project Specification Analysis 
In this step, we not only reduce the search space by filtering but also generate NBS 
for the new project with meta NBS. Meta NBS describes the relationship among sub-
networks in a whole project network and consists of AND, OR, XOR (exclusive OR), 
and replication nodes. As in Figure 8, a project must include a Foundation, a Building 
Construction, and a Finalizing. Here Building Construction subnetworks can be in-
cluded multiple times and should select either concrete structure or steel structure. 
Finalizing can include Electric Work or Facility Work or both.  

PROJECT

Finalizing

Excavation Concrete
Electric
Work

Piling Steel
Facility
Work

AND XOR OR

AND

Replication

Fig. 8. Meta NBS 

Analyzing a project specification with rule-based inference produces a network 
breakdown structure necessary for a new project network. The following rule states 
that if a construction method is “top-down-concrete” or “bottom-up-concrete” then 
we need to select “concrete” rather than “steel”. 

(fwd-rule NBS-gen-001 (office ^construction-method << '"top-down-concrete"  
     '"bottom-up-concrete" >>)  
-->
 (new-value 'concrete 'instance-num 1) 
 (new-value 'steel  'instance-num 0)) 

Using the rules in the above, when a project network has both a “concrete”-type tower 
and a “steel”-type tower, we can produce a Network Breakdown Structure which is 
proper for a new project (Figure 9).  

OFFICE

Finalizing

Excavation Electronic
WorkPiling Facility

Work

Fig. 9. Generated Network Breakdown Structure 

The Second Step:  The Dynamic Leveled Multiple Sub-network Retrieval  
The criteria for selecting subnetworks depend on the network modification efforts and 
the network synthesis efforts. Calculating modification effort is described in a previ-
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ous section. Synthesis effort is calculated in such a way similar to that of adding a 
new activity. Therefore, the calculation of synthesis efforts is as follows: Synthesis 
effort: count(Con(ANS

C : ANS) ∪ Con(ANS : ANS
C)) where ANS is the set of activities 

included in newly selected subnetwork. The level of subnetworks retrieved is deter-
mined so that the calculated efforts for modification and synthesis can be minimized.  

The Third Step: Subnetwork Modifications by Addition or Deletion of Activities 
This step is the same as that explained in section 3.  

The Fourth Step: Initial Project Network Generation by Subnetworks Synthesis 
Synthesizing new subnetworks into a new project network is implemented by convert-
ing the precedence relationship knowledge into precedence relationship between ac-
tivities in the subnetwork and other selected activities (Figure 10). To combine ‘Pil-
ing’ sub-network to the project network, add sub-network {A3, A4, R3} and generate 
relationships {R13, R14, R16, R17} by converting the related precedence constraints. 

The next steps are the same as those explained in section 3. 

The Fifth Step: Activity Features (Duration and Assigned Resource) Modification 

The Sixth Step: Network Analysis and Constraint Satisfaction 

The Final Step: Network Executed, Customized, and Restored into Case Base 
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Fig. 10. Subnetwork synthesis 

4.3   Implementation of FASTRAK-OFFICE with DLMC 

We have developed the office building project network generator (FASTRAK-
OFFICE, Figure 11) using the dynamic leveled multiple cases approach. The 
FASTRAK-OFFICE had 236 precedence constraints, 25 analysis rules for generating 
NBS and with only 5 full past project network when it had started even the office 
project network is more complex then the apartment project network. If we had de-
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veloped it with the single case approach then we had to gather more precedence con-
straints in the worst case 12,090 constraints would be needed (156C2) with only 5 full 
past project network, and gather more past project networks up to 3,360 networks 
with only 236 precedence constraints. 

Fig. 11. User interface for inputting the project specifications

5   Conclusion 

Most of project-based industries such as construction, shipbuilding, and software 
development etc. should generate and manage project network for successful project 
planning. In this paper, we suggested a set of criteria of good project network genera-
tor such as network generation efficiency, the quality of the network, and economics 
of system development. For the efficiency of the planning, the first criterion, we de-
cided to take a case-based approach. However, using only previous cases is insuffi-
cient to generate a proper network for a new project. By embedding rules and con-
straints in the case-based system, we could improve the quality of the project 
network: the second criterion. Interestingly, we found that the integration of CBR 
approach and the knowledge-based approach makes feasible the development of the 
project network generator and improves the quality of the network by mutual en-
hancement through crosschecking the knowledge and cases in then development and 
maintenance stages. However, for some complex project network planning, we had to 
refine a single-case assumed project network generation methodology into Dynamic 
Leveled Multiple Case (DLMC) approach. The DLMC methodology contributes 
again to the efficiency and effectiveness of project network generation and reduces 
the system development effort.  
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Abstract. In the steel industry, quality designing is related to the deter-
mination of mechanical properties of the final products and operational
conditions according to the specifications that a customer requests. It
involves the utilization of metallurgical knowledge and field experience
in the industry. On the other hand, the production scheduling for steel
making is a large-scale, multi-objective, grouping and sequencing prob-
lem with various restrictions. Traditionally, these two problems have been
handled separately. However, the rapid development of information tech-
niques has enabled the simultaneous solution of these two problems. In
this paper, we develop an integrated case based reasoning framework for
quality designing and scheduling. As proposed, the case base is estab-
lished with proper case representation scheme, similar cases are retrieved
and selected using fuzzy techniques, and finally the selected cases are
put into the production process using the scheduling technique. The ex-
perimental results show good performance to the quality designing and
scheduling of steel products. The framework developed is expected to be
applied to other process industries.

1 Introduction

In the steel industry, quality designing for new orders is performed according to
the chemical components, operational conditions, and restrictions of the manu-
facturing facilities. The designing implies the determination of the specifications
based on the design standards, design data applied in the past, and the design-
ers’ experience. Usually, most orders in steel making companies are designed
from prototype designs already prepared, while the remaining orders require
particular specification such as extraordinary sizes or product properties. The
problem implicated in the steel quality design for each individual customer order

P. Funk and P.A. González Calero (Eds.): ECCBR 2004, LNAI 3155, pp. 645–658, 2004.
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to achieve the desired mechanical properties is not merely a one-off application
of a specific formula or an algorithm. To make the best decision, the knowledge
and experience acquired in the field should be utilized in addition to the me-
chanical constraints and standards. Literature on steel quality design practice
indicates that the designing decision is generally based on practical experience
and falls short of using easily understandable and systematic methods.

The production scheduling for steel making is a large-scale, multi-objective,
grouping and sequencing problem with various restrictions. There are several
factors that restrict production scheduling: product quality specifications, pro-
cess efficiency, and delivery. Therefore, the relationship of scheduling problems
conflicts with these objectives. These quality and scheduling problems are signif-
icant in the steel industry that produces formulated products through chemical
and physical operations among constituents of the steel products. These types
of problems, such as quality designing and scheduling, are usually tackled us-
ing artificial intelligence techniques, combinational optimization methods, and
heuristic algorithms because of the nature of the problem with mutually conflict-
ing objectives. Traditionally, these two problems have been handled separately.
However, the rapid development of information techniques has enabled the simul-
taneous solution of these two problems. Since the problems of quality design and
scheduling are actually interrelated, more cost benefits are gained if problems
are solved simultaneously.

In this paper, we develop an integrated framework for quality design and
scheduling in the steel making process. This framework is based on case-based
reasoning (CBR) for quality design and the bin-packing algorithms and cost-
benefit analysis for scheduling. The remainder of this paper is organized as fol-
lows. The quality design and scheduling problems in steel products are described
and previous research is discussed in Section 2. In section 3, we suggest the in-
tegrated model for quality designing and scheduling. Finally, the experimental
results are presented in Section 4, and concluding remarks in Section 5.

2 Quality Designing and Scheduling Problem

2.1 Steel Products and Production Processes

Fig.1 shows the production process of wire rod and bar in a steel making com-
pany. The first step is the steel making process through Electric Arc Furnace

Fig. 1. Production process of plates, wires and bars
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(EAF). In EAF, the composition of chemical elements, such as carbon, man-
ganese, silicon, copper, and nickel, is determined and that of other elements is
controlled. The molten steel goes through the caster to make billets. Some spe-
cial products that can not be produced via the continuous caster are processed
to the batch process as ingot or bloom making. After casting, the in-process
materials, called semi-finished products, go through the rollers to make the final
products.

2.2 Quality Designing Problem

The quality of a steel product is usually expressed in terms of yield point, tensile
strength, elongation, and other mechanical properties. These are determined by
a number of factors as shown in Fig.2. Since the effect of these factors on the steel
quality has not been clearly examined, no analytical, quality designing model has
ever been developed. Hence the aim of this study to develop a CBR-based model
for quality designing.

Fig. 2. Factors influencing the quality of steel products

The quality design works may differ according to the client requirements. If
there exists a pre-established standard which satisfies the requirement, there is
no need to deviate from the standard. If there are two or more pre-established
standards, the design is somewhat difficult since choosing the best alterna-
tive involves consideration for the cost of manufacturing, previously established
scheduling, and sales information. If there is no pre-established standard, a new
quality standard should be established using metallurgical knowledge and pre-
vious experience. Usually, the quality designing in practice has been manually
performed by steel quality designers with comprehensive metallurgical knowl-
edge and more than five years of experience.

2.3 Scheduling Problem

The EAF capacity shown in Fig.1 is usually bigger than the quantity of individ-
ual customer order, i.e., one EAF batch should fulfill several customer orders.
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Obviously, the orders included in the same batch must have the same composi-
tion of chemical elements. The discrepancy between capacity and size of received
orders causes the problem of lot sizing and scheduling to accomplish the opti-
mum process operation. This is the reason why we combine the CBR model with
scheduling.

2.4 Previous Research

In early ’80s, Leslie [8] surveys physical metallurgy models to solve the quality
design problem which are limited to some specific ranges of products. VerDuin
[15] adopts the statistical methods for the quality design problem. He provides
the relationship between the input parameters and the resulting quality prop-
erties. However, because of its statistical nature, his approach cannot give the
exact relationship to predict the quality properties.

Iwata and Obama [4] develop a quality design expert system (QEDS) that
provides valid designs for shaped-steel products. Regardless of his frontier effort
for using the expert systems, his results are lacks of considering the operational
situation and design adaptation. Omura et al. [12] introduce the quality and
process design expert system for steel plates by case-based reasoning. However,
they needed a clear definition of similarity for case retrieval and scheduling.
Suh et al. [13] present a case-based expert system approach for assisting design
engineers and their results are proven to have good applicability. But they fail to
consider operational problems such as production flexibility, lot size, and cost.

Recently, the increasing attention has been given to CBR and several tuto-
rials and philosophical investigations are found [5, 7]. CBR has been used suc-
cessfully in various domains such as diagnosis, prediction, control, and planning.
Major concern with these applications is the difficulty in case retrieval and case
matching when the number of cases increases [9]. To overcome this difficulty,
Bayesian distance measures [6] and some heterogeneous difference metrics [16]
are proposed as new similarity measures for case retrieval.

Scheduling methods for each of the steel making processes have also been
proposed by many researchers [3, 14]. They develop the scheduling algorithm
for the limited process among the integrated steel making processes because
the model integration is hard to be achieved. Moreover, combining the quality
designing and scheduling is known to be very hard because they are interrelated
with.

3 Framework for Integration
of Quality Design and Scheduling

A new CBR system for “Steel QUAlity design and Production” called CBR-
SQUAP, is developed. The overall framework of the system is illustrated in Fig.3.
In this paper, we have employed a CBR and a variant bin-packing algorithm.

A session of a CBR task begins with identification of a new problem. When-
ever a customer order is received, CBR-SQUAP searches for the most similar
prior case among those in the case base. If we can find a case that entirely
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matches the new problem, it is passed to the designers to formulate a quality
design for the new case. If not, the retrieved one must be adjusted to the new
one. As a result, the process is performed partly by the system (CBR-SQUAP)
and partly by human designers. The resulting design is released to the schedul-
ing module and processed to the production plant. Once the product is made
according to the quality design and scheduling, the quality of the product is
examined, and the unique modified case is added to the case base for future use.

Fig. 3. The framework of CBR-SQUAP

3.1 Case Representation
A case can be defined in terms of the problem description and the potential
solutions to the problem. The problem portion describes the mechanical prop-
erties of the product; yield point, tensile strength, elongation rate, and impact
resistance. The solution part generates the design parameters as determined by
the designer or customer. Among the various design parameters, only seventeen
chemical compositions are taken into account in designing steel quality. The
combination of product category and the serial number serves as the primary
key while the product categories are usage, specification, class, and size. The
represented usage is based on the classification scheme. To represent cases, four
types of tables have been designed as shown in Table 1.

3.2 Retrieval
The retrieval tries to select the most similar cases to the problem among the
stored ones. The CBR-SQUAP borrows three methods; induction, nearest neigh-



650 Jonghan Kim et al.

Table 1. Case representation

Tables Attributes Fields
Domain category Subgroup ID and serial number Usage, specification class,

size, serial number
Problem part Yield point, tensile strength,

elonga-tion rate, hardness,
roughness, impact resistance

Lower and upper limits,
mode

Solution part Chemical elements: C, Mn, S,
Si, P, Ti, Cu, Mo, N, Al, Nb,
V, Ni, Cr, B, Ca, Co

Lower and upper limits,
mode

Production & Sales Part Process Plan, Heat treatment,
Cost, Frequency of Orders

2nd Steelmaking process
plan, heat treatment, cost

bor, and template retrieval [1]. However, in this paper a new hybrid retrieval is
developed that combines the above three and fuzzy theory[10].

For a given new problem, the induction method is first applied and a group
of similar cases are identified as a result. Using the domain category table, only
the cases stored in the identified group are considered as possible candidates
to the new problem because they have the same mechanical properties. The
fuzzy nearest neighbor method is applied to these selected cases to filter out the
dissimilar ones. Every case in the group is compared with the new problem, and
its similarity is calculated. Cases whose similarity is greater than a predetermined
threshold are retrieved. If only a single case is retrieved, then it is transferred
to the next stage as the matched one. If more than one case is retrieved, the
case with a wider range of chemical elements is selected. This is described in
detail in the next section. When no cases are retrieved, it means that we have a
completely new problem, and the fuzzy nearest neighbor is applied again with
the similarity set at a lower predetermined threshold. The following fuzzification
method and statistical adaptation are applied to quality design and scheduling.

Fuzzification. The values expressing the mechanical property of a case are con-
sidered as “fuzzy” because the mechanical properties of the products differ from
the same design. It is accepted that such randomness can be well represented by
fuzzy membership functions. We assume that a membership function exists that
can well describe the mechanical property of a case. However, the mechanical
properties that the customers require are rather non-fuzzy because their values
are usually expressed in acceptable ranges, i.e. upper and lower limits. When
the inspected property of a product after production falls within the acceptable
range, the requirement is fulfilled and the product is delivered. Otherwise, the
product is rejected. Therefore, the fuzzy membership function, μ, of a new case,
c, for each value of mechanical property, x , can be simply represented by the
following uniform function,

μc(x) =
{

1 cjl ≤ x ≤ cju

0 elsewhere
(1)

where cjl and cju are the lower and upper limits, respectively, of the jth property
of case c.
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Fuzzy Adaptability. Several fuzzy similarity indices are generally used to
indicate the degree to which two fuzzy sets are equal or similar [10]. In this
paper, fuzzy adaptability is defined below.

Definition 1. If a design of a new case is delivered from the design of a prior
case, then the two cases are adaptable.

Let pij be the jth property of prior case pi, cj be the jth property of new case
c, and Pij and Cj be the fuzzy sets whose elements are the products described by
pij and cj , respectively. Also, let μPij and μCj be the corresponding membership
functions. Here, μPij forms any type of function while μCj forms a uniform
function. Putting the two functions together, as shown in Fig.4, the shaded area
represents the similarity between the two cases. The fuzzy adaptability index
should be able to reflect this similarity and the shaded area can be a good
indicator for it.

Fig. 4. The membership function and the intersection

In this paper, the adaptability index between Pij and Cj , ADAP (Pij , Cj) is
computed using the following equation, where the area of intersection is assumed
to be normal from the prior cases.

ADAP (Pij , Cj) =

∫
x
μPij∩Cj(x)∫
x μPij (x)

(2)

Since we deal with n mechanical properties with different importance among
them, the weighted adaptability index between Pi and C, ADAP (Pi, C), is de-
fined as

ADAP (Pi, C) =
∑

j wj · ADAP (Pij , Cj), for i ⊆ {1, 2, 3, ..., N} (3)

where
∑

j wj = 1, wj is the weight of jth property and N is the number of prior
cases that are contained in the same class with new case c.

The adaptability index takes a value of [0, 1] and its characteristics are ob-
served.
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i) ADAP (Pi, C) = 1 if and only if Pi ⊆ C. This means that all the products
produced with the prior case possibly satisfy the requirements of the new case.
Therefore, the design contained in the jth property of the solution part of Pi can
be directly used for the new case without any modification.
ii) 0 < ADAP (Pi, C) < 1 if and only if Pi ∩C ⊆ Pi. Prior cases with sufficiently
high values of ADAP (Pi, C) can be candidates for adaptation for the new case.
iii)ADAP (Pi, C) = 0 if and only if Pi ∩ C = φ. The case cannot be adapted to
the new case.

Decision Making. An adaptability index indicates the degree to which a prior
case satisfies the new case. Therefore, we retrieve the prior cases that provide
the highest adaptability index. If this value is greater than or equal to a prede-
termined threshold, 1, then the prior cases are delivered for the new case.

If there are several prior cases with the same adaptability, an additional
criterion is necessary to choose a single case from among them. Now, we define
the coefficient of flexibility (CF) that is the weighted sum of the range of the
attributes of the solution part.

CF (Pij) = piju − pijl, for j = 1, 2, 3, ..., n (4)

CF (Pi) =
∑

j{wj · CF (Pij/n)}, for i = 1, 2, 3, ..., N (5)
where

∑
j wj = 1 , n is the number of properties that are used in the adaptability

computation and N is the number of prior cases that are contained in the same
class with new case c.

If the coefficient of flexibility for Pi, CF(Pi), is large, this indicates that the
product can be easily assigned to some batch in the process. The past case not
only satisfies customer requirements but also maximizes the flexibility of oper-
ation. If there are several prior cases with the same adaptability, then the case
with the highest CF is selected. Here, the weight of the jth property of solu-
tion part, wj , should be determined by the relationships between manufacturing
cost and the difficulty of operation. However, no closed form equation about
the relationship exists. In this paper, we form these weights from the inverse of
pija = (piju − pijl)/2 and normalize.

3.3 Adaptation

A new method of transformational adaptation has been developed among the
proposed methods in [2]. All the retrieved cases have very similar mechanical
properties to the new problem except one. We first examine the statistical corre-
lation between the ignored mechanical property and chemical elements. If they
are correlated, then the chemical component is determined by regression using
all the retrieved cases. While using this method, care should be exercised when
the ignored property has the opposite correlation with that of other chemical el-
ements. Solving this type of case is difficult, even in metallurgical sciences, and is
beyond the scope of this research. If it is discovered that the specification of the
chemical elements does not show any significant relationship with the ignored
property, they can be simply set by taking the average of those utilized in the
retrieved cases.
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3.4 Scheduling

Finally, the retrieved case is delivered to the production process. In case of batch
production like the steel making process, the delivered case needs to be inserted
smoothly into the in-process batch. This becomes the scheduling problem, es-
pecially the optimal lot sizing. In this paper, we develop a variant bin-packing
algorithm that is composed of a revised non-decreasing best-fit rule and cost-
benefit analysis procedure for for the lot sizing problem arising from the steel
making process [11]. The main objective is to minimize the slack capacity in
batch where the retrieved case needs to be joined together. In reality, the per-
formance of CBR-SQUAP partly depends upon the scheduling module because
the designed case is realized through the actual production.

3.5 Case Retain

Case retaining is a procedure for storing new experience in a case base for future
use. Once a new quality design is made from a retrieved one, the new design
is checked and compared with previous cases in terms of mechanical proper-
ties and percentages of chemical elements. The similarity between pij and cj ,
SIM(Pij , Ci), is similar to the adaptability index. SIM(Pij , Ci), is computed
using the following equation.

SIM(Pij , Ci) =
2
∫

x
μPij∩Cj(x)∫

x μPij (x) +
∫

x μCj(x)
(6)

The index takes a value of [0, 1]. Some extreme cases of this fuzzy similar-
ity index can be observed. The similarity between pi and c, SIM(Pi, C) , is
computed using the following equation,

SIM(Pi, C) =
∑

j

{wj · SIM(Pij , Cj)}, i = 1, 2, 3, ..., N (7)

Let SIM(P, C) =
Max

i = 1, .., N
SIM(Pi, C). If the maximum similarity,

SIM(P, C), is less than a predetermined value, then the new case is stored
as an case. Otherwise, it is not stored in case base at once.

4 Experimental Results

The proposed scheme has been implemented onto the quality designing process
of steel products obtained from one of the steel manufacturing companies in
Korea, namely Changwon Specialty Steel Company. This company has gathered
a large amount of data (about 200 cases for each product category) and its case
base currently hold 4,577 cases. Also, as shown in Tables 2 and 3, a new case is
represented as explained in Section 3 while the cases stored in a case base have
the same representation scheme.
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Table 2. Domain category of new case

Classification Attribute Value Characteristic
Usage STS-300 Stainless Steel ( Ni, Cr)

Domain category Specification class W Wire
Size 0.5 5mm

Table 3. Problem part of new case

Classification Weight Lower Bound Upper Bound

Yield point (YP) (Kg/mm2) 1/3 200 300
Tensile strength (TS) (Kg/mm2) 2/9 530 600

Elongation (EL) (mm/mm) 2/9 50 70
Roughness (R) 1/9 70 90

Hardness (HARD) 1/9 100 215

To retrieve the similar cases with a new case, we must first calculate five
kinds of fuzzy adaptability indices. A triangular form about the distribution of
each mechanical element is proven to be well fitted in our experimental model.
On the other hand, the distribution of each mechanical attribute of a new case is
assumed to be uniform because we have only lower and upper abounds. Hence,
there would be eight possible situations that can arise when we calculate the
fuzzy adaptability index Pi and C.

Fig. 5. Calculating the weigted total fuzzy adaptability

Fig.5 shows a module of our developed system for calculating the weighted
total fuzzy adaptability. Pij L, Pij U , and Pij A represent the lower and upper
bounds, and average for each mechanical element, Pij . For example,
ADAP(YP,C) means the fuzzy adaptability index between the Yield Point and
a new case. Two rows, NewCase and Weight, show the problem parts of a new
case, and the following rows also represent the problem parts of matched cases
stored in a case base. As a result, fuzzy adaptability index of each mechani-
cal element, ADAP(Pij ,C), is shown on the right, and the weighted total fuzzy
adaptability, ADAP(Pi,C), is shown on the last column.
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Fig. 6. The example of the adaptability indices and CF

Fig. 7. The example of the designed quality corresponding to the new case

We have retrieved two cases that have the same maximum adaptability. The
coefficient of flexibility (CF) is calculated, and the last two columns in Fig.6
show the adaptability indices and CF in descending order. So, the designer can
select the best one from the retrieved cases and designs the new case using the
retrieved one. In this example, a case among the candidates which have the
largest CF is chosen, and the quality designing is done using the selected case.
The right columns in Fig.7 show the designed quality, which are represented by
the specification of each chemical element.

As explained above, if we have one or more retrieved cases, it is not compli-
cated. However, the problem becomes more complicated if no case is retrieved,

which means SIM(P, C) =
Max

i = 1, .., N
ADAP (Pi, C) < 1. In order for a prob-

lem to have no case retrieved, we can change the lower bound of elongation from
55 to 50. The fuzzy adaptability index is recalculated when the infeasible me-
chanical element, elongation, is excluded. The notation ADAP (Pi, C)\EL of the
last column of table 4 means the fuzzy adaptability index when elongation is ex-
cluded. Twenty-seven prior cases are retrieved if we set ADAP (Pi, C)\EL ≥ 0.9
The correlation coefficients between elongation and the chemical components
are drawn using the above 26 retrieved cases. Among the chemical components,
only Si, Mn, and Co are selected as having the great relationship with EL. (In
the experiment, the threshold is set to be 0.5). This implies that the values of
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Table 4. The result of statistical analysis

Cases that have Designed quality
Components Correlation ADAP (Pi, C)\EL = 1

Lower Mode Upper Lower Mode Upper
Bound Bound Bound Bound

EL 1 50 63 70 55 63 70
C 0.118 0 0.0162 0.033 0 0.0162 0.033
Si -0.813 0 0.25 0.5 0 0.24 0.49

Mn 0.556 0.5 1.38 2.25 0.51 1.42 2.31

P -0.124 0 0.019 0.38 0 0.019 0.38
S -0.096 0 0.02 0.03 0 0.02 0.03
Ni 0.032 9.5 11 12.5 9.5 11 12.5
Cr 0.02 17.8 18.9 20 17.8 18.9 20
Mo 0.074 1 1.4 1.8 1 1.4 1.8
Cu -0.108 0 0.15 0.3 0 0.15 0.3
Al na na na na na na na

V na na na na na na na

Ti -0.067 0 0 0 0 0 0
Co 0.556 0 0.050 0.100 0 0.051 0.103

Nb na na na na na na na

N 0.184 0 0.045 0.09 0 0.045 0.09
B na na na na na na na

Ca na na na na na na na

selected three mechanical properties are geared with elongation. For example, Si
will probably decrease as elongation increases while Mn and Co will increase.

Table 4 shows the designed quality of a new case. As shown in this table,
only the lower bound of EL is assumed to increase from 50 to 55 while mode
and upper bounds are assumed to remain constant. Then the average of EL is
changed from 61 to 62.67 that is 2.7% increase. The correlation analysis gives
theoretical backup of changing the values of Si, Mn, and Co proportionally to
the correlated direction. In this experiment, the lower and upper bounds and
mode of Si decrease about 2.7% from the original values while those values of
Mn and Co increases 2.7%.

In case where no significant correlation is found between the excluded prop-
erty and the chemical components, then the process would have to handled
manually. But this matter shall not be discussed here as it is out of the scope of
this paper.

The designed case should be put into the production process. To integrate the
quality designing and the scheduling, all of the retrieved cases are passed to the
scheduling module in descending order of the fuzzy adaptability and coefficient
of flexibility. This means that usually we can have the feasible lot sizing using
the next best retrieved case if we fail to make batch with the best retrieved
case. As a result, it improves the performance of scheduling based on the bin
packing heuristics even if all the information about the retrieved cases, including
those that are not among the best ones, are forwarded. The performance of bin-
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packing heuristics largely depends upon the number of feasible sets. The more
the retrieved cases delivered to the production process, the easier the scheduling
module. Thus, we can obtain a “good” feasible solution to the lot sizing problem
with bin-packing heuristics.

Table 5 shows two orders that have different design specifications; Order 1
is for (STS 400,1) and Order 2 is for (STS 400,2). The quantity of each order is
15 and 20 tons, respectively, and the capacity of a furnace is 35 tons. Therefore,
each order is processed to the furnace separately because of different design
specifications. In this case, the planning inventory of each order should be 20 tons
and 15 tons for Order 1 and Order 2, respectively. However, if the alternative
design criterion for Order 2 is set as (STS 400,1) by quality design module,
then two orders can be combined into one batch at the furnace, and no planned
inventory results. Less planned inventory leads to reduce the amount of scrapped
products, which saves cost substantially. On average, about 40% of the planned
inventory is scrapped, and they are sold at extremely low price.

Table 5. Specifications and designed alternatives

Order Design Order Alternative Order
No Specification Quantity Designed Specification Frequency
1 STS 400,1 15 na 2 months
2 STS 400,2 20 STS 400,1 2 years

Experiments showed that 89% among 3,000 orders received had only one
retrieved case while 10% had multiple retrieved cases. The remaining 1% hade
no retrieved case and the proposed scheme was able to produce a solution for
overcoming this kind of problem.

5 Conclusion and Further Research

In this paper, we propose an integrated framework for quality designing and
scheduling applied in steel making companies. This framework is based on the
case-based reasoning for quality designing and a bin-packing algorithm for
scheduling. To design the quality of steel products, the process is carried out
sequentially in the following order of case representation, retrieval using fuzzy
adaptation, and storing the selected new case. The designed case is passed onto
the production process. To make the production process smoother when han-
dling a new design, it should be included in the in-process batch, which in turns
causes brings lot sizing. The ultimate objective of the proposed framework is
to integrate the entire quality designing and scheduling processes. The proposed
framework had been implemented in actual steel making processed and the result
showed good performance.

The CBR-SQUAP showed that the repetitive quality designing and adapta-
tion can be performed very quickly on Windows XP and able to produce results
that can save about 1.8 millon dollars a year than before.This saving comes from
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several factors; minimization of the planned inventory, which reduces the amount
of scrapped products, and increased productivity as a result of increased lot size
combined properly. Moreover, the time consumed in carrying out our operation
with a PC does not even exceed 10 minutes. Finally, we are planning on the ex-
tending the approach provided here in several respects, one immediate concern
is case merging in case base and the case retain procedures minimize memory
storage.
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Abstract. In this paper, we present a case-based retrieval system called
Rhene (Retrieval of HEmodialysis in NEphrological disorders) working
in the domain of patients affected by nephropatologies and treated with
hemodialysis. Defining a dialysis session as a case, retrieval of past similar
cases has to operate both on static and on dynamic (time-dependent) fea-
tures, since most of the monitoring variables of a dialysis session are time
series. In Rhene, retrieval relies upon a multi-step procedure. In partic-
ular, a preliminary grouping/classification step, based on static features,
reduces the retrieval search space. Intra-class retrieval then takes place
by considering time-dependent features, and is articulated as follows: (1)
“locally” similar cases (considering one feature at a time) are extracted
and the intersection of the retrieved sets is computed; (2) “global” sim-
ilarity is computed - as a weighted average of local distances - and the
best cases are listed. The main goal of the paper is to present an approach
for efficiently implementing step (2), by taking into account specific in-
formation regarding the final application. We concentrate on a classical
dimensionality reduction technique for time series allowing for efficient
indexing, namely Discrete Fourier Transform (DFT). Thanks to specific
index structures (i.e. k-d trees) range queries (on local feature similarity)
can be efficiently performed on our case base; as mentioned above, results
of such local queries are then suitably combined, allowing the physician
to examine the most similar stored dialysis sessions with respect to the
current one and to assess the quality of the overall hemodialysis service,

1 Introduction

Health Care Organizations (HCO) have nowadays evolved into complex enter-
prises, in which the management of knowledge and information resources is a
key success factor in order to improve their efficacy and efficiency. Unfortunately,
although HCO are data-rich organizations, their capability of managing implicit
(i.e. operative) knowledge is still very poor: the day-by-day collection of patients’
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clinical data, of health care provider actions (e.g. exams, drug deliveries, surg-
eries) and of health care processes data (admissions, discharge, exams request) is
not often followed by a thorough analysis of such kind of information. Thanks to
the Knowledge Management (KM) perspective [5], on the other hand, it is now
clear that implicit knowledge may be effectively used to change organizational
settings and to maintain and retrieve unstructured situation-action information
[13]. In recent years, Case-Based Reasoning (CBR) has become widely accepted
as a useful computational instrument for KM; the retrieval and reuse of past
data and the possibility of retaining new information fit the KM objectives of
keeping, increasing and reusing knowledge with particular attention to decision
making support [5].

In medical applications, in particular, analogical reasoning is typically applied
for decision making: physicians actually reason by recalling past situations, af-
forded by themselves or by some colleague and this kind of process is often biased
by the tendency of recalling only the most recent cases. The CBR methodology
could be of great help, since it enables an automatic retrieval of all relevant past
situation-action patterns (including the oldest ones), as well as the retrieval of
the other physicians’ expertise, embedded into concrete examples [12].

Despite CBR appears to be an appropriate technique to support medical
decisions, its exploitation in this field has not been as successful as in other
domains; probably the weakness resides in the difficulties of implementing the
adaptation step of the CBR cycle [1], adaptation being strongly application-
dependent. As a matter of fact, the definition of a (possibly general) framework
for performing adaptation in medical problems is a challenging task. Moreover,
physicians would not easily accept a therapy/diagnosis automatically produced
by a decision support system. On the other hand, a pure retrieval system, able
to extract relevant knowledge, but that leaves the user the responsibility of
providing an interpretation of the current case and of proposing a solution,
seems much more suitable in this context.

The goal of this paper is to present Rhene1 (Retrieval of HEmodialysis
in NEphrological disorders) a case-based system, developed in order to investi-
gate the application of retrieval techniques in a time-dependent clinical domain:
the management of End Stage Renal Disease (ESRD) patients treated with
hemodialysis. Even though the system concentrates only on case retrieval, its
architecture is non-trivial. In particular, a multi-step procedure is implemented,
where retrieval itself is anticipated by a grouping/classification phase. Classifi-
cation provides a reduction of the retrieval search space, by identifying relevant
subparts of the case base. In particular, the procedure can be automatic (the
system implements a k-Nearest Neighbour (k-NN) approach on a subset of the
case features), or user driven (the physician explicitly selects on which subparts
of the library s/he wants to concentrate the attention).

Intra-class retrieval is then performed. Retrieval is in turn structured in a
multi-step fashion: local similarity is first taken into account, by allowing the
selection of a subset of very relevant features, on which a range query (one

1 RENE in Italian means kidney.
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in each feature’s direction) is executed. The intersection of the locally similar
cases is then computed, thus extracting the cases that satisfy the request of
being within all the specified ranges of similarity contemporaneously. Clearly
this is a strong requirement, but results can be finely tuned by varying the range
parameters. Global similarity is then computed, as a weighted average of local
similarities in the space of all the case features (including classification ones). In
this way, the best cases are identified and ranked.

In particular, since in the hemodialysis domain most of the case features are
in the form of time series, the (local) retrieval step requires a pre-processing
phase; in this phase dimensionality reduction techniques are applied to, in order
to speed up the retrieval process itself, while maintaining sufficient information
about the series and avoiding false dismissals2.

Finally, retrieval takes advantage of an index structure, built on the series
coefficients, that allows to avoid exhaustive search. A range query algorithm
directly operating on the index has been implemented [14].

The paper is organized as follows: section 2 provides some details about
the application domain, while section 3 addresses the technical aspects of our
approach, by describing the basic Rhene architecture with some examples of
useful retrieval of dialysis sessions; conclusions are discussed in section 4.

2 Hemodialysis Treatment for ESRD

ESRD is a severe chronic condition that corresponds to the final stage of kidney
failure. Without medical intervention, ESRD leads to death. Hemodialysis is the
most widely used treatment method for ESRD; it relies on an electromechanical
device, called hemodialyzer, which, thanks to an extracorporal blood circuit,
is able to clear the patient’s blood from metabolites, to re-establish acid-base
equilibrium and to remove water in excess. On average, hemodialysis patients
are treated for four hours three times a week. Each single treatment is called
a hemodialysis (or simply a dialysis) session. Hemodialyzers typically allow to
collect several variables during a session, most of which are in the form of time
series (see Table 1); a few are recorded in the form of single data points (see
Table 2 for some of them). As regards time series, in the current technical settings
the sampling time ranges from 1 min to 15 min.

The most important analysis is to evaluate the agreement of the dialysis
session to the prescribed therapy plan; in fact, sessions are classified as: type 1,
positive session that agree to the therapy plan without external (from hospital
attendants) intervention; type 2, positive session after attendants’ intervention;
type 3, negative session that fail to adhere to the therapy plan. In this context,
the application of case-based retrieval techniques seems particularly suitable for
hemodialysis efficiency assessment. In particular, defining a dialysis session as a
case, it is possible to retrieve cases with the same outcome, or, more in detail, to
2 As we will clarify in the following, since we execute retrieval in a transformed (re-

duced) feature space, we must assure that distance computation on the transformed
space never overestimate actual distance.
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Table 1. Monitoring variables for hemodial-
ysis, collected as time series.

Variable name Abbreviation

Venous Pressure VP
Blood Bulk Flow QB

Arterial Pressure AP
Systolic Pressure SP
Diastolic Pressure DP
Cardiac Frequency CF
Hemoglobin Hb

Hematic Volume HV
Output Pressure of dialyzer OP
Dialysate Conductivity DC

Table 2. Monitoring variables for
hemodialysis, collected as single data
points (one per session).

Variable name Abbreviation

Weight Before Session WB

Weight Loss WL
Dry Weight DW

Vascular Access VA
Dialysis Time duration T

look for similar situations - typically patterns corresponding to persistent failures
over time. It is then possible to highlight if these patterns are repeated over the
same patient or over different ones and what solutions have been provided in
those cases, in terms of dialysis prescription (i.e. the prescribed flow rates at the
beginning of dialysis).

3 Rhene: A Case Retrieval System for ESRD

3.1 Basic Architecture

As previously observed, in our application, a dialysis session is interpreted as a
case. The case structure involves two categories of features:

– static features, representing: (i) general information about the patient such
as age class, sex, type of the disease that caused ESRD; (ii) long-term varying
data about the patient, that can be approximately considered as static within
an interval of a few weeks/months (e.g. several laboratory exams); finally (iii)
general information about the dialysis session and the dialysis targets such
as the dry weight - i.e. the desired weight at the end of a dialysis session,
the vascular access, the dialysis duration and the additional pharmacological
treatments (see Table 2);

– dynamic (time-dependent) features which are the information automatically
recorded within a dialysis session in the form of time series with different
sampling times (see Table 1).

Moreover, each case records the outcome of the session, following the classifica-
tion outlined in section 2 (type 1, 2 and 3).

Case structure is described by the Entity-Relationship diagram of figure 1;
time invariant information about each patient and the whole dialysis session
are mantained in the Patient and Session Static entities respectively, while
time series information are maintained in the Session Dynamici entities cor-
responding to session dynamic feetures. Note that the case outcome is a static
information and it is therefore stored in the Session Static entity.
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Fig. 1. Case structuring in Rhene.

Since static features provide both a general characterization of the patient
and of the dialysis session as a whole, they provide the context under which to
evaluate the results of the dialysis, based on the interpretation of all the relevant
measured parameters (both static and dynamic). Following some classical CBR
literature [7], defining the context for retrieval corresponds to the so-called sit-
uation assessment step of CBR. Therefore, it is quite natural to structure case
retrieval as a two-step procedure, articulated as follows:

1. Grouping/Classification. Produces the relevant context under which to
base retrieval; a classification step can be important if the physician needs
to restrict attention only to particular subsets of the whole case base.

2. Retrieval. Takes place on the restricted case base possibly produced by the
classification step (intra-class retrieval); in our system, it is in turn a two-step
procedure: first a local retrieval in the space of each single dynamic feature
is performed, by exploiting a range query on the corresponding index, finally
local retrievals are suitably combined, in order to produce the set of most
similar cases to the current one.

In the following, we will motivate and detail our approach, with particular em-
phasis on intra-class retrieval.

3.2 Grouping/Classification

The classification step is implemented relying on static features alone. Target
classes can be both implicit or explicit. In the first situation, there is no need to
explicitly identify a set of predefined classes, so this phase implements a kind of
“grouping” operation; a k-NN step is used, in order to restrict the case library.
This makes sense for example when a grouping is required at the Patient entity
level; static features of the patient are used in order to obtain (through k-NN
retrieval) the set of most similar patient: only cases related to such patients are
then used in intra-class retrieval.
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This approach can be in principle adopted also when considering both pa-
tient and session static features (or session static features alone); however, in
this case it is more reasonable to exploit a set of predefined explicit classes3.
The explicit target classes can be identified in the different diseases patients
are affected with or in particular characterizations of patients concerning age,
sex, weight, life style or in characterization of sessions concering duration, drug
treatments, hemodialysis treatment modality, etc... Cases belonging to the same
class as the input case are identified this time through k-NN classification and
they will be used as the search space for the subsequent retrieval step. In other
words, we classify the input case through k-NN and then we perform retrieval
by considering only the case library restricted to cases of that particular class.

Finally, the classification step can also be realized manually by the physician
if s/he wants to directly restrict her/his attention to particular cases; for instance
s/he can be interested only in cases belonging to the same patient in the latest
month, or only in cases of patients following a given diet, etc...

In order to implement this step, in Rhene we resort to the standard Hetero-
geneous Euclidean-Overlap Metric (HEOM) [15], with the use of distance tables
in case of nominal features.

3.3 Intra-class Retrieval

Intra-class retrieval is the core of our methodology. At the beginning of the con-
sultation, the physician has the possibility of choosing a set of dynamic features
(that are in the form of time series) on which to ground the retrieval; this allows
her/him to focus the attention on a subset of features that s/he considers rele-
vant for the analysis s/he’s going to perform. The requirement implemented by
the system is that the retrieved cases must have a required level of similarity for
every selected feature. For each one of the selected dynamic features (a subset
of those listed in Table 1), we work on local similarity, i.e. we look for the most
similar cases to the input case relatively to the dimension represented by the
feature at hand. Local results are then combined and a set of complete cases is
returned, ranked by global similarity with respect to the target one (see below).

A wide literature exists about similarity-based retrieval of time series. Several
different approaches have been proposed (see the survey in [6]), but most are
based on the common premise of dimensionality reduction. The reduction of the
time series dimensionality should adopt a transform that preserves the distance
between two time series or understimates it. In the latter case a post-processing
step is required to filter out the so-called “false alarms”; the requirement is never
to overstimate the distance, so that no “false dismissals” can exist [6]. A widely
used transform is the Discrete Fourier Transform (DFT) [2].

DFT maps time series to the frequency domain. DFT application for dimen-
sionality reduction stems from the observation that, for the majority of real-world
time series, the first (1-3) Fourier coefficients carry the most meaningful infor-
mation and the remaining ones can be safely discarded. Moreover, Parseval’s
3 Indeed, if we perform k-NN retrieval on session static feature, too few cases will be

kept as search space, unless to consider large values for k.
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theorem [10] guarantees that the distance in the frequency domain is the same
as in the time domain, when resorting to any similarity measure that can be ex-
pressed as the Euclidean distance between feature vectors in the feature space.
In particular, resorting only to the first Fourier coefficients can understimate the
real distance, but never overestimates it.

In our system, we implemented DFT as a means for dimensionality reduc-
tion, exploiting the Euclidean distance as a similarity measure (in particular, in
presence of missing data, we set the distance equal to its maximum value, i.e.
to the feature range). The choice of DFT is motivated by the observation that
DFT is a standard technique. Moreover, DFT offers the possibility of relying
on well known index structures, without studying ad hoc solutions and avoiding
exhaustive search. In particular, we have implemented an index belonging to the
family of k-d trees and a range query algorithm directly operating on k-d trees
themselves [14].

Note that, if every distance is in the range [0, 1] independently of the con-
sidered feature f , it becomes more natural to characterize a range query, and
we can exploit a set of parameters 0 ≤ si ≤ 1 as the distance thresholds for the
various range queries concerning the dynamic features of our cases.

In order to make the distance scale independent with respect to the series
values, we operate as follows. Given two time series X = {x1, . . . xr} and Y =
{y1, . . . yq}, a parametric distance measure can be defined by considering an
integer parameter p (if p = 2 we get the standard Euclidean distance):

D(X, Y, p) =

⎛
⎝min(r,q)∑

j=1

|xj − yj|p
⎞
⎠

1
p

Distance can then be normalized over the range RANGEf of the corresponding
feature f :

Df (X, Y, p) =

⎛
⎝ 1

m

m∑
j=1

∣∣∣∣ xj − yj

RANGEf

∣∣∣∣
p
⎞
⎠

1
p

=
D(X, Y, p)

m
1
p RANGEf

with m = min(r, q).
In details, given a query case CQ, intra-class retrieval starts by considering

each single dynamic feature f that the physician has selected for her/his analysis;
let Tf be the k-d tree index for feature f , Qf the query series (i.e. the time
series relative to feature f in case CQ) and s the distance threshold for the
range query (obviously, for a non-selected feature it is sufficient to apply the
same mechanism and to perform the range query with s = 1). The following
steps are then implemented: since the dialysis device has starting and ending
phases during which monitored data are meaningless, the query series Qf is first
validated by removing head and tail data corresponding to noisy values; in this
way all the considered time series are aligned to the first valid point. After that,
Qf is reduced through DFT by considering a predefined number of coefficients4

4 The number of DFT coefficients to consider is a tunable parameter of the system.
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Fig. 2. Block scheme for local retrieval.

(usually from 3 to 6). We are then able to perform a range query on Tf using
the reduced Qf and the threshold s; this returns a set of time series (relative to
feature f) having a distance from Qf that may be less than s (due to Parseval’s
theorem we are only guaranteed that no indexed time series whose distance is
actually less than s has been missed). We then need a post-processing of the
results, where actual distance with respect to Qf is computed.

The whole process is performed for every dynamic feature that has been
selected for local retrieval and finally only cases that have been retrieved in
every feature direction are returned (case intersection). Figure 2 depicts this
mechanism. As a matter of fact, the case intersection step first extracts from
the case library the whole case to which the series belongs and then perform
the intersection of the obtained set of cases. In this way we are guaranteed
that returned cases have a distance less than the threshold for every considered
dynamic feature (as mentioned above).

Since we are finally interested in obtaining the best cases in terms of global
distance with respect to CQ, we compute such a global measure as a weighted
average of feature (local) distances for every returned case:

D(C, CQ) =
∑n

i=1 wiDfi(XC,i, YQ,i, p)∑n
i=1 wi
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Query Retrieved

Fig. 3. Example of retrieval of signals of a dialysis session: query case (on the left), best
retrieved case (on the right). Parameters in both cases are shown in the same position
(e.g. top left series of the query case corresponds to top left series of the retrieved one
and so on); numbers on the ordinate of each graphic represent maximum or minimum
value of the time series.

where C is a retrieved case, CQ the query case, XC,i and YQ,i are the time series
(values) of the feature fi in case C and CQ respectively and wi is the weight
representing the importance of feature fi; the latter is another tunable parameter
of the system available to the physician for biasing the order of presentation with
more emphasis on a particular set of features (usually those selected for local
retrieval, since they represent the features on which to base the analysis of the
results).

3.4 Some Retrieval Examples

We tested the retrieval system on a set of data coming from the Nephrology and
Dialysis Unit of the Vigevano Hospital. The data set comprises 45 different pa-
tients with more that 200 dialysis sessions for each patient and with 10 different
monitored signals (the time series features of Table 1) for each session.

As a first example, we have considered a case (patient #5, dialysis #72) in
which, even though the outcome is classified as succesfull (i.e. type 1), a more
subtle analysis reveals some sub-optimal behaviors in the monitored parameters.

In particular, the patient suffers from hypertension. Hypertension, in turn,
may cause alterations in the hematic volume (HV) reduction. In a good session
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diastolic   pressure

systolic    pressure

hematic   volume

Query Retrieved

Fig. 4. Diastolic, systolic pressure and hematic volume retrieval (cfr. fig. 3).

HV fits a model where, after a short period of exponential decrease, a linear
decrease follows; hypertension may inhibite the exponential pattern, and lead to
a slower reduction of the HV, that fits a linear model since the beginning of the
session. As a matter of fact, in the case at hand this situation holds. Figure 3
shows on the left (first two columns) all the signals of the query case (patient #5,
dialysis #72). Figure 4 (always on the left) highlights on the diastolic pressure
(DP) and systolic pressure (SP) as well as on the HV.

Retrieval was performed by asking for a high similarity (distance threshold
equal to 0.15) with respect to DP, SP, blood bulk flow (QB) and HV; QB is the
first shown signal (top-left) of the cases in figure 3 and has been considered as
an important contextual factor of the retrieval. In correspondence to these very
relevant features, we also set the highest weights to be used for global similarity
calculation.

The right part of figure 3 shows an overview of the first retrieved case (patient
#5, dialysis #36), while figure 4 (on the right) details the situation of the DP,
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arterious   pressure

venous    pressure

Query Retrieved

Fig. 5. Arterious and venous pressure retrieval in the second example.

SP and HV features. These time series behaviors look very similar in the two
cases (see figure 4): in particular, hypertension is present in both situations;
moreover, even though less data points are available for the query case with
respect to the retrieved one, it is clear that the HV decreases linearly, missing
the initial exponential pattern.

Observe that also the retrieved case was labeled as successful by the physi-
cian. Actually, it seems that the outcome definition is based just on a macroscopic
observation of (a subset of) the features. On the other hand, our system allows to
obtain a deeper insight of the situation, highlighting types of anomalies which, if
they don’t lead to an immediate dialysis failure, could produce poor therapeutic
results in the long run.

As a second example, we have considered a case (patient #10, dialysis #71)
in which some alterations in the extra-corporeal blood circuit took place. This
kind of problems (typically due to an occlusion of the patient’s fistulae) are
indicated by a sudden increase of the arterious pressure (AP) around the end
of the session, and by a corresponding decrease of the venous pressure (VP).
Retrieval has been conducted by requiring a high similarity for AP and VP, and
by assigning them the highest weights. Figure 5 details the values of AP and VP
for the query case and for the best retrieved one; the overview is not provided
due to lack of space.

Observe that, while the query case was labeled as succesfull (type 1 outcome),
the retrieved case has a type 2 outcome (i.e. succesfull after nurse intervention).
In particular, the nurse provided the patient with a diuretic drug, to compensate
hypotension.
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systolic    pressure

Query Retrieved

Fig. 6. Diastolic and systolic pressure retrieval in the second example.

This result has led us to consider the values of DP and SP (see figure 6): as a
matter of fact, the values are low in both cases (in particular, the final increase in
the retrieved case corresponds to the drug effect). The information provided by
the retrieval procedure can thus warn the physician to pay particular attention
to hypotension for this patient, since in the past a medical intervention was
required, in a situation that is extremely similar to the current one.

In conclusion, our tool provides results that allow to better assess the dialisys
efficiency, and that can indicate directions for further analyses and considera-
tions.

4 Conclusions and Future Works

In this paper, we have described an application of case-based retrieval in a time-
dependent clinical domain: the treatment of ESRD patients. Despite only the
first phase of the CBR cycle is implemented, the system architecture is non-
trivial, as retrieval is articulated as a multi-step procedure. Moreover, since most
of the case features are in the form of time series, dimensionality reduction (based
on DFT) and indexing techniques (based on k-d trees) have been relied upon.

The system is provided with a user-friendly graphical interface, which allows
the physician to tune the retrieval parameters (e.g. ranges and importance of
the features), in order to focus her/his attention on different aspects of the
dialysis sessions. Moreover, s/he can choose whether to visualize the overall
case structure, or to concentrate the retrieval on a single feature. In this way,
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the tool proves to be a flexible means for realizing an explorative analysis of
the patient’s data: it allows to look for similar situations (typically patterns
corresponding to persistent failures over time), understanding if these patterns
are repeated over the same patient or over different ones, and retrieving what
solutions have been provided in those cases, in terms of dialysis prescription (i.e.
the prescribed flow rates at the beginning of dialysis). This information can be
adopted by the physician to characterize the current patient and to identify the
best therapy adjustments to be implemented. A possible improvement we are
working on is to add more interaction between the physician and the system
during the retrieval session; this will allow the system to relax or constrain the
actual query, depending on the results obtained at each step. Useful suggestions
about the strategy to adopt can be provided by similar work currently developed
in the area of recommender systems [11].

Moreover, the system could be relied upon for quality assessment, i.e. to
assess the performance of the overall hemodialysis service at hand and to isolate
the reasons of failures. Technically speaking, quality assessment requires to fulfil
two tasks: (1) retrieve similar time series within the process data, in order to
assess the frequency of particular patterns, (2) discover relationships between
the time patterns of the process data and the performance outcomes. Clearly,
our tool would be suitable for task (1), but it could also be embedded within a
more complex tool, able to summarize the dialysis sessions from a clinical quality
viewpoint (see e.g. [3]).

The system version described in this paper is still a prototype, that retrieves
the data from ad hoc files. From the technical viewpoint, in the future we plan
to interface it with a commercial DBMS. In this way, the DBMS into which
dialysis variables are stored by the hemodialyzer would directly be used as the
case repository, making the system easy to be integrated into clinical practice.

At present, we have implemented dimensionality reduction through DFT and
we resort to a k-d tree as an index structure where range queries can be directly
performed. We are currently studying the possibility of adopting alternative
methods such as Discrete Wavelets Transform (DWT) [4] or Piecewise Constant
Approximation (PCA) [8, 9].

Moreover, we are also evaluating the option of substituting the k-d tree index
structure with TV-trees [14], an organization able to efficiently access data in
very large dimensional spaces (this would allow us to resort to a larger number
of coefficients to represent a time series, thus speeding up retrieval5). An efficient
algorithm for k-NN queries on TV-trees is described in [14]. Note that performing
a k-NN query (and thus providing only the parameter k) is more intuitive for a
physician with respect to working with range queries. As a matter of fact, in this
case a range (a number between 0 and 1) has to be specified for each feature, and
range values don’t have an immediate mapping to the physical interpretation of
the features themselves. The request to specify the ranges from one side allows
a fine tuning of the retrieval results, but on the other hand sometimes forces
the physician to make several tests before finding a really suitable value, that
guarantees a non empty intersection of the different query results.

5 Postprocessing time may be significantly reduced.
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Finally, we plan to make an extensive testing and evaluation of our approach,
working on new real patients’ data coming from the Nephrology and Dialysis
Unit of the Vigevano Hospital in Italy.
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Abstract. Respiratory Sinus Arrhythmia has until now been analysed
manually by reviewing long time series of heart rate measurements. Pat-
terns are identified in the analysis of the measurements. We propose a
design for a classification system of Respiratory Sinus Arrhythmia by
time series analysis of heart and respiration measurements. The clas-
sification uses Case-Based Reasoning and Rule-Based Reasoning in a
Multi-Modal architecture. The system is in use as a research tool in psy-
chophysiological medicine, and will be available as a decision support
system for treatment personnel.

1 Introduction

This paper describes a system for pattern classification of Respiratory Sinus Ar-
rhythmia (RSA). The patterns are classified with Case-Based Reasoning (CBR)
and Rule-Based Reasoning (RBR) using physiological time series measurements.
The system is developed to be a decision support system for treatment personnel,
as well as a research tool in psychophysiological medicine. The next paragraph
defines RSA and put it into clinical context.

Respiratory Sinus Arrhythmia is described as centrally modulated cardiac
vagal and sympathetic efferent activities associated with respiration [3]. RSA
occurs because the heart rate, i.e. the number of beats per minute, is variable.
This Heart Rate Variability (HRV) is an effect of inhibitions on the sympa-
thetic and parasympathetic systems while breathing. The sympathetic and the
parasympathetic systems, which are a part of the autonomous nervous system,
have different activity levels during different stages of the respiration cycle [9].
That is, RSA is a sinusoid pattern of the heart rate associated with the breath-
ing. The pattern is directly connected to the state of the respiration of a normal
healthy person, i.e. without cardiac and pulmonary dysfunctions. The pulse in-
creases dramatically on an inhalation and decreases in the same fashion on an
exhalation. This is illustrated in figure 3 in section 2.2.

Physicians detect irregular heart rate patterns by analysing the RSA. Some of
the irregularities are dysfunctions caused by physiological and/or psychological
stress. A common diagnostic method for detecting dysfunctions in RSA is to

P. Funk and P.A. González Calero (Eds.): ECCBR 2004, LNAI 3155, pp. 673–685, 2004.
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Fig. 1. A design for a classification system of Respiratory Sinus Arrhythmia.

manually analyse sampled heart rate measurements together with an analysis
of the measurements’ frequency spectrum [4, 3, 9]. The dysfunctions are treated
with cognitive behavioural sessions with psychologists, and with biofeedback
training [8].

Time-series analysis in medical Case-Based Reasoning has previously been
studied by Montani et al. [11, 12], where they integrated CBR, RBR and Model-
Based Reasoning (MBR) in a Multi-Modal Reasoning (MMR) platform for man-
aging, i.e. suggesting insulin therapy, for type 1 diabetic patients. Another CBR
system which analyses time series is ICONS [17]. ICONS forecasts kidney func-
tions by an extended CBR cycle which abstracts states from measurements and
predicts trends from the states. Other related medical CBR systems are The
Auguste project [10], Bichindaritz’s CARE-PARTNER [2] and MNAOMIA [1],
and Perner et al.’s airborne fungi detection system [16]. Further information of
these systems can be found in Nilsson and Sollenborn’s survey on medical CBR
[14]. CBR in the medical domain was first pioneered in the late 1980’s. Some of
the early systems are PROTOS [5] and CASEY [6].

We propose a MMR system design for the classification of RSA, where CBR
matches physiological parameters and RBR reduces the domain of cases. A sys-
tem design for the classification of RSA is introduced in the next section. We
evaluate the proposed system in section 3, and conclude the paper in section 4.

2 System Architecture

A classification system for RSA is naturally divided into two initial analytical
stages. Each stage analyses time series measurements. The first stage analyses
the respiration and the second stage analyses the heart measurements. Cases are
thereafter created based on the findings in the analysis processes. Rules limit the
number of cases for the matching procedure to compare to, and the cases that
pass the filter are matched and ranked. The design is illustrated in figure 1.
The system is a revised version of the two later parts of the design described
in [13], the first part is processed in the hardware. Each part of the figure is
described in the remainder of this section. The respiration analysis is described



A Case-Based Classification of Respiratory Sinus Arrhythmia 675

in subsection 2.1, followed by heart analysis, domain reduction, case matching
and finally the user interface.

As RSA is quantified during a breath (a respiration cycle), a respiration
analysis precedes the heart analysis. The respiration analysis locates when the
respiration occurs and passes that information to the heart analysis.

2.1 Respiration Analysis

A breath begins, by definition, on an inhalation. Hence, the respiration cycle
starts when an exhalation stops and inhalation begins. Capnograph [7] mea-
surements are used to pinpoint the beginning and end of the respiration cycle.
The capnograph is a non invasive method, and measures the contents of carbon
dioxide (CO2) in exhaled air. Capnograph measurements are depicted in figure 2.

exhalation inhalation

Fig. 2. Capnography measurements illustrating the respiration cycle, divided into in-
halation and exhalation. The picture is adapted from [7].

Finding either the beginning or the end of the respiration cycle is actually
sufficient to determine the entire respiration cycle, since the end of a respira-
tion cycle marks the beginning of the next. A new breath starts, in the ideal
case, when the level of CO2 dramatically drops from circa 5% to just above 0%,
followed by a steadily low level. This low level of CO2 occurs during the entire
inhalation. The level of CO2 never reaches 0% because the surrounding air nat-
urally contains CO2, and it is also difficult to vacate the measuring sensor from
all gases, even with a pump driven device.

A rough estimate of the respiration period is calculated by searching for a
local maximum followed by a local minimum. The maximum represents the ex-
halation and the minimum the inhalation. A simulated annealing algorithm is
then used on the first order derivates of the CO2 measurements to find an ap-
proximate position between the maximum and minimum. The position is where
the exhalation stops and the inhalation starts, i.e. where the respiration cycle
begins.

Two points are identified, the first as the beginning and the second as the
end of the respiration cycle. The samples in the respiration period are shifted in
time due to lag in the sensor and additional delays associated with capnography
measurements. A major delay is the transportation of CO2 from the measur-
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Fig. 3. The heart rate variability, i.e. the oscillating effect of the heart can easily be
seen in these heart rate measurements.

ing point to the sensor. The CO2 is sucked through a tube with a pump. The
corrected measurements are then sent to the heart analysis as seen in figure 1.

2.2 Heart Analysis

Physicians observe both the HRV and the frequency spectrum of the HRV when
they classify RSA. The beginning and the end of a HRV period is based on the
respiration analysis. The HRV period span over the same time period as the res-
piration period, and is calculated from heart rate measurements. The heart rate
measurements are mean-valued electrocardiogram (ECG) measurements. The
conversion from ECG to heart rate measurements are automatically computed
in the hardware1. HRV measurements are depicted in figure 3.

n∑
i=1

(
HR(i)−

∑n
j=1 HR(j)

n

)
= 0 (1)

The frequency spectrum is calculated when the samples for the HRV have
been collected. However, some pre-processing is required before a frequency spec-
trum can be calculated. The physicians are only interested in the oscillation of
the sequence of samples, HR, that make up the HRV, when they observe the
frequency spectrum. The sample sequence has to be shifted to oscillate around
its own mean value, as seen in equation 1. If not, a large portion of the lower
end of the frequency spectrum is mixed with non relevant oscillations due to
the nature of the heart rate samples. The heart rate samples are always positive
numbers with a range of about 50-90 beats per minute, which unintentionally
create large sine waves, or low frequencies within the measurement sequence.

The output sample rate from the hardware sensors is 2 Hz; and a normal
breath is in the range of 6-12 seconds. Hence, there are usually too few samples
in the HRV to make any useful frequency transformation. The solution is to
pad, or to add, the sample sequence with zeroes. Padding with zeroes does not
affect the frequency distribution in the spectrum. The sample sequence is padded
to 2048 samples. The samples are then transformed to the frequency spectrum
using a Fast Fourier Transformation (FFT). The length, or power value, of each

1 The AirPas and cStress hardware environments from PBM StressMedicine are used
to measure physiological parameters.
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Fig. 4. A frequency spectrum of a typical RSA. Physicians are only interested in the
range from 0 to 0.4Hz. The spectrum is divided into three major frequency bands.
Very Low Frequencies (VLF), Low Frequencies (LF) and High Frequencies (HF), as
various physiological variables appear within these individual bands.

frequency is calculated from the FFT’s output of complex numbers, see equation
2, and figure 4.

Power(f) = 2
√

FFTreal(f)2 + FFT img(f)2 (2)

Physicians study additional parameters in their classification of RSA. The
additional parameters are notch patterns and peak-to-valley differences in the
heart rate measurements. The peak-to-valley value is the ΔY difference of the
maximum and minimum heart rate sample values. Notches are irregular dips
in the otherwise smooth heart rate oscillation. The notches have different sig-
nificances depending on where they occur. Both peak-to-valley and notches are
calculated.

2.3 Cases and Domain Reduction

Cases contain all above described parameters and measurements, with one ad-
dition, first order derivates of the heart rate measurements are also included. A
case is represented by 17 features, 10 of which are actively used in the match-
ing process. Five features contain time-series or other sequences, they are the
CO2 measurements, heart rate measurements, first order derivates of the heart
rate measurements, the power and frequency table of the FFT. The remaining
7 structure the Case, such as the RSA class, a couple of variables to speed up
the matching process. Sample frequencies for both heart rate and CO2 is also
included, and finally a second classification of RSA. The second classification is
based on another quantification approach for RSA [4] and is not of interest for
this paper.

A case belongs to one of the stereotypical classes of RSA identified in [18]. A
class can contain an arbitrary number of example cases. The classes are clustered
into larger groups, the clustering criterion is based on the number of notches the
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heart rate measurement contains2. A notch is a smaller or larger dip in the heart
rate pattern, as illustrated in figure 5.

Fig. 5. The arrow marks a notch in the heart rate pattern. The rules concluded this
is a notch due to the steep fall of the heart rate in the middle of the sequence. The
dotted line marks a, would be normal, i.e. non-dysfunctional, RSA pattern.

A class is not limited to one group. An RSA class may end up in several
clusters. Rules trigger new cases for notches. One rule indicates whether there
is a change in the direction of the heart rate signal, i.e. starts falling after an
inclination and vice versa. Another rule monitors the acceleration of any changes
and a third decides if the change is big enough to be considered a notch or if
it merely is a part of the naturally oscillation. The rules do also consider where
the dips occur before they are concluded as notches. The number of notches for
the entire sequence of heart rate measurements is calculated. This determines
which cluster of classes the matching procedure is to use. The current clusters
are illustrated in figure 6.

2.4 Case Similarities

A new case is matched with stored cases by calculating the similarity of the
heart rate measurements and the heart rate frequency spectrum. The new case
is matched with all cases in all the classes of the local cluster, as can be seen in
figure 6.

The frequency match calculates the distance between two frequency vectors
by comparing the spectral density of each individual frequency. This is calculated
throughout the entire length of the vector, i.e. all the elements in the vector. The
power, i.e. amplitude, corresponding to each frequency is normalized against the
maximum power (largest power value in the vector) in order to be in the range
of 0− 1. The difference between the stored and the new case’s frequency powers
are weighted, and the difference is accumulated. The total difference between
the vectors is then normalized to become the similarity distance. A similarity
distance of 0 represents two identical frequency vectors. A pseudo code follows:
2 Stereotypical classes and their clusters may change whenever new knowledge from

psychophysiological research is available.
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similarity_distance = 0

/* for all frequencies */
FOR (frequency = 1 TO number_of_frequencies)
/* Normalize the powers (range 0-1) for the stored case */
IF (maximum_power > 0)
power_storedcase = frequency / maximum_power_storedvector

ELSE power_storedcase = 0
ENDIF

/* Normalize the powers (range 0-1) for the new case */
IF (maximum_power > 0)
power_newcase = frequency / maximum_power_newvector

ELSE power_newcase = 0
ENDIF

/* calculate the weighted difference between the two
frequencies and accumulate the differences */

IF (power_storedcase > power_newcase)
similarity_distance += (power_storedcase-power_newcase)*weight

ELSE
similarity_distance += (power_newcase-power_storedcase)*weight

ENDIF
ENDFOR

/* normalize the similarity for the vector (range 0-1) */
similarity_distance /= frequencies

Classes

0

>1

1

A,B,C,
K,LC,D,E,F,

G,H,K
C,I,
J,K

A - normal
+++++-----

B - inverted
-----+++++

C - flat
+++0000---

D - notch first
++-++-----

E - notch later
+++++--+--

F - 2-peak
+++--+++--

G - rebound
+++++---+-

H - early start
++---+++--

I - absent
arbitrary

K - delayed
+-0+-+++--

L - none
0000000000

J - multi
+0-+0-+0--

Notches
Local cluster

Fig. 6. The local clusters and the corresponding stereotypical classes of RSA. Each
RSA class is described with its typical structure in the form of first order derivates. +
is an increase in the heart rate, - a decrease and 0 is status quo. The RSA patterns are
visualised with examples of sample sequences and corresponding frequencies in [18].
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A sequence of heart rate measurements is not constant in length unlike the
frequency vector. This is due to the variable time of an individual breath, and
the heart rate measurements are coupled with the respiration cycle. The heart
rate measurements are matched by their first order derivates. Changes within
the heart rate pattern are easier to find if two vectors with first order derivates
are used instead of the original measurements.

The derivates of the new case are interpolated to match the number of
derivates in the stored case, if they do not contain equal number of samples. The
distance is calculated for every pair of derivates and compiled to a normalised
similarity distance for the entire heart rate sequence, much like the frequency
similarity measurement.

The similarities of the measurements and the spectrum are merged to one
similarity distance for the entire case, similarity distance = frequency dist.×
derivate dist. The cases are ranked based on the similarity distance, lower value
equals closer match. The list is then purged from duplicate cases of the same
class, as there is often several example cases of the same class appearing in a
sequence. As an example, a list of cases indicating the following RSA classes
3, 3, 3, 3, 9, 9, 1, 1, 1, 1, 2 is transformed to 3, 9, 1, 2.

The relevant cases, with the closest similarity, are finally presented to the
user. The frequency and derivate similarity distances are also available to the
user.

2.5 Case Library

The case library consists of approximately 50 cases. These 50 cases represents
the existing 12 stereotypical classes of RSA [18]. Each class is represented with
several example cases. The examples are distributed that the more common
classes has more examples than the rare occurring classes.

There is no adaptation of the cases in the system, since the solution domain
consists (currently) of 12 stereotypical classes of RSA. The RSA classification
tries to label the physiological measurements with a single integer, i.e. this so-
lution domain is not suited for adaptation, and is typical for problem domains
that are not well understood [19]. The system has several operational modes:
classification, evaluation and learning. The system classifies RSA patterns in the
classification mode. An evaluation of the system performance compared to a user
is added to the classification in the evaluation mode. The learning mode accepts
new cases to the case base, as well as deletion and modification of existing cases.

2.6 User Interface

As mentioned in the introduction, one of the systems tasks is to serve as a
research tool for researchers in psychophysiology. Hence, a windowed environ-
ment was chosen to display the measurements. The user can freely choose what
measurements or parameters he/she wants to work with, as well as enabling
different operational modes. A screenshot of the system is displayed in figure 7.
The screenshot illustrates the complexity of classifying RSA.
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Fig. 7. A screenshot of the application christened HR3modul. HR3modul is a tool for
classification of Respiratory Sinus Arrhythmia. The top left shows heart rate, CO2,
and end-tidal CO2 measurements. Below the measurements is a classification, and at
the bottom an RSA period that is being classified. The top right shows a frequency
spectrum for each analysed RSA and below it shows additional information physi-
cians/clinicians find useful.
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The system is currently implemented in C++ as an application for the Win-
dows platform. The application uses OpenGL to display graphics, as by doing
this it is easier to port the application to other platforms in the future, due to
OpenGL’s OS independent interface.

3 Evaluation

This section contains a first evaluation of the RSA classification. The first eval-
uation was also the first time leading experts in the field of psychophysiology
came in contact with the system.

The case-base was initialized with stereotypical cases produced by domain ex-
perts. The cases are described in [18]. The cases are supposed to cover all known
classifications of RSA, i.e. cover the entire domain. Additional cases were also
added to the case library. The additional cases belong to one of the stereotypical
classes, and were added to facilitate an easier matching process. An example of
an additional case is where the heart rate is constant during the entire respira-
tion cycle, i.e., ∀i(si ∈ S : si = 0) after the conversion in equation 1. There exist
no frequencies in a straight line.

3.1 Evaluation Data Set

A data set of approximately 100 pre-recorded measurements was used in the
evaluation. The measurements were recorded in a cStress system, and were mea-
sured from a normal population of 17 year olds. Pre-recorded measurements
are parsed and simulated in the HR3modul system as if they were real-time
measurements streamed directly from hardware.

3.2 Results

The evaluation was conducted with the help of the domain experts. Cases of
special interest for an accurate classification were pushed to the case library.
An evaluation mode was enabled when the case library contained enough ex-
ample cases of RSA. The evaluation mode collects statistics of the accuracy of
the classification system. The case library used in the evaluation consists of ap-
proximately 50 cases. The cases represent the existing stereotypical classes of
RSA.

However, as this was the first time the physicians had an opportunity to
view every individual RSA, i.e. the HRV per respiration cycle; new patterns
of RSA were discovered. This invalidates the notion of total domain coverage
by the cases in the case library, since the new RSA patterns do not fit into
any of the stereotypical classes described in section 3. The new patterns are
for the most parts deviations of similar existing patterns. A first hint from the
physiologists points towards a reorganisation of the class structure; super classes
with subclasses as an addition to totally new patterns.
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Fig. 8. Evaluation of the classification system. The columns represent the probability
of an accurate classification, ranging from the same classification as an expert in the
first attempt to the correct classification in the 5th attempt. All attempts beyond the
5th are summarised in the rightmost column.

Nevertheless, statistics were collected from the evaluation. A summary of
the statistics are presented in figure 8. The figure represents the accuracy, i.e.
similarity, of the classification system in a comparison with a domain expert. The
leftmost column represents the probability that the first RSA class suggested by
the system is the same as the expert would choose. The second column from
the left represents the probability that the expert’s choice of class is the same
as either the first or the second RSA class suggested by the system. The rest
of the columns proceed in the same manner, from left to right. All statistics of
the similarities beyond the 5th suggested class have been summarised into the
rightmost column.

4 Conclusions

We have presented a MMR design for the classification of RSA. The design
uses two analytical stages of time series measurements from the heart and from
exhaled air. The analytical stages process the time series measurements so they
will conform into cases, for later similarity comparisons. A RBR stage limits the
number of RSA classes that have to be considered in the matching, and a CBR
stage makes a similarity match with the cases from the remaining RSA classes.

The MMR design for the classification of RSA seems to be reliable, as 19 out
of 20 cases in the evaluation data set were among the three top most suggested
classes. But the spread of the accuracy also suggests that it would be beneficial
of using a differential diagnosis in the future, if the accuracy do not reach 100%.



684 Markus Nilsson and Peter Funk

The evaluation also showed that even the experts benefit from the system, as
they discovered new patterns of RSA while using the system.

The algorithm for calculating the similarity is sufficient for the time being.
But some sort of improvement will probably be necessary as the case library
grows. An interesting approach is to reduce the dimensions of the time-series
features by for instance using the D-HST indexing [15], as it is specially suited
for temporal time-series. Adaptation might also be a future issue as the case
library is adapted for super classes and subclasses. A case could possible be
adapted from a super class to fit a subclass or vice versa.
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Abstract. In industrial manufacturing rigorous testing is used to ensure that the 
delivered products meet their specifications. Mechanical maladjustment or faults 
often show their presence through abnormal acoustic signals. This is the same 
case in robot assembly - the application domain addressed in this paper. Manual 
diagnosis based on sound requires extensive experience, and usually such ex-
perience is acquired at the cost of reduced production efficiency or degraded 
product quality due to mistakes in judgments. The acquired experience is also 
difficult to preserve and transfer and it often gets lost if the corresponding per-
sonnel leave the task of testing. We propose herein a Case-Based Reasoning ap-
proach to collect, preserve and reuse the available experience for robot diagno-
sis. This solution enables fast experience transfer and more reliable and 
informed testing. Sounds from normal and faulty robots are recorded and stored 
in a case library together with their diagnosis results. Given an unclassified 
sound signal, the relevant cases are retrieved from the case library as reference 
for deciding the fault class of the new case. Adding new classified sound pro-
files to the case library improves the system’s performance. So far the devel-
oped system has been applied to the testing environment for industrial robots. 
The preliminary results demonstrate that our system is valuable in this applica-
tion scenario in that it can preserve and transfer the related experience among 
technicians and shortens the overall testing time. 

1   Introduction 

Mechanical faults in industrial robots often show their presence through abnormal 
acoustic signals compared with the normal ones. Correct classification of the robot 
sound may be a very critical part of the end-test. An incorrect classification of the 
sound can result in the delivery of a faulty robot to the customer. A technician needs 
rich experience to make a reliable diagnosis of robots. The importance of fault detec-
tion based on sound is confirmed by a current activity of Volkswagen which sells CDs 
containing recordings of different faults in equipments to aid technicians in classifying 
audible faults. The use of sound and vibration measurements for the purpose of fault 
detection in end-testing of industrial equipments is today most commonly practiced by 
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gearbox manufacturers. The measurements are shown graphically and analysed manu-
ally by a technician via careful observations of the measurements (normal/high ampli-
tude level, frequency distribution etc.). Some toolbox systems exist (e.g. Math Lab or 
more sound and vibration profiled tools such as the Plato toolbox [6]) that offer a 
variety of aids enabling experts to analyse and visualise data in different ways. Some 
additional modules are offered able to classify a measurement as pass/failure or com-
pare it with a library of faults. These systems are semiautomatic, large and run on PC 
computers. Some diagnostic systems use neural nets, such as Dexter [7] employing 
probabilistic neural net for classification. 

We propose the use of a Case-Based Reasoning (CBR) system resorting to a near-
est neighbour approach for a lightweight solution of recognising and diagnosing audi-
ble faults in industrial robots. Sound is recorded with a microphone and compared 
with previous recordings; similar cases are retrieved and shown to the user with corre-
spondence to relevant diagnosis results in history. A prototype system for this purpose 
has been developed. 

AI techniques such as Case-Based Reasoning (CBR) have some advantages in this 
category of applications. The fundamental idea of CBR – applying old knowledge of 
problem solving to solve new problems is very feasible for industrial applications. 
Implementing this technique in industrial applications preserves experience that would 
be often lost if skilled personnel leave their employments. The system aids technicians 
in making a correct diagnosis of industrial robots based on earlier classifications of 
similar sounds. It also eases the knowledge acquisition bottleneck [1]. 

This paper gives an overview of the CBR system for robotic fault classification 
and describes the implemented prototype system as well as some initial evaluation 
results. The system is able to successfully diagnose faults in an industrial robot based 
on sound recordings (4 recordings from faulty robots and 20 recordings from normal 
robots are used in the evaluation). The system elicits classifiable features from the 
sound recordings and makes a diagnosis according to prior knowledge. 

The paper is organized as follows. Section 2 gives a brief overview of the sound 
classification technique. Section 3 describes the model used in this paper to classify 
sound recordings. Sections 4, 5 and 6 describe the implementation of the prototype 
classification system based on the model. Section 7 discusses system evaluation with a 
case study. Section 8 gives an experimental comparison of FFT and wavelet analysis 
and finally section 9 concludes this paper with summary and conclusions. 

2   Classifying Sound Recordings 

This section gives short background knowledge for sound classification and outlines 
some of the methods and techniques used to filter, analyse and classify sound re-
cordings. 

2.1   Filtering and Pre-processing 

Filtering is used to eliminate unwanted components in the signal by removing noise 
and distortions. A number of different techniques, such as adaptive filters, wavelet 
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analysis and time domain averaging have been developed for signal filtering and noise 
reduction (see [2, 3]). The filtering process may be complicated in some scenarios 
because of heavy background noise. After a successful pre-processing the signal will 
have an increased Signal to Noise Ratio (SNR), which makes it more amenable for 
further processing such as feature extraction. 

2.2   Features and Feature Vector  

When experienced technicians are classifying robot sound they listen for abnormalities 
in the sound. An indication of an abnormal sound can be the presence or absence of 
certain acoustic features. Using feature vector as the signature for sound is a well-
adopted method to detect and identify faults in machinery. It is also commonly used in 
CBR systems. A simplified example for feature vector from a sound profile is shown 
below where the elements above the sign “⎯“ are signal amplitude values and those 
under “⎯” denote the corresponding frequencies.  

⎥
⎦

⎤
⎢
⎣

⎡
HZ745

89.6max_value
,

HZ520

18max_value
,

HZ300

45max_value    (1) 

The adoption of frequency-based features in this context is motivated by the aware-
ness of resonant frequency of each mechanical part that depends on its mass and rigid-
ity. Hence the faults occurring in different parts will result in different frequency spec-
tra. Experienced technicians often listen for such features on an intuitive basis in order 
to propose a diagnosis in terms of his/her experience. However technicians may not 
always be able to point out these features that he/she uses to classify sounds.  

Wavelet analysis [4] is a powerful technique for filtering out noises and transform-
ing analogue signals to frequency diagrams. It is hence adopted in our research to 
establish frequency-dependent features from polluted acoustic signals collected from 
environments with strong background noise. Extraction of sound features based on 
wavelet will be detailed in section 4.2.  

2.3   Classification Process 

A number of different methods are available for the classification of machine sound. 
The selection of classification method is based on the nature of the task. A simple 
classification may only require a single test with a threshold (e.g. amplitude above or 
below 10) for a complete classification.  

A different approach to the classification of feature vectors is to use Artificial Neu-
ral Nets (ANN). Reliable classification using the ANN approach requires prior train-
ing of the network with a sufficient number of classified examples. Moreover, once a 
new important case is recognized, the old network has to be retrained in order to as-
similate this new acquired experience. However, in our task of robot fault diagnosis, 
sufficient samples of classified sound recordings required for training are frequently 
not available. 
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3   Case-Based Categorization of Machine Sound 

This section gives an overview and introduction to the case-based classification of 
machine sound. The different steps, pre-processing, feature identification and classifi-
cation are described in sections 4, 5 and 6, respectively. Sound is obtained from the 
robot to be diagnosed via a microphone as shown at the top left in Fig. 1. The sound is 
recorded to a computer and the recording is taken as input to the pre-processing step. 
The pre-processing component in Fig. 1 is responsible for filtering and removal of 
unwanted noise. It also extracts period information from the sound.  
 

 

Fig. 1. Schematic picture of the system 

In the feature identification process, the system uses a two-pass model, first identi-
fying features and then creating a vector with the extracted features. Once the features 
are identified, the system classifies the feature vector. The classification is based on 
previously classified measurements (case library) in Fig. 1. After a new sound has 
been classified it is added to the case library. The classification process will be de-
scribed in section 6. A diagnosis based on the result of the classification is shown to 
the technician. In the research prototype a ranked list of the most similar cases based 
on a nearest neighbour function is presented as decision support to the technician. 

3.1   Comparison to the OSA-CBM Architecture 

The design of the system described in this paper has some similarities with the Open 
System Architecture for Condition Based Maintenance (OSA-CBM) [9]. This archi-
tecture is seen as a proposed standard for Condition Based Maintenance (CBM) sys-
tem which is recommended to consist of seven modules [10], including sensors, signal 
processing, condition monitoring, diagnosis, prognosis, decision support, and presenta-
tion (see Fig. 2). In the system presented in this paper the microphone can be regarded 
as a sensor module. The pre-processing and feature extraction components play the 
role of signal processing. The classification (with the case-library) component per-
forms both condition monitoring and diagnosis as it can both detect deviations in the 
sound profiles and classify different sound profiles into different fault modes.  
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Fig. 2. The standard OSA-CBM architecture proposed in [9] 

4   Pre-processing 

Robot sound typically contains unwanted noise. The presence of a fault is often indi-
cated by the presence, or increase in impulsive elements in the sound. The detection of 
these impulsive sound elements can be hard. This is owing to the mixture of signals 
from normal running of the robot and from various sporadic background noises nor-
mally existing within an industrial environment. Before a classification attempt is 
made, the machine sound is pre-processed in order to remove as much unwanted noise 
as possible. In this system wavelets are used to purify the raw signal and transform the 
incoming sound into a series of wavelet coefficients. Selected wavelet values are then 
used as features. 
 

 

 

Fig. 3. Pre-processing of the signal in the system 

Fig. 3 shows the pre-processing process. It contains two steps; splitting and wavelet 
analysis. In the first step the signal is split to windows of discrete time steps. The 
length of each window can be arbitrary. Each window is then sent to the wavelet 
analysis algorithm (step #2). The output from the wavelet analysis and from the pre-
processing step is a series of wavelet values. Below, the function of each step is fur-
ther explained. 
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4.1   Time Splitting 

Only a part of the input signal can be analysed each time conducting the wavelet algo-
rithm. Due to this fact the signal is divided into windows of discrete time steps. The 
length of each window can be arbitrary but its data size must be 2n where n>=2. This is 
due to the way the wavelet packet algorithm is implemented. 

4.2   The Discrete Wavelet Transform 

Wavelet transforms are popular in many engineering and computing fields for solving 
real-life application problems. Wavelets can model irregular data patterns, such as 
impulse sound elements better than the Fourier transform (see chapter 8). The signal 
ƒ(t) will be represented as a weighted sum of the wavelets )(tψ and the scaling func-

tion )(tϕ  by  

ƒ(t) = ∑
∈
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where )(tψ is the mother wavelet and )(tϕ is the scaling function. 

In principle a wavelet function can be any function witch positive and negative ar-
eas canceling out. That means a wavelet function has to meet the following condition:  
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Dilations and translations of the mother wavelet function define an orthogonal basis 
of the wavelets as expressed by 

)2(2)( 2
)( ltt s

s

sl −= −
−

ψψ     (3) 

where variables s and l are integers that scale and dilate the mother function )(tψ to 

generate other wavelets belonging to the Daubechies wavelet family. The scale index s 
indicates the wavelet’s width, and the location index l gives its position. The mother 
function is rescaled, or "dilated" by powers of two and translated by integers. To span 
the data domain at different resolutions, the analyzing wavelet is used in a scaling 
equation as following 
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where )(tϕ is the scaling function for the mother function )(tψ , and kc are the 

wavelet data values. 
The coefficients {c0,…,cn} can be seen as a filter. The filter or coefficients are 

placed in a transformation matrix, which is applied to a raw data vector (see Fig.4). 
The coefficients are ordered using two dominant patterns, one works as a smoothing 



692      Erik Olsson, Peter Funk, and Marcus Bengtsson 

filter (like a moving average), and the other works to bring out the "detail" information 
from the data. 

The wavelet coefficient matrix is applied to the input data vector. The matrix is ap-
plied in a hierarchical algorithm, sometimes called a pyramidal algorithm. The wave-
let data values are arranged so that odd rows contain an ordering of wavelet data val-
ues that act as the smoothing filter, and the even rows contain an ordering of wavelet 
coefficients with different signs that act to bring out the data’s detail. The matrix is 
first applied to the original, full-length vector. Fig. 4 shows an example of a data vec-
tor consisting of 8 samples. The samples can be any type of data; sensor signals from 
various process applications, stock market curves etc. In this paper the samples are 
acoustic signals from a gearbox of an industrial robot. 

Fig. 4. Original signal consisting of 8 samples 

The data vector is smoothed and decimated by half and the matrix is applied again 
(see Fig. 5).  

 

Fig. 5. Smoothed data vectors 

Then the smoothed, halved vector is smoothed, and halved again, and the matrix 
applied once more. This process continues until a trivial number of "smooth-smooth-
smooth..." data remain (see Fig 6). 

Fig. 6. The result of the pyramidal algorithm 

This system uses the wavelet packet transform algorithm. It is a computer imple-
mentation of the Discrete Wavelet Transform (DWT). It uses the Daubecies mother 
wavelet, scaling function and wavelet coefficients [11]. 
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The result of the pyramidal algorithm is a tree of smoothed data values (see 
Fig. 6). Each collection of smoothed data values (node in the tree) can be seen as a 
“time-frequency-packet”. Each “time-frequency-packet” can be seen as a filtered 
version of the original data samples. As an example, the left “packet” in Fig. 5 can be 
seen as a low pass filtered version of the original data and the right “packet” in Fig. 5 
can be seen as a high pass filtered version of the original data. The leaves of the tree 
can be seen as high and low pass units of length 20.  

The depth of the tree is determined from the length of the input data. If the input 
data are of length 2n the depth of the tree will be n. A suitable collection of “time- 
frequency-packets” can be selected by taking a cross section of the tree at an arbitrary 
depth. Each sibling in the cross section of the tree is spanning the entire time of the 
original data set. This means that going deeper in the tree produces at better resolution 
in frequency but a poorer resolution in time. The best compromise between time and 
frequency resolution is to take a cross section in the tree were the length of each sib-
ling is the same as the number of siblings in the cross section. At a given depth n and 
with original data size S, the length of a sibling (or leaf) is S/2n and the number of 
siblings is 2n. 

The wavelet packet algorithm offers the basis for the Pre-processing process. The 
input signal is first divided into windows of discrete time steps. Each window is then 
passed to the wavelet packet algorithm resulting in a wavelet “packet tree” as pictured 
in Fig 6. The wavelet data values from a cross section of the wavelet packet tree are 
then passed to the Feature Extraction process. 

5   Feature Extraction Process 

It is necessary to find a suitable form in which to represent and compress the sound 
data while storing enough information to be able to classify the sound correctly. The 
feature extraction component uses a two-pass model to achieve this. First, wavelet 
data values obtained from pre-processing are fed as inputs to the feature extraction 
component which extracts features from these coefficients (left box in Fig. 7). The 
extracted features are then stored in a feature vector (right box in Fig. 7).  

 

 

Fig. 7. Feature identification in the system 

5.1   Feature Identification 

Our system uses normalized wavelet data values as features. The values are selected 
from a cross-section of the wavelet packet tree. Gear defects often show their presence 
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as sharp peaks or dips in the sound. Such peaks or dips can be spotted in some domi-
nant wavelet data values in certain packets in the cross section of the wavelet packet 
tree. The feature extraction component examines the wavelet data values and extracts 
one dominant value from each packet in a cross section at an arbitrary depth. In Fig. 8 
the grey area shows a cross section at level 2 in the tree. The chosen coefficients are 
those that are marked as bold. They are chosen because they are the dominant values 
in each packet in that cross section. 

 

 

Fig. 8. Feature identification from wavelet data values 

5.2   Assembly of a Feature Vector 

A feature vector is assembled from these dominant wavelet values. A feature vector 
forms a cross section of wavelet data values at level n in the wavelet packet tree 
containing 2n features. This system is dynamic and can assemble vectors from all 
depths of the tree. The feature vector assembled from Fig. 8 is [6, 2, 1, 4]. 

In order to purify sounds from various sporadic background noises normally exist-
ing within an industrial environment - several cross sections of the wavelet packet tree 
from a series of windows are passed from the Pre-processing component to the feature 
extraction component. The amount of cross sections passed to feature extraction is 
dependent on the length of the recorded sound and the size of the window. We denote 
the vector produced from window i by Xi. Then a mean vector x  is calculated by  

w

XXX
x w )...( 21 +++=    (6) 

Here w is the number of windows and x  is the final feature vector that will used as 
condition description of a case.  

Apart from the final feature vector, a case contains information about the robot be-
ing diagnosed. Typical information contained in a case is the serial number, model 
number of the robot and a field that can be manually filled with expert’s classification. 
Each case also contains a weight vector of the same dimension as the feature vector. 
The weight vector is used to adjust and suppress unwanted features in the feature vec-
tor in the matching process (explained in the next section). A typical case data struc-
ture is displayed in Fig 9. The data structure can be extended to contain more informa-
tion if wanted. Other useful information could be graphs of the sound, the sound itself 
etc. 
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Fig. 9. Data structure for stored cases in the case library 

6   Fault Classification 

When a feature vector for a new case is assembled from the robot sound, it is com-
pared with known cases that were previously stored in the case library. The compari-
son is called matching and is based on a nearest neighbour algorithm.  

 

 

Fig. 10. Case-based classification as decision support 

The matching algorithm calculates the Euclidian distance between the case that is 
to be classified and those cases previously stored in the case library. The distance 
function uses the feature vectors along with a set of weights defined on the features. 
Such weights cj are incorporated into the distance calculation, as indicated in (7), to 

reflect different importance of different features.  
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    (7) 

The classification of robot sound is based on the above matching function. The re-
sult of matching yields a scored list of the most similar cases. This list can be pre-
sented to responsible technicians as decision support for their further evaluation. An 
alternative is to derive a voting score for every class involved in the retrieved list of 
similar cases and then the final decision is settled upon the class exhibiting the highest 
voting score [13].  

It is worthwhile to mention that the performance of our CBR system is improved 
each time when a new classified case is injected into the case library. The system can 
thereafter be tested with sounds from other robots previously classified by experts so 
as to estimate its accuracy. If the accuracy is estimated to be adequate, this CBR sys-
tem can then be applied to diagnosing robot faults for practical usage. 
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7   Evaluation 

Sounds from 20 robots have been recorded. All recordings were obtained during the 
end-test of the robots. The end-test involves a separate axis test. In the separate axis 
test, all axes on the robot were individually tested. Each individual axis was tested 
twice – with and without a payload attached to it. A microphone was mounted close to 
the axis of the industrial robot that was going to be measured. The robot was set to 
separate axis tests and the signals from axis 4 has been chosen for analysis 

Ten recordings were performed on robots not equipped with payloads and 10 re-
cordings were performed on robots equipped with payloads. The sound from a robot 
equipped with a payload differs a bit from that without a payload. 

Two types of faults have been recorded, hereafter called Fault #1 and Fault #2. 
Fault #1 is caused by a notch on the big gear wheel in the gearbox of axis 4. It is char-
acterized by a low frequency impulse sound in the middle of the rotation of the axis. 
Fault #2 is due to a slack between the gear wheels in the gearbox. This fault can be 
heard as a few low frequency bumps at the end of each rotation of the robot arm. Two 
robots with Fault #1 (hereafter called Fault #1a and Fault #1b) and two robots with 
Fault #2 (hereafter called Fault #2a and Fault #2b) were recorded. 

Below, Figs. 11, 12, 13 and 14 display the sound signals gathered from robots 
Fault #1a, #1b, #2a, and #2b respectively. The black plots show s the unfiltered origi-
nal sound profiles and the wavelet filtered sounds are represented by grey plots. The 
span of the frequency of the filtered sounds is from 384Hz to 512Hz. 

 

 
Fig. 11. Sound signals for robot Fault #1a 

 
Fig. 12. Sound signals for robot Fault #1b 
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Fig. 13. Sound signals for robot Fault #2a 

 
Fig. 14. Sound signals for robot Fault #2b 

 

All recordings were analysed in the system and transformed to cases and inserted 
into the case library. Because of dramatic differences between sounds with and with-
out payloads, recordings in both situations were collected and added to the case li-
brary. The number of features extracted equals 64.  

The cases were first manually analysed. The cases from normal robots were com-
pared to other cases from faulty recordings. The analysis betrays that feature 4 seems a 
strong attribute for distinguishing abnormality from normal ones. This is obvious to 
perceive by observing the following two figures. Fig. 15 shows the distribution of 
feature 4 extracted from the sound signals of the robots not equipped with payloads. 
Fig. 16 shows the distribution of feature 4 for the robots equipped with payloads. The 
feature in both figures is a normalised absolute value of the dominant wavelet coeffi-
cient at a frequency between 384Hz and 512Hz. Likewise we can use the same method 
to assess the discriminating capabilities of other features. 

Example of Case Retrieval  

In Fig. 11 the sound of the notch can be seen as two repeated prominent peaks in the 
filtered sound in the middle of the figure. The frequency of the filtered sound spans 
from 384 HZ to 512 Hz. This figure also indicates three successive rotations of the 
robot arm. A feature vector with 64 features is assembled from the sound and matched 
with the previously inserted cases in the case library. Table 1 illustrates a ranked list of 
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the most similar cases retrieved. As can be seen form table 1, a previously diagnosed 
notch fault is regarded to be the closest to the current recording, thus making the 
strongest recommendation for diagnosis as Fault #1a. The cases ranked as the second 
candidate (case #3) and the third candidate (case #10) comes from normal recordings 
in the case library. 
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Fig. 15. Distribution of feature 4 for robots not equipped with a payload 

Feature 4 taken from wavelet analysis.
Payload attached.
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Fig. 16. Distribution of feature 4 for robots equipped with a payload 

Table 1. The three most similar cases in the case library 

Case name Similarity degree  Case ranking 

Fault #1a 99.1% 1. 

Normal case #3 84.1% 2. 

Normal case #10 83.2% 3. 
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The above matching and classification process involves prior specification of the 
weights for individual features by means of available background knowledge and/or 
preliminary analysis of extracted features from pre-diagnosed sound recordings (as 
what is done in Figs. 15 and 16). One other method for weighting is to automate the 
process using machine learning technique [12]. The matching process can also be 
extended with a neural net classifier.  

8   How About FFT in This Context  

FFT analysis is another common method for feature extraction from signals and it has 
been shown to be useful in some classification tasks. In this section the performance of 
FFT is highlighted to explain why it is not employed in our context. An FFT analysis 
with a Hanning window of length 512 was conducted on the recordings. The FFT–
spectrum was broken down into 64 features and a feature vector was assembled from 
the features as described in section 5. A manual analysis of the FFT-spectrum and of 
the feature vectors was made in order to find out if any difference between faulty and 
normal recordings in the frequency spectrum could be spotted. Figs. 17 and 18 show 
the results of a standard deviation calculation for feature 4 in the feature vectors. 
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Fig. 17. Distribution of feature 4 for robots not equipped with a payload 

As can be seen in the distributions in Figs. 17 and 18, feature values from faulty re-
cordings end up amongst those from normal recordings, making it impossible to sepa-
rate features between faulty and normal signals. This is true when performing suchlike 
analysis on any other features. The connotation is that FFT does not offer well distin-
guishable features for case-based classification in our context. Unlike wavelet analy-
sis, FFT does not clean raw signals and thus is not able to discriminate different kinds 
of robot sounds that are overwhelmed by even stronger background noise.  
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Feature 4 taken from FFT analysis.
Payload attached.
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Fig. 18. Distribution of feature 4 for robots equipped with a payload 

9   Conclusions 

Case-Based Reasoning is a feasible method to identify faults based on sound re-
cordings in robot fault diagnosis. Sound recordings were made under realistic indus-
trial conditions. The proposed CBR system has a number of benefits as an industrial 
diagnostic tool: 

• New cases are easy to be added to the library, one sound recording is sufficient. 
• The method is easily accepted by technicians and is seen as a tool enabling them to 

perform better. 
• It transfers experience; technicians are able to listen to different sounds and make 

manual comparisons.  
• The system does not need to be “complete” from the beginning. A list of similar 

sounds and their classifications can be shown to technicians as decision support.  
• System performance increases continuously. If a new “abnormal” sound is recorded 

but cannot be classified by the system, the technician contributes to the system ex-
perience by classifying the sound after the fault has been identified and corrected. 

In the validation we have shown that one recording is sufficient for identification of a 
similar sound in the case library. Also a straightforward feature vector extracted from 
the original sound recording is sufficient for good results in the matching based on 
nearest neighbour algorithm. The feature vector and matching process has good poten-
tial for improvement. The selected features in the tests are peak wavelet values. Poten-
tial users have been interviewed and their reaction to our research prototype tool is 
very positive and they all consider that it would improve their performance and pro-
ductivity. 
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Abstract. Advances in technology for digital image capture and storage have 
caused an information overload problem in the geo-sciences. This has com-
pounded existing image retrieval problems whereby most image matching is 
performed using content-based image retrieval techniques. The biggest problem 
in this field is the so-called semantic gap - the mismatch between the capabili-
ties of current content-based image retrieval systems and the user needs. One 
way of addressing this problem is to develop context-based image retrieval 
methods. Context-based retrieval relies on knowledge about why image con-
tents are important in a particular area and how specific images have been used 
to address particular tasks. We are developing a case-based knowledge-
management retrieval system that employs a task-centric approach to capturing 
and reusing user context. This is achieved through image annotation and adap-
tive content presentation. In this paper we present an extension of a previous 
implementation of our approach and a thorough evaluation of our application. 

1   Introduction 

The explosive development of communication technologies has brought information 
overload problems into focus. The Geo-Spatial domain parallels many other applica-
tion areas in that progress in digital image capture techniques has not only resulted in 
more available data but also in more complex imagery. As a result it has now become 
necessary to concentrate on developing intelligent techniques and applications to 
manage geo-spatial imagery tasks. The majority of current image retrieval techniques 
retrieve images by similarity of appearance, using features such as color, texture or 
shape. In order to bridge this gap, applications that can unite information about under-
lying visual data with contextual information provided by users as they complete 
specified tasks are required. It is necessary to capture user or human expertise and 
proficiency in order to understand why relevant information was selected and also 
how it was employed in the context of a specific user task. This approach would make 
possible the capture and reuse of best-practice examples thereby dramatically reduc-
ing both the time and effort required to carry out new tasks. Such an approach also 
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has beneficial repercussions from a knowledge management standpoint in that contex-
tual knowledge pertaining to particular tasks may now be stored and reused as a re-
source for support, training and preserving organizational knowledge assets.  

Our approach to the development of such a system incorporates sketch-based que-
rying for image retrieval and image manipulation and annotation tools for emphasiz-
ing and organizing relevant aspects of task-relevant imagery. Case-based techniques 
are then applied to form a knowledge base from previously issued queries. The 
knowledge base can be exploited to improve future context-based query processing by 
retrieving appropriate previous task experiences and also to build organizational 
memory through experience capture. We have developed an approach for knowledge 
management of geo-spatial imagery, however we believe the approach is a general 
one and would scale well to other domains or other types of image sets. 

From a case-based standpoint our research focuses on case knowledge acquisition 
and case knowledge reuse where a case is represented by a complete user task includ-
ing all interactions with the system in the course of carrying out the task. We collect 
information in relation to particular imagery and to how the data has been employed 
to address specific domain tasks. We have extended the system to make use of real-
time audio and video capture for acquiring user task context. The uploaded files are 
represented by media icons that can replay the annotations and these icons vary in 
transparency depending on their similarity to the current task. The system has also 
been expanded to allow the user to upload and view relevant documents from the 
Internet and to link to other documents that may be useful in fulfilling their task. We 
have provided new adaptive interfaces that change content presentation dynamically 
in response to user actions to reflect current context. The amassed contextual knowl-
edge is reused in support of some similar tasks. We have achieved the goal of captur-
ing important contextual information by situating intelligent support for gathering it 
inside a flexible task environment. It is considered imperative that the information 
should be collected implicitly to shield the users from the burden of explicit knowl-
edge engineering. 

Adopting this method of collecting contextual information by observing and inter-
preting user actions (as they proceed with domain specific tasks), allows correlations 
or associations between complex imagery to be made without using content-based 
image analysis. The tools developed to monitor and record user actions can be inter-
preted differently depending on perspective. From a system perspective the tools are 
present to capture fine-grained task knowledge that improves the ability of the appli-
cation to make pro-active context-based recommendations to similar users. From a 
user’s perspective the tools support them in carrying out their task by making it easier 
for them to select and highlight relevant features, to store insights and to summarize 
aspects of their work. Such an environment forms a lucid and well-structured founda-
tion for users to report verdicts and conclusions as may be required of them in a typi-
cal work-related situation. 

This paper presents the current implementation of our case-based retrieval applica-
tion. The paper begins with a brief discussion of related research in Section 2, and it 
continues with a description of the image library interaction that provides a baseline 
for contextual knowledge capture in Section 3. In section 4 we describe the annotation 
tools available for image manipulation and capturing user experiences. We then go on 
to describe how we combine image retrieval techniques with previous user tasks to 
calculate annotation-based retrieval. Section 6 outlines an evaluation of the system. 
We conclude with a description of future work. 
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2   Background and Related Research 

In our research we are focusing on managing large quantities of geo-spatial informa-
tion available in raster format, primarily digital aerial photos. We have used some pre-
existing techniques such as those described in [1] to provide a system that performs 
efficient geo-spatial database indexing and retrieval. As part of a general effort in 
intelligent geo-spatial information systems, we are developing case-based knowledge 
management support for libraries of geo-spatial imagery. This research draws on a 
substantial body of work in case-based knowledge management [2, 3, 4, 5, 6, 7]. Our 
image retrieval system provides support for natural user sketch-based interaction. 
Sketches provide a more intuitive method of communication with a spatial informa-
tion system as demonstrated by existing systems such as Spatial-Query-By-Sketch 
[8].  

The approach of locating intelligent support tools within task environments has 
been exploited in similar systems [9,10]. Our approach to knowledge capture parallels 
research performed in capturing rationale in aerospace design [11] and automotive 
design feasibility analysis [12]; however, the emphasis here is on making use of self-
directed annotations provided by users as a means of task analysis support, rather than 
prompting users for particular kinds of choices. 

3   System Overview 

Geo-spatial information represents the location, shape and relationships among geo-
graphic features and associated artifacts. Typically, such imagery will also include 
metadata information, such as: time and date of image acquisition, image location, 
usually expressed in hierarchically arranged geographic entities. As a baseline for 
interaction with the system we have developed an image query mechanism that can 
incorporate image metadata information, textual user task descriptions and user 
sketches for image retrieval. In this paper we focus on image retrieval using only 
metadata and semantic information (annotation text). 

The system is based on a three-tier architecture: client, server and database. The 
front end of the system consists of the clients with the back end of the system com-
posed of the server and database. The server is capable of communicating with multi-
ple clients simultaneously and also has access to the geo-spatial data and associated 
metadata. The client and server communicate using the TCP/IP protocol and this 
model allows for remote access over the World Wide Web. 

When a user logs in they are directed to an interface that enables them to search di-
rectly for images that correspond to their current task needs. A typical task-based 
query to our image repository is a straightforward request to a geo-spatial image data-
base (metadata, textual task description and sketch). The metadata component of the 
query is used to filter the result set by retrieving any images that correspond to the 
specific criteria outlined. From this subset of images any sketches and textual task 
information supplied is used to further constrain the result set. The resulting informa-
tion can be returned as a list of matching imagery or a list of previous similar user 
sessions. The query process is illustrated in Fig. 1 below. 

For example a user from the urban planning domain might be interested in building 
a shopping center in Boston, USA, and wish to view recent images of possible 
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building sites and related areas. The user could outline a metadata query specifying a 
location in which they are interested and a small scale value as the areas they are 
interested in viewing are quite large when compared to other developments. They 
could express their query by means of a sketch, outlining undeveloped areas of land 
that are bordered by residential developments and good infrastructure. They could 
also verbalize their task description by entering a textual representation of it. For 
example in this case they could specify that they are interested in developing a new 
shopping center and in retrieving images of relatively large areas of undeveloped land 
of low elevation with good infrastructure that borders residential areas. The interfaces 
we have developed for outlining metadata, sketch and task queries are shown below 
in Fig. 2. 

 

   

Fig. 2. Query Screens 

Users may search for relevant information in one of two ways. Firstly they may 
perform a basic image retrieval search whereby individual images that match their 
search criteria are returned. Secondly they may search the case-base of previous 
user’s work. We refer to the complete process of a user interacting with the system 
with the aim of carrying out a specified task as a user “session”. In a typical interac-
tion, the system can capture sketches and geo-spatial queries posed by the user, the 
results that were found to be useful as well as all the user’s annotations of the results. 
All of the contextual knowledge required to address the task goal can thus be captured 
as an experience case or session, thus enabling an increasingly powerful cycle of 

 

Fig. 1. Query Process 
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proactive support with case-based suggestions based on task context. The procedure 
and resulting screens involved in searching the case-base for similar user sessions is 
described in detail in the following sections. 

If a user chooses to perform a basic image retrieval search then the resulting 
matching images are returned as a ranked list of thumbnails with an associated match-
ing percentage score. A subset of the most relevant metadata for each image is avail-
able as tool tip text when mousing over the image. The user can browse the images 
retrieved in the results screen and select any images that are relevant to the task at 
hand for further manipulation. As the user selects imagery from the results screen the 
matching image scores are recalculated dynamically using a combination of the cur-
rent users task context and any annotations that may have previously been uploaded to 
the particular image as new parameters for similarity matching. The interface is then 
redrawn to reflect the updated task context. All the selected images are then collected 
in the current user context and made available for task specific manipulation and 
annotation. 

4   Capturing User Context and Task Knowledge for Retrieval 

As part of our effort to capture task knowledge with the ultimate goal of performing 
more effective image retrieval by employing annotations we have developed tools for 
direct image manipulation. The tools assist the user in organizing information about 
relevant imagery and their task. These insights are then captured in a form the system 
may use to perform better similarity matching. The tools for direct image manipula-
tion include filters, transformation, highlighting, sketching, post-it type and multime-
dia annotations. They allow the user to identify regions of interest that can be linked 
to clarifications, rationale and other types of annotations. The manipulations and an-
notations do not alter the underlying raster or geo-spatial data, rather they are layered 
to provide a task-specific view. This enables the capture and refinement of more gen-
eral task-based ideas and rationale. To illustrate our annotation tools, we return to the 
shopping center example. After retrieving and selecting imagery of Boston (Sec-
tion 3) the user can then annotate each image using a substantial set of tools as shown 
in Fig. 3 and trigger the knowledge acquisition process. The tools are a subset of what 
might typically be found in a fully-fledged image-processing suite. We have selected 
the kinds of image manipulations that would be most useful in helping to analyze and 
focus on image features (e.g., high-pass filtering). All of the sketching manipulations 
can be performed in a variety of colors and brush styles. The architecture has also 
been designed to facilitate the addition of new types of image tools as the need arises. 
The user can then go on to add personal media annotations to the image as a whole or 
to particular highlighted image aspects. Currently, the system supports annotation by 
text, audio and video, though retrieval is focused on text. A facility is in place that 
allows users to upload web documents as annotations. This allows further context to 
be extracted by following HTML links. The system integrates real-time audio and 
video capture as well as compression. A wide variety of compression formats are 
supported, including QuickTime, Mpeg and H.263. All textual, audio and video anno-
tations can be previewed before being incorporated as part of the knowledge base and 
once recorded, can be saved and uploaded to the image context as a knowledge parcel 
associated with the task in question. 
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Fig. 3. Image Manipulation 

Returning to our shopping center example, in Fig. 3, the user has made use of the 
transformation and annotation tools in carrying out their task. They have circled and 
highlighted some residential areas, indicating their awareness that the area would 
provide a large customer base. They have highlighted a large road running through 
the heart of the image showing interest in the infrastructure of the area as outlined in 
their task description. The user has also uploaded a video file to an undeveloped area 
peripheral to the residential area indicating the feasibility of development in this area. 
They may have recorded this video while they were carrying out their task or this may 
have been an existing file that they had in their possession containing information 
specific to urban development. The textual and media annotations are represented by 
icons, which are painted on the image. If the user mouses over any of these icons the 
region associated with the annotation is emphasized by a rectangle drawn around the 
icon. This is shown by the dark rectangle around the camera icon in Fig. 3. The user 
can click on any of these icons to display a pop-up description. The system also sup-
ports annotation by cut, copy and paste between a given image and other images in 
the dataset, as well as images in any application that supports clipboard functionality 
for the given operating system. A user’s entire process of image interaction in the 
system is stored as an encapsulated session case in the case-base. Note that a session 
can be saved and re-opened to continue processing later. 
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5   Annotation Based Retrieval 

Capturing task-based knowledge enables a powerful cycle of proactive support. Such 
a system allows us to facilitate knowledge sharing by retrieving potentially relevant 
knowledge from other experiences. Currently, we are focusing our annotation-based 
retrieval on textual annotations. We use information retrieval metrics (e.g., [13]) as a 
basis for similarity. We presume that image retrieval is taking place towards some 
goal in the context of an overall workflow and given a textual representation of the 
task context, we can match previously annotated session images to the current con-
text. 

Task descriptions could be provided by the user directly. Since we expect our sys-
tem to be used in the context of an overall workflow, we have designed the system to 
link directly with upstream task descriptions, as they are provided to the user. This 
could allow for multiple users to share the same context for cooperative tasks. The 
task-based retrieval employs indexes in three separate spaces - Annotation Index, 
Image Index and Session Index. For a full description of our similarity indices please 
refer to [14]. Theses indices are used in two different types of retrieval - image re-
trieval and session retrieval. 

Task-based image retrieval serves two purposes. First, task-based similarity can be 
used directly to access annotated images in the image library. Second, it can be inte-
grated with similarities from the other types of query information, such as by image 
content, to provide a more refined overall metric for retrieval. In either case, the re-
sulting images are presented through the same type of interface for consistent interac-
tion. In searching for relevant images, all retrieved images must initially pass a meta-
data filter. For the images that pass the metadata filter similarity is computed by 
calculating similarity in both the image index and the annotations index. The final 
image score is an average of overall image and individual annotation similarities. 

As the system builds up encapsulated user interactions, another type of retrieval is 
enabled, retrieving entire previous task-based sessions. This enables a current user to 
look for the previous image analysis tasks that are most similar to the current task 
both to find relevant imagery and to examine the decisions and rationale that went 
into addressing the earlier task. One challenge in retrieving previous sessions has been 
how to present an entire session to the user in a manner that is compact enough to 
allow multiple results to be viewed simultaneously while still providing enough in-
formation for the user to discriminate potential relevancy. Fig. 4 shows an example of 
our results for retrieved sessions, displayed in a newly designed interface. In order to 
keep session listings small and still provide enough discriminatory information, each 
session result is summarized to include the following: 

• Percent similarity score 
• The most discriminating query information (if more than one) for the session (since 

we have captured which results were actually used, we know which queries were 
most fruitful) 

• The most important annotations (words, phrases, media buttons that play any audio 
or video clips uploaded during the session and are deemed to have high similarity 
to the current user’s context) 

• Thumbnail versions of the most important images (images that have been anno-
tated as part of the similar users context and bear relevance to the current users task 
and have been ranked accordingly) 
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By providing a relative ranking for session elements, we can tailor the session view 
to a reasonable amount of available space for displaying results. 

 

 

Fig. 4. Similar Sessions 

In searching for relevant sessions, similarity is computed by calculating matching 
scores for all of the individual elements of which a session is composed. The prelimi-
nary similarity score is calculated in a vector space across all retrieved sessions, 
where the text for each session is composed of the task description, annotations and 
user metadata query information. The total number of images annotated and browsed 
in each similar session as a fraction of the total number of images returned is then 
computed. The final session score is a weighted sum of session similarity and propor-
tion of annotated and browsed images. 

The proportion of annotated and browsed images provide a measure of the relative 
usefulness of a given session and they are given a parameterized weighting relative 
(currently lower) to the session index similarity component. The scores for the indi-
vidual images annotated or browsed in a similar session are calculated by comparing 
any textual annotations made to those images during that session with the metadata 
and textual task description entered by the current user. 

If the user wishes to view the annotations made to an image returned in a similar 
session, they may do so by clicking on the thumbnail, which brings up the image and 
all its annotations in the image manipulation screen as shown in Fig. 5. Here the user 
has an opportunity to view sketching annotations, a video file and read a textual 



710      Dympna O’Sullivan et al. 

comment uploaded as part of the similar session. When displayed on these session 
images, the icons representing the textual and media annotations have different levels 
of transparency depending on their similarity to the current users context. All textual 
annotations may be displayed in a web browser thereby giving the user the opportu-
nity to read annotations uploaded from the World Wide Web and to link to any other 
relevant or contextual material from those documents. If the current user select a ses-
sion for closer examination the similar sessions scores vary dynamically based on this 
interaction. 
 

 

Fig. 5. Viewing Annotations 

For example if our user browses the annotations of another user or annotates im-
ages that another user has already found useful in the context of their task, the scores 
assigned to the sessions will increase as the current user proceeds with their own task. 
The interface is then redrawn to reflect this context. Conversely session scores will 
decrease if associated queries, annotations, or images are ignored by our current user. 
The user may further annotate images from similar sessions if they wish and/or retain 
the previous users annotations by adding them to their current session image context. 
Once the user saves the desired previous/new annotations, all of these annotations are 
transferred to the current users view of the image. The user may perform many differ-
ent queries and annotate or manipulate many images during the course of a session, 
and these are all saved as part of the users profile when they exit the application. 
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Because the knowledge management system is tightly coupled with the tasks that 
the user is performing, the system also has the capacity to make proactive recommen-
dations in a natural and unobtrusive manner by monitoring the user’s current task 
context. Based on increments in the geo-spatial image information accessed and anno-
tations provided, the system can correspondingly anticipate and update what previous 
experiential knowledge would be relevant at that stage, making it available to the 
user. If a user decides to incorporate the work of another user as part of their own 
session, this knowledge is implicitly captured by the system and the scores associated 
with that session as well as the reused annotations are updated to reflect this recycling 
process. The knowledge is provided unobtrusively, so that it need only be accessed 
when required. Thus the process of knowledge retrieval does not distract from the 
task at hand, yet makes relevant knowledge available just-in-time. 

6   Evaluation 

In the evaluation phase of our work we tested with a dataset of 1600 annotated im-
ages. The dataset contained images from the astronomy domain and had been anno-
tated by expert users in the field. In order to evaluate the system we conducted ex-
periments to test both the image and session retrieval capabilities of the application. 
In investigating image retrieval we were most interested in showing that by including 
contextual annotations for retrieval the system can better match individual images to 
specified user tasks. In testing session retrieval we were interested in showing that the 
system is capable of capturing and deciphering fine-grained task specific knowledge. 
We were aiming to show that proactive recommendations made by the system based 
on the acquired knowledge could facilitate effective knowledge sharing. 

6.1   Image Retrieval Evaluation 

In order to evaluate image retrieval we applied clustering techniques to our annotated 
image library. The dataset contained 1600 annotated images and was clustered into 
five categories for evaluation. The categories were created by examining the semantic 
content of the annotations associated with the images and the images divided up ac-
cordingly. There was some overlap between images in different categories. These 
categories were "Telescope", "Mars", "Nebula", "Comet" and "Manned Space Explo-
ration". The images were clustered so that there were 505 images in the Telescope 
category, 152 images in the Mars category, 285 images in the Nebula category, 130 in 
the Comet category and 77 images in the Manned Space Exploration category. The 
remaining images were clustered together into an “Other” category. 

To perform this evaluation we outlined three different task descriptions in each of 
the five original categories. These task descriptions can be viewed as sub-clusters of 
the original partitions. An example of a task description in the Manned Space Explo-
ration category was “Interested in the work carried out on the construction of the 
International Space Station for research into manned space exploration”. 

The fifteen queries were entered into the system as task descriptions and the top 
100 images and their matching scores for each of the fifteen were recorded. A trial 
was then carried out to distinguish which images were correctly classified. 
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If an image was returned in response to a sub-category task description and was 
also in the original umbrella cluster we considered that image to be correctly classi-
fied. For example if an image had been classified as belonging to the Telescope cate-
gory and was returned in response to a query “ Interested in retrieving images taken 
by the Hubble space telescope for research into star formation” then this image was 
considered to be correctly classified. The table below shows how many images in the 
top 100 images returned in response to each query were considered correctly catego-
rized. 

Table 1. Image Retrieval Results 

Category % Images Correctly Classified 
Telescope 74 
Mars 61 
Nebula 62 
Comet 53 
Exploration 58 

 
As a second phase of our image retrieval evaluation we conducted a relative com-

parison of average positive and average negative scores for retrieved images. For this 
experiment we again made use of the clusters and sub-clusters described above. The 
purpose of this experiment was not to test our algorithms for calculating percent simi-
larity scores rather the aim was to demonstrate that in response to a particular query 
the scores of those images correctly classified is on average much higher than the 
scores of those incorrectly classified. In carrying out this experiment we calculated 
the average score of all images that were correctly classified and the average score of 
all images that were incorrectly categorized for the top 100 images returned. The 
scores used here were the percentage matching similarity scores returned along with 
an image in response to a user task description. In this instance the matching scores 
for returned images tended to be quite low. Due to the large size of the image library 
and very broad clusters this was to be expected. We considered it more important that 
the more relevant images be ranked higher in the returned results. In a returned set of 
100 images a user is unlikely to view more than 10 images so if the relative positive 
scores are higher than the relative negative scores then it is improbable that a user will 
inspect an image that has been incorrectly classified. 

The results of this test are shown in the graphs in Fig. 6 below. The average posi-
tive scores for the returned images are represented by the darker columns, and the 
average negative scores by the lighter columns. In general the average positive scores 
are higher than the average negative scores. This means that in relative terms, for a 
result set of 100, there are more images present that are relevant to the task descrip-
tion entered by the user than images that are not relevant. 

6.2   Session Retrieval Evaluation 

In order to evaluate session retrieval we applied the same clustering techniques to our 
annotated image library as we did for image retrieval. For this analysis the dataset 
also contained 1600 annotated images and no user sessions had been created prior to 
evaluation. The dataset was clustered into the same five categories for evaluation - 
"Telescope", "Mars", "Nebula", "Comet" and "Manned Space Exploration". However 
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in this instance we did not limit the clusters to 100 images as testing session retrieval 
is a much more subjective task. 

Once the dataset was portioned we automatically created fifteen user sessions (i.e. 
fifteen cases in our case base). The user sessions were created by outlining three dif-
ferent task descriptions in each of the five clustered categories. An example of a task 
description in the Mars category was “Interested in retrieving imagery of the planet 
Mars that shows that there may once have been or is now water on the planet. Espe-
cially interested in images that depict sedimentary rock”. 

The fifteen sessions were created by entering task descriptions such as the one 
above. Image searches were performed on the 1600 annotated images using these 
fifteen task descriptions as queries. From the returned images the top five most rele-
vant images were selected for annotation. These five images were then annotated with 
their original annotation from the annotated dataset. The original annotation was used 
for a number of reasons. Firstly it was the most complete description of the image 
available having been provided by an expert user. Also by including it we are simulat-
ing the behaviour of an expert user utilizing the application to carry out a specified 
task. It was possible to use this annotation for creating user sessions as there were no 
pre-existing user sessions in the case-base and therefore even though the annotation 
would have been included in the image index for retrieval it would not yet have been 
included in the session index. Each user session created was then saved to include the 
task query, the resulting images, the images selected for annotation and the annota-
tions applied to each image as an encapsulated case in the knowledge base. This proc-
ess was repeated for the fifteen user sessions. When the fifteen user sessions had been 
added the annotations were indexed and included for retrieval. 

Once user sessions had been created and the annotations had been indexed, the 
next step of the evaluation was to assess how effectively the system performs Session 
Retrieval. We referred once again to the five clusters in the dataset and created ge-
neric task descriptions relating to each of the five outlined categories. An example of 
a generic task description for the Nebula category was "Interested in the gaseous con-
tent of nebulae i.e. what are the relative amounts of various gases (hydrogen, helium, 
oxygen, nitrogen) present”. Once a generic task description had been outlined for 
each category they were entered as queries to the system and a search for similar 
sessions performed. The desired outcome was that the generic task description would 
best match the three more specific cases already assigned to that cluster. If this was 
not the case we should have been able to explain why such discrepancies occurred.  

As in our image retrieval evaluation this test was a relative comparison of returned 
sessions and once again the session matching scores were quite low the large number 
of images in the dataset and a relatively small number of user sessions in the knowl-

Fig. 6. Average Positive Scores v Average Negative Scores 
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edge base. The aim of the test was to demonstrate that in response to a particular 
query the scores of those sessions correctly classified should on average be much 
higher than the scores of those incorrectly classified. If this is the case, then if the 
system was being used on a large scale with a greater numbers of sessions users of the 
system would be unlikely to access sessions returned in the wrong categories as these 
sessions would overall have lower matching scores. 

When analysing the sessions returned in response to the generic task descriptions 
we did not set a threshold on the number of sessions returned. Instead for consistency 
in our calculations all fifteen session were returned for each query. For the returned 
sessions for each query we calculated the average percentage "Case in Cluster" score 
and the average percentage "Case not in Cluster" score. The average percentage "Case 
in Cluster" score was calculated by averaging the scores associated with each of the 
three sessions of more specific task description (that fell with the bounds of the more 
generic task description). The average percentage "Case not in Cluster" score was the 
average score associated with all other returned sessions. Even though the three gen-
erated sessions within each cluster were not always returned as the top three sessions, 
the average percentage "Case in Cluster" score was always higher than the average 
percentage "Case not in Cluster" score. This demonstrates that on a larger scale the 
system would be more likely to return sessions from the correct categories than the 
incorrect categories. 

For some of the different categories the "Case in Cluster" and "Case not in Cluster" 
scores are shown in the graphs in Fig. 7 below. The lighter dots represent the three 
sessions (sub-categories) that are relevant to the particular category while the darker 
dots represent all other sessions returned. 
 

 

Fig. 7. Evaluating Similar Sessions 
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We then repeated the session retrieval evaluation using humans to judge the rele-
vancy of the results returned by the system. The subjects entered the generic task 
descriptions and were asked to choose and place the top three most relevant sessions 
from the results. In 85% of cases the subjects agreed with the results returned by the 
system. These results are very promising as they demonstrate that the system is profi-
cient at retrieving similar sessions based on current user context. The results show the 
application we have developed can be used to address specific tasks in many fields 
that rely on image analysis. Users of a system such as this one could benefit from the 
type functionality offered by this application as it can reduce both the time and effort 
required to carry out new tasks by facilitating the sharing of contextual knowledge. 

7   Conclusions 

We have introduced our approach to developing a case-based knowledge management 
system for geo-spatial imagery. The system makes use of knowledge capture tech-
niques to capture human expertise and then attempts to understand this task-specific 
context and to convert the knowledge into a format that the system can reuse. Our 
evaluation shows system implementation performing as expected thus far; we con-
tinue to test the system further as development proceeds. We are currently in the 
process of transferring the system to the mobile platform and we are investigating the 
possibility of adding other resources such as speech to text in order to facilitate media 
retrieval and to capture more fine-grained task context. We plan to further investigate 
implicit knowledge acquisition techniques by extracting information from more subtle 
user actions, for example, click stream data. We also note that our system has much 
wider potential applications beyond geo-spatial imagery, such as medical imagery, 
and we expect that such techniques will prove valuable in many fields that rely on 
image analysis. 
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Abstract. Initial successes in the area of recommender systems have
led to considerable early optimism. However as a research community,
we are still in the early days of our understanding of these applications
and their capabilities. Evaluation metrics continue to be refined but we
still need to account for the relative contributions of the various knowl-
edge elements that play a part in the recommendation process. In this
paper, we make a fine-grained analysis of a successful case-based recom-
mendation approach, providing an ablation study of similarity knowledge
and similarity metric contributions to improved system performance. In
particular, we extend our earlier analyses to examine how measures of
interestingness can be used to identify and analyse relative contribu-
tions of segments of similarity knowledge. We gauge the strengths and
weaknesses of knowledge components and discuss future work as well as
implications for research in the area.

1 Introduction

Recommender systems reflect a coming together of technologies and ideas from
a number of areas including information retrieval, user profiling and machine
learning. The job of a recommender system is to seek to gain a deep under-
standing of a particular user’s information needs and to provide them with a
short-list of targeted recommendations that satisfy these needs. Recommender
systems first began to appear in the late 1990’s as a response to the growing
problem of information overload [1] and the paradigm has provided a rich source
of inspiration for researchers. The intervening years have brought with them an
abundance of algorithmic developments that have led to a variety of different
basic recommendation techniques and strategies [1] and, most recently, to the
development of a range of hybrid strategies [2].

Movie recommenders – made famous by the likes of EachMovie [3] and Movie-
Lens [4] – are an example of the quintessential recommender system, recom-
mending movies to users based on their viewing preferences. They provide a
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good backdrop to describe two of the most fundamental of recommendation ap-
proaches: content-based recommendation and collaborative filtering. The former
relies on the availability of meta-data that captures the essence of items available
for recommendation – movie descriptions that include genre, actor and director
information – taking advantage of similarity assessment techniques to match a
target user’s profile to a set of recommendable items [5, 6]. Indeed content-based
methods resonate well with many case-based reasoning approaches to similarity
assessment, retrieval, profiling and relevance feedback, and this has in turn led
to the development of a range of case-based recommenders [7, 8]. In contrast,
collaborative filtering (CF) techniques provide an alternative strategy if meta-
data descriptions are inadequate, unavailable or when behavioural information
about the actions of users is plentiful [4, 6]. Suitable items are chosen for rec-
ommendation not because their description matches them with a target user,
but rather because these items have been liked by users who are similar to the
target user; a collaborative filtering movie recommender ‘knows’ nothing about a
movie’s genre or actors or its director, but it ‘knows’ that other users have liked
this movie and that these users are similar to the target user in the sense that
they, and the target user, have liked and disliked many of the same movies in
the past. Thus, as a general characterisation, we find that content-based meth-
ods rely on item-item [9] and item-user [10] similarities whereas collaborative
filtering methods rely on user-user similarities [4].

In our previous research, we have investigated and developed a range of
content-based, collaborative and hybrid (combination) recommendation tech-
niques [11, 12]. More recently, however, we have explored the relationship be-
tween content-based and collaborative techniques and, in particular, we have
demonstrated how ratings-based collaborative filtering profiles can be mined to
provide a rich source of item-item similarity knowledge so that case-based rec-
ommendation techniques (similarity assessment and recommendation ranking)
might be used to enhance a traditional collaborative filtering approach. The re-
sult has been a significant improvement in recommendation accuracy across a
wide range of standard data-sets [11–13]. Like many researchers we find our-
selves with a range of important questions left unanswered. While the tradi-
tional ‘recommendation accuracy’ evaluation has provided us with a high-level
understanding of recommender performance, gaps remain when it comes to our
detailed understanding of the computational strengths and weaknesses of our
specific technique and its component elements and knowledge sources. Hence,
in this paper we provide a more fine-grained analysis of our work focusing on a
knowledge-level analysis of the similarity knowledge elements that underpin our
recommendation approach.

This paper describes the results of a comprehensive ablation study that seeks
to identify the key sources of competence and performance that exist within
our system, by manipulating the similarity knowledge and ranking functions
used during recommendation. This includes a detailed analysis of our similar-
ity knowledge as it is mined from ratings-based profiles. Some commentators
have asked the question as to whether our recommendation power stems from
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all of this knowledge or just a small set of the rules; we know that previous
work in case-based reasoning [14] has highlighted how, oftentimes, the power of
a case-base stems from just a small subset of identifiable cases. In previously re-
lated work [13], we disassembled the similarity knowledge and recommendation
ranking sections of our algorithm and analysed their contribution to the overall
recommendation algorithm; results showed that the quality and amount of sim-
ilarity knowledge and the dominance of certain ranking criteria are important
factors in recommendation quality. Further ablation possibilities were found by
this research and so – as part of an ongoing ablation study – we continue this
line of research by looking at a variety of different ways to characterize the qual-
ity of interestingness of our similarity knowledge as a precursor to eliminating
low-quality rules. The results are somewhat surprising: while learned similarity
knowledge varies from low to high quality it appears that the majority of this
knowledge is making a unique competence contribution. Eliminating even the
low quality similarity knowledge has a marked affect on recommendation perfor-
mance. The details of our study are discussed in Sections 3 and 4, but first we
provide an overview of our own case-based recommendation strategy and how it
exploits similarity knowledge mined from ratings-based profiles.

2 Mining Similarity Knowledge
for Case Based Recommendation

Our recent work in case-based recommendation has applied data mining tech-
niques to derive similarity knowledge in order to ameliorate similarity coverage
problems that arise for systems employing ratings-based user profiles as cases.
Issues of similarity coverage arise from the relative sparsity of ratings overlap
between average user profiles. Our case-based approach addresses the sparsity
problem by first applying data-mining techniques to a set of ratings-based user
profiles in order to derive similarity knowledge in the form of rules that relate
items. As we will see in the following subsections, these item-item rules, and
their associated probabilities, are used to increase the density of the user-item
ratings matrix by leveraging similarities between profile cases to reduce ratings
sparsity. Due to space constraints, and to avoid repetition, these sections provide
only a technical summary of our case-based technique and the interested reader
is referred to [11, 12] for additional detail. Examples in the following discussion
are taken from the PTVPlus television programme recommendation domain.

2.1 Association Rule Mining

The Apriori algorithm [15] is a well-known data-mining technique that can be
used to efficiently discover similarity knowledge from PTVPlus profile cases (con-
sisting of sets of television shows and user-defined ratings) by finding frequently
occurring associations between rated profile items (television programmes), and
by assigning confidence scores to the associations. These association rules in-
dicate which items can be considered to be similar, and their associated confi-
dences can be used as a proxy for their level of similarity. In turn, these direct
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rules can be chained together to produce additional indirect associations and
similarities in order to further elaborate the item-item similarity matrix. When
mining association rules, confidence and support values are used to constrain
exponentially large candidate rule sets by setting appropriate thresholds. The
Apriori algorithm is designed to efficiently process a database of transactions to
discover well-supported association rules by finding the set of most frequently
co-occurring items [11].

We should emphasize that data mining using the Apriori algorithm is one of
many possible approaches to generating additional similarity knowledge; we have
simply chosen data Apriori as a reasonable initial technique to demonstrate the
feasibility of our new recommendation strategy. Alternative possibilities include
Singular Value Decomposition (SVD) [16], Latent Semantic Indexing (LSI) [17],
and Principal Component Analysis (PCA) [18]. Indeed, it is worth highlighting
that SVD and PCA methods have already been used in the past to address the
sparsity problem [16, 18], although they have not been used to generate similarity
knowledge.

2.2 Direct and Item-Item Similarities

By treating PTVPlus user profiles as transactions and the rated programmes
therein as itemsets, the Apriori algorithm can be used to derive a set of pro-
gramme-programme association rules with confidence values serving as similar-
ity scores. For example, in PTVPlus we might find the rule Friends ⇒ ER with
a confidence of 37%, allowing us to conclude a similarity of 0.37 between Friends
and ER to fill the appropriate slot in our similarity matrix. These direct as-
sociations can be chained together to further improve similarity coverage. For
example, discovering rules A ⇒ B and B ⇒ C may indicate that A and C are
also related and the strength of their relationship can be estimated by combin-
ing their individual confidence values (see [11] for further details). Experiments
in this paper use a maximal combination model to calculate indirect rule confi-
dences.

2.3 Recommendation Strategy

The recommendation strategy consists of two basic steps:

1. The target profile, t is compared to each profile case, c ε C, to select the k
most similar cases.

2. The items contained within these selected cases (but absent in the target
profile) are ranked according to the relevance to the target, and the r most
relevant items are returned as recommendations.

Profile Matching: The profile similarity metric (Equation 1) is computed as
the weighted-sum of the similarities between items in the target and source profile
cases (weights are not currently used but could represent what exact preference a
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user displays for an item). If there is a direct correspondence between an item in
the source, ci, and the target, tj , then maximal similarity is assumed (Equation
2). However, direct correspondences are rare and so the similarity value of the
source profile item is computed as the mean similarity between this item and
the n most similar items in the target profile case (t1, ..., tn) (Equation 3).

PSim(t, c, n) =
∑
ciεc

wi · ISim(t, ci, n) (1)

ISim(t, ci, n) = 1 if ∃ tj = ci (2)

ISim(t, ci, n) =

∑
j=1..n sim(tj , ci)

n
(3)

Recommendation Ranking: Once the k most similar profile cases (Ĉ) to the
target have been identified, their items are combined and ranked for recommen-
dation using three criteria. We prioritise items that (1) have a high similarity to
the target profile case, (2) occur in many of the retrieved profile cases, and (3)
are recommended by profiles most similar to the target. Accordingly we compute
the relevance of an item, ci, from a retrieved profile case, c, with respect to the
target profile, t, as shown in Equation 4; where C′ ⊆ Ĉ is the set of retrieved
profile cases that contain ci.

Rel(t, ci, Ĉ) = ISim(t, ci, k) · |C
′|

|Ĉ| ·
∑
cεC′

PSim(t, c, k) (4)

Finally, the top-N ranked items are returned for recommendation; for these
experiments, we have selected an N value of 10 recommendations.

3 A Fine-Grained Ablation Study

Our previous work has shown that the above approach is quite successful in
addressing the sparsity problem to produce (1) higher-quality recommendations
and (2) better orderings of recommendation results, especially when compared
to traditional collaborative filtering approaches, even though it is driven by the
same ratings-based knowledge source [11, 12]. Intuitively, we expect that the
main contributing success factors are to be found in the derived similarity knowl-
edge that provides additional similarity coverage, and in the ranking metric that
applies the derived knowledge for ordering recommendations; thus emphasising
the need for analysis of similarity essence in such techniques. Each of these com-
ponents, however, can be analysed at a deeper level, and here we are interested
in characterizing the relative contributions of their constituent elements. We do
so by performing ablation studies on these components that significantly extend
earlier work reported in [13]. This analysis may provide a clearer view of the
essential strengths of the approach, as well as insights that would be useful in
developing more effective recommendation systems.
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The ranking metric provides a natural breakdown for analysis in its com-
ponent factors and the possibilities for their interaction. Here we analyse the
contributions of the individual factors and their possible combinations toward
good recommendation ranking. It is more difficult to characterize the relative
contributions of the derived similarity knowledge components. At an atomic
level, the additional similarity knowledge consists of item associations, and we
adopt the view that selectively testing the contribution of clusters of such as-
sociations, based on a measure of their reliability, can provide insight into the
power of the applied whole. We are particularly interested in segmenting similar-
ity knowledge by proposed measures of interestingness [19]. It is hoped that by
analysing the similarity knowledge contribution, we can optimize the derivation
and usage of such knowledge. Thus we propose comprehensive real-world tests
that individually focus on:

– The importance of the quality of the mined similarity knowledge relative to
recommendation accuracy;

– The overall importance of the similarity knowledge combined with different
ranking factors relative to recommendation accuracy.

3.1 Interestingness Pruning

Despite the usage of reasonable support and confidence thresholds in associa-
tion rule mining, many of the discovered association rules might be obvious,
redundant or useless [15]. Research on association rules has shown that further
pruning can be utilized using a number of interestingness measures based on
both users responding to a particular rule and a statistical analysis of the rules
[19]. We have analysed a number of measures and found the following to be most
relevant to our research; each rule(A ⇒ B) denotes a relationship between 2 tele-
vision programmes where if A occurs in a profile, then B may occur with certain
probabilities (support & confidence as discovered by the Apriori algorithm):

– Reliability: The bigger the value of the reliability measure, the more assured
we can be that the rule is accurate as regards its probabilities:

Reliability(A⇒ B) = |P (A ∧B)/P (A)− P (B)| = |P (B|A)− P (B)| (5)

– Lift: Tells us how much better the rule predicts the consequent than the
random prediction:

Lift(A⇒ B) = P (B|A)/P (B) (6)

– Interest: The interest of a rule measures how dependent A and B are by
computing:

Interest(A⇒ B) = support(A⇒ B)/(support(A) ∗ support(B)) (7)

– Cosine: Similar to Interest ; measures how dependent A and B are by com-
puting:

Cosine(A⇒ B) = support(A⇒ B)/
√

(support(A) ∗ support(B)) (8)
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Using these measures, we can trim the number of rules available in the hope
that higher quality similarity knowledge will result; we also are interested in
determining what evidence exists for using these interestingness measures as
a new basis for similarity knowledge that is a potential replacement for rule
confidence as an estimate of item-item similarity.

3.2 Datasets

We conducted our experiments using a dataset from the television domain; PTV-
Plus is an established online recommender system deployed in the television
listings domain [6]. Operated commercially by ChangingWorlds (www.changing
worlds.com), PTVPlus uses its recommendation engine to generate a set of TV
programme recommendations for a target user, based on their profiled interests,
and it presents these recommendations in the form of a personalized programme
guide. We use the standard PTVPlus dataset consisting of 622 user profiles, ex-
tracting a list of positively rated programmes from each profile for use in our
system, for example:

“Friends”, “Frasier”, “24”, “Cheers”, “The Simpsons”, “ER”

In the following experiments, we have ignored the negative ratings and also the
rating values themselves.

3.3 Algorithms

We use a number of different algorithms in testing the aforementioned recom-
mender strategies:

1. NOSIM - System run with only collaborative filtering style similarity knowl-
edge (diagonal matrix of item-item relationships)- this serves as a baseline
comparator;

2. DR - our case-based approach using direct similarity knowledge with all
recommendation ranking criteria;

3. INDR - our case-based approach using indirect similarity knowledge with all
recommendation ranking criteria.

We also run variants of DR and INDR which use a subset of the recommenda-
tion ranking criterion (example C1&2-INDR is INDR but only uses criteria (1)
& (2) in recommendation ranking). This will allow us to see the effect of the
recommendation ranking criteria in overall recommendation accuracy as well as
ranking accuracy.

3.4 Method and Metrics

The dataset is split into test and training subsets using a 30:70 split. Using
the Apriori [15] technique, we generated rules from the training data and then
analysed these rules to see how well the similarity knowledge fits the test dataset
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[11]; we do this by counting the percentage of profiles that a given rule ‘fits’ in
the sense that the antecedent and consequent (both rule items) are both in
the profile. To see the effect of rule accuracy on the overall quality of system
recommendations, we sort rules by how well they fit the test dataset, placing
them into bins of rules less than 10% accurate, less than 20% accurate and so
on, up to less than 70% accurate (highest rule accuracy seen on test dataset).

Our initial ablation analysis research [13] pruned rules by further analysis
using the test dataset; here we also prune using interestingness measures (see
Section 3.1) as a new approach to selectively cut away un-‘interesting’ rules. We
are also interested in testing the quality and ranking of our techniques; taking
the full association ruleset (direct rules) created from the training dataset and
extended to a indirect ruleset. Using the different algorithms described earlier,
we then tested both recommendation quality and ranking quality of the system.
In evaluating recommendation accuracy, our primary accuracy metric measures
the percentage of test profile items that are present in a user’s recommended set;
this is equivalent to the standard recall metric used in information retrieval. So,
for example, if all of the items in a user’s test profile are contained within their
recommended set a maximum recall of 100% is achieved.

Recall: The proportion of items in the user’s test profile that are recommended,
averaged over all users.

In general recall is a strong measure of recommendation accuracy and it should be
noted that in our evaluation it serves as a lower-bound on real recommendation
accuracy. This is because the only way that we can judge a recommendation to
be relevant is if it exists in the user’s test profile, which of course represents only a
limited subset of those recommendations that are truly relevant to the user. With
this in mind we also introduce a weaker notion of recommendation accuracy,
which we call hit rate. The basic idea is that a given set of recommendations
has at least some measurable value of usefulness to a user when it contains
at least one recommendation from the user’s test profile. A maximum hit rate
of 100% indicates that a given algorithm always makes at least one relevant
recommendation (present within the user’s test profile) per recommendation
session.

Hit Rate: The proportion of users for which at least one item from the user’s
test profile is recommended.

To test our ranking functions, we look for correlations between the rank of an
item and its recommendation success over all profiles. Programmes are ranked
by recommendation list position and sorted into ranking bins (0 - 1.0 in 0.1
increments). For example, if we have a list of 20 recommendations then these
are distributed across the 10 bins with 2 recommendations in each. We repeat this
binning for each recommendation list produced from a profile and calculate the
percentage of correct recommendations in each bin. We are looking for a strong
positive correlation between the success percentage in a bin and the ranking
value of that bin; higher ranking values should lead to higher percentages of
correct recommendations.
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4 Results

We conduct two experimental studies: the first analyses the relative contribu-
tions of clusters of similarity knowledge, and the second examines the relative
contributions of factors in recommendation ranking.

4.1 Similarity Knowledge

The association rules that comprise the similarity knowledge are categorised by
their data-set accuracy (percentage of profiles that a given rule fits as discussed
above) and clustered into bins at decimal percentage levels. Experimental runs
are then made with progressively increasing levels of similarity knowledge by
augmenting the current set of associations with those from the next higher set.
At each level, system accuracy is measured in order to determine the relative
uplift in accuracy provided by the additional knowledge. Figure 1 shows the
results for Recall and Hit Rate.

Fig. 1. Rule Binning Accuracy

At first glance, the results show a natural trend of increasing accuracy as
similarity knowledge fit increases, as expected. However, closer inspection reveals
a few surprises. For both Recall and Hit Rate measures, the uplift provided by
adding additional associations levels off rapidly, so that the relative contribution
of additional associations is fairly small above the 30%-bin level. This is mainly
due to the fact that the number of rules added after the 30%-bin level is relatively
small (121 extra rules out of a full 1039 rule-set offers only slight (within 3%)
accuracy improvements). This results indicates that a large quantity of weak
association rules is sufficient for good overall accuracy with a small number of
high quality rules adding only small performance increase although sacrificing
efficiency.

We also wanted to note the effect of interestingness measures both in rule
pruning and also in usage as similarity indicators themselves. Firstly, we cal-
culated interestingness scores for all rules by generating direct rules from the
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training data and then using the various formulae shown in Section 3.1. We
normalised the interestingness scores and used these to sort the rules; we again
created bins of rules - this time removing rules below a certain interestingness
threshold - and used the confidence scores for these rules as similarity knowl-
edge. The results for this experiment can be seen in Figures 2 and 3; for example,
lift33 denotes the accuracy seen when using the lift measure to eliminate rules
below a 33% threshold and using the resulting rules and their confidences as
similarity knowledge for recommendation. We can see that accuracy falls off
drastically as interestingness thresholds increase (fewer rules, and therefore less
similarity knowledge, is made available to the system). However, if we compare
these results to the previous graphs from a rule perspective (e.g. comparing re-
liability33 with 285 rules to 10-bin with 345 rules), we can see that in certain
cases, higher recall and hit rate accuracies are seen with fewer rules, indicating
that interestingness approaches are a valid method towards improving the qual-
ity of similarity knowledge available to the recommender. It is also noted that,
from a interestingness measure standpoint, trimming the rules by 50% does not
reflect on system accuracy in a similar manner (reliability66 achieves more than
50% accuracy of its full reliability set counterpart reliability with only 4% of
its similarity knowledge); this demonstrates that pruning using such measures
allows fewer higher quality rules to achieve a relatively high accuracy with the
bonus of dropping a large number of weaker rules.

Fig. 2. Recall using Interestingness Pruning

We were also interested in seeing the effect of using interestingness values
directly instead of confidence scores as similarity indicators. Figures 4 and 5
indicates the performance of such approaches; for example, reliabilitypure66 de-
notes accuracy seen using rules with a reliability value over 0.66 (and also using
the reliability value as similarity information). Slightly higher accuracies are seen
across the board (compared to DR/INDR/CF) and we again note that cutting
rules affects recommender performance greatly. We also see that comparing by
rule amounts confirms the validity of using interestingness measures in pruning.
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Fig. 3. Hit Rate using Interestingness Pruning

Fig. 4. Recall using Interestingness Measures

From the standpoint of implementing recommender systems, these results
indicate that it may be possible to achieve a significant boost in performance with
a smaller proportion of the knowledge discovered. This has obvious implications
regarding efficiency; having the ability to provide high quality recommendations
with a relatively small amount of similarity knowledge.

4.2 Recommendation Ranking

Rankings and accuracies were computed for each combination of the three factors
in the item ranking criteria:

– C1 - Item similarity to target profile
– C2 - Item frequency across retrieved profiles
– C3 - Similarity of item profile to target profile

These combinations were computed both for direct and indirect similarity knowl-
edge. Accuracies were measured in terms of Recall, Hit Rate, and Rank Binning
Correlation (as described in Section 3.4). In terms of system accuracy, Figures 6
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Fig. 5. Hit Rate using Interestingness Measures

and 7 show the results for Recall and Hit Rate. Ranking makes a difference in
system accuracy, since the similarity metric provides the top k similar profiles
from which a variable number of candidate items may be derived for recommen-
dation. After the ranking is applied, only the top N (10 here) items are taken
as actual recommendations, which can impact accuracy.

Fig. 6. Recall for various ranking combinations

Employing similarity knowledge is clearly beneficial in all combinations, com-
pared to the NOSIM baseline. Across all combinations, direct and indirect modes
perform similarly, with minor variations. This is consistent with earlier compar-
isons between direct and indirect modes [11, 12], but it is verified here across the
finer-grained analysis, showing that each of the ranking criteria provides simi-
lar benefit across direct and indirect modes. Individually, C1 outperforms the
others, with C2 outperforming C3 in most conditions. In combination, it can be
seen that C1 is more consistent. Combining C1 with the others tends to result in
an improvement, while combining another with C1 (rather than using C1 alone)
tends to result in a degradation of performance. The differences between the
best performances are very small indeed, but it is worth noting that, while a
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Fig. 7. Hit Rate for various ranking combinations

single performing combination is not apparent, the standard mode of system
operation (combining all 3 criteria) is consistently within 1% of the best, and
the best performing combination consistently involves C1.

In terms of rank binning correlations, shown in Figure 8, we again find that
indirect and direct modes show similar overall results. Most of the combinations
provide very good and highly comparable rankings. The notable exceptions are
C2 and, intriguingly, the standard system combination of all 3. Again C1 appears
in the best combinations. Overall, we find that C1 is the most consistent indicator
of good ranking performance, and that while the standard system combination of
all 3 criteria is consistent in the overall ranking for providing accuracy, it is not as
consistent in ordering the final recommendation set. In terms of implementing
recommender systems, it may be worth focusing on C1 for recommendation
ranking.

Fig. 8. Rank Binning Correlation for various ranking combinations

Overall, these results indicate that the success of our approach may be based
more on underlying finer-grained critical success factors than have previously
been thought. By refining the similarity knowledge to eliminate possible inter-
ference in the associations, we might hope to improve performance further, or
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at least to improve efficiency by streamlining the similarity knowledge set for a
given performance level. By focusing on the most important ranking criteria, it
may also be possible to improve efficiency while maintaining the same level of
performance.

5 Conclusions and Future Work

Evaluation is the key to unlocking the secrets of recommender systems and rec-
ommender systems research is characterised by a strong evaluation mind-set,
at least on the surface. However, we believe that the time is right to move
beyond the traditional system-level evaluation, which seeks to learn about a
recommender system’s high-level performance properties, to look at the contri-
butions of individual component technologies. To this end we have described a
fine-grained ablation study of our own case-based recommendation approach.
This study has concentrated on understanding the contribution of the similarity
knowledge and recommendation ranking components of a recommender system
and it has revealed a number of interesting and surprising results.

Case-based reasoning researchers have, in the past, highlighted how the case-
base knowledge container is prone to redundancy – that many cases can be
pruned without loss of performance. We have asked this question of the sim-
ilarity knowledge container but found a different answer. While our similarity
knowledge is varied in terms of the predicted quality of individual similarity
rules, we do not find high degrees of knowledge redundancy or overlap and, in
fact, even weak similarity rules are found to play an important role in recommen-
dation. Separately, we have examined the contributions made by the different
criteria used in recommendation ranking. The results suggest that certain crite-
ria dominate while other play an insignificant role; criteria involving comparison
with the target user enjoy higher accuracy which seems logical from a recom-
mendation perspective. Such analysis allows us to preserve ranking accuracy and
improve efficiency concurrently.

This paper serves as a source of further evaluation detail on our own work
and we believe that the results have implications for the recommender research
community in the main. But, perhaps more importantly, we hope that this paper
will act as a call for other researchers to provide their own ablation studies so
that our community can better understand the implications of past, present and
future recommender systems’ developments.
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Abstract. Satellite health monitoring is a specialized task usually car-
ried out by human experts. In this paper, we address the task of mon-
itoring by defining it as an anomaly and event detection task cast in
Case Based Reasoning framework. We discuss how each CBR step is
achieved in a time series domain such as the Satellite health monitoring.
In the process, we define the case structure in a time series domain, dis-
cuss measures of distance between cases and address other issues such
as building initial Case Base and determining similarity threshold. We
briefly describe the system that we have built, and end the paper with
a discussion on possible extensions to current work.

1 Introduction

Complex systems such as satellites are monitored by tracking values of several on-
board parameters. The sensed values of various parameters are down-linked from
the satellite to the ground monitoring centers at a frequent, regular intervals.
Such down-linked data is called telemetry. In this work, we try to address some
of the issues in online Satellite Health Monitoring (SHM). Though the primary
focus remains on SHM, the design that we suggest is also applicable to similar
sensor based health monitoring domains. In this paper, we refer to the system
that is being monitored as the ‘source system’.

Automated Health Monitoring System

In many critical systems, one needs to monitor the functioning of the system
closely. A lot of monitoring is currently done by humans. Monitoring by humans
can happen at different levels of expertise. When a surgeon looks at some plots, or
a design engineer looks at operational parameters in a machine, their conclusions
are based on deep understanding of the underlying system. Emulating this level
of monitoring would require a model based approach. On the other hand people
lacking such deep understanding have to rely on shallow knowledge such as rules
and cases. Rules themselves need to be articulated by experts, but cases can be
acquired by observation.

We adopt a case base approach in which the monitoring program is an ap-
prentice to the human expert. The program remembers actions taken by the
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expert along with the context defined by the data, and attempts to replicate
them in similar contexts. If the current scenario is not present in the case mem-
ory, then the system flags it as an anomaly.

2 Related Work

Several rule based expert systems have been developed for automated health
monitoring.

TIGER

Tiger is probably the most popular among diagnostic tools in this kind of do-
mains where, a complex system is monitored by observing values of several sen-
sory parameters [1]. Tiger is used in monitoring Gas-Turbines.

Tiger system basically consists of a set of rule based diagnostic tools handling
faults at different levels. At the first level is a high speed rule based system the
KHEOPS, which is primarily a limit-checking system. However, since KHEOPS
allows one to express different conditions for limits, the limits used within Tiger
go beyond normal limit checking. For example, different limits can be set based
on the turbine’s operating state. Though KHEOPS allows checks at any point of
time with respect to the underlying system state, tracking evolution of parameter
values too is important. This kind of reasoning is done at second level using a rule
based temporal reasoner LxTeT. In LxTeT, each rule is a set of event patterns
and the temporal constraints between them with respect to the context. Much
complex reasoning for diagnosis is done at the third level using causal reasoning
mechanisms combined with the first principles model of the underlying system.
This is achieved using a formalism CA-EN. All the three tools are integrated
using a Fault-Manager.

A drawback with Tiger is that each rule at every layer needs to be articulated
by the expert. With several possible scenarios in complex systems, it is difficult
to elicit all rules that the trend might follow. One example is, the influence of the
Sun on the satellites. The Sun unlike the discrete devices, influences the satellite
system gradually. Moreover, the influence varies gradually with seasons of the
year. Eliciting several such continuous influences in to crisp rules is difficult.

COGNATE

Hunter and McIntosh describe a system COGNATE [2] that relies on the
knowledge entered by experts to detect events in a multi channel time series
data. An event, represents a particular process in the underlying source sys-
tem.In the context of COGNATE, the source system is the health of a newly
born baby.

Conventional knowledge acquisition normally includes sessions in which the
expert is presented with a typical problem and comments are captured on how
he arrives at an interpretation. However, it is much more difficult to talk about
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temporal patterns. For this reason, the authors developed a tool, time series
work-bench that displays time series data and enables the expert to mark par-
ticular intervals and attach a symbolic description to each interval.

However, the knowledge acquisition from human experts is usually very diffi-
cult. The process of identifying an event to be monitored, capturing instances of
such event and eliciting common patterns in collected instances to frame rules,
is too human intensive. This shortcoming in rule based system can be over come
if rules can be acquired automatically.

Automatic Rule Acquisition

Yiari et al. propose a fault detection methods for spacecrafts based on an auto-
mated rule acquisition scheme [3]. Their method is based on time series pattern
clustering and association rule mining, first proposed by Das et al. [4]. The pro-
cess may be briefly outlined in the following steps:

Using the event classes generated by clustering algorithm, time series data
is discretized. Then the Association rule mining [5] is used to extract rules from
the resultant encoded time series. Various rule evaluating measures such as J-
measure are used to obtain a set of important rules. The set of rules thus gen-
erated can be regarded as a kind of qualitative model of the source system.
These rules are used for health monitoring of spacecrafts in real time. Streaming
telemetry data is passed through the process of discretization, and the resul-
tant sequence is matched with the antecedent of each rule. Consequent of the
matching rule is to be expected in the data yet to come.

3 The CBR System Design

It has been shown by Keogh et al. that the rule acquisition from streaming
time series is very difficult [6]. We approached the problem using the CBR [7–
9] approach and implemented a simplified version of CBR, the Instance Based
Learning (IBL). In this model, the concept of interest is implicitly represented
by a set of instances that exemplify the concept. A previously unseen query
instance is classified according to its similarity to stored instances. The four
most important aspects of this design are:

– The Case Structure/Schema
– The Measure of Distance between Cases
– The Reasoning process
– The Case Base

Case Structure

In traditional CBR systems, each case is a set of attribute-value pairs. In SHM
kind of applications, the data available is streaming values, -the telemetry. In
such systems, unlike other domains, the trend in parameters over a period of
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time is a better indicator of the source system state than values at any one point
of time. That is, we have attribute-trend pairs instead of attribute-value pairs.

For a parameter, the values are not really independent of values from adjacent
time points. The value at each time point is determined by it preceding values
and influences the values that follow. That is, each value remains relevant at least
till its influence lasts. This determines the length of the trend to be considered.
The duration of influence is different for different parameters.

Closely related to the issue of length is the question of sampling rate. In
most systems, attributes are sampled so frequently that several consecutive val-
ues are repetitive. From the stand point of observing meaningful patterns, high
frequency of repetitions is not very useful and often indicate over sampling of
original data. [10]. Usual approach for reducing redundancy is to reduce the sam-
pling rate. Again the sampling rate is very much dependent on the parameter
being monitored.

Table 1. Sample Case Schema in satellite domain

Attribute Length of Attribute lower upper
Id time series sampling rate bound bound

1511 5400 30 -5 70
1464 1000 2 0 60
1467 5400 60 0 50

The set of attribute-trend pairs is popularly known as Multi Attribute Time
Series or Multi Variate Time Series (MVTS). Accordingly, we identify that the
problem part of case in SHM can be seen as MVTS sequence where each sequence
corresponds to values of a parameter. In the past, MVTS sequences (also referred
as multi sequence from now on) has been defined to be a set of sequences, each
of same length. However, in SHM, different lengths of history to be considered
for each parameter and the different sampling rates, makes each sequence in the
MVTS to be of different sizes. An example problem part of a case structure is
given in Table 1.

MVTS Distance

The measures of distance between time series sequences has been well studied in
past [11–15]. Time series distance computation has received so much attention
because, one of the most important steps in mining time series data is the search
for similar sequences. This problem of search for similar time series sequences is
non-trivial because of the inherent high dimensionality of large sequences. The
challenge is to devise a distance measure that most aptly captures the notion of
similarity between sequences and also allows fast calculation, and quick search.

We define the distance between two multi sequences as the average distance
between constituent sequences. That is, if dl(Ri, Qi) is locally the distance be-
tween two sequences Ri and Qi, the global distance dg, between multi sequences
R, Q may be defined as:
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dg(R, Q) =
1
k

k∑
i=1

dl(Ri, Qi) (1)

where, k is the number of sequences that constitute the each of the multi
sequences R and Q.

An advantage by defining dg as in equation 1 is that, it is feasible to use differ-
ent distance measures dl for comparing different sequences as long as computed
distances by each of them is comparable to each other. It is also possible to
incorporate the factor of importance to each sequence by way of assigning dif-
ferent weights for different parameters. The most important property is that,
the multi sequence distance measure dg satisfies the triangle inequality if the
sequence distance measure dl satisfies triangle inequality. Triangle inequality is
an important property, which several search techniques use in searching the data
fast.

Euclidean Based MVTS Distance: A sequence of length n can be seen as a
point in n-dimensional coordinate space. Hence similarity between two sequences
has traditionally been defined as a function of Euclidean distance between them.
Euclidean distance de1 between sequences R and Q, each of length n is defined
as,

de1 (R, Q) =

√√√√ n∑
i=1

(ri − qi)
2 (2)

One can replace dl in equation 1 by de1 to get an euclidean distance based global
distance dg. But this may some times result in unintuitive results as contribu-
tions by each sequence to the global sum might be incomparable. Contribution
mismatch arises due to two reasons, the lengths of constituent sequences might
be different or the values of the sequences might be from different ranges.

In order to make the contributions of each parameter towards the global
distance comparable, the sequence distances need to be scaled for them to fall
into a uniform range. Among several ways to scale, one way to normalize is to
divide the local distance de1 by number of elements in the sequence and the
range of the sequence. The resultant sequence distance measure de is given in
equation 3.

de (R, Q) =
1
nδ

√√√√ n∑
i=1

(ri − qi)
2 (3)

δ is the range of values the parameter can take,
and n is the number of elements in each sequence R, Q.

Substituting de for dl in dg, one can get dge the equation for multi sequence
distance based on simple euclidean distance, as given in equation 4.

dge(R, Q) =
1
k

k∑
i=1

de(Ri, Qi) (4)
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Observe that the global distance as calculated in equation 4 will always be in
the range [0, 1]. This allows one to define multi sequence similarity too in terms
of the distance, as given in equation 5. Having a measure for similarity, one
can define a threshold based notion of multi sequences being similar. Given a
similarity threshold ε, two multi sequences may be said to be similar if the
similarity between them is beyond ε.

sime(R, Q) = 1− dge (5)

Though there are several other distance measures such as the warp distance,
correlation and feature based measures to compute distance between sequences,
we preferred the usage of euclidean distance based similarity measure. In several
instances, this simple distance measure has proved it efficiency compared to
much complex measures [16]. Warp distance is very slow to be computed. More
over many other sequence distance measures such as correlation, warp distance
do not satisfy triangle inequality.

The CBR Process

CBR is a methodology that helps the expert to reuse experiences. Experience
stored and retrieved are in the form of cases. Underlying philosophy of CBR
is that similar problems have similar solutions and problems are often similar.
The solution part of a stored case is assumed applicable to a new situation, if
the problem parts match. An overview of the CBR system that we developed is
given in Figure 1. CBR at an abstract level can be seen as a cycle of four steps:

– Retrieve the most similar case or cases
– Reuse the knowledge in the retrieved case to solve the problem
– Revise the proposed solution
– Retain the new experience, likely to be useful for future problem solving

Case Extractor: As data streams, the case extractor constructs case from the
telemetry. In our current implementation, this is not done online but data is read
from files to simulate such a behaviour. The time at which the case is picked is
called the case point. Using case structure as the template, a case is constructed
from the data, looking back wards from the case point. For each attribute, the
‘length’ specified in the structure is divided into windows of size ‘sampling rate’
and only one value from each window is picked. Thus if l is the length of an
attribute specified in the schema and if n is its sampling rate, the time series
corresponding to that attribute will be of length l/n. Time series data in satellite
domain is highly noisy. Noise needs to be removed to observe any meaningful
patterns in the data. Averaging is a widely acknowledged technique to clean noise
from data. In our current implementation, the value representing each window
is an average of all values in that window.

Retrieve: The search routine takes a query case and a similarity threshold
as inputs and retrieves all those instances in the Case Base that are closer to
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Fig. 1. Overview of the CBR system

the query by a similarity greater than the similarity threshold. To speed up
the search, we propose to use the GEMINI framework. The GEneric Multime-
dia INdexIng (GEMINI) was proposed by Faloutsos et al. to index time series
sequences [12]. GEMINI framework exploits dimensionality reduction of time
series and the triangle inequality of the distance measure to search faster. With
the usage of euclidean based MVTS distance, the GEMINI framework can be
extended to search multi sequences.

Reuse: Goal of the system that we are building is to automate the SHM. The
two most common activities carried out by human agent while monitoring health
are anomaly detection and event detection.
Anomaly Detection: Anomaly detection (AD) corresponds to identifying if
the given query is abnormal. In the CBR setting, a query case can be said to be
anomalous if its similarity with all the cases in the Case Base is less than the
similarity threshold ε.
Event Detection: Event detection corresponds to identifying if some known,
interesting trend is occurring that requires human attention. Again in CBR
setting, this corresponds to finding if there is an instance in Case Base that is
similar to the query case by a similarity greater than the threshold and is marked
as an event to be notified.

Retain: The performance of a CBR system is critically dependent on how
representative its Case Base is. Adding new cases and modifying the existing
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Fig. 2. Flow Chart for Anomaly/Event Detection

cases are the ways in which the Case Base is made richer with experience. When
an event is notified, CBR displays the matching instances too. This allows the
human agent to browse through the past episodes that might contain clues as
to how to approach the current situation. The comments field in the retrieved
cases serves the purpose of hinting the action to be taken. If the expert feels
that the comments are not appropriate any more, he may modify the comments
field and store the case back in Case Base. On the other hand, if the matched
sequences themselves are not satisfactory, he may add the query case to the
Case Base along with comments. Similarly, when an anomalous case is seen, it
is invariably added to the Case Base, along with appropriate comments for the
sake of reminding on being recalled later.
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Fig. 3. A Screen shot of the prototype CBR system

The complete CBR process flow for anomaly/event detection is shown in
Figure 2. Figure 3 shows a screen shot of the prototype health monitoring system
that we developed. Plots on the left side of the figure reperesent a simulation of
streaming telemetry data. Plots on the right side is one of the instances picked
from the Case Base. The matching instances from Case Base can be browsed
and the text box below the results window displays the comments associated
with each instance. On the left side below the query plot is a provision for the
query to be added to the Case Base. Figure 4 illustrates the system identifying
an anomalous instance.

Initializing the Case Base: Once the CBR system is deployed, Retaining is
the step by which the repository of normal behavior is built case after case. How-
ever, it is desirable to have the Case Base existing before the system is initialized.
In SHM kind of domain, usually there is a large amount of archived telemetry
data. Typically, most of the data reflects normal behavior of the satellite.
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Fig. 4. Identifying an anomalous scenario

We implemented a naive auto case builder using the CBR frame work itself.
Input to the auto case builder is the normal days’ telemetry from past and the
similarity threshold ε. The case extractor picks cases at regular intervals from
the archive, reduces the noise and prepares potential cases. The frequency at
which the cases need to be picked from the archive is currently user defined.
An alternative is to pick cases from random points. The search routine matches
the potential case with the cases in the Case Base already built and determines
its similarity with the best matching case. If the similarity is more than ε, the
potential case is ignored. Otherwise, the potential case is added automatically to
the Case Base as a new case. The comments field of the newly added case is left
blank while adding to the Case Base. With this naive approach, though the case
when picked later does not suggest solution, it captures the normal behavior of
the source system.

A potential disadvantage with this set up is that, the comments field in the
cases from the seed Case Base is empty. Hence on being recalled later when
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queried, the time stamped case will not contain much information than just
being able to say that a similar pattern occurred in past. However, since the
normal case any way does not generate alarms(Refer Figure 2), it might be
acceptable to have cases with null comments field. Another drawback with this
scheme is that, the order of presenting the normal data influences which cases
get included in the Case Base.

4 Similarity Threshold Determination

The two most important tasks that a human does while monitoring health are the
anomaly detection and the event detection. We conducted experiments to evalu-
ate the anomaly/event detection capabilities of the monitoring system at differ-
ent similarity thresholds. Two important criterion to evaluate an anomaly/event
detection system is the number of False Alarms(FA) and the number of False
Dismissals(FD) it generates. False dismissal corresponds to an anomaly being not
recognized by the algorithm. False alarm corresponds to the algorithm branding
a non anomalous instance to be anomalous. General objective of the monitoring
system is to reduce the number of FA and FD.

Data Sets

We ran our experiments in two domains. One is a real domain, where we used
thermal data from satellites, while the other is an artificial domain, the Cylinder-
Bell-Funnel (CBF). In the following subsections, we give a brief introduction to
each domain.

Synthetic Domain – CBF: The CBF has originally been used by Kadous ([17])
as a 3 class classification problem. The domain constitutes three functions, one
each to generate Cylinder(C), Bell(B), Funnel(F) classes. This can easily be
extended to generate a 3k class MVTS domain, where k is the number of se-
quences that make up each MVTS instance. We chose this synthetic domain as
CBF functions typify real world time series domain in several respects.

The MVTS instances, each made of four sequences is considered as the test
data. Since each sequence can be either C/B/F, the total number of possi-
ble classes with such as specification is 34. An instance belonging to the class
Cylinder-Cylinder-Funnel-Bell is shown in Figure 5. To run the experiment, three
case bases were created with random instances of MVTS:

– A case base U with 1000 random instances is created such that, it contains
all instances of the possible 34 classes

– A case base Q with 100 random instances is created such that it contains
instances of only some randomly picked classes (in this run, twelve classes
were randomly picked)

– And a case base E of size 1000 random instances is created such that, it
contains instances of only those classes that were not generated for Q
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Fig. 5. Instance of a Multi sequence in CBF domain with 4 sequences

Satellite Domain – Thermal Parameters During Eclipse: Proper func-
tioning of several devices on-board a satellite is dependent on ambient temper-
ature. Hence some of the important parameters that are monitored relate to
temperature at different places on-board a satellite. One of the factors that in-
fluence temperature is the Sun. The sun follows a cycle with a period of 24 hours.
Hence, usually the temperature profiles of various parameters have a predictable
trend periodic with solar cycle. However, there are some times in an year during
which the sun remains eclipsed to the satellite resulting in rapid fall of on-board
temperatures during that time. In such a case it might be required to switch
the on-board heaters ON to maintain temperatures. Since the eclipse induces
drastic swings in the temperature, monitoring thermal parameters during that
time is an important task for monitoring agents. Hence, we chose the eclipse
time temperature values as test bed to evaluate the anomaly detection abilities
of the proposed monitoring system.

We have defined a case structure with three thermal parameters. A case base
E of normal day’s trends is created from a day on which there is no eclipse.
Similarly, a case base U of eclipse day’s trends is created. Browsing through
various eclipse times on other days, a query base Q containing 100 instances of
eclipse time trends is created.

The Experiment

Given a similarity threshold ε, a multi sequence may be said to be anomalous
with respect to a given reference base if its similarity with every instance from
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reference base is less than the threshold. That is, a query multi sequence might
be branded anomalous with respect to some reference base, while it might not be
an anomaly with some other reference base. Exploiting this feature of anomaly
detection definition, we carried experiments to evaluate the discrimination ability
of the proposed system at different similarity thresholds. In both the domains,
we prepared the case base U to contain all possible trends, while the query base
Q was prepared with only a few possible trends. Case base E was prepared
such that it contains no trends that are present in Q. The idea is that, when
instances of Q are queried on the reference base U the number of anomalies
amount to false alarms(FA). The number of instances that are marked non-
anomalous when instances from Q are queried on the reference base E amount
to false dismissals(FD).

The resultant FD and FA for different similarity thresholds ε are shown in
plots 6, 7. With increasing threshold, the FD decreases while the FA increases.
The ideal system would have a zero FD and zero FA. But it can be observed
from the plots that this is not achieved at any similarity threshold. Moreover,
the similarity threshold is domain dependent. Hence we suggest that one should
choose a suitable similarity threshold to handle false alarms and false dismissals,
based on the asymmetric costs involved in the domain of concern.

5 The Advantages and Disadvantages
of the Proposed System

Salient features of the proposed system include, its human like reasoning, con-
tinuous learning and aiding in recall of past actions. The system also provides
an easy interface to capture and share knowledge of different experts at the
monitoring station. The design provides enough flexibility to replace any of the
techniques employed at each stage of the CBR with suitable alternatives. The
system is designed to actively seeks cases from telemetry and prompt the expert,
unlike traditional CBR systems which usually run on the human initiative.

One problem with current approach is that, the knowledge gained for one
satellite can not be easily applied to monitor other satellites. Another is that,
the query structure is fixed statically at the system design phase, while expert
might sometimes wish to frame query structure dynamically.

6 Conclusions

In this paper, we have described prototype of a CBR based Satellite Health
Monitoring System. In the process, we have extended the traditional definition
of MVTS to include variable length sequences and defined an Euclidean based
distance metric for MVTS instances. The health monitoring task has been ap-
proached as an anomaly/event detection task set in a CBR framework. We have
also addressed other relavent issues such as assisting the expert in determining
similarity threshold, building a initial case base of normal satellite behaviour.
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Current work can be extended in several ways.

– MVTS Distance measure: Several authors have observed that the Euclidean
distance is too brittle with noise and small variations in trends along the time
axis. Warp distance is a better measure but slow to compute. Recently, there
have been efforts to speed up computing warp distance and also define index
when using such a distance [18]. One can compare performance trade offs of
using faster distance measure against better matching distance measure.
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– Building Seed Case Base: Currently, we build initial Case Base using a
naive acquisition scheme. One can define better measures of surprisingness
to choose a case. For example, Silberschatz and Tuzhilin observe that ac-
tionability is an important criterion to make a pattern interesting [19]. Ac-
cordingly, picking cases around an action event (in SHM domain this might
correspond to a command given) might result in a richer seed case base.

– Other issues: Some other issues such as considering the asymmetric costs of
FA and FD while deciding the similarity threshold, the frequency at which
query case from telemetry should be picked etc too need to be studied further.
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Abstract. There are plenty of methods proposed for analog electronic
circuit diagnosis, but the most popular ones are the fault dictionary
techniques. Admitting more cases in a fault dictionary can be seen as a
natural development towards a CBR system. The proposal of this paper
is to extend the fault dictionary towards a Case Based Reasoning sys-
tem. The case base memory, retrieval, reuse, revise and retain tasks are
described. Special attention to the learning process is taken. An applica-
tion example on a biquadratic filter is shown. The faults considered are
parametric, permanent, independent and simple, although the methodol-
ogy could be extrapolated for catastrophic and multiple fault diagnosis.
Also, the method is focused and tested only on passive faulty compo-
nents. Nevertheless, it can be extended to cover active devices as well.

1 Introduction

As circuits become daily more complex and larger, more complexity in test design
is needed. The total cost of the circuits is augmented by a significant percentage
due to costs in the test stage [1], [2], [3] and the time the test takes. According
to [4], the high quality analogue tests are the most expensive in terms of both
test development costs and test implementation. In the commercial market, up
to 80% of the test costs are on account of the analogue functions that typically
occupy only around 10% of the chip area.

Test and diagnosis techniques for digital circuits have been successfully de-
veloped and automated. But, this is not yet the situation for analog circuits
[5]. There are plenty of proposals for testing analog circuits, although the most
popular are the fault dictionary techniques. But Artificial Intelligence (AI) tech-
niques have been a major research topic over the last decades. In [6] a good
review of AI techniques applied to electronic circuits is given. The main advan-
tage of these techniques is that they can cope with new situations because they
can learn from faults that have not been previously predicted.

One of the major interests when designing diagnosis system is focused on
its learning capability. It can be said that a diagnosis system is learning if its
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percentage of success increases when diagnosing. This happens because the di-
agnosis system gains knowledge about the circuit. As fault dictionaries can not
learn from new situations, this paper proposes a methodology to extend a fault
dictionary towards a CBR-system. It is straightforward to use the dictionary
table as a case base only with slight modifications [7].

Next section gives a short introduction to fault dictionaries and their limi-
tations. Section 3 proposes the CBR system construction methodology and its
cycles. Section 4 shows the results obtained applying the method to a biquadratic
filter. Some conclusions are given in the last section.

2 Fault Dictionaries and Their Limitations

Although new techniques have been introduced into the industry, fault dictio-
naries were by far the most widely used technique for testing circuits in the past
and continue to be today. They are simple and work quite well for fault detec-
tion. They are completely based on quantitative calculations. Once the universe
of faults to be detected is defined (Fault 1, Fault 2, ..., Fault m), selected charac-
teristics of the measured or simulated output are obtained from the system for
each considered fault and stored in a table. This set of output characteristics is
known as Fault signature. The groups of fault signatures considered constitute
the Fault dictionary. Hence, there are basically two steps: first, it is necessary to
obtain the fault signatures to build the dictionary; and second, the most similar
fault signature to the new situation presented is extracted. The comparison is
typically performed using the neighborhood criterion, obtaining distances, min-
imizing certain indexes, and so on. The more similar dictionary signature to the
new presented situation is extracted. Also, it is possible to find failures that pro-
duce the same symptoms. They constitute an ambiguity group, [8]. This concept
should be considered when deciding the type of measures to take and where they
will be taken from to obtain a high degree of circuit diagnosibility.

The dictionary can be generated by simulating the most likely circuit faults
before the test or by obtaining real measures from a prototype circuit. This
simulation allows to define the stimuli set and the signatures of the responses
to be stored in order to detect and/or isolate the faults. The test for the faulty
circuit is done using the same stimuli used when building the dictionary. The
simulation provides us with a set of responses related with each fault.

A lot of methods corresponding to these techniques can be found in the
literature. As example, let us take the dictionary proposed in [9] that is based
on the response to a saturated ramp input. The ramp has a rise time tr and a
saturation value VSAT .

The parameters used to characterize the faults are:

– Steady state (Vest): Final value at which the output tends to.
– Overshoot (SP): Defined as

SP =
Vmax − Vest

Vest
100 (1)

where Vmax is the maximum amplitude value reached at the output.
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– Rising time (tr): Time used by the output to rise from the 10% to 90% of
the steady state value.

– Delay time (td): Interval of time between the instant that the input and the
output get to the 50% of the steady state value.

The main drawbacks of fault dictionary techniques are the lack in detection
for the non-considered faults and the tolerances effect. Only the pre-simulated
faults will be detected and located. Tolerances produce deviations of the con-
sidered universe of fault signatures. These discrepancies can produce a wrong
diagnosis. Of course, storing more cases is going to improve the percentage of
diagnosis successes. But, generating random faulty cases using the Monte-Carlo
algorithm and storing these new cases spoil the dictionary performance. Hence,
there is a compromise between fault coverage and dictionary length.

3 The CBR-System

Case Based Reasoning is an approach to problem solving that is able to use
specific knowledge of previous experiences [10]. A new problem will be solved
by matching it with a similar past situation. If the problem is solved, this new
situation will be retained in order to solve the new ones. In case of diagnosis,
solving the problem means that the CBR-system proposes a solution satisfactory
enough to identify the new fault.

It has several advantages with respect to other machine learning schemes:
First of all it is easier to obtain rules and there is no bottleneck waiting for expert
knowledge to be acquired. On the other hand, it is quite intuitive in certain
tasks, such as diagnosis. At the same time it tolerates lazy learning schemes
which means that the CBR-system can take advantage of these techniques that
are well-known and permanently updated.

One of the main drawbacks is to know when to stop training. If the case base is
oversized, its efficiency falls. This is known as the utility problem. Hence, a good
policy for the training and maintenance tasks is necessary. Another problem
common to machine learning methods is how to train the system. The order in
which the new cases are selected is very important, making the method more or
less efficient and the case base size bigger or smaller. With this in mind, data
mining techniques can be applied in order to help with data treatment and case
base maintenance. That is, reducing the case base size, eliminating redundant
attributes or for a new case retaining decision. A method like the well-known
ten-fold cross-validation has to be applied when testing the case base efficiency.
In our case, we have decided to build several independent sets {S1, S2, ...., Sn}
of randomly generated exemplars corresponding to a N number of cases for each
component, with faults uniformly distributed between ±70%. The CBR-system
is trained with several series {T1, T2, ..., Tm} of these sets randomly sorted in
order to obtain a case base that performs better.

There are four “containers” which can carry knowledge [11] in a CBR-system:
the vocabulary, the similarity measure, the case base and the solution trans-
formation. The methodology proposed in this paper focuses on the case base
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knowledge container, where the learning is performed keeping new cases, when
necessary, and forgetting noisy exemplars. The method could be classified as a
multi-edit technique, since is a mixture and modification of two existing ones.
The following subsections describe how the CBR-system is designed, compress-
ing its main tasks.

3.1 Case Base Memory

The case structure is chosen to be the same used in the fault dictionary tech-
niques, simply introducing a slight difference in the information about the fault.
The proposed structure is shown in Figure 1. One part of the case is directly
related with the measures taken from the circuit at one or several nodes. They
could be temporal, frequency or static measures. This numeric part will be used
to retrieve the most similar cases. The second part of the case contains informa-
tion about the fault diagnosis.

Case Num Meas. 1 Meas. 2 … Meas. n Class Compo Devi Hierarchy 

Case i M1i M2i … Mni Class i Compo i X% Li.Mj

Measures.

Numeric Part

Fault.

Qualitative Part

Fig. 1. Case Structure

Observe that the field Class has been maintained. As a reference, the classes
associated with the faults considered in the classical dictionary (±20% and
±50%) are taken. When a fault has a deviation that does not correspond ex-
actly to one of the original ones, the associated class will be the same given to
the closest possible deviations considered as references. For example, if a fault
is R + 40%, its associated class will be the same as R + 50%. But if a fault is
R + 35%, its corresponding class will be the same as R + 20%. This Class field
is not used for classification purposes. It is only used in particular steps to help
in the maintenance task explained later on in this paper.

Concerning the other three qualitative fields, one of them has the faulty
component location (Compo); the second contains the characterization of the
fault (Devi) corresponding to the % of deviation from the Compo nominal value.
When there are deviations of the components smaller than the tolerance, the
circuit is considered to be not faulty. This is known as the nominal case (Compo =
Nom).

The third field (Hierarchy) has additional information about the component,
for example at level Li and the module Mj to which the component belongs.
Case base hierarchy is defined considering several levels depending on circuit
complexity [12]. Therefore, the diagnosis result could be more or less precise
depending on the retrieved qualitative parts, according to Figure 2. The last
level corresponds to the faulty component deviation. The next upper level is
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defined as the component level. At this point, the system will only be able to
diagnose which component is wrong, but not the fault deviation. Also, it is
possible that certain faults can only be located just at a certain module, but not
deep inside it. So, going to upper levels, the circuit is divided into modules. The
number of module levels depends on the circuit complexity.

Compo 2
faulty

Comp1
+20%

Compo 1
faulty

Compo 3
faulty

Compo N
faulty....

Comp1
- 20%

Comp1
+50%

Comp1
-50%

Circuit
under test

Module 1
faulty

Module 2
faulty

Module 3
faulty

Module 1
faulty

Module 2
faulty

Module L2
faulty

....

DEVIATION
LEVEL

COMPONENT
LEVEL

MODULE
LEVEL 1

MODULE
 LEVEL J

.....
.
.

Comp1
Nom

Comp2
+20%

Comp2
- 20%

Comp2
-50%

Comp2
+50%

Comp3
+20%

Comp3
- 20%

Comp3
+50%

Comp3
-50%

Comp2
Nom

Comp3
Nom

Module L1
faulty

Fig. 2. General Case hierarchy

It is necessary to have certain knowledge on the circuit topology in order
to build the case base hierarchy. For small circuits it can be done simply by
inspection. For large circuits the method proposed in [13] can be used.

3.2 Retrieve

It is necessary to define a metric function and the number of cases to retrieve
from the case base. Since the proposed CBR-system uses numerical data cor-
responding to the measures, we deal with continuous linear attributes; that is,
attributes that can be any real number. Therefore, from among all possible
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distance functions [14], the normalized Euclidean distance has been chosen. At-
tributes Normalization is necessary because of their different order of magnitude.
For example the measures can be μsec, and amplitudes that corresponds to a
magnitude of a fraction of V olts or even V olts.

So, the distance between to instances is calculated as shown in equation 2

E(−→x−→y ) =

√√√√ m∑
i=1

αi

(
xi − yi

rangei

)2

(2)

where −→x and −→y are the vector instances to be compared, xi and yi are the
corresponding attribute value i, and m is the number of attributes. rangei is
the difference between the maximum and minimum value of the attribute i. At
first instance, all the attributes are considered to be equally important, hence
the weight αi given to each of them is 1. Of course each particular circuit will
require a more in-depth study on how the attributes influence on the retrieval
and the final diagnosis.

The number of cases k to retrieve from the case base will be related to the
value of k that produces the best diagnosis results. Normally it is a small odd
number. In general, the more noisy the data is, the greater the optimal value
of k. In our experiments, a value of k = 3 produces the best results. Taking
a bigger value produces confusion in the diagnosis because of the extraction of
cases corresponding to other different faults to be diagnosed.

3.3 Reuse

Once k − nearest cases are extracted, they are used to propose a possible diag-
nosis. The proposal is to use the qualitative part of the extracted cases to derive
a possible solution. Several situations can be given. If the Compo field of all the
k extracted cases is the same, then the proposed solution is compounded using
the Compo field of one of them and the average deviation of the extracted cases
in the Devi field and the same module Mi and level Lj (Figure 3).

If the Compo is different, the proposed solution will have a Compo made up
of the different components, and each of them with its corresponding deviation
in Devi. Hierarchy will contain the common module Mn or several if different,
and the first common level Lm. The case adaptation is carried out completely
in the reuse task. It uses the past case solution instead of the past method that
constructed the solution (transformational reuse) [15].

At the same time it has to be taken into account that the nominal case (when
there are deviations of the circuit components smaller than 10%) does not have
any faulty component. Therefore, a label in the Compo field with a value Nom
indicates that this case belongs to the Nominal situation.

3.4 Revise and Retain

Once the solution to the new presented case is proposed, it has to be revised.
If the solution is considered correct and accurate enough, it is not necessary to
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Fig. 3. With the same Compo field adaptation

retain the new case. On the other hand, if it is considered to be incorrect or with
poor accuracy, the new case will be retained in the case memory. The revision
analyzes how the cases that constitute the adapted solution are performing the
diagnosis. Hence it is supposed that the new case diagnosis is known by the user
for its revision, which allows a decision to be made about when it should be
retained. When the CBR-system is testing circuits with unknown faults, there
is no revision task, since the proposed diagnosis can not be contrasted with
the correct one. The reasoning follows the flow diagram in Figure 4. When it
is decided that the new case should be introduced, it is finally retained if the
selected learning algorithm applied decides it. The algorithm can be any one
used in the machine learning schemes, although the best results obtained by the
authors from several tested algorithms were performed by the DROP and the
All-KNN algorithms. There are 8 possible situations considered when revising
while training:

1. The Compo field of the k extracted cases is equal to the new case, and the
average deviation calculated has an error of less than 10%. This threshold
is selected because this is the magnitude of the considered tolerances and
an error of the same magnitude can be tolerated. The proposed solution is
the correct one, and the case memory is enough to diagnose the new case.
Hence, it is not necessary to retain the new case.

2. The Compo field of the k extracted cases is equal to the new case, but
the average deviation has an error bigger than 10%. The present solution is
considered to be not performing well and, the new case has to be introduced,
if the corresponding learning algorithm allows it.

3. The Compo field of the k extracted cases are equal between them, but dif-
ferent from the new case. If the Compo field of the extracted cases does not
belong to the nominal diagnosis, the new case should not be introduced.
This case will be an isolated case among all cases belonging to another type
of fault. Its introduction worsens the diagnosis of that type of fault.
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.

Fig. 4. Revision task flow diagram

4. The Compo field of the k extracted cases are equal between them, but dif-
ferent from the new case. If the Compo field of the extracted cases belongs
to the nominal diagnosis, the new case should be introduced, because it is
not detectable. Of course its introduction is going to spoil the diagnosis of
nominal cases a little, but it is preferable to have false alarms to not detect-
ing faults. Hence, the case will be retained, if the learning algorithm decides
that the new case is not going to disturb others.
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5. There is at least one, but not all of the k extracted cases with the Compo
field equal to the Compo field of the new case. If the Devi field of these cases
is out of the tolerated range, the case should be retained, after the learning
algorithm approval.

6. There is at least one, but not all of them, of the k extracted cases with the
Compo field equal to the Compo field of the new case. The Devi field of that
cases belongs to the tolerated error range. In this case the diagnosis of the
corresponding first common block is correct. But if the sum of the weights
associated to these cases is higher than the sum of the weights of the rest
of the extracted cases, the case memory tends to be correct. Hence, the new
case is not retained.

7. In the same way as the previous situation, if the sum of the weights associated
with the extracted cases with the same Compo field and equal to the Compo
field of the new case is lower than the sum of the rest of the extracted cases,
the case memory tends to be wrong. In these conditions, the new case is not
introduced.

8. There is a Compo field of the k extracted cases equal to the Compo field
of the new case. The diagnosis in these conditions is clearly wrong, and the
new case should be retained.

In order to keep new cases on the case base, the DROP4 (Decremental Re-
duction by Optimization Procedure, version 4) is firstly used [16]. After taking
the decision that a new case should be stored, the DROP4 algorithm is run.
According to this algorithm, if this case is not going to disturb other cases diag-
nosis it will be finally introduced. This is evaluated using the associate concept
described in the DROP4 algorithm.

But DROP4 tends to retain border points in order to reduce the number of
instances to keep while it preserves the success ratio. Of course, if center points
are deleted, diagnosis with less than a certain percentage error will be difficult.
In spite of the case base size growing, when the algorithm in Figure 4 is applied,
if a decision to keep the new instances is made, the case will be introduced even
if its retention is going to spoil the classification of other cases (All-KNN). This
algorithm has shown better diagnosis results.

3.5 Forgetting Noisy Exemplars

To avoid the utility problem factor, a maintenance of the case base memory
is proposed. It is very similar to the IB3 ([17]) algorithm used when dropping
cases. In fact, it uses the same criterion for removing cases, that is, when the
performance of a particular case drops below a certain established value with a
certain confidence index, the case is considered to be spoiling the diagnosis and
it will be deleted. The confidence limit used is the one defined by the success
probability of a Bernoulli process and given in Eq. 3 [18].

p + z2

2n ± z
√

p(1−p)
n + z2

4n2

1 + z2

n

(3)
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In the equation, z is the confidence index, p is the proportion of instances that
are of this class, and n is the number of the previously processed instances. The
sign ± gives the lower and upper bounds. When the number of trials increases,
the bound interval shrinks and approaches the true probability. Equation Eq. 3
with a particular confidence level z is used to forget cases. If the lower bound of
the success probability for a particular case Lsi is below the upper bound of the
probability Uci then the case belongs to this class, the case will be considered
to be removed. In this sense, the Class field is used for comparing how the case
is performing according to exemplars of its class, as IB3 does. The bigger the
confidence z is taken, the sooner the instances are marked for removal.

IB3 normally takes a confidence index Cmax = z = 0.9 for acceptance and
Cmin = z = 0.7 for rejecting. Note that accepting an instance is made more
difficult than removing it. This is because exemplars with poor performance
only contribute a little to the classification correctness, and they will probably
be replaced by a new similar one during future training. In the present paper
the algorithm is used only for removing noisy cases. several values of confidence,
from 0.3 to 0.9 have been tested. The maximum performance is obtained for
C = z = 0.9 as the confidence level to forget cases. Hence it is better for our
system to forget irrelevant cases faster.

The following section shows the results obtained by applying the method to
a biquadratic filter.

4 Results on a Real Circuit

After the description of the CBR-system, it was applied to the biquadratic filter
circuit. It is shown in Figure 5, with the component values R1 = R6 = 2.7K,
R2 = 1K, R3 = 10K, R4 = 1.5K, R5 = 12K, C1 = C2 = 10nF . This circuit is
extensively used as a benchmark [19], [9].

R6

V2

Module 1 

Module 2
Module 3 

V4

+

-

R4

R2

C1

R3

R5

C2

V054

32

1

R1

Vi

+

-

+

-

Fig. 5. Biquadratic filter under test

A tolerance of 10% is considered as normal for each component. Therefore, a
component is considered faulty when it has a deviation greater than 10% from
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its nominal value. The circuit is linear and only parametric faults on the passive
components are taken into account.

The case structure and case base hierarchy are defined as previously ex-
plained. For the learning process and maintenance, the multi-edit algorithm
described in the previous sections is applied. The case revision and retention
tasks are performed following the algorithm in Figure 4. On the other hand, the
algorithm similar to the IB3 is used for forgetting noisy exemplars. Let’s see
some numerical examples demonstrating how the proposed method works.

Consider for the fault dictionary construction that deviations of ±20% and
±50% for each component compound the universe of faults. Also, let us take the
saturated ramp input with values tr = 100 μsec and VSAT = 1V as the fault
dictionary method selected. The simulated measures at the output V0 produce a
dictionary with 33 cases (32 faults + nominal). The faults for R2, R3 and C1 are
grouped because they produce exactly the same measures, forming an ambiguity
group. The biquadratic filter is a small circuit that can be divided into 3 blocks
by inspection, (M1, M2, M3), belonging to the same hierarchy level L1. As
example, component R1 belongs to level L1 and module M1, while component
R5 belongs to the same level but to module M3.

Figure 6 depicts a case corresponding to fault at R5 with a deviation of -43%,
using the measures derived from the saturated ramp method.

Case Num SP Td Tr Vest Class Compo Devi Hierarchy 

Case i SPi Tdi Tri Vesti 20 R5 -43% L1.M3

Measures.

Numeric Part

Fault.

Qualitative Part 

Fig. 6. Case Structure for the fault R1 − 43%

First of all, let us concentrate on the retaining procedure described in Figure
4. Examples corresponding to each type of decision considering k = 3 neighbors
to extract are displayed. The weights are calculated using the exponential kernel
with wk = 0.2.

Consider the results given in Table 1, where the measures are normalized.

Table 1. Case of a type 1 decision (Figure 4)

SP td tr Vest Class Compo Devi Weight

New Case 0.5099 0.5152 2.2353 1.3024 4 R1 -54.64 -
Neighbor 1 0.5411 0.5252 2.2059 1.2593 4 R1 -54.55 0.5167
Neighbor 2 0.5162 0.4545 2.2353 1.1525 4 R1 -50.00 0.3765
Neighbor 3 0.5546 0.4545 2.2353 1.0466 4 R1 -43.19 0.2000

The k = 3 neighbors all correspond to Compo 1, the same Compo field as
the new case. As proposed by the algorithm in Figure 4, the average deviation
should be obtained and compared to the new case. The average deviation of the
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3 neighbors is Devi = −49.25%, comparing this with the deviation of the new
case gives an error estimation of 9.86%. Since the error is less than 10%, the
case is supposed to be correctly estimated, and therefore it is not necessary to
introduce it into the case base.

Suppose now, that the situation of Table 2 is given

Table 2. Case of a type 5 decision (Figure 4)

SP td tr Vest Class Compo Devi Weight

New Case 0.3474 0.8182 2.4118 0.5702 7 R2 64.4636 -
Neighbor 1 0.4234 0.7576 2.3529 0.5798 5 R2 24.5949 0.6063
Neighbor 2 0.4670 0.6364 2.2941 0.5623 7 R2 48.3634 0.3374
Neighbor 3 0.4694 0.5152 2.2647 0.4918 1 R1 13.7863 0.2000

In this situation there are some retrieved cases, but not all of them have the
same Compo field as the new case. Neighbor 1 and Neighbor 2 correspond to
Compo 2, giving an average deviation of Devi = 36.48%. It is clear that the new
case is Compo 2 but with a deviation far from the proposed one. Hence, the case
will be introduced, if it does not disturb the other case base members.

According to the algorithm for forgetting noisy exemplars, the maximum
performance is obtained for C ≈ 0.9 as the confidence level to forget cases.
Hence it is better for our system to forget irrelevant cases faster.

Figure 7 demonstrates how the process is learning while training. It has been
obtained for 150 training sets randomly sorted. The curves show the diagnosis
results obtained for one of the best sorted combination of training sets. Each
training set is compound by 10 faults for each component considering deviations
from 0 to 70% (a total of 80 new case per train) randomly generated by means
of the Monte-Carlo algorithm.

Precision success stands for the cases that are diagnosed correctly (com-
ponent and deviation with an error < 10%). On the other hand, Component
success represents the percentage of cases that are only correct at locating the
component (deviation with an error > 10%). Cases with neither component nor
deviation are correct are considered in the Figure 7 as Wrong. Success with over-
lap contains the percentage of faults that provides the correct diagnosis only at
the faulty module. The sum of all these types of successes is given in Figure 7
by Total success. At last, the Data base size during training is shown in the last
graphic of the same figure. The first value displayed in each graphic of Figure 7
corresponds to the diagnostic values obtained by the classic fault dictionary. At
the beginning, the total of correct cases increases abruptly. This fact is due to the
multiple cases being taken instead of one as a neighbor in the diagnosis. There-
fore, it is more probable to extract the correct class between them, but there
will be overlapping with the other neighbors. The increase is therefore due to
the percentage of the correct module detection rising (second row second column
plot in Figure 7). As the training advances, the case base substitutes component
and module success diagnosis by increasing the average of precision diagnosis.
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Fig. 7. Analysis sorting the train sets

On the other hand, another important factor to observe is that the number of
cases continuously increases. Observe that the system classifies correctly (includ-
ing the deviation), almost the 40% of tested new cases. If the situations in which
at least the correct component or its corresponding module is diagnosed, almost
90% of the new tested cases are rightly located and identified. These percentages
show that better results are obtained comparing with the fault dictionary. Table
3 shows the detailed results stopping the training at set number 132.

Table 3. Performance for non previously considered faults. CBR

Method OK diagnosed Component OK Module OK Wrong Case Base size
Fault dictionary 17% 46.375% 0% 36.625% 25
DROP4 retain 39.375% 23.25% 25.625% 11.75% 263
All-KNN retain 49.40% 20.25% 19.80% 10.37% 742

5 Conclusions

A new methodology for building a CBR system for analog electronic circuits
diagnosis has been developed. The proposed CBR-system is based on fault dic-
tionaries, taking advantage of its case structure and provided signatures, and
completed with learning and maintenance tasks. The classic dictionary with a
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faults universe of ±20% and ±50% serves as an initial case base. Of course the
type of measures to select is circuit dependent.

About the case base maintenance, a multi-edit algorithm based on DROP4
or All-KNN for adding and IB3 with C = z = 0.9 confidence index for deleting
cases has been proposed. The method works quite well improving substantially
the percentage of success with precision as shown in Table 3. Of course taken
more measures at other nodes will decrease the number of ambiguities and more
faults will be distinguishable, as it will happen with the classical dictionaries or
other methodologies. But comparing the success rate for the studied methods
all of them in the same conditions (taking measures only at the output), the
CBR system proposed presents a higher percentage of success identifying the
parameter values.

For the biquadratic filter circuit, the results have shown that the method
improves the diagnosis provided by the fault dictionary. For a set of 100 faults for
each component corresponding to deviations compressed in the range of ±70%,
the classic dictionary has a success rate of 17% while using the proposed multi-
edit technique increases it to 39.375%. Also, the incorrect diagnostics decrease
from 27% to 11.75%. A transition of success rates from the component success
rate to the precise success rate can be observed, meaning that the system is more
precise when diagnosing. The increase in the case base size is not dramatic. The
classic dictionary has 25 cases while the multi-edit technique produces a case base
of 263. The confidence index selected for forgetting is C = z = 0.9. This index
shows the best results after several simulations. A case that is performing badly
can quickly be deleted because it will be substituted by another training case
that can perform better. If the cases are introduced even though they have a bad
influence on the classification of other cases already contained in the base, the
system performs even better. In this situation, success with precision is increased
up to 49.40% using the same test set. The case base reaches saturation as well,
but the training can be truncated at training 63. The system performance is
improved at expenses of increasing the case base size to 742.
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Abstract. Critiquing is a powerful style of feedback for case-based rec-
ommender systems. Instead of providing detailed feature values, users
indicate a directional preference for a feature. For example, a user might
ask for a ‘less expensive’ restaurant in a restaurant recommender; ‘less
expensive’ is a critique over the price feature. The value of critiquing
is that it is generally applicable over a wide range of domains and it is
an effective means of focusing search. To date critiquing approaches have
usually been limited to single-feature critiques, and this ultimately limits
the degree to which a given critique can eliminate unsuitable cases. In
this paper we propose extending the critiquing concept to cater for the
possibility of compound critiques – critiques over multiple case features.
We describe a technique for automatically generating useful compound
critiques and demonstrate how this can significantly improve the perfor-
mance of a conversational recommender system. We also argue that this
generalised form of critiquing offers explanatory benefits by helping the
user to better understand the structure of the recommendation space.

1 Introduction

Conversational recommender systems are a response to the fact that in many
information seeking scenarios it is unlikely that the user will provide enough
requirements information to uniquely identify what it is that she is looking for.
As such, conversational recommender systems assume that a user’s initial query
is merely a starting point for search, perhaps even an unreliable starting point,
and the job of the recommender system is to help the user to refine her initial
query as part of an extended system-user interaction (see for example, [1, 9, 16,
18]). Thus, a typical session with a conversational recommender system usually
takes the form of a series of recommend-review-revise cycles: the user is presented
with one or more item recommendations; she provides some form of feedback
regarding the suitability of these items; and the recommender updates its user-
model according to this feedback and proceeds to the next recommendation
cycle. The hope of course is that after a small number of cycles the recommender
will have sufficient information to recommend a suitable item to the user.
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Research in the area of recommender systems to date has focused on various
aspects of the conversational recommender system architecture, with a number
of researchers exploring different options when it comes to the recommend, re-
view and revise stages of each cycle. Briefly, researchers have explored a variety
of ways to select items for recommendation, recently moving beyond straight-
forward similarity-based approaches towards more sophisticated techniques that
incorporate factors such as item diversity into the retrieval process [2, 8, 12, 16,
18]. In turn, there are many ways in which a user can review a set of recom-
mendations and a variety of different forms of feedback have been proposed [17].
Finally, other recent work has looked at how user feedback can be exploited to
update the recommender’s model of the user’s requirements [9].

In this paper we focus on the use of a popular form of feedback in conversa-
tional recommender systems: critiquing. The basic idea was first introduced by
Burke et al. [3–5] and proposes a form of feedback that expresses what might
be termed a directional preference over a particular item feature. Entree is the
quintessential recommender system that employs critiquing (also sometimes re-
ferred to as tweaking). Entree is a restaurant recommender, and each time a
restaurant is suggested it allows the user to provide feedback in the form of a
critique or tweak. Each tweak is a constraint over the value-space of a particular
restaurant feature. For example, the user might indicate that they are looking
for a less expensive restaurant or a more formal setting. These are two individ-
ual tweaks: the former on the price feature and the latter on the setting feature.
The advantage of critiquing is that it is a fairly lightweight form of feedback, in
the sense that the user does not need to provide specific value information for
a feature, while at the same time helping the recommender to narrow its search
focus quite significantly [10, 11].

This standard form of critiquing normally operates at the level of individ-
ual features and this limits its ability to narrow the search focus. At the same
time it seems that users often think more naturally about combinations of fea-
tures. For example, in the PC domain a user might be looking for a PC that
is similar to the one shown but that has more memory at a lower price; this
is an example of a compound critique over the memory and price features of a
PC case. Intuitively compound critiques appear to have the ability to improve
the efficiency of conversational recommender systems, by focusing search in the
direction of multiple, simultaneous feature constraints; of course they are not
limited to two features and in theory compound critiques could be created to
operate over all of the features of a case, although this might impact on a user’s
ability to understand the critique.

This is not to say that the idea of compound critiques is novel. In fact, the
seminal work of [4] refers to critiques for manipulating multiple features. They
give the example of the ‘sportier’ critique, in a car recommender, which increases
engine size and acceleration and allows for a greater price. This is a compound
critique but it has been fixed by the system designer. We believe that a more
flexible approach is required because the appropriateness of a particular com-
pound critique will very much depend on the remaining cases that are available.
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For example, if, during the course of the recommender session, a car-buyer has
focused on large family cars then it is unlikely that many ‘sporty’ cars will exist
in the remaining cases and the ‘sportier’ critique may no longer be valid. How-
ever, a new compound critique – lower engine size, greater fuel economy and a
higher eco-rating – might now be useful. The point is that compound critiques
should be generated on the fly with reference to the remaining cases and this is
the starting point for our work. In this paper we will describe and evaluate dif-
ferent approaches to automatically creating and prioritising compound critiques.
Specifically, in Section 2.2 we will describe how the Apriori algorithm[7, 15] can
be used to generate and grade candidate compound critiques, and in Section 3
we will demonstrate how the availability of these selected critiques can reduce
the average number of recommendation cycles needed by up to 40%.

2 Dynamic Compound Critiquing

In this work we will assume a conversational recommender system in the image
of Entree. Each recommendation session will be commenced by an initial user
query and this will result in the retrieval of the most similar case available for
the first recommendation cycle. The user will have the opportunity to accept
this case, thereby ending the recommendation session, or to critique this case.
When she critiques the case, the critique in question acts as a filter over the
remaining cases, and the case chosen for the next cycle is that case which is
compatible with the critique and which is maximally similar to the previously
recommended case.

To critique a case the user will be presented with a range of single-feature
(unit) critiques plus a set of compound critiques that have been chosen because
of their ability to carve-up the remaining cases. In this section we will describe in
detail how these compound critiques are generated and selected during each cycle
by looking for frequently occurring patterns of critiques within the remaining
cases; we refer to our approach as dynamic critiquing.

2.1 Critique Patterns – A Precursor to Discovery

Let us assume that our recommender system is currently engaged in a recom-
mendation session with a user, and that a new case has been returned as part
of the current cycle. Each case that remains in the case-base can be compared
to this new case to generate a so-called critique pattern. This pattern essentially
recasts each case in the case-base in terms of the unit critiques that apply to
each of its features when compared to the current case.

Figure 1 illustrates what we mean with the aid of an example. It shows the
current case that has been selected for recommendation to the user as part of
the current cycle and also a case from the case-base. The current case describes a
1.4GHz, desktop PC with 512Mb of RAM, a 14” monitor and a 40Gb hard-drive,
all for 1500 euro. The comparison case, from the case-base, describes a 900MHz,
desktop with 512MB or RAM, a 12” monitor and a 30Gb hard-drive for 3000
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(Euro)

Fig. 1. Illustrating how a critique pattern is generated.

euro. The resulting critique pattern reflects the differences between these two
cases in terms of individual feature critiques. For example, the critique pattern
shown includes a “<” critique for processor speed – we will refer to this as
[Speed <] – because the comparison case has a slower processor than the current
recommended case. Similarly, the pattern includes the critique [Price >] because
the comparison case is more expensive than the current case. So, prior to the
discovery process, and after a case has been selected for the current cycle, it is
necessary to generate a critique pattern for every case in the case-base relative
to the current case. These patterns serve as the source of compound critiques.

2.2 Discovering Compound Critiques

The key to exploiting compound critiques relies on our ability to recognise useful
recurring subsets of critiques within the potentially large collection of critique
patterns (the pattern-base). Our intuition is that certain subsets will tend to
recur throughout the pattern-base. For example, we might find that 50% of
the remaining cases have a smaller screen-size but a larger hard-disk size than
the current case; that is, 50% of the critique patterns contain the sub-pattern
{[Monitor <],[Hard−Disk >]}. If this critique is applicable to the user – if she
is in fact looking for smaller screens and larger hard-disks – then its application
will immediately filter out half of the remaining cases, thus better focusing the
search for a suitable case during the next cycle. Presumably, neither of the
individual critiques that make up this compound critique would wield the same
discriminatory power on their own.

The problem at hand then is how to recognise and collate these recurring
critique patterns within the pattern-base. This is similar to the so-called market
basket analysis, which aims to find regularities in the shopping behaviour of
customers [7]: each critique pattern corresponds to the shopping basket for a
single customer, and the individual critiques correspond to the items in this
basket. Many data-mining algorithms try to find sets of items that are frequently
purchased together, and so our proposal is to use similar techniques to find sets of
critiques that frequently occur together. Ordinarily this is a challenging problem,
largely because of the combinatorics involved: a typical supermarket will have
several thousand different products and this can lead to a combinatoric explosion
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in the number of possible groups of recurring items. This problem is not so acute
in our critiquing scenario because there are only a limited number of possible
critiques. For instance, each numeric feature can have a “<”or a “>” critique
and each nominal feature can have a “=” or a “! =” critique, so there are only
2n possible critiques in a case-base where the cases are made up of n individual
features.

In addition, efficient algorithms do exist for restricting the search-space of
possibilities so that only a subset of all of the possible compound critiques needs
to be checked. One such algorithm is the well-known Apriori algorithm [7, 15],
which characterises these recurring item subsets as association rules of the form
A → B – from the presence of a certain set of critiques (A) one can infer
the presence of certain other critiques (B). For example, one might learn that
from the presence of the critique, [Monitor <], we can infer the presence of
[Hard −Disk >] with a high degree of probability; in other words the pattern
{[Monitor <],[Hard−Disk >]} is commonplace.

Apriori measures the importance of a rule in terms of its support and con-
fidence. The support of a rule, A → B, is the percentage of patterns for which
the rule is correct; that is, the number of patterns that contain both A and B
divided by the total number of patterns. Confidence, on the other hand, is a
measure of the number of patterns in which the rule is correct relative to the
number of patterns in which the rule is applicable; that is, the number of pat-
terns that contain both A and B divided by the number of patterns containing
A. For instance, we would find that the rule [Monitor <] → [Hard −Disk >]
has a support of 0.1 if there are a total of 100 critique patterns but only 10 of
them contain [Monitor <] and [Hard−Disk >]. Likewise, the confidence of this
rule would be 0.4 if 25 of the critique patterns contain only [Monitor <]. Unfor-
tunately a detailed account of Apriori is beyond the scope of this paper but, very
briefly, Apriori is a multi-pass algorithm, where in the kth pass all large itemsets
of cardinality k are computed. Initially frequent itemsets are determined. These
are sets of items that have at least a predefined minimum support. Then, dur-
ing each new pass those itemsets that exceed the minimum support threshold
are extended. Apriori is efficient because it exploits the simple observation that
no superset of an infrequent itemset can be frequent to prune away candidate
itemsets.

Our specific proposal is to use Apriori, during each recommendation cycle, to
generate a collection of compound critiques (frequent itemsets over the pattern-
base), and to then select a subset of these compound critiques so that they may
be presented to the user as alternative critiquing options.

2.3 Grading Compound Critiques
During any particular cycle a large number of compound critiques, of varying
sizes, may be discovered. Of course it is not feasible to present all of these to the
user so we must look to choose a select subset. Which subset we choose is likely
to have a significant bearing on the degree to which the compound critiques may
prove to be successful at reducing session length. There are two main criteria in
this regard:
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– We would like to present compound critiques that are likely to be applicable
to the user, in the sense that they are likely to constrain the remaining cases
in the direction of their target case. In this way there is a good chance that
these compound critiques will be selected over any of the unit critiques.

– We would like to present compound critiques that will filter out large num-
bers of cases so that there is a greater chance that the target case will be
retrieved in the next cycle.

The first of these criteria is difficult to cater for since it is unlikely to be at
all clear exactly what target case the user is seeking. That said, it is a good bet
that certain features of their target case may be inferred from the feedback pro-
vided during previous cycles. For example, if the user reliably looks for cheaper
PCs then compound critiques that contain [Price <] may be good candidates.
The second criterion is more straightforward to address. The support of a com-
pound critique is a direct measure of its ability to filter out few or many cases.
A compound critique with a low support value means that it is present in a
small proportion of critique patterns and thus it is only applicable to a few re-
maining cases. If applied the critique will therefore eliminate many cases from
consideration.

It is worth noting that there is a tension between the use of support as a grad-
ing metric for compound critiques and the way that it will influence the above
criteria. While low-support critiques will eliminate many cases, these critiques
seem less likely to lead to the target case, all things being equal. Conversely,
preferring high-support critiques will increase the chance that the critiques will
lead to the target case, but these critiques will fail to eliminate many cases from
consideration.

3 Evaluation

At this point we have described how our dynamic critiquing technique applies
Apriori within a standard critiquing-based, conversational recommender system
in order to identify sets of compound critiques that may be presented to the
user during each cycle. Ultimately we are doing this in the hope that compound
critiques will be selected in favor of unit critiques and that they will help to
reduce the number of cycles needed to satisfy the user. In this section we will
evaluate this in the context of a PC recommender and we will look at a number
of key issues including: the number of compound critiques that are generated
during a typical cycle; the size of these critiques and the size of the critiques that
are selected for presentation to the user; the application frequency of compound
critiques during a typical cycle; and finally, the impact of dynamic critiquing on
session length.

3.1 Setup

Algorithmic Variations. The basic dynamic critiquing approach is fixed:
compound critiques are generated during each cycle (with a minimum support
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threshold of 0.25). However, we will examine three variations on this theme, each
distinguished according to how the set of top 5 critiques is chosen for presenta-
tion to the user during the current cycle: (1) LS - the top 5 critiques with the
lowest support are chosen; (2) HS - the top 5 critiques with the highest support
are chosen; (3) RAND - A random set of 5 critiques are chosen. So the above
provide three system variations based on dynamic critiquing and in addition we
also include a standard, unit critiquing approach (STD) as a benchmark.

Dataset. The well-known PC dataset is used as a source of case and query
data [9, 13]. This dataset consists of 120 PC cases each described in terms of 8
features including type, manufacturer, processor, memory, etc. This dataset is
available for download at www.cs.ucd.ie/staff/lmcginty/PCdataset.zip

Methodology. We adopt a similar leave-one-out methodology to [9–11]. Specif-
ically, each case (base) in the case-base is temporarily removed and used in two
ways. First it serves as the basis for a set of queries constructed by taking random
subsets of its features. We focus on subsets of 1, 3 and 5 features to allow us to
distinguish between hard, moderate and easy queries, respectively. Second, we
select the case that is most similar to the original base. These cases serve as the
recommendation targets for the experiments. Thus, the base represents the ideal
query for a ‘user’, the generated query is the initial query that the ‘user’ provides
to the recommender, and the target is the best available case for the ‘user’, based
on their ideal. Each generated query is a test problem for the recommender, and
in each recommendation cycle the ‘user’ picks a critique that is compatible with
the known target case; that is, a critique that, when applied to the remaining
cases, results in the target case being left in the filtered set of cases. In a typical
cycle there may be a number of critiques (unit and compound) that satisfy this
condition and the actual one chosen depends on the system being used: LS picks
the critique with the lowest support with ties broken by a random choice, HS
picks the one with the highest support with ties broken by a random choice, and
RAND picks a random critique. Each leave-one-out pass through the case-base
is repeated 30 times and recommendation sessions terminate when the target
case is returned.

3.2 How Many Compound Critiques?

Perhaps the first question to explore concerns the number of compound critiques
that can be generated during a recommendation cycle. Obviously this will depend
on a number of factors including: the current recommended case; the number of
cases that are available in the cycle; and the variation that exists among these
cases.

To form a general picture of how critique generation was influenced by the
number of cases we recorded the number of compound critiques generated dur-
ing each cycle along with the number of cases that were available during that
cycle. The results are presented in Figure 2 as a graph of the average number
of critiques versus the different numbers of cases. They indicate a general trend
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towards fewer compound critiques as the number of available cases decreases.
Initially, for large numbers of cases (between 120 and 110), the number of gen-
erated critiques falls off quickly from a high of over 200, and then is seen to
stabalise around the 100 level. Obviously the actual number of compound cri-
tiques generated per cycle is significant and typically there are more critiques
than cases due to the combinatorics of critique generation. Remember we select
only 5 of these critiques per cycle for presentation to the user so it will be in-
teresting to investigate how the different policies (LS, HS and RAND) vary in
terms of their ability to influence recommendation efficiency.
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Fig. 2. Graph of the average number of critiques generated versus the different numbers
of cases available.

3.3 Critique Size

Early on in this work we were concerned that the size of compound critiques
would be an important issue: that compound critiques containing many features
would be routinely generated, and that these critiques would be too complex to
present to any user. There are 8 features per PC case and thus a compound cri-
tique can have a size of between 2 and 8, but presenting compound critiques with,
for example, 5 or 6 separate features would make for a user-interface nightmare.

To understand the size-range of the critiques being generated we first counted
the number of critiques generated for each of the 8 different sizes across an entire
leave-one-out pass through the case-base. The results are presented in Figure 3
and they show that the majority of compound critiques are actually quite short.
For instance, 66% of critiques contain either 2 or 3 features and less than 2.5%
contain more than 5 features. This indicates that there is a significant degree
of variation between the PC cases; if these cases were more homogeneous then
larger critiques would have been commonplace.

As a follow-up experiment on the issue of critique size, we also looked at
the average size of the compound critiques that are being presented to the user
as part of the recommendation cycle, for each of the different critiquing strate-
gies. The results are shown in Figure 4 as a graph of the average compound
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Fig. 3. Results showing the frequency of sizes of compound critiques.

critique size presented during a cycle versus the maximum generation threshold,
t; terminating Apriori at the t + 1th iteration will limit all itemsets (compound
critiques) to be no greater than t in size. The results show that the compound
critiques chosen by the HS strategy are unaffected by the maximum generation
threshold; the top 5 HS critiques have an average size of about 2.12 regardless
of the generation threshold. Of course this is to be expected since critiques with
a high support value are likely to be small; high support means that the critique
is common across the available cases and this is more likely if the compound
critique contains few features. Thus, preferring compound critiques with high
support is tantamount to preferring small compound critiques. Conversely, the
average size of the compound critiques selected by the LS strategy are larger by
up to 76% (an average size of 3.7) when the maximum generation threshold is
set to its maximum value of 8. When we look at the average size of compound
critiques that are actually selected by the ‘user’ in our experiments we find that
they too follow the pattern presented in Figure 4 and are virtually identical to
the sizes shown.

In summary then, our initial concerns about the generation of large com-
pound critiques, and the problems that this might cause, appear to be unfounded.
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Fig. 4. Graph of the average compound critique size presented during a cycle versus
the maximum generation threshold.



772 James Reilly et al.

First of all, it is always possible to limit the size of the critiques, at generation-
time, by prematurely halting Apriori after an appropriate number of iterations.
Secondly, even without imposing this limit, large critiques are unlikely to occur
unless the available cases are unusually homogeneous. And even the LS critique
selection strategy, which naturally favours large critiques still only selects cri-
tiques with at most 3 or 4 features.

3.4 Application Frequency

So far we have seen that, in general, our dynamic critiquing technique tends to
produce large numbers of compound critiques in a typical cycle. We have also
found most of these critiques to contain between 2 and 4 features and the HS
selection strategy tends to prefer small critiques while the LS strategy prefers
the larger critiques. Given that in our experiment we are returning 5 compound
critiques per cycle to the user the next logical question is whether these critiques
tend to be chosen.

Figure 5 presents a graph of the probability that a compound critique will
be chosen by the ‘user’ at each cycle in a recommendation session. We compute
the probability that a compound critique will be chosen in cycle k by calcu-
lating the proportion of times that a compound critique was selected in a kth

cycle throughout our experiment. Figure 5 plots these probability distributions
for each dynamic critiquing strategy for up to the 20th recommendation cycle.
The results are as predicted in Section 2.3 where we suggested that compound
critiques would be more likely to be chosen under the HS strategy than under
the LS strategy. Figure 5 indicates that compound critiques are chosen under
the HS strategy between 55% and 86% of the time. Under the LS strategy they
are chosen between only 33% and 40% and under RAND they are chosen about
15% of the time.
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Fig. 5. Results showing the probability that a compound critique will be selected for
each of the strategies evaluated.
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3.5 Recommendation Efficiency

Our basic assumption is that the application of a compound critique should
help to focus search more efficiently than the application of a unit critique and
therefore reduce the length of recommendation sessions. We now know that
the HS strategy leads to the frequent application of small compound critiques
whereas the LS strategy leads to the less frequent application of large critiques.
Which, if either, of these strategies leads to a reduction in session length remains
to be seen. To test this we compare the performance of each of our four strategies
on the PC case-base according to the leave-one-out test methodology described
above.

For each recommendation session we record the number of cycles required
before the target case is retrieved, and we average these values for each system.
The summary results are presented in Figure 6 as a bar-chart with each bar
showing the average session length for each of the four test systems measured
across all test queries. Clearly, there is an advantage to the dynamic critiquing
approach, with all three variations out-performing the standard critiquing system
on average. However, the scale of this advantage is very much dependent on
the variation of dynamic critiquing that is used. For example, the HS variation
provides only a very minor advantage, reducing average session length from
5.89 cycles to 5.68 cycles, a relative reduction of less than 4%. This is to be
expected as the HS system prefers compound critiques with high support values
and these critiques, by definition, will not serve to filter cases greatly upon their
application. The advantage is far more striking when we look at the LS system,
which uses a complementary strategy that prefers critiques with low support
values, critiques that are likely to constrain the cases for the next cycle. The LS
variation reduces session length to 3.8, a reduction of nearly 36% relative to STD.
The RAND variation occupies the middle-ground offering relative reductions of
almost 16%.

It is also worth investigating how recommendation efficiency is influenced by
initial query length, as a measure of query difficulty. To do this we recomputed
the session length averages above by separating out the queries of various sizes.
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the systems compared.
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The results are presented in Figure 7. Figure 7(a) shows a graph of average
session length against initial query length. Once again the results are very clear,
pointing to a significant advantage for LS, but little or no advantage for HS. As
expected the average session length falls with increasing initial query length but
it is interesting to note that the scale of any advantage due to dynamic critiquing
appears to be greater for the more difficult (smaller) initial queries. Figure 7(b)
shows the results for the relative improvements realised over STD for all of the
strategies evaluated. For example, for difficult queries (with a single specified
feature) we find that LS enjoys a session length reduction of just over 40%,
relative to STD. This falls to almost 32% for the moderate queries (containing 3
specified features) and falls again to just under 26% for the relatively easy queries
with 5 fully specified features. This is to be expected perhaps since the easier
queries naturally result in shorter sessions and thus there are fewer opportunities
for compound critiques to be chosen, and hence fewer opportunities for their
benefit to be felt.
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Fig. 7. Recommendation Efficiency Results.

4 Discussion

In summary then, dynamic critiquing (LS strategy) appears to offer significant
performance benefits when compared to standard critiquing. We believe that
it can be readily incorporated into standard case-based conversational recom-
mender systems. The Apriori algorithm is an efficient approach to compound
critique generation and its inclusion does not add appreciably to the overall
computational load of the recommender system. For example, in our evaluation
system, the compound critiques for a typical cycle are generated in an average of
46ms (on a 2.8 GHz Pentium 4) and, as such, offer no significant computational
burden to the recommender. This does not mean that Apriori will necessarily
scale well for very large case-bases, but we believe that it will remain compu-
tationally tractable for typical case-bases sizes. After all, Apriori is designed
for large-scale data-based mining running into the millions of transactions and
thousands of unique items and case-bases with hundreds or even thousands of
cases and only tens of features do not present a significant challenge.
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In addition to the performance advantages of dynamic critiquing it is also
worth considering what we might term its ‘explanatory benefits’. Recently a
number of researchers have argued for the need for improved interaction be-
tween system and user, with many arguing that recommender systems must
provide some form of explanation to the user in order to help her understand
the reason behind recommendations [14, 6]. We believe that compound critiques
have a role to play in this regard. Unlike unit critiques, compound critiques
help users to understand some of the common interactions that exist between
groups of features. For example, in the PC domain, the compound critique
[Speed >], [Memory >], [Price >] tells the user that faster processors, more
memory, and higher prices go hand-in-hand, and by tagging this critique with
its support value we can inform the user about the proportion of remaining
cases that satisfy this critique. We believe that in many recommender domains,
where the user is likely to have incomplete knowledge about the finer details of
the feature-space, that compound critiques will help to effectively map out this
space. For this reason we believe that users will actually find it easier to work
with compound critiques than unit critiques and this may, for example, help the
user to make fewer critiquing errors. For instance, with standard critiquing in
the PC domain a user might naively select the [Price <] unit critique in the
mistaken belief that this may deliver a cheaper PC that satisfies all of their
other requirements. However, reducing price in this way may lead to a reduction
in memory that the user might not find acceptable and, as a result, she will
have to backtrack. This problem is less likely to occur if the compound critique
[Price <], [Memory <] is presented because the user will come to understand
the implications of a price-drop prior to selecting any critique. Of course all of
these findings need to be validated in real-user trials.

A further research issue relates to the cognitive load associated with asking
the user to evaluate more that one feature at a time. While we are confident
that savings in processing time and session length will outweigh the cognitive
burden placed on the user, supportive evaluations have yet to be carried out.
Once again, a real-user study is necessary here.

5 Conclusions

Critiquing is an important mode of user feedback that is ideally suited to many
case-based recommendation scenarios. It is straightforward to implement, easy
for users to understand and use, and it has been shown to be effective at guiding
conversational recommender systems. To date the standard form of critiquing has
been largely limited to single-feature critiques, what we have called unit critiques.
In this paper we have suggested the use of compound critiques to constrain
multiple features simultaneously. We have described a technique called dynamic
critiquing, which is capable of automatically and efficiently generating compound
critiques during each recommendation cycle. And as part of each cycle a subset
of these new critiques is presented to the user, along with the standard unit
critiques. We have evaluated our technique using the well-known PC data-set
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and compared different strategies for selecting a suitable subset of critiques. Our
experiments indicate that significant performance improvements are possible:
the LS dynamic critiquing strategy, which prefers low-support critiques, has the
ability to reduce session length by up to 40% compared to standard critiquing.

In summary then, the idea of using compound critiques is a general one
that is likely to be just as applicable as standard critiquing across a wide range
of recommendation scenarios. The use of compound critiques clearly has the
potential to improve recommendation efficiency and dynamic critiquing provides
an efficient approach to generating suitable compound critiques in conversational
recommender systems. We further suggest that these compound critiques may
confer an explanatory advantage on a recommender system by helping the user
to appreciate the dependancies that exist between features and cases. Together
these advantages establish compound critiquing as a powerful new interaction
modality for case-based conversational recommender systems.
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Abstract. Helping software designers in their task implies the devel-
opment of tools with intelligent capabilities. One such capability is the
integration of natural language understanding in CASE tools, thus im-
proving the designer/tool communication. In this paper, we present a
CBR approach for the generation of UML class diagrams from natural
language text. This approach is implemented in a CASE tool, with the
goal of helping the software designer create the first system model. We
describe the natural language conversion module and give an overview
of the tool in which it is integrated. Experimental results for retrieval
and adaptation mechanisms are also presented.

1 Introduction

Design is a complex task involving several types of reasoning mechanisms and
knowledge types [1]. In software design this holds true, especially if we think of
software design as a way of computationally modelling part of the real world.
Two designers have different views about the same system, and consequently, two
different designs will emerge. This is just an example of the difficulties associated
with software design. CASE (Computer Aided Software Engineering) tools were
developed some decades ago to help the designer in the modelling of software
systems. Many of these tools are only graphical editors that help the designer
create diagrams that represent the system being modelled. Giving these tools
capabilities beyond simple editing skills is a goal that must be attained in order
to relieve the designer from boring or time consuming tasks. Another way to
improve CASE tools is to integrate modules that can suggest new alternative
designs or that can improve the interface between man and machine. We are
interested in the second type of modules, with the main focus on developing
natural language processing modules that can help the designer communicate
with the CASE tool.

We are developing a CASE tool with several functions that go beyond the
usual editing skills. One of the functions of this tool, is to translate a textual
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description of the system being developed, to the formalism used by the CASE
tool. This process implies at least three steps: morphological analysis, syntactic
analysis, and semantic analysis. The morphological analysis identifies the lexical
category of each word. The syntactic analysis creates the parse tree of the text
being analyzed, which represents the syntactic relations between the different
text elements. Finally, semantic analysis associates semantic meaning to text el-
ements and converts them into the formalism used in our CASE tool. For the first
and second steps, there are well established methods to perform these analysis,
stemming from the Natural Language Processing (NLP, [2, 3]) community. The
semantic analysis is domain dependant and requires well developed approaches
to cope with the immensity of natural language. In this paper, we propose a new
approach to sematic analysis of texts, and how to convert them into a software
specification language.

Case-Based Reasoning (CBR, [4, 5]) is generally described as a reasoning
paradigm from the Artificial Intelligence area, but we think that CBR is more
than that. We view CBR as a methodology to develop Knowledge-Based systems
[6]. The main idea of CBR is to reuse experience to solve new problems. This
experience is in the form of cases and is stored in a case base, ready for being
reused. CBR is especially useful when no domain model is available, which is the
specific case of our NLP task. Another characteristic of a CBR system, is that it
can learn new cases, and thus evolve in time. This is a very interesting property,
not only enabling the system to gradually cover the problem space, but also to
adapt to the users of the system (individually).

In this paper, we present a CBR approach to semantic analysis of texts,
and to the conversion of these texts into UML (Unified Modelling Language,
[7]). UML is the design language used by the CASE tool that we are develop-
ing (called REBUILDER [8]) and in which this approach is implemented. The
module that implements this approach is called NOESIS (Natural Language
Oriented Engineering System for Interactive Specifications) and it converts nat-
ural language text (in English) into UML class diagrams. The huge number of
syntactical and semantic relations that exist in natural language, makes the
development of a theory to translate every sentence (or just a representative
portion of the possible sentences) very hard. This is one of the reasons why we
think that CBR is an appropriate approach to this problem. Another advantage
of a CBR approach, is that the system evolves in time adapting to the user
modelling preferences.

The next section describes the basics of NLP, detailing the steps of an NLP
module. Section 3 describes the CASE tool in which NOESIS is integrated.
The NOESIS module is detailed in section 4. In section 5, we focus on the
NLP steps of the conversion process and on the case representation, retrieval
and adaptation mechanisms. Section 6 presents experimental work done with
NOESIS. In section 7, our approach is compared with other similar approaches
and some final remarks about our work are made.
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2 Natural Language Processing

One of the primary goals of the AI community has been the development of
computer systems capable of processing and understanding natural language.
The field of NLP has roots that date to the early 1940s [2], nevertheless the
goal is still far from being attained in a satisfactory manner. Many processing
paradigms have been developed since then, but recently there has been a strong
tendency to use empirical (corpus based) methods over rational methods, using
hand-coded rules [9]. The preference for empirical methods is mainly due to the
fact that developing rational systems requires a great deal of human effort and
patience compared to statistical and machine learning methods.

When dealing with natural language one must be aware of the types of knowl-
edge used in processing and understanding natural language. Systems that intend
to process and understand natural language should be aware of these categories
and should try to embed them into their reasoning mechanism. Though it is
possible for some categories to be omitted, for example a system that deals with
written text probably does not need phonetical and phonological knowledge,
the role played by these categories should be present when constructing NLP
systems. As stated in [2], we can identify six distinct knowledge categories:

Phonetics and Phonology Deals with the recognition of sounds and how
these sounds map on to words.

Morphology Studies how words are structured and how they can be trans-
formed, possibly by concatenation of prefixes or suffixes, into other words.
Morphological knowledge also involves the correct identification of word
classes (verbs, nouns, adjectives, adverbs, pronouns, ...).

Syntax Knowledge of syntax enables the construction of valid phrases and sen-
tences. The rules used to construct a valid sentence are often defined in a
grammar. Syntax plays an important role in the comprehension of language,
the way words are ordered, grouped and related together to form sentences
influences the way we interpret those sentences [2].

Semantics After the identification of valid word forms and sentences there is
the need of assigning a meaning to these units. The selection of the correct
meaning is a difficult task even for humans. This uncertainty with regard to
interpretation is normally referenced to as semantic ambiguity. Ambiguity
arises when a word has multiple meanings.

Pragmatics Pragmatic knowledge is concerned with the way language is used
in order achieve certain goals.

Discourse The last category is knowledge of discourse. This category deals
with aspects of how units larger than single utterances or sentences are
constructed. This kind of knowledge allows the resolution of certain linguistic
phenomenon such as anaphor.

3 REBUILDER

NOESIS is integrated into a larger system named REBUILDER, an Intelligent
CASE (Computer Aided Software Engineering) tool. The main goals of RE-
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BUILDER are: to create and manage a repository of software designs, and to
provide cognitive functionalities capable of aiding the software designer model-
ing a system. NOESIS is one of these functionalities, allowing the designer to
create the first version of the UML design out of natural language text.

Figure 1 shows the architecture of REBUILDER. It comprises four main mod-
ules: the UML editor, the knowledge base manager, the knowledge base (KB),
and the CBR engine. It also shows the two different user types: software design-
ers and KB administrators. Software designers use REBUILDER as a CASE tool
with reuse capabilities. A KB administrator has the function of keeping the KB
updated and consistent. The UML editor is the interface between REBUILDER
and the software designer, while the KB manager is the interface between the
KB administrator and the system.

Manager Client

UML
Editor

CBR
Engine

KB Manager Module

Knowledge Base
WordNet Server

WordNet
Case

Indexes

File Server

Design
Cases

Data Type
Taxonomy

Designer Client

UML
Editor

CBR
Engine

Software DesignersKB Administrator

Fig. 1. REBUILDER’s Architecture.

The UML editor is the front-end of REBUILDER and the environment used
by the software designer. It provides the user with a graphical editor for all
UML diagrams. Besides the usual editor functionalities, there are also cognitive
actions, which are the extra functionalities provided by the CBR engine and the
KB Manager (in the case of a KB administrator).

The KB comprises four distinct parts: the case library which stores the cases
of previous software designs, or regarding NOESIS, it stores text cases; an index
memory that is used for efficient case retrieval; the data type taxonomy, which
is an ontology of the data types used by the system; and WordNet [7], which is a
general purpose ontology. The KB Manager module is used by the administrator
to manage the KB, keeping it consistent and updated.

The CBR Engine is the reasoning part of REBUILDER. As the name shows,
it uses the CBR paradigm to establish a reasoning framework. This module
comprises seven different parts: Retrieval, Design Composition, Design Pat-
terns, Analogy, Verification, Learning, and NOESIS. The Retrieval sub-module
retrieves cases from the case library based on the similarity with the target
problem. Design Composition modifies old cases to create new solutions. It can
take pieces of one or more cases to build a new solution by composition of these
pieces. The Design Patterns sub-module, uses software design patterns and CBR
for generation of new designs. Analogy establishes a mapping between problem
and selected cases, which is then used to build a new design by knowledge trans-
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fer between the selected case and the target problem. Case Verification checks
the coherence and consistency of the cases created or modified by the system.
It revises a solution generated by REBUILDER before it is shown to the soft-
ware designer. The learning sub-module represents the retain phase, where the
system learns new cases. The cases generated by REBUILDER are stored in the
case library and indexed using a memory structure. The last module is NOESIS,
which is the focus of this paper.

4 NOESIS

NOESIS aims at helping the designer create the initial UML class diagram.
Consequently the diagram may be submitted to the other reasoning modules
completing and elaborating the initial model. The text used as input to NOESIS
describes the structural requirements of the desired software. An example of such
a text may be:

Clients can post several Orders. Each Order may include various Prod-
ucts. Some Products may be on Promotion during the Order. Products
can be Books or Clothing. All Books must be associated to an Author.

These texts are subject to some peculiarities and simplifications [10], which some-
what eases the difficulty of understanding them. Of these peculiarities, explic-
itness is probably one of the most simplifying ones. It is useful to reduce to
a minimum the amount of unexpressed information in the requirements, avoid-
ing future disputes of what the software should or should not do between the
designer and the customer.

NOESIS, as any other NLP system, is aware of the knowledge categories
identified in section 2. However, due to the specific nature of the problem some
categories were omitted. Phonetic and phonological knowledge is absent because
the requirements will be fed to NOESIS in the form of digital texts. The other
knowledge category omitted was pragmatic knowledge. Because we assume that
these texts are explicit, and that hidden implicit information is usually avoided.

Figure 2 illustrates the main modules that comprise the NLP engine of NOE-
SIS and the process of translating a sentence. The system receives as its input
a sentence in natural language representing a requirement. Sentences from the
original text are sent one by one to the NLP engine for processing. Each word in
the sentence is tagged with a label that identifies the grammatical class of that
word. The tagged sentence is then fed to a syntactic parser, which derives the
possible parse trees that the sentence can have. One of these parse trees is then
chosen as the best derivation and is sent to the case based semantic analyzer,
which outputs an UML class diagram. This diagram corresponds to a partial
representation of the input requirement. These partial diagrams will have to be
merged together before presenting a candidate solution to the user.

The first step to be executed during morphological analysis is to run a Part-
Of-Speech Tagger on the sentence being processed. A Part-Of-Speech Tagger
is responsible for lexically classifying each word in a sentence. The tagger used
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Sentence
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Fig. 2. NOESIS’s Architecture.

in NOESIS is a stochastic tagger called QTAG1. QTAG [11] uses a Hidden
Markov Model for selecting the tags to assign to each word. If the sentence is
successfully tagged and all nouns and verbs exist in the WordNet lexicon, then
the tagged sentence is passed on to the next analyzer. Otherwise, the sentence
will undergo morphological processing in order to identify inflected words. These
inflections are removed from the sentence and the tagger is asked to process the
sentence again. If the sentence is still not correctly tagged, then the user may
tag the problematic word manually. Consider the first sentence of the example
text given above, the words are tagged in following manner:

Clients=NOUN can=AUXVERB post=VERB several=ADJECTIVE
orders=NOUN.

The goal of the syntactic parser is to discover all valid syntactic parse trees for
a given sentence. The parser is coupled with a grammar that states the rules
that can be used for constructing sentences. The grammar used in NOESIS was
adapted from [12] and is a context free grammar for the English language. The
parsing algorithm that was implemented is based on dynamic programming and
is known as the Earley algorithm [13]. After the derivation of the parse trees
only one is used for semantic analysis. Returning to our example sentence, the
syntactic parser would generate the derivation presented in figure 3.

S

VP

VerbAuxverb

Adj Noun

Noun

NP

NP

Clients can post

several orders

Fig. 3. Syntactic derivation of an example sentence.

1 The tagger has been developed at Corpus Research in Birmingham. More informa-
tion can be obtained at http://www.clg.bham.ac.uk/tagger.html
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The parse tree is then passed on to the semantic analyzer, which shall produce
the corresponding class diagram. The semantic analyzer is described in the next
section.

5 Semantic Analyzer

A semantic analyzer receives a syntactic parse tree as input, and generates a
class diagram that models the requirement text. Our analyzer uses a case based
reasoning mechanism to produce a valid diagram.

5.1 Cases, The Case Library and Indexes

Previous requirements are stored and indexed as cases in the case library. Cases
in NOESIS are composed of a single parse tree (the leaves are the words of the
sentence), a corresponding class diagram and a mapping tuple that establishes
the coupling between nouns in the sentence and the entities in the diagram.
These cases are then indexed according to the verbs present in the sentence.
Each verb is attributed a synset2 from WordNet, then an index representing
the case is created and attached to the corresponding synset node in WordNet.
The use of verbs for indexing has to do with the fact that the verb provides
a relational and semantic framework for its sentence [7]. Basically, the verb
occupies a core position in the sentence, and no valid sentence may exist with
out a verb. Another justification for the attachment of cases to verb synset nodes
is associated with performance reasons. There are much more nouns than verbs
in the English language [7], which means that searching the WordNet noun graph
is much more demanding than searching the verb graph. The types of relations
used to connect noun synsets are hypernym and meronym relations. In respect
to verb synsets, meronym relations do not exist, these are replaced by entailment
relations (specific verb clustering relations were also added) [7].

Attaching indexes to WordNet helps in the evaluation of semantic similarity,
but syntax is also a very important facet in the interpretation of a sentence. In
order to close this gap, we have created a second structure that is also used for
indexing. This means that every index is simultaneously attached to these two
different structures. Figure 4 shows how this syntactic indexing tree is organized.
The root of the tree has no syntactic meaning, it simply exists for the sake of
simplicity on the algorithms that use these data structures. Imagine that the
nodes s1 and s2 correspond to the parse trees in figure 5, these trees could
represent the syntactic derivation of the sentences ”Book that flight.” and ”John
ate the pizza.”, respectively. As can be seen each node of the tree of figure
4 syntactically subsumes every other descending node, this kind of structure
facilitates the assessment of syntactic similarity. We say that s1 subsumes s2
when every branch of s1 is contained in s2. This indexation tree is dynamically
rearranged when new cases are added to the case base.

2 A synset identifies the intended meaning for the word.
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Root

S1

S2

S3

Fig. 4. Syntactic index tree.

S1

VP

NP

Verb Det Noun

S2

VP

NP

Verb Det NounNoun

Fig. 5. Example parse trees.

5.2 Retrieval

Our retrieval algorithm consists of two substeps as encountered in [5]. We first
look for relevant candidates through the use of indexes and then choose the most
promising candidate that maximizes our similarity-assessment metric.

The first substep takes advantage of the implemented indexation scheme,
where both WordNet and the syntactic index tree can be used. This flexibil-
ity enables the implementation of several algorithms that use both structures
simultaneously or individually (giving preference either to semantics or syntax).

Four retrieval algorithms were implemented, combining the use of these struc-
tures. The implementation uses a spreading activation algorithm that expands
the search to neighboring nodes until some final condition is met, ending the
search. All algorithms start by using a list of entry points into the relevant
structure(s). The synsets of the verbs are used as entry points into WordNet.
Concerning the syntactic index tree, the entry point is the node representing the
same syntactic derivation as our target sentence, or if no such node exists, a list
of entry points is created containing nodes that immediately subsume and are
subsumed by our target sentence. The four algorithms used by NOESIS are:

1. Semantic Retrieval – Only uses the WordNet verb graph.
2. Syntactic Retrieval – Only uses the syntactic index tree.
3. Semantic Filtering Retrieval – Uses the syntactic index tree, but elimi-

nates indexes that have a semantic distance above some user defined thresh-
old. The semantic distance between two synsets is given by the minimum
number of arcs between them in the WordNet graph.

4. Conjunctive Retrieval – Uses both structures simultaneously. Intersecting
indexes that are reached during the search on both structures. These indexes
are considered valid and may be returned.
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5.3 Similarity Assessment

The second substep ranks each of the cases returned by the retrieval algorithm.
The cases returned by the retrieval algorithms comprise a parse tree. This parse
tree is then used for similarity assessment. We use four different criterions as the
basis for ranking cases:

– Syntactic Similarity is given by:

# intersect(target, source)
# nodes(target)

+ # intersect(target, source)
# nodes(source)

2
(1)

Where intersect computes a list of nodes that are syntactically common in both
parse trees and nodes returns a list of nodes contained in the tree. Basically, it
computes the similarity between the target and source parse trees.

– Semantic Similarity is given by:

dist(nouns(target), nouns(source)) + dist(verbs(target), verbs(source))
2 × MSL

(2)

Where dist computes the semantic distance between noun synsets or verb synsets.
nouns and verbs return a list of the nouns or verbs contained in the parse tree.
MSL (Maximum Search Length) defines the maximum number of arcs that the
search may transverse, if the distance can not be computed the value of the MSL
is returned. This formula assesses the conceptual distance between concepts in
sentences using WordNet as an ontology, which is used for computing distances
between concepts.

– Contextual Similarity is given by:{
1 if source belongs to a text from which a sentence was previously used
0 otherwise

(3)

The idea behind this similarity metric, is that if a sentence from the same text
as the one being evaluated, has already been used, then it should have a higher
similarity. This way, we are trying to give preference to sentences from the same
text.

– Discourse Similarity is given by:

1

(sentenceNumber(target)− sentenceNumber(source))2 + 1
(4)

Where sentencenumber returns the absolute position of the sentence in the original
text. This metric assesses the similarity of sentences relative to their position in
the text they are part of. Assuming that text sentences have a coherent structure.

All equations (1, 2, 3, 4) are normalized yielding values between [0..1]. After
the calculation of each of these components a weighted sum is used to evaluate
the overall similarity between the target tree and the source tree. Cases are then
ranked and the case that maximizes (5) is chosen for reuse.

Sim(target, source) = ω1 · SyntacticSimilarity + ω2 · SemanticSimilarity +

ω3 · ContextSimilarity + ω4 · DiscourseSimilarity (5)
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Assume that a case represented in figure 6 is retrieved and selected, accord-
ing to the similarity metric, as the best candidate for our example problem
sentence. Note that the case is composed of a syntactic derivation tree, an UML
diagram and a mapping tuple as was mentioned in sectionCasesSection. In the
next section, we show how this case is adapted to the problem domain.

S

VP

VerbAuxverb

Adj Noun

Noun

NP

NP

Students are assigned

unique projects

Student

Project

1

1

{ (Students, Student) , (projects, Project) }

Fig. 6. Example of a case stored in the Case Library.

5.4 Adaptation

After all sentences of the target text have been mapped with a similar source
sentence, the adaptation phase begins. Adaptation starts by loading the actual
diagrams, specified by the selected cases into memory. Then the names of the
entities from the source diagrams are replaced with the nouns encountered in
the target sentence. This substitution of names is possible because each case
holds the mapping (see section 5.1) between the sentence nouns and the diagram
entities, this mapping is denoted by:

Υ : Sourcesentence −→ Sourcediagram (6)

Having defined the correspondence function between nouns and entities, we
need a function that can map nouns from the target sentence with the nouns
that appear in the source sentence. A simple algorithm was used to accomplish
this task, basically the isomorphism between nouns is established based on their
relative positions in each sentence. This means that the first noun in one sentence
will be isomorphic to the first noun of the second sentence and so on. The
correspondence is denoted by:

Γ : Targetsentence −→ Sourcesentence (7)

Obtaining a diagram for the target sentence is now a matter of discovering the
mappings between Targetsentence and Sourcediagram, this is easily accomplished
by applying formula (8) and replacing the names of the entities in the diagram
with the nouns in the sentence.

Υ ◦ Γ : Targetsentence −→ Sourcediagram (8)
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Considering the case chosen in the previous section as the best case for our
problem sentence and applying transformation (8) we obtain the diagram of
figure 7.

Client Order

1 1

Fig. 7. Generated diagram for the sentence ”Clients can post several orders”.

It should be noted that this partial diagram is not totally correct, the multi-
plicity of the Order association end should be * and not 1, which was transferred
from the source case. Hence, this situation must be corrected in the Retain phase
(next section) if this new diagram is to be stored as a case.

Applying the above process yields a set of partial diagrams. There will be as
many diagrams as target sentences. It will frequently occur that each diagram
will have entities with the same name (some simple inflections may exist), these
entities are then merged, resulting in a single diagram, which is presented to the
user.

5.5 Retain

The suggested diagram may be altered by user modifications. If there were many
modifications on the suggested diagram, this may indicate a lack of coverage of
the case base. Which opens the possibility of retaining this new case for future
use, if the user recognizes the same lack of coverage he/she may submit the case
to the case library. The administrator must then decide if the submitted case is
or not worth being made available for retrieval.

6 Preliminary Experimental Studies

In this section we present some results of preliminary experimentations. The
aim of these experiments is to compare the output of NOESIS’s solution with
one of a software designer. We are aware of the subjectivity involved in these
experiments, since the ideal environment for testing NOESIS is in a real software
production environment.

The results presented are based on a case base compromising 62 cases, which
correspond to 12 different texts (an average of 4 sentences per text). A set of
22 problems (an average of 3 sentence per problem) were used for testing the
overall accuracy of the system.

For each problem text, a corresponding class diagram was designed by a soft-
ware designer. The same problems were given to NOESIS and the two solutions
were compared using a class diagram comparison metric. This metric returns a
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Table 1. Weight configurations for formula 5.

ω C01 C02 C03 C04 C05 C06 C07 C08 C09 C10 C11 C12 C13 C14 C15

ω1 1 0 0 0 0.5 0.5 0.5 0 0 0 0.33 0.33 0.33 0 0.25
ω2 0 1 0 0 0.5 0 0 0.5 0.5 0 0.33 0.33 0 0.33 0.25
ω3 0 0 1 0 0 0.5 0 0.5 0 0.5 0.33 0 0.33 0.33 0.25
ω4 0 0 0 1 0 0 0.5 0 0.5 0.5 0 0.33 0.33 0.33 0.25

number ranging from 0 to 1, where 1 represents an identical match and 0 two
completely different diagrams. This metric is actually part of a larger evaluation
system, which computes the similarity between two packages (each package may
contain a diagram and several other packages), a detailed explanation can be
found in [14].

The four retrieval algorithms presented in section 5.2 along with a set of
weight configurations of formula 5 were combined resulting in 60 different con-
figurations. (see table 1). The Semantic Filtering Retrieval algorithm was used
with a predefined threshold of 5 (see section 5.2). Each problem was solved using
each of the configurations presented in table 1.
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Fig. 8. Average Accuracy of Solutions. SemR - Semantic Retrieval; SynR - Syntactic
Retrieval; SemFR - Semantic Filtering Retrieval; ConR - Conjunctive Retrieval.

Figure 8 shows the average accuracy of the generated solutions using each of
the configurations presented previously.

These results show us that configuration C03 (where only context is used
for similarity assessment) has inferior accuracy for all retrieval algorithms. The
Semantic Filtering Retrieval algorithm performs worse than all other algorithms,
this may be caused by the low threshold value used. This plot may also indicate
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that the adaptation mechanism, independent of the retrieval algorithm, is able
to adapt the retrieved cases to the target situation. Nevertheless, the accuracy
values are high, being in the range of 92% to 96.5% (see table 2).

Table 2. Analysis of accuracy results for the retrieval algorithms (in percentage).

Algorithm Average Standard Deviation Confidence Interval (95%)
SynR 95.43 0.91 [94.97, 95.89]
SemR 95.23 1.01 [94.72, 95.74]
SemFR 94.21 0.22 [94.10, 94.32]
ConR 95.22 0.67 [94.89, 95.56]

The computation time of each retrieval algorithm was also assessed, results
are shown in table 3. Configuration C15 was used in these experiment since it is
the only configuration that uses all the four similarity criteria. Each algorithm
was run 10 times for each one of the 22 problems. These results show that, al-
though the syntactic retrieval has the best accuracy results, it’s computation
time is one of the most time demanding. The semantic retrieval has the worst
results, which can be explained by WordNet dimensions, where it can have to
search to many nodes until it reaches the desired ones. The other two retrieval
algorithms have the best results, showing that there is a trade-off between com-
putational efficiency and accuracy.

Table 3. Analysis of computation time results for the retrieval algorithms (in seconds).

Algorithm Average Standard Deviation Confidence Interval (95%)
SynR 7.42 0.73 [6.99, 7.86]
SemR 10.99 0.66 [10.60, 11.38]
SemFR 4.65 0.31 [4.46, 4.83]
ConR 5.58 0.72 [5.16, 6.01]

7 Related Work

Hoppenbrouwers et al. [15] use a methodology often used in Information Extrac-
tion [16], where textual elements are semantically tagged and are put together
by filling predefined template slots. The filled templates are then translated into
an initial model that the user may modify.

In [17] another approach is proposed for the generation of object-oriented
specifications from natural language. Their approach is based on a formal defi-
nition of relations between linguistic and object-oriented conceptual structures.
A set of linguistic patterns is defined along with a function that translates these
patterns into predicate logic. A similar mapping is established between concep-
tual patterns and set theory. Finally an equivalence function is defined between
predicate logic and set theory, enabling the transformation of natural language
texts into a conceptual model.
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CIRCE [10] is a web-based environment for aiding natural language require-
ments gathering, elicitation, selection and validation. A central component of
this system, used for the creation of the models, is a glossary describing and
classifying all the domain and system-specific terms used in the requirements
text, each term is associated with a set of tags. This glossary is manually or
semi-manually built for the domain to be modelled. When a text is processed,
words are tagged with the aid of the predefined glossary. Afterwards a set of
rules, denoted as MAS (Model Action and Substitution) rules, are used for rec-
ognizing the tagged text, resulting in a forest of parse trees, with which the
system can build several types of models.

NOESIS differs from these systems basically because of its learning capabili-
ties. The retention of new cases allows NOESIS to learn new modelling patterns
and adapt itself to the users linguistic practice. Nevertheless NOESIS still needs
predefined linguistic knowledge in order to produce conceptual models. The lin-
guistic knowledge used in this initial prototype is a very reduced subset of the
actual necessary knowledge.

8 Conclusions and Future Work

This paper presents a CBR approach for the translation of natural language into
UML class diagrams, which is implemented in a CASE tool. One advantage of
using CBR to perform semantic analysis of sentences, is that CBR does not need
a domain theory. In software design is very difficult to come up with a domain
theory, since the designer is modelling part of the real world. Another advantage
of CBR, is that it enables learning of new knowledge in the form of cases. Not
only can the system evolve in time, but it can also learn the designers’ modelling
preferences. In NOESIS, cases reflect these modelling preferences, enabling a
continuous learning of the system. The adaptation mechanisms used, are crucial
in the solution generation, since they are able to combine and adapt several
different cases.

The experimental results shown in section 6 are not conclusive, but they do
motivate further research in using CBR as the main reasoning mechanism for
translation of software descriptions into class diagrams. This work has raised
several issues that can be tackled or improved. One of these issues is extending
the system to deal with attributes and methods, which is going to be the next
step in NOESIS development. Another improvement is to establish a case base
maintenance policy capable of dealing with the rapid increase of the number of
cases in the case base.
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Abstract. This paper focuses on one critical element, indexing – retaining and 
representing knowledge in an applied case-based reasoning (CBR) model for 
supporting strategic manufacturing vision development (CBRM). Manufactur-
ing vision (MV) is a kind of knowledge management concept and process con-
cerned with the competence improvement of an enterprise’s manufacturing sys-
tem. There are two types of cases within the CBRM – an event case (EC) and a 
general supportive case (GSC). We designed one set of indexing vocabulary for 
the two types of cases, but a different indexing representation structure for each 
of them. In this paper, after the background introduction of the MV, the CBRM 
and the indexing challenges of the MV cases, we present the structure and con-
tent of the index vocabulary and the two indexing representation structures, then 
illustrate briefly the indexing of cases with two examples. We also summarize 
the methods, primary conclusions of test runs with the indexing scheme. Further 
research work to refine the index vocabulary is discussed as well.  

1   Introduction  

Indexing, as a knowledge categorization and representation method, plays a critical 
role in a case-based reasoning (CBR) system in organizing the case information into 
the case base for retention and for subsequent retrieval. The “indexing problem” is a 
key problem in case-based reasoning [1].  

To be more particular, indexes are composed by the features describing that in 
which circumstances a case might be found useful by a reasoner [3]. Indexes must be 
both abstract and concrete enough for effective performance of a CBR system.  

Our work for indexing aroused in the development of a CBR model for manufactur-
ing vision (MV) development (CBRM) [4]. The CBRM is an application of the CBR 
methodology in the field of manufacturing strategy development. It is briefly intro-
duced together with MV in the next section. Its target is to help an enterprise to find 
and establish a competitive manufacturing portfolio (namely MV) to assure its healthy 
survival and success in the fiercely competitive marketplace. 
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Nevertheless, in the domain of strategy on manufacturing and the relationship of its 
sub-systems, the contents and contexts of the available cases and their application 
environment are very complicated. When trying to find a previous similar case to deal 
with a new problem, there could be numerous properties possible to be used for re-
minding, but which of them are the ones that could be unequivocal and recognizable 
enough to help select the previous cases really needed? And how to describe the con-
tent and formulate the structure of the index vocabulary to make it easier to be under-
stood and applied by practitioners in real world operations? These are the challenging 
tasks for a CBR model aimed at the domain of manufacturing strategy formulation. 

As noted by Kolodner [3], it is perhaps impossible to obtain a complete covering 
index vocabulary regarding all the aspects of a CBR system concerned domain; what 
we can and should endeavor towards is a functional working set of indexes to cluster 
and to represent the case knowledge.  

Based on the categorization of the two different types of cases in our research – EC 
and GSC (detailed in the next section), in order for clustering the domain knowledge 
for MV development, we created one set of index vocabulary but expressed in two 
different types of indexing structure. The index vocabulary is termed by us as the 
indexing matrix for MV development (IM-MVD), which is expressed in the form of a 
relational table containing the so called feature-value pairs in CBR terminology. One 
type of indexing structure is the changeable-slot indexing structure (CSIEC) represen-
tation for the majority of ECs. Another is the fixed-slot indexing structure (FSGSC) 
representation for GSCs and some ECs. 

This paper is structured in this way: in next section are the general backgrounds re-
garding MV and CBR’s application in MV research – the CBRM, as well as the cases 
and case base and the indexing challenges. Then the methodology and the introduction 
of the designed index vocabulary – IM-MVD are presented; particularly, the nominal 
group technique used to conduct the creation process is also briefly described in this 
section. After which the index representation structures of CSIEC and FSGSC are also 
illustrated. Following them are the test run methods of the index vocabulary and the 
primary conclusions. The paper is finalized by a presentation of the future research. 

2   General Fundamental Backgrounds 

In this section, the background and basic concepts regarding the manufacturing vision 
(MV) and the CBR model for MV development – CBRM, the cases/case base and the 
indexing challenges within the model are briefly illustrated. 

2.1   Conception of MV and CBRM 

Within recent two decades, the expedited changing industrial conditions and the global 
competition environment have brought tremendous pressure to the manufacturing 
enterprises. Responding to these challenges, every enterprise needs to set up a robust 
strategy in manufacturing to help achieve the general corporate mission. The competi-
tive advantage is to be achieved, when manufacturing decisions are created with a 
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holistic view to synthesize the strengths within the organization towards the realization 
of corporate strategy [5] [6] [7]. 

To address the problem of competent manufacturing strength generation, a quite 
new concept, manufacturing vision (MV), was put forward by some researchers [8], 
[9]. MV is defined as a company specific, commonly shared, holistic picture of the 
way in which future manufacturing in the company will function [8]. It links the cor-
porate strategy to the production system design. It identifies the methods and ways to 
ensure that enterprises stay competitive in a changing environment, and responds to 
the rapid change in technological and global competition. The concept of MV and its 
development process, function dynamically in enabling and supporting the enterprise 
achieving its corporate strategy and maintaining its competitive advantages in the 
global economic environment. In order to grasp and collaborate the creative ideas and 
knowledge of the employees and management of a company for the setup of a MV, 
Riis and Johansen [8] proposed a process, which consists of five phases; Maslen and 
Platts [9] have also suggested relevant methods for a MV creation.  

Nevertheless, the research around MV is in an early stage, there is still a lack of ge-
neric tools easily understandable and extensively applicable to help run the entire MV 
development process effectively and efficiently. 

Case-Based Reasoning (CBR), as both a methodology for modeling the reasoning 
and thinking of human being, and a methodology to support the construction of intelli-
gent computer systems [10], has its special effective property to tackle the com-
plex/open/real world problems, such as MV development. 

As noted by Althoff and Bartsch-Spoerl [11], quite often, classical Artificial Intelli-
gence (AI) approaches cannot be used in complex, open and real world domains; un-
der these conditions CBR may be the only chance to provide effective support. Many 
aspects involved in improving an enterprise’s manufacturing system competence be-
long to this category. Besides, compared with other techniques, CBR still has some 
further advantages [10] [12] as an approach to incremental, sustained learning: reduce 
the knowledge acquisition effort; require less maintenance effort; improve over time 
and adapt to changes in the environment; high user acceptance.  

Based on the understanding of the MV’s development process and the methodol-
ogy/application of CBR, we have designed a CBR model for MV development – 
CBRM, the details of the contents and structure of CBRM are provided in Wang, 
Luxhøj and Johansen [4]. 

2.2   The Cases and Case Base for the CBRM and Their Indexing Challenges 

In order to make the CBRM effective, the knowledge storage – case base must be 
filled by representative cases that contain the relevant previous knowledge that could 
be used for solving new problems. These cases’ information will facilitate to synthe-
size the manufacturing portfolio of competitive advantages for supporting an enter-
prise to survive and succeed. The cases are collected and codified from literatures and 
practical case reports, as well as the ones generated by the CBRM after the model 
execution in practice.  
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Considering the practical conditions of the obtained cases and the application of 
cases in the knowledge domain of MV, we divide the cases in the case base into two 
categories: an event case (EC) and a general supportive case (GSC). 

An EC is the kind of case that holds the information regarding the real world con-
crete strategic and tactical activities performed by organizations to eliminate their 
weakness, to improve competence, to enhance their strength, etc. The content of an 
EC normally consists of the following parts: the problem description, including the 
present problems faced by the firm and/or the future targets to achieve; the solutions, 
including the countermeasures to deal with the current problems in a long-term strate-
gic view, and the means to improve the competences for achieving future targets; the 
outcome or anticipated outcome by implementing the case solutions, if possible; and 
the action plans to implement the activities for realizing the strategic tasks, when 
available. 

A GSC is the kind of case that holds the information regarding the generalized best 
techniques and practices in operations, so called ‘best practices’, which could be inte-
grated into a new MV and also be the inspiring stars for arousing new ideas. The con-
tent of a GSC consists of the problems and/or the environment description for the 
functioning of the practically proven or the researchers proposed good prac-
tices/techniques; the description of the certain best practices/techniques; the conse-
quences of using the practices/techniques; and the ways to apply them, when available. 

The major differences between ECs and GSCs are: an EC is only a “good experi-
ence” for a certain enterprise, and if another organization desires to use it, normally 
they must make an adaptation; while, a GSC is globally applicable in similar industrial 
situations. Typically, a GSC has far less content than an EC, and it is also more fo-
cused on a certain aspect of manufacturing. 

Before the cases can be used in the model’s processing to generate an applicable 
MV, one must index them for retention into the case base and so that the CBRM can 
retrieve them during the processing.  

Although there are some index paradigms for CBR system application, such as the 
Universal Index Frame (UIF) from Schank and Osgood [3] [13], and CreekL from 
Aamodt [2], there is not a concrete index vocabulary existing that could be directly 
used in the domain of MV development to describe the complicated contextual and 
content situation. Meanwhile, the contents of the available cases are also quite com-
plex with disparate information in them. This brings many challenges for creating 
guidelines, i.e., index vocabulary that will instruct the indexing work of a practitioner 
in charge of knowledge acquisition and retention within the field.  

Concerning all the factors in practice and the structure of the software (Intellix De-
siner 4.1 from Intellix A/S, Denmark) used in support of case retrieval and retention, 
we decide to develop one set of focused index vocabulary, namely IM-MVD, for the 
manufacturing strategy related areas; and based on the understanding of the frame 
representation structure [14] [15] [16] [17], we use the slot-filler expression format in 
representing the cases, with two types of indexing representation structure – CSIEC 
and FSGSC. In the IM-MVD, the aspects and their condition descriptions for MV 
decision areas appear as feature-value pairs that are a commonly adopted effective and 
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efficient approach in commercial usage [18]. For the indexing representation, the slot 
is stuffed by the feature in IM-MVD, and the filler stuffed by the value. 

In the next sections, the creation methodology and detailed structure and contents of 
the index vocabulary and the indexing representation structures, as well as the exam-
ple indexing scheme on both of the two types of cases are described.  

3   Creating the Index Vocabulary –   
     IM-MVD and Applying the Indexing Scheme 

3.1   Methodology for IM-MVD Creation 

The theoretical background of the creation of the indexing vocabulary comes from the 
functional approach and the reminding approach [3]. According to the understanding 
from the description about the two approaches by Kolodner, the functional approach is 
to check and analyze the contents and structures of a set of available cases obtained 
either from literature and/or directly from practices, try to discern what each case can 
be used for and the ways it needs to be indexed to make it easier identified when in 
need; the reminding approach is to examine the reminding points that commonly exist 
among domain experts who know exactly the contexts and contents of the certain 
cases, and can choose and determine the similar aspects between the current and pre-
vious conditions, the experts recall which kinds of aspects and related condition de-
scriptions are important to judge similarity in the corresponding circumstances.  

Here in this research, we made an extension on the reminding approach. When us-
ing it, besides asking the experts to recall the most likely popping out aspects and 
related possible condition descriptions regarding the actual cases, we emphasize that 
the aspects could be from hypothetical cases with the relevant solutions generated by 
their expertise, i.e., to ask them first to form hypothetical cases that could happen, and 
then to tease out the points of reminding; in this way, the experts could have more 
space to play with the full use of their domain knowledge and expertise, and the index 
vocabulary could also be enriched.  

Procedurally, the indexing vocabulary creation is fulfilled through three phases: 
The first phase involves extensive search of the relevant literature and case reports, 

comparing them, then abstracting the representative aspects and condition descriptions 
within the decision areas of MV focused by this research, i.e., find the relevant case 
features and value descriptions that could be predictive and representative. This step is 
in accordance with the functional approach.  

The second phase involves using the extended reminding approach through a tech-
nique called nominal group (briefly described in the next sub-section), to gain another 
set of possible features and values from the experts’ view. 

The third phase is to triangulate, modify, practically combine and synthesize the 
features and values gained from the two approaches to form a workable index vocabu-
lary table – the IM-MVD. 
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According to Kolodner [3], developing an index vocabulary is an incremental 
pragmatic process. Thus, the approach of maturing by testing is used to make this 
prototyping index vocabulary more towards high degree of representative ability. 

3.2   Nominal Group Technique (NGT)  

The nominal group technique is used to identify and solve problems by collecting and 
sharing individual opinions. It is a process for a group of people who become a group 
in name only when they are using the technique; at the time that the group uses the 
technique they avoid the normal problems of a few individuals doing all the talking, 
the rest listening, and very few people taking the time to actually think about the issue 
at hand [19] [20] [21]. The NGT helps to overcome these common problems often 
encountered in small group meetings organized for the purpose of generating ideas and 
problem solving. By NGT, individuals can be more creative and everyone is given a 
structured opportunity to participate. 

The NGT herein used is adapted in order to reduce the time consumed and to im-
prove the efficiency during the group sessions, which is called as a modified nominal 
group technique (MNGT). Details about MNGT session are provided in Wang [22]. 

3.3   Details of the IM-MVD 

In the following, we introduce the index vocabulary – IM-MVD.  
The IM-MVD can be regarded as a kind of authority file. An authority file contains 

a set of controlled vocabulary, i.e., it is a set of specially designated items used during 
indexing [23]. When the end user desires to index the real world stories into case base, 
they will walk through the items in the IM-MVD to pick out the representative ones to 
compose a set of distinctive indexes. Also, we apply the IM-MVD as instruction on 
the knowledge acquisition work in gathering information and formulating the contents 
of cases. 

As stated before, the IM-MVD is acquired through the codifying of the results from 
both the functional approach and the extended reminding approach. Nevertheless, 
when performing indexing on a certain case, not all of these features/values will be 
needed, i.e., not all of them will be used for one certain case. Their existence in the 
IM-MVD is forming a resource for combining some of them as a portfolio at the time 
when indexing an individual case into case base.  

Within the CBR community, there are some certain principles for index determina-
tion [3] [18]: indexes should be predictive for certain circumstances; the predictions 
should be useful for identifying the usage of the case; indexes should be abstract 
enough to cover various situations; indexes should be concrete enough for easy and 
accurate retrieval against a new problem situation. During the generation of the IM-
MVD, we attempted to follow these principles. 

In general, the content of a case for MV can be clustered into three main parts, the 
first part is the situation description, i.e. the occurring circumstances and the contex-
tual domain; the second part is the description of the concrete countermeasures, i.e., 
case solutions; the third part is the outcomes of the implemented solutions, and the 
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action plans. The case index vocabulary focuses on these three aspects to make the 
representation accurate to support effective and efficient retention and retrieval.  

Table 1 is an example format of the IM-MVD, the first column is the classification 
of the general categories clustering the issues within the domain of a MV, i.e., general 
organizational profile, hard factors and soft factors [4]; the second column includes the 
detailed decision areas of a manufacturing system focused on by the CBRM; the third 
column includes the features used for indexing cases that correspond to the concre-
tized aspects within a certain decision area of manufacturing system; the fourth col-
umn lists the value-describing prepositions (VDPs) that indicate the type of time hori-
zon of the values indexing the case information consisting of the is-condition (IS_C) 
and the to-be-condition (TB_C). IS_C means the actual state the indexed case is in; 
TB_C means the future state the indexed case will approach. When users index the 
practical cases, they could use either IS_C or TB_C to represent the information in 
seeking to make case indexes more inclusive and expressive. The columns starting 
from the fifth column are the possible values of the relevant features. 

Table 1. The example format of IM-MVD 

Features
Value describing 

preposition (VDP)
Alternative 

feature value 1
Alternative 

feature value 2 …

Type of enterprise IS_C / TB_C manufacturing
manufacturing, 
batch production …

General 
profile GENERAL Annual revenue  IS_C/ TB_C USD 50M USD 100M …

Enterprise history IS_C / TB_C
founded in 19th 
century founded in 1962 …

Organizational 
diversity IS_C / TB_C single BU multi BUs …

Geographical scope IS_C / TB_C single place multi-places …

Product structure IS_C / TB_C complex simple …

LOCATION Factory location IS_C / TB_C
ecological 
unharmful

transportation 
opportunities well 
assured …

Local infrastructure IS_C / TB_C incomplete
completed and 
supportive …

Hard factors Industrial Complexes IS_C / TB_C
unpleasant to the 
local people

friendly to local 
people …

… … … … …

…

Current and planned 
tansporting-MH 
equipments IS_C / TB_C

space arranged and 
layouted

routine designed 
and leaned …

… … … …

Soft factors … … … … …

Concerned 
decision 
areas

Features 
and values

General 
categories

 
 
To ensure the consistency of indexing between different users, there are some rules 

to be followed while applying the VDP: 1) Indexing for retention: for the target, use 
TB_C; for the strategic approaches and other relevant information about manufactur-
ing system, use IS_C; if the IS_C description is not possible and the information is 
available to describe the to-be situation, apply TB_C; if both TB_C and IS_C apply, 
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then use IS_C. 2) For indexing a new case information for retrieval of previous cases, 
follow the same rule.  

In the IM-MVD, the user is also provided the possibility to add more values and 
features into the vocabulary in case of new findings that can be done by using the 
reminding approach [3] run in a MNGT session. 

For a particular feature, its value could have two different properties: open-end de-
scription and close-end description. Open-end values refer to those that are different 
while not necessarily opposite, and the numbers of alternatives could be as many as 
available; and could be multiple choices for the same feature, in this condition, the 
feature-value pairs will be respectively listed. Since close-end values are those that 
hold the mutually exclusive alternative values, the number of alternative values will be 
less. The open-end and close-end value types are just used for the research aim of 
classifying the possible alternative value descriptions. In practice, the user-oriented 
IM-MVD table will not list this property. 

The focused manufacturing decision areas within the IM-MVD include the process 
and layout design, location, capacity management, time management, inventory man-
agement, quality, human resource management (HRM), workforce organization and 
culture, plus the general profile of a case entity. The aspects within these decision 
areas are features, and their situation or state descriptions are feature values. The fea-
tures and values form the detailed contents of the IM-MVD accommodating the vari-
ous practical case conditions. 

In the case base of the CBRM, two types of information of a case are stored. One 
type is the indexed abstracted information; another type is the concrete description of 
the context and content of a case. The IM-MVD is the guideline to link the two types 
of information. Whether an EC or a GSC in the case base of CBRM, all that exists is 
their abstracted index information, i.e., in the CBRM case base, the retrieved “cases” 
are only the names of the cases, not the concrete contents. The main knowledge body 
of cases will be stored in another library, in which cases will be described in the form 
of natural language expressed in a standardized structured format. We would like to 
call this name-case-base as meta-case-base. It is connected by an embedding frame 
model designed using Visual Basic (VB) 6.0, to the real case-body library [24]. 

The procedural flow chart of applying the IM-MVD to index knowledge source in 
the CBRM is as shown in Figure 1. 

3.4   Example Indexation by Applying the IM-MVD 

Using the CSIEC representation structure to index EC. The following is an exam-
ple of using the CSIEC, applying the IM-MVD vocabulary items, to index a part of 
the information from a test EC, which is formulated through both the literature and our 
practical experience. The majority of ECs within the CBRM have different features 
and various values; the case base composed by this type of cases is a kind of heteroge-
neous case base, according to Watson [18]. For those ECs with the same features but 
different values, use FSGSC to index them, which is normally used for GSCs within 
this research. 
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The part of case information is as follows: 

Manufacturing process appeared much older, although the manufacturing machinery 
was about only 10 years old. 

Numbers of current employees are more than needed for the same production volume 
compared with the competitors, this means either the full potential of the production 
system is not explored or the people are surplus over the technological structure and 
infrastructure need. 

Planning and control on production system is not in harmony, semi-finished goods 
often sit for several days waiting for complementary parts, which are out of stock, 
resulting the final assembly has lots of discontinuities. This reflects the technological 
and production control information systems function ineffectively and inefficiently. 

Gathered situational information 
regarding a certain enterprise 

 

Generalized situational description 
of domain problems & targets 

and related circumstances 

IMMVD 

Features /  
Values 

Features /  
Values 

Meta-Case 
Base 

Solution 
possibilities 

General 
domain 

knowledge 

 

New 
case 

Legend: 

---- the information flow before new solution generated 
      the information flow after new solution generated 

+     to combine with 

Case Body 
Library 

 

Fig. 1. The functional flow of applying IM-MVD 
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Figure 2 is the example of indexes on the case information. 

EC-xyz 

Changeable slot VDP Filler 
Processing technology vs. up to date 
standard 

IS_C 
inferior 

Stage on life span of machines 
IS_C 

in the medium of machine life 
span 

Material and information flows 
within or outside of the enterprise 
and its physical structure 

IS_C ineffective and inefficient, not well 
planed 

Capacity of employees IS_C more than needed 
Manufacturing process attributes TB_C well throughput time control 

Fig. 2. Example indexing using CSIEC 

The indexes are input to the CBRM and stored in the EC division for case retention 
and retrieval. 

Using FSGSC representation structure to index GSC. The FSGSC uses the same 
features but various value descriptions for different cases, the case base composed by 
this type of cases is a kind of homogeneous case base, according to Watson [18]. 

When indexing a GSC, the features in the IM-MVD could also be used as lower 
level value descriptions while necessary; we cluster this condition in the additional 
column of FSGSC, called as a sub-filler. In Figure 3, we use the indexes on a quality 
problem as an example to show the FSGSC indexing representation. 

The indexes will also be input into case base and stored in the GSC division. 
 

Case-qi   
   
Core problem aspect Scrap level  Very high 

Focused points Inspection and control methods Does not exist 

Fig. 3. Example indexing using FSGSC 

4   Testing the Indexing Approaches 

4.1   Test Method 

The IM-MVD has completed test runs within academic circles, both in Denmark and 
the USA. The tests were performed by different indexers with dissimilar theoretical 
and empirical backgrounds. 

The procedure is composed of the following three phases: 

1) indexing a case story by going through the items in the IM-MVD, 2) then doing 
case retrieval work based on the indexes, 3) checking the effectiveness of the indexing 
based on the comparison of the retrieved results.  
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4.2   Test Results 

In Table 2, we summarize the indexes from different indexers and the retrieved results 
by using them; the indexers did the indexing by following the IM-MVD. For the same 
indexing contents of the testing case, the indexers have determined different numbers 
of indexed items. What the results show is that for the situation with more items in-
dexed, the retrieved case numbers are less. 

Table 2. Indexation results by different indexers 

Indexer 1 2 3 4 5 

 Indexed item  
numbers 30 30 24 58 75 

Retrieved case  
numbers 5 6 6 3 1  

 
Figure 4 visualizes the relationship between the indexed item numbers and the re-

trieved case numbers; the dotted lines are the trends of each curve.  
 
 

 

Fig. 4. Relationship between the indexed item numbers and retrieved case numbers 

5   Primary Conclusions 

By checking carefully on the indexes, we found that indexer4 and indexer5 had more 
detailed indexed items, while the other indexers have ignored some of the details. The 
most significant issue is that, among the top three ranked retrieved cases by using the 
different indexes, there is always one same case existing – ec5 in common. 
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In fact, ec5 provided the most important and appropriate information when later 
creating the MV solutions regarding the problems identified in the testing case. This 
means the index vocabulary has a tolerant property to be inclusive for finding the 
relevant cases to avoid the information loss.  

Here, it is reasonable to say that the IM-MVD will support the CBRM being more 
robust and effective as well as efficient to be applied for a creative MV’s generation. 
Of course, there is still much modification and refinement work awaiting. 

Generally, the structures and contents of indexing of this model as well as the proc-
essing procedure are intentionally simple, although it will require some patience to 
complete the indexing by going through the index vocabulary. By using the IM-MVD, 
including the pre-training, it takes around half a day for a person who is not familiar 
with the process but having the relevant domain knowledge of an MV, to index a case 
into CBRM. Meanwhile, the person should have a clear understanding of the informa-
tion to be indexed in advance. 

6   Future Research 

Workable as the IM-MVD is, it still has weak points that need further effort to im-
prove. Later, during the CBRM’s further application in academia and case companies, 
the following points will have the opportunity to be refined: 

1. The similarity between the indexed items from different indexers shall be in-
creased, concerning the same information to be indexed on; 

2. The expressions of the feature values shall be refined to make them more accurate 
and to avoid any ambiguity in understanding. 
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Abstract. Textual CBR systems solve problems by reusing experiences that are
in textual form. Knowledge-rich comparison of textual cases remains an impor-
tant challenge for these systems. However mapping text data into a structured case
representation requires a significant knowledge engineering effort. In this paper
we look at automated acquisition of the case indexing vocabulary as a two step
process involving feature selection followed by feature generalisation. Boosted
decision stumps are employed as a means to select features that are predictive and
relatively orthogonal. Association rule induction is employed to capture feature
co-occurrence patterns. Generalised features are constructed by applying these
rules. Essentially, rules preserve implicit semantic relationships between features
and applying them has the desired effect of bringing together cases that would
have otherwise been overlooked during case retrieval. Experiments with four tex-
tual data sets show significant improvement in retrieval accuracy whenever gener-
alised features are used. The results further suggest that boosted decision stumps
with generalised features to be a promising combination.

1 Introduction

Past problem solving experiences captured in textual form present an interesting chal-
lenge to CBR system development. This is because experiences in unstructured form
containing free text must first be mapped into structured cases before they can be mean-
ingfully compared and reused for future problem solving. Textual CBR (TCBR) in-
volves reuse of experiences that are in text form [14]. Unlike Information Retrieval
approaches TCBR aims to develop case representation mechanisms that can better sup-
port knowledge-rich comparison of cases.

TCBR systems often access a variety of knowledge sources (e.g. domain specific
thesauri, natural language parsers etc.) to establish an indexing vocabulary [5]. The
general aim is to facilitate structured case representation and enhance retrieval. In this
paper we investigate how introspective learning can be employed to automate the ac-
quisition of the case indexing vocabulary [13]. We present techniques that are generally
applicable when textual experiences are pre-classified according to the types of prob-
lems they solve. Essentially we shall exploit implicit knowledge already existing in text
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documents to discover keywords that on their own or as a set in combination with oth-
ers, are predictive of the problem class. The case indexing vocabulary will constitute
just these selected keywords and so this process can be viewed as dimension reduction
or feature selection.

Feature selection techniques employed by machine learning algorithms for super-
vised learning tasks such as classification are known to successfully improve accuracy,
efficiency and comprehension of learned concepts [12]. Typically these techniques have
been applied in problem domains consisting of structured cases. They have also been
employed by CBR systems to identify relevant features for building an index for case
retrieval [11]. A feature selection technique can be categorised as either being a filter or
a wrapper approach. The wrapper approach uses feedback from the final learning algo-
rithm to guide the search for the set of features. Generally this feedback ensures selec-
tion of a good set of features tailored for the learning algorithm but has the disadvantage
of being time consuming because feedback involves learner accuracy ascertained from
cross-validation runs. Filters are seen as data pre-processors and generally do not re-
quire feedback from the final learner. As a result they tend to be faster, scaling better to
large datasets. Selection techniques presented in this paper fall under filter approaches
which are particularly suited to processing of medium to large text collections.

In classification problems a good feature is one that is predictive of the problem
class on its own or in combination with other features. Selection according to the per-
formance of a combination of features is particularly useful for text data because there
is often the need to identify similar meaning words that are used interchangeably (syn-
onyms) and the same word being used with different meaning (polysemies). In both sit-
uations similar cases can be overlooked during retrieval if these semantic relationships
are ignored. This paper introduces a novel feature selection technique that discovers and
preserves semantic relationships in the case representation as part of the selection pro-
cess. Boosted decision stumps are used for feature selection and semantic relationships
are captured using association rule induction.

Section 2 describes the commonly used information gain based feature selection
technique which is then used by the boosted feature selection technique in Section 3.
The Apriori association rule learner is discussed in Section 4 and is employed as a
means to capture semantic relationships between features. In Section 5, induced rules
are utilised to form a generalised document representation and in doing so introduces
novel ways of combining it with feature selection. Experimental results are reported on
four textual classification tasks in Section 6. An overview of case representation and
indexing issues in textual CBR research and how techniques presented in this paper
relate to existing ones are discussed in Section 7, followed by conclusions in Section 8.

2 Feature Selection with Information Gain

We first introduce the notation used in this paper to assist presentation of the different
feature selection techniques. Let D be the set of all labelled documents, W the set
of all features which are essentially words. A document d is a pair (�x, y), where �x
= (x1, . . . , x|W|) is a binary valued feature vector corresponding to the presence or
absence of words inW ; and y is d’s class label [18]. The experiments in this paper use
binary class domains so y is either 0 (negative class) or 1 (positive class). Let S be the
training subset containing labelled documents {d1, . . . , dn}.
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The main aim of feature selection is to reduce |W| to a smaller feature subset size
m by selecting features ranked according to some goodness criteria. The selected m
features then form a new binary-valued feature vector �x′ and a corresponding reduced
word vocabulary set W ′, whereW ′ ⊂ W and |W ′| � |W|. The new representation of
document d with W ′ is a pair (�x′, y).

A feature’s discriminatory power is a useful gauge of its goodness and is commonly
ascertained using the information gain (IG) score ([17], [16]).

IG(X, Y ) =
∑

x∈0,1

∑
y∈0,1

P (X = x, Y = y).log2
P (X = x, Y = y)

P (X = x).P (Y = y)

Here the probabilities are estimated from S using m-estimates [15]. The information
gain based ranking and selection of features is the base line algorithm used in this paper
and we will refer to it as BASE (Figure 1).

m = feature subset size
BASE

Foreach wi ∈ W
calculate IG score using S

sort W in decreasing order of IG scores
W ′ = {w1, . . . , wm}
Return W ′

Fig. 1. Feature selection with IG based ranking.

A feature goodness score like IG reflects a feature’s ability to discriminate between
classes. A possible shortfall with BASE is that selected features although having high
scores may exercise their discriminatory power in similar ways. Consider documents
from two mailing lists about computer hardware, one list containing messages about
solving PC problems and the other dedicated to Apple Macs. An example of the top
ranked words might be: “centris”, “quadra”, “eisa”, “bus”, “client”, “server” etc. Here
both “centris” and “quadra” are likely to suggest a hidden concept such as machine
type. Similarly “eisa” and “bus” are likely to co-occur in similar documents an possi-
bly relate to an implicit concept like internal architecture, while “client” and “server”
are also features that can be viewed as belonging to a further implicit concept such as
process communication. Ideally we would like to explicate these semantic relationships
but firstly we need to ensure that as many of the hidden concepts are captured by at least
a single representative discriminatory feature. This means that if we were restricted to
select just three out of the six words a useful selection might be: “quadra”, “eisa” and
“server” to cover each of the hidden concepts; instead of just the top three “centris”,
“quadra” and “eisa”. What this example is highlighting is that selecting just the top
ranked features with BASE can result in a feature set that is not particularly representa-
tive of hidden concepts thereby having a detrimental effect on case comparison. In the
following section we combine IG based feature selection with boosting as a first step
towards dealing with this problem.
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3 Feature Selection with Boosted Decision Stumps

Boosting is known to improve the performance of learning algorithms particularly with
tasks that exhibit varying degrees of difficulty [9]. The general idea of boosting is to
iteratively generate several (weak) learners, with each learner biased by the training
set error in the previous iteration or trial. Each learner works hard at solving training
instances that were incorrectly classified in previous iterations. This is achieved by as-
sociating weights with instances in the training set and updating these weights at each
trial. Weights of instances correctly solved by the most recent learner are decreased, and
this has the effect of increasing weights of incorrectly classified instances. It means that
at the next trial the learner is forced to work harder at solving these difficult instances.
In order to classify a new test instance, the votes of each learner are combined to form
a majority vote. Each vote is typically weighted by learner accuracy because it makes
sense to trust those learners that have a higher accuracy on the training set.

An interesting approach to feature selection is to use boosting with a one-level deci-
sion tree, known as a decision stump, as the learning algorithm ( [6], [8]). Constructing
such a learner involves selecting a single feature, based on its ability to discriminate
between classes [10]. For this purpose decision stumps are typically formed from fea-
tures with high information gain. An example of two decision stumps from the binary
classed computer hardware domain appear in Figure 2. Here a “+” denotes documents
from the Apple mailing list and “-” the PC mailing list. With the “centris” stump the
left leaf is formed by documents in which “centris” is present and the right leaf contains
documents where it is absent. Predicting the class of a test document using this deci-
sion stump involves traversing the left or right branch leading to a leaf depending on the
presence or absence of “centris” and labelling the document with the majority class at
that leaf. Similar explanations hold for the stump having “bus” as the splitting feature.
The stump error on the training set (err) is the percentage of the number of minority
class documents in both branches.

Since a decision stump partitions the domain based on the values of a single feature,
the set of stumps generated with boosting form the set of selected features. Therefore
with m boosted iterations a set of m features are selected and these form the reduced
feature subset W ′. The BOOST feature selection technique is shown in Figure 3. At
each boosted iteration the feature with highest IG is selected forming the stump for the
training set S. Initially all n documents are assigned the same weight of 1/n. With each
trial these weights are updated so that the weights of correctly classified examples are
reduced according to the error of the stumps. In practice once weights are updated, they
need to be re-normalised so that their sum remains one. The impact of updated weights
will be reflected in the IG scores where the prior and conditional probabilities are calcu-
lated on weighted documents, and this in turn will influence the feature selected in the
next iteration when forming the stump. The boosting mechanism adopted here is sim-
ilar to AdaBoost.M1 [9], the only difference being that updating of document weights
is based on the error of the committee of stumps learned thus far, instead of the error
of the most recent decision stump. With initial stumps containing features with higher
IG scores the committee approach to updating document weights enables stumps from
earlier iterations to exert a greater influence on feature selection.
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Fig. 2. Decision stumps.

W ′ = ∅
stumps = ∅
max-trial = m
trial = 1

BOOST

Foreach di ∈{di, . . . , dn}
initialise di’s weight to 1 / n

Repeat
F = highest ranked features from BASE

F = F \ W ′

wj = highest of F
stumps = stumps ∪ DecisionStump(wj ,S)
W ′ = W ′ ∪ wj

err = error rate of stumps on S
Foreach di ∈ S

if di is correctly classified by stumps
update di’s weight = weight * (err/1-err)

re-normalise all weights
++trial

Until (trial = max-trial)
Return W ′

Fig. 3. Feature selection with boosted stumps.

Features that are discriminatory in similar ways have less opportunity to be selected
with BOOST. However, with most tasks, information about which features co-occur
with selected features can provide useful knowledge for case similarity, particularly in
the presence of hidden concepts. In the next section we use an association rule learner to
identify co-occurring features for selected features. A generalised feature space formed
by applying these learned rules to selected features provides a richer case representation
which in turn will enrich case comparison.

4 Feature Generalisation with Association Rule Induction

Apriori [1] is a well known association rule induction algorithm introduced for the
market-basket analysis domain where one wishes to find regularities in people’s shop-
ping behaviour. It generates rules of the form H ← B, where the rule body B is a
conjunction of items, and the rule head H is a single item. Association rules are discov-
ered in two stages. Firstly Apriori identifies sets of items that frequently co-occur, i.e.
above a given minimum threshold. It then generates rules from these itemsets ensuring
frequency and accuracy are above minimum thresholds.

4.1 Rule Generation and Selection

An obvious analogy exists between frequently occurring itemsets in shopping transac-
tions and frequently occurring words in a set of documents. This means that rules can be
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+r1:centri<- print (6.5%, 17.2%, 0.3%)
+r2:centri<- card  (6.6%, 25.4%, 1.1%)
+r3:centri<- fpu   (5.5%, 24.5%, 0.8%)
+r4:centri<- iisi  (7.7%, 14.5%, 0.1%)
+r5:centri<- simm  (9.0%, 16.3%, 0.3%)
+r6:centri<- quadra(10.8%, 24.0%, 1.5%)
+r7:centri<- lc    (9.0%, 16.3%, 0.3%)

-r1:bus <- local  (7.7%, 46.4%, 3.0%)
-r2:bus <- standard  (10.3%, 31.5%, 1.2%)
-r3:bus <- window  (13.6%, 29.5%, 1.2%)
-r4:bus <- id  (20.5%, 28.3%, 1.7%)
-r5:bus <- drive  (29.6%, 31.7%, 4.8%)
-r6:bus <- id local  (9.0%, 42.0%, 2.7%)
-r7:bus <- drive local  (10.3%, 37.0%, 2.1%)

Fig. 4. Example list of rules from the hardware domain.

used to predict the presence of the head feature given that all the features in the body are
present in the document. This means that a case satisfying the body even when the head
feature is absent, will be considered closer to other cases that actually have the head
feature present. Figure 4 lists two sets of rules generated for the hardware mailing list
domain. The first rule set corresponds to rules generated with “centris” as the rule head
and the other set with “bus” as the head. The class of documents from which these rules
were induced are indicated by the rule prefix. This is important because co-occurrences
of features are a signature of a particular class of documents.

In order to tie in a set of rules to a class it is necessary to constrain rule generation
so that a rule’s body contains features that are predictive of the same class as the rule’s
head, and learning is restricted to documents from this class. The predictive class of
features is estimated according to class conditional probabilities. Going back to Fig-
ure 2, if “centris” is to be used as the head feature of the rule then the higher conditional
probability, P (centris = 1|+) indicates that it is most likely to appear in documents
from the positive class. If instead “bus” is the head feature then the higher conditional
probability P (bus = 1|−) suggests the negative class.

An informed rule selection strategy is necessary because Apriori typically will gen-
erate many rules [3]. The percentages in Figure 4 are the coverage, accuracy and in-
formation gain for each generated rule. Generally the first two measures are used by
Apriori during rule generation to prune the search space. Here coverage (or frequency)
is the percentage of documents in which a rule is applicable; and confidence (or accu-
racy) is the proportion of documents in which the rule prediction is correct. The third
measures the gain in information due to the rule’s body, and indicates how well the
body is able to predict the presence or absence of the head feature. It is this measure
that we have found most informative when selecting the K best rules from those gen-
erated. The three best rules predictive of each of the two head features (i.e. “centris”,
“bus”) according to information gain are in bold.

4.2 Feature Generalisation

The objective of applying learned association rules is to improve case comparison by
providing a more generalised case representation. Good generalisation will have the
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desired effect of bringing cases that are semantically related closer to each other that
previously would have been incorrectly treated as being further apart. Association rules
are able to capture implicit relationships (e.g. like synonyms) that exist between fea-
tures. When these rules are applied they have the effect of squashing these features,
which can be viewed as feature generalisation.

For a feature wi ∈ W , let Ri be the set of association rules induced with wi as
the head feature, where rij : wi ← Bj . Here the rule body Bj is a conjunction of
features from W \ {wi} and when true implies the presence of the head feature wi.
Given a document’s initial representation d = (�x, y) (i.e. using all features in W), the
generalised representation d = (�x′′, y) is obtained by applying rij : xi ← xi1∧. . .∧xinj

where xik �= xi, giving;

x′′
i =

⎧⎨
⎩

1 if xi =1
1 if (

∧nj

k=1 xik) =1
0 otherwise

All this means is that x′′
i is instantiated with value 1 if either the head of the rule or

its body is true, and is 0 otherwise. Consequently, the generalised new document rep-
resentation �x′′ tends to be less sparse than �x, because 0 values are likely to have their
values flipped to 1. Essentially �x′′ remains a binary valued feature vector, whose values
indicate the presence or absence of a feature w′′, where w′′ ∈ W ′′, butW ′′ �⊂ W , since
these features no longer correspond to presence or absence of single words.
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apply 
rules

Fig. 5. Example of generalisation with rules.

Figure 5 illustrates how rules are used to generalise feature vectors. Here two forms
of five trivial feature vectors are shown. The left table shows values for each vec-
tor using all the features in W = {“centri”, “bus”, “drive”, “quadra”,. . .}, with the y
column showing the document class. The right table shows the effect of generalisa-
tion after the sets of rules are applied. For sake of simplicity we use only the single
best rule from each of the rule sets {Rcentri, Rbus, Rdrive, Rquadra . . .}; listed at
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the top of the figure. The first two rule sets contain a complete rule each: Rcentri =
{+r6 : centri ← quadra}, Rbus = {−r5 : bus ← drive}. So for example any
rule from Rcentri (e.g. +r6 : centri) is applied to the left table’s “centri” column on
any document from the positive class, while rules from Rbus are applied to the “bus”
column on any document from the negative class. The right table is the result of ap-
plying these rule sets. The other two rule sets: Rdrive and Rquadra contain rules that
have empty bodies. Such rules are not uncommon and indicate that Apriori was unable
to find rules above specified minimum thresholds. Applying empty rules amounts to
unchanged values, i.e. no generalisation takes place.

5 Combining Feature Selection with Generalisation

An obvious manner in which to perform generalisation is after feature selection. In
Figure 6 BASEGEN does exactly this using BASE first to formW ′. It then usesW ′ as a
handle on ruleset generation, where a ruleset Ri is generated for each selected feature
w′

i ∈ W ′. This restricts the number of generated rule sets to m, so |W ′′| = |W ′|. Here a
rule rij ∈ Ri is of the form rij : w′

i ← Bj , where the rule body Bj is still a conjunction
of features in W \ {w′

i}, but the head now applies to a selected feature in W ′, where
W ′ ⊂ W .

Interestingly we can also combine feature generalisation with boosted feature se-
lection so that the boosted search for the best set of features is influenced at each itera-

W ′′ = ∅; W ′ = ∅
BASEGEN

call BASE to form W ′

Foreach di ∈ S
Foreach wj ∈ {W ′ ∩W}

x′′
ij=generalise(xij , wj )

w′′
j =new generalised feature

W ′′ = W ′′ ∪ w′′
j

Return W ′′

generalise(x, w)
R = select-rules(w)
apply each rule in R
generalising x to x′′

Return x′′

select-rules(w)
R = rules with w as rule head
sort R decreasing order of rule IG
break ties with coverage
retain the best K in R

Return R

Fig. 6. Generalisation after feature selection.

W ′′ = ∅; W ′ = ∅; stumps = ∅
max-trial = m
trial = 1

BOOSTGEN
...
Repeat

F = highest ranked features from BASE

F = F \ W ′

wj = highest of F
W ′ = W ′ ∪ wj

Foreach di ∈ S
x′′

ij = generalise(xij , wj )
w′′

j = new generalised feature
stumps = stumps ∪ DecisionStump(w′′

j ,S)
W ′′ = W ′′ ∪ w′′

j

err = error rate of stumps on S
...
++trial

Until (trial = max-trial)
Return W ′′

Fig. 7. Generalisation with boosted selection.
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tion by the generalisation of the feature selected in the previous iteration. BOOSTGEN

achieves this as shown in Figure 7. It calls generalise before forming the decision
stump, as a result the decision stump is formed by splitting the training set according to
the new generalised feature.

Generalisation after feature selection is attractive because generated rules will con-
tain rule bodies that bring in features from the larger feature pool W . In this manner
both BASEGEN and BOOSTGEN are able to link selected features from W ′ with other
less frequently used features. This may be seen as supplementing selected features in
W ′ with background knowledge from W . Additionally BOOSTGEN’s boosted feature
selection will tend to discover generalised features that are less likely to have overlap-
ping semantic relationships with other generalised features.

6 Evaluation

Feature selection and generalisation techniques enable the mapping of textual docu-
ments into structured cases with which the case base is formed. Different case repre-
sentations are formed using the 4 algorithms presented in this paper:

1. BASE, feature selection using the standard IG ranking (Figure 1);
2. BOOST, feature selection with boosting (Figure 3);
3. BASEGEN, generalisation after feature selection (Figure 6); and
4. BOOSTGEN, generalisation in combination with boosting (Figure 7)

The case retrieval performance using test set accuracy with 3 nearest neighbours is
used to compare the above algorithms. A modified case similarity metric is used to
refrain from treating the absence of words in the same way as the presence of words.
This is because the presence of a word in documents is intuitively more important for
measuring their similarity, than its absence. We accomplish this affect by weighting
the similarity in non-present words by the inverse of the feature subset size. What this
means is that as increasing number of features are used to represent documents, the
influence of similarity due to the absence of similar words is reduced.

Textual cases were formed by pre-processing documents by firstly removing stop
words (common words) and special characters such as quote marks, commas and full
stops (except for ”!”, ”@”, ”%”, ”$” because they have been found to be discriminative
for some domains [17]). Remaining words are reduced to their stem using the Porter’s
algorithm. Essentially, W is formed by all word-stems (|W| ≈ 8000) remaining after
document pre-processing. For our experiments we use pre-processed documents from
the following text corpuses:

– LingSpam dataset has been formed to study the problem of spam. It contains 2893
email messages, of which 83% are non-spam messages related to linguistics, and
rest are spam [17].

– 20 Newsgroups dataset is a corpus of about 20,000 Usenet news postings into 20
different newsgroups. One thousand messages from each of the twenty newsgroups
were chosen at random and partitioned by newsgroup name [15]. For our exper-
iments we use three sub-corpuses, where the messages from two newsgroups are
combined to form a binary classification as follows: Religion and Politics (RelPol);
Apple Mac and PC Hardware (MacPc); and Space and Medical Science (SpcMed).
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We created equal sized disjoint training and test sets, where each set contains 20%
of documents randomly selected from the original corpus, preserving class distribution
in the original corpus. For repeated trials, 15 such train test splits are formed. Signifi-
cance is reported from a paired one tailed t-test with 99% confidence. The graphs show
averaged accuracy on test set with increasing number of selected features.

6.1 Results

The general behaviour of all four algorithms with the LingSpam corpus indicate an
initial steep rise in accuracy (upto 20 features) after which there is hardly any improve-
ment with increasing numbers of features (see Figure 8). The generalisation achieved
with BASEGEN has resulted in a small but significant increase in accuracy over BASE,
while BOOST has only managed a slight improvement. However, BOOSTGEN’s gener-
alisation combined with boosting has significantly outperformed the other algorithms,
achieving the highest accuracy approaching 99%. The overall accuracy results suggest
that this domain is relatively easy because BASE achieves 93.6% accuracy with only
five features and improves this accuracy to over 97% with twenty features and above.
The reason for this is due to the nature of the LingSpam corpus, where there are a few
very discriminatory features from non spam messages that are sufficient to differentiate
spam messages.
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Fig. 8. Accuracy results for LingSpam.

Figure 9 shows the results with the RelPol task. Compared to LingSpam the classi-
fication of documents in to Religion and Politics seems to present a harder task because
overall accuracy is lower. BOOST results are comparable to BASE where boosted fea-
ture selection shows improved accuracy with relatively smaller feature subset sizes. As
before algorithms employing generalisation (BASEGEN and BOOSTGEN) outperform
those without generalisation (BASE and BOOST), with BOOSTGEN having significantly
improved performance over all other algorithms (including BASEGEN).
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Fig. 9. Accuracy results for RelPol.
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Fig. 10. Accuracy results for MacPc.

The results from the MacPc classification task appear in Figure 10. This task is ex-
pected to be the hardest, because similar terminology (e.g. monitor, hard drive) can be
used in reference to both PC and Apple Mac hardware. Additionally the same hardware
problem can be applicable in both mailing lists resulting in cross posting of the same
message. Although boosting on its own has not improved accuracy, boosting combined
with generalisation (BOOSTGEN) is significantly better than all other algorithms in-
cluding BASEGEN at all feature subset sizes. Interestingly the accuracies for algorithms
using generalisation (BASEGEN and BOOSTGEN) continue to rise with increasing fea-
ture subset sizes. The poor performance of BOOST can be explained by the relatively
low discriminatory power of features in this domain. In fact selecting the most discrimi-
natory feature followed by boosting of incorrectly classified documents can be harmful,
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Fig. 11. Accuracy results for SpcMed.

because updating of document weights prevents discovery of supportive features in sub-
sequent boosted iterations.

A similar significant increase in classification accuracy with generalisation com-
pared to without it is seen with the SpcMed domain (see Figure 11). Noticeably the
overall winner here is BASEGEN having done significantly better than BOOSTGEN

for the first time. Furthermore, boosting is not helpful and its performance is signifi-
cantly worse than BASE. Closer examination of BOOST’s results indicate over-fitting
behaviour, because the accuracy on training set is higher than that of BASE’s accuracy
on training set, but this gain is not reflected in test set accuracy. The generalisation
used in BOOSTGEN maintains comparable performance to BASEGEN with up to 35
features, after which accuracy drops quickly as more features are used and over-fitting
from boosting takes effect.

6.2 Evaluation Summary

The results from the significance tests are summarised in Table 1. The first two columns
convey the gain with boosting (BOOST vs. BASE and BOOSTGEN vs. BASEGEN); and
the other two the gain with generalisation (BASEGEN vs. BASE and BOOSTGEN vs.
BOOST). Overall feature generalisation improves algorithm performance significantly

Table 1. Results summary according to significance.

Boosting Generalisation
BOOST BOOSTGEN BASEGEN BOOSTGEN

Data Set vs. BASE vs. BASEGEN vs. BASE vs. BOOST

LingSpam no diff.
√ √ √

RelPol no diff.
√ √ √

MacPc × √ √ √
SciMed × × √ √
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It is worth noting that generalisation is able to continuously improve accuracy with
increasing feature subset sizes with all domains, making it clearly more robust to over-
fitting. Generally boosting is not helpful on its own, but BOOSTGEN combining boost-
ing with generalisation achieves significant improvement over all other algorithms in 3
out of 4 domains.

7 Related Work

Current practice in TCBR system development show that the indexing vocabulary and
similarity knowledge containers are typically acquired manually [19]. This is not sur-
prising because of the ambiguous nature of free text. Although NLP tools can be applied
to analyse free text they are often too brittle partly because they tend to analyse text
from a purely linguistic point of view. Instead a piecemeal approach involving increas-
ing levels of knowledge intensive containers have been identified as the basis for TCBR
system development [13]. Generally these levels are broadly seen as connected with the
case representation vocabulary or the similarity measure. Tools such as stemming, stop
word removal and domain specific dictionaries form less intensive knowledge levels and
are mostly automated. Acquiring semantic relationships between words typically form
higher knowledge levels and are harder to automate and remain an important challenge.

The difficulty with acquiring an appropriate indexing vocabulary and the need for
structured case representation within the law domain is discussed in [4]. The SMILE

system adopts a fine-grained sentence level class, whereby sentences are manually cat-
egorised into classes. It is interesting to note that although our approach does not ex-
plicitly assign classes at the sentence level, we also found it necessary to automatically
link induced rules to applicable document classes. SMILE employs a decision tree based
index scheme to partition the case base, but this is only possible after case sentences are
manually marked-up (with words specified in a domain specific thesauri) to mitigate
the synonym problem. We believe that our approach to feature generalisation with as-
sociation rules helps automate the extraction of synonym relationships, provided that
these relationships are already implicit in the textual case base.

Association rules have previously been used to reduce sparseness of initial user
rating tables in collaborative recommendation [2]. Unlike traditional correlation based
approaches Apriori is able to capture statistics about co-occurring features efficiently
because it exploits the fact that no superset of an infrequent itemset can be frequent.
Work presented in this paper combines feature selection with rule induction providing
a useful strategy to manage rule generation and selection. Additionally the boosting in
our approach attempts to capture features that tend to be orthogonal and with which
hidden concepts can be discovered by exploiting rules generated by Apriori.

The aims of feature generalisation discussed in this paper are similar to those of La-
tent Semantic Indexing (LSI); a popular dimension reduction technique for text data. It
uses singular value decomposition to map the word based feature vector representation
into a lower dimensional latent space of artificial features [6]. Recently LSI was also in-
tegrated with textual case retrieval, where case similarity is computed on the basis of the
lower dimensional case representation [7]. Unlike LSI our approach to feature vector
generalisation explicitly captures hidden semantic relationships by way of association
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rules, enabling easier interpretation of generalised features during case comparison.
Still it will be intriguing to see how the feature selection and generalisation techniques
introduced in this paper compare with LSI based case representation.

8 Conclusions

The idea of feature generalisation and combining this with feature selection to form
structured cases for textual retrieval is a novel contribution of this paper. Feature gen-
eralisation helps tone down ambiguities that exist in free text by capturing semantic
relationships and incorporating these in the case representation. This enables a much
better comparison of cases.

The two main approaches presented in this paper are feature selection with boost-
ing and feature generalisation with association rules. Essentially feature selection helps
with identifying discriminatory features while feature generalisation captures seman-
tic relationships. Overall case representation with generalisation significantly improved
accuracy over algorithms without generalisation, and promises great potential for au-
tomated acquisition of both the indexing vocabulary and the similarity containers. The
effect of boosting is mixed where on its own gives modest improvement or even harm-
ful in some domains, where it is more prone to over-fitting. Further research is needed
to understand the relationship between types of problem domains and boosting per-
formance. However the best results in 3 of the 4 test domains were obtained by the
combination of generalisation with boosting.

An interesting observation is that with feature selection and generalisation a more
effective case retrieval is achieved even with a relatively small set of features. This is
attractive because smaller vocabularies can effectively be used to build concise indices
that are understandable and easier to interpret.
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